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Abstract—Localizing objects of interest in images when provided with only image-level labels is a challenging visual recognition task.
Previous efforts have required carefully designed features and have difficulty in handling images with cluttered backgrounds.
Up-scaling to large datasets also poses a challenge to applying these methods to real applications. In this paper, we propose an
efficient and effective learning framework called MILinear, which is able to learn an object localization model from large-scale data
without using bounding box annotations. We integrate rich general prior knowledge into a learning model using a large pre-trained
convolutional network. Moreover, to reduce ambiguity in positive images, we present a bag-splitting algorithm that iteratively generates
new negative bags from positive ones. We evaluate the proposed approach on the challenging Pascal VOC 2007 dataset, and our
method outperforms other state-of-the-art methods by a large margin; some results are even comparable to fully supervised models
trained with bounding box annotations. To further demonstrate scalability, we also present detection results on the ILSVRC 2013
detection dataset, and our method outperforms supervised deformable part-based model without using box annotations.
Index Terms—Weakly supervised localization, convolutional networks, multiple instance learning
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INTRODUCTION

computer vision, localizing and classifying different
objects given image-level category labels is usually
referred to as weakly supervised localization (WSL). WSL is
a challenging, yet important, research area, especially given
the growth of images on the internet. Compared to imagelevel category labeling, annotating object bounding boxes in
large-scale datasets is labor-intensive, or sometimes even
impossible. WSL seeks to automatically learn the object
bounding boxes from large image collections given only
image categories. As well as difficulties in general object
recognition, WSL is also challenged by ambiguities in object
annotation. In the general WSL problem, positively annotated images contain at least one instance of the target class,
which may also contain objects from other categories as part
of a complex background.
The standard method to localize an object in an image in
the WSL scenario is as follows: 1) extract many regions that
hopefully contain the desired object; 2) describe each region
using carefully designed features; 3) execute a mining
N
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algorithm on these regions to locate the correct object window of interest.
Many region proposal works have attempted to find a
relatively small number of category independent regions
that capture most of the objects and have a high overlap
with each object [1], [2], [3], [4], [5]. Given its effectiveness
and performance, we adopt selective search [3] to extract
candidate windows from each image.
Strong feature representations play an important role in
disambiguating the object positions, especially when the
accurate object position is unknown. In this paper, we adopt
the same convolutional architecture as [6] to extract features from each proposed region. Having been pre-trained
on the ImageNet ILSVRC 2011 dataset [8], the convolutional
network possesses the required knowledge for generic
visual recognition, which can be used as the prior information for visual perception.
Given the encoded region features, many works formulate the WSL problem as a Multiple Instance learning (MIL)
problem [8], [9], [10], [11], [12]. In MIL based WSL, each
image is modeled as a bag of instances (region features).
General MIL algorithms usually rely on complex optimization procedures or kernelized formulations that do not scale
well to large MIL problems. Our experiments handle many
thousands of bags, and each bag contains about 2000 highdimensional instances; as a result, most existing MIL algorithms are not directly applicable. The main contribution of
this paper is that: 1) we propose a large marginbased multiple instance model called MILinear, which is able to robustly
locate objects in positively annotated images. MILinear is a
linear prediction model, and we also develop an efficient
optimization algorithm, based on the trust region Newton
method, which makes it particularly efficient for learning on
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Fig. 1. The overview of the proposed framework.

large MIL datasets. 2) To reduce the ambiguity in positive
bags, we further propose a bag-splitting algorithm that iteratively removes negative instances from positive bags. Using
this simple yet efficient WSL framework (Fig. 1), we obtain
competitive and promising results on the challenging Pascal
VOC 2007 and large-scale ILSVRC 2013 detection datasets.
The rest of the paper is organized as follows. Related
works are reviewed in Section 2. The proposed MILinear and
bag-splitting method for WSL is presented in Section 3. In
Section 4, we apply the proposed method to the Pascal VOC
2007 and ILSVRC 2013 detection dataset and compare performance with other state-of-the-art methods. In Section 5, we
draw conclusions and propose future directions.

2

RELATED WORK

WSL is an active research topic due to the explosive growth
of digital images on the internet and unavailability of
bounding box annotations for visual objects in these images.
A major WSL approach for tackling this problem is to formulate it as a MIL problem. MIL was first proposed in [14]
to predict drug activity in ambiguously labeled data. Since
then, many methods have been proposed to solve the MIL
problem; here, we only review the large margin-based
methods related to our method due to space constraints.
mi-support vector machine (SVM) and MI-SVM [9] extend
SVM with maximum pattern margins and maximum bag
margins, respectively. As noted in [9], mi-SVM exactly captures the MIL problem by simultaneously learning the classifier and labeling unlabeled data. MI-SVM ensures the bag
level margin by considering only top scoring instances.

However, both mi-SVM and MI-SVM are solved heuristically as the exact solution, requiring mixed integer programming. Nguyen et al. [12] proposed a modification of
MI-SVM that frames localization and classification as a joint
learning process. The object-centric spatial pooling
method [15] adopts a foreground-background feature representation under the MI-SVM formulation. In [12] and [15],
the subwindows are extracted from axis-aligned rectangles
or salient regions and represented as bag of visual words
(BoVW) features, indicating that the subwindows are
unaware of objectness and the features are relatively weak.
In [10], another large margin formulation of MIL is proposed to tackle cases where the positive instances in a bag
are sparse. [11] further improves this model with iterative
refinement and applies it to weakly supervised object categorization. Galleguillos et al. [16] proposed a WSL system
called MILSS, where multiple stable segmentations are used
as the proposed regions and a boosting-based MIL algorithm is presented to handle WSL. Negative Mining [17]
performs bounding box annotation by maximizing the
inter-class variance using large, strongly annotated data.
Multi-fold MIL [18] interleaves detector training with relocalization of object instances on the positive training images,
which prevents premature locking onto erroneous object
locations during training. A highly related work is [19], in
which a smoothed latent SVM formulation for WSL is presented, the main difference with our work being that: 1) we
optimize the detectors using the most positive patterns
while [19] adopts a smoothed formulation; 2) we optimize
the objective function using a trust region Newton method,
which is more efficient for large-scale datasets than the
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gradient method; and 3) we propose a bag-splitting heuristic to further reduce ambiguity in the positive bags.
Clustering based method [20] and topic models [20], [21],
[22], [23] have also been used for unsupervised or weakly
supervised object localization. Clustering and topic models
are essentially unsupervised algorithms that are well used
for topic discovery in text analysis and object discovery in
computer vision. In [24], a Bayesian joint topic modeling
method is proposed for the WSL problem, which is able to
jointly model all object classes and prior knowledge is easy
to integrate. Recently, Wang et al. [25] presented a new
framework for WSL object detection that utilized latent category learning with high-level convolutional features, which
produced excellent results on VOC 2007 datasets.
Several other approaches also exist to localize visual
objects in WSL settings. In [26], a conditional random field
method is presented that simultaneously learns the appearance and localizes the object; however, in this method, generic
knowledge learned from other classes with bounding boxes is
needed to learn the new class models. Fergus et al. [27] proposed a probabilistic framework that jointly models the location, appearance, and scale of each part and uses the
expectation-maximization (EM) algorithm to learn the model
parameter. Crandall and Huttenlocher [28] attempted to learn
both the local part appearance and the spatial relationships
between the parts. [29] adopted latent-SVM training in the
WSL problem to learn the spatial extent of the objects. In [13],
intra- and inter-class metrics are proposed to obtain the initial
positive windows, which serve to maximize the inter-class
distances and minimize the intra-class distances. A strong
deformable part-based model (DPM) [30] detector was then
trained iteratively on the refined positive windows with
model drift detection. In [32], a fully-automated approach is
proposed for learning extensive models for a wide range of
variations within any concept. The object detection models
are trained based on DPM using weakly supervised learning
with specific initialization and pruning steps.
In [31], an end-to-end weakly supervised learning framework based on convolutional networks is proposed to localize objects in images. An important difference between this
framework and our method is that [31] predicts the approximate locations (but not extents) of objects while our methods predicts the bounding boxes of the objects in images.

3

METHODOLOGY

3.1 Overview
The overview of the proposed framework for WSL is presented in Fig. 1. In the first step, images are collected and
annotated at the imagelevel, indicating whether one or
more objects of specific category are presented in the image.
Next we run region proposal algorithms on the positive and
negative images to obtain candidate locations of the considered objects. Each candidate proposal is then encoded by a
pretrained convolutional network. The last and the most
important step is the so-called MILinear mining step,
wherein we propose a large margin-based multiple instance
model called MILinear to robustly locate objects in positively annotated images. In the following sections, we present the motivations and details of these steps.
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3.2 Region Proposals and Representations
Without prior information, the region space is very large
and the number of subwindows grows n4 for an image of
size n  n; therefore, using all these subwindows is impractical and expensive. Region selection algorithms aim to generate possible object locations that can be used for object
recognition. A good region proposal algorithm will generate
a small number of possible object windows with high recall
and overlap scores with the true bounding boxes. Many
algorithms have been proposed to extract regions [1], [2],
[3], [4], [5] and here we adopt the selective search algorithm [3], which is a segmentation-based multi-scale
exhaustive search method. According to the performance
evaluation presented in [3] and our own experiments, selective search achieves the highest mean average best overlap
(MABO) and satisfactory recall on the Pascal VOC dataset.
Excellent recall and overlap are crucial for our WSL method,
since high MABO ensures the consensus of extracted
objects, while high recall is a guarantee of the performance
for detection model training and testing. Running the selective search algorithm in Fast mode produces about 2000
windows for each image and achieves 98 percent recall and
0:804 MABO on VOC 2007 test set.
The extracted regions are then encoded as feature vectors
for further model learning. BoVW is one of the most effective
image representations for object recognition and, in recent
years, deep convolutional networks have achieved steady
improvements in recognition when tested on large-scale
computer vision datasets, including Pascal VOC [33], ImageNet [8]. Provided that there is an adequate supply of labeled
data, convolutional networks have proven to be preferable to
BoVW models, because the network parameters can be fully
adapted in a data-driven way and learned features are more
compact. We therefore choose to represent each window
using convolutional features, since a strong feature representation is crucial to the efficacy of the positive object discovery
algorithm. Following [6] and [7], we construct a large convolutional network and train the network on the ILSVRC 2011
dataset. The network architecture adopted is the same as in
[6], and we refer the reader to this paper for the details of
convolutional network learning. After network training, we
resize each region to 224  224 and feed it into the network
to obtain its convolutional representation.
3.3 Multiple Instance Linear SVM (MILinear)
WSL can be naturally modeled as a MIL problem. An
image Ii is represented as a bag Bi 2 Rni d containing ni
d-dimensional instances, with the j-th instance denoted as
Bij . yi is the label of image Ii . A bag is labeled as positive if
at least one instance is positive, and negative bags contain
only negative instances. We extend each instance feature
with an extra 1 to prevent explicit handling of the bias. The
training set is denoted as B ¼ fðBi ; yi Þji ¼ 1; 2; . . . ; Ng.
3.3.1 Multiple Instance Linear SVM (MILinear)
In the MIL scenario, the annotation is ambiguous in the
positive bags, since the instances are not fully labeled.
MI-SVM [9] tackles this problem by considering only the
top scored instance and labels it with the bag label. An illustration of the principle of MI-SVM is shown in Fig. 2a. The
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Fig. 2. An illustration of MI-SVM and the proposed method. (a) MI-SVM
and MILinear. (b) MILinear with positive bag splitting.

MI-SVM hyperplane is determined by the top scoring
instances from each bag. MI-SVM is a mixed integer programming problem, which was solved heuristically in the
original paper. MI-SVM is a non-convex problem, and Gehler and Chapelle [34] apply deterministic annealing (DA) to
multiple instance SVM, including MI-SVM, which obtains a
better local optimum. However, unlike most of the available
small MIL datasets, here we are attempting to handle the
MIL problem with over 5; 000 bags, each containing hundreds to thousands of high-dimensional instances. Solving
Eq. (1) with heuristic is impractical, and a more efficient
algorithm is required.
In this paper, we reformulate an unconstrained largemargin multiple instance SVM, termed MILinear (Eq. (2)),
in which linear modeling is adopted for efficient training on
large datasets. Gradient-based methods are widely used in
large-scale problems, and hence we adopt the differentiable
squared hinge loss in our objective function, as usually
required for gradient-based optimization methods
C X
ðmaxð0; 1  yi wT BiIi ÞÞ2
min fðwÞ ¼ min
w
w jBj
i¼1
jBj

1
þ kwk2 ;
2

(1)

HðwÞ ¼ I þ 2

j

3.3.2 Optimization for Large Scale MIL Datasets
In the previous section, we presented the MILinear formulation (Eq. (2)). We next discuss optimization as applicable to
large-scale data. We focus on optimizing the primal problem, since it is superior to the dual formulation, as
explained in [35]. The unconstrained objective function in
Eq. (2) is differentiable and the first order gradient is
C X T i iT
ðw BIi BIi  yi BiT
gðwÞ ¼ w þ 2
(3)
Ii Þ;
jBj
i2IB

where IB ¼ fij1  y w
¼ 1; 2; . . . ; jBj > 0g is the bag
index set.
Having obtained the gradient of the objective function,
several techniques can be used to optimize MILinear for
i

T

BiIi ; i

C X iT i
B B ;
jBj i2I Ii Ii

(4)

where I is the identity matrix.
To minimize the continuously differentiable objective
function fðwÞ in Eq. (2), the trust region method works iteratively and attempts to minimize the following trust region
sub-problem at each iteration subject to the trust region Dk :
sk ¼ argmin qk ðsÞ
1
T
¼ argmin gðwk Þ s þ sT Hðwk Þs;
2
s

(5)

A trust region-aware conjugate gradient method [36] is
adopted to find an approximate solution to the optimization
problem in Eq. (6).
After obtaining step sk , wk is updated if the actual function reduction is sufficiently large.
(

is the index of the instance in bag Bi with the highest score.
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kþ1

(2)

NO. 2,

large-scale scenarios, such as stochastic gradient descent
(SGD), L-BFGS, and non-linear conjugate gradient (CG).
SGD sweeps through the dataset and iteratively updates the
model with the gradient estimated from a single instance.
L-BFGS is a quasi-Newton method that approximates the
inverse of the Hessian matrix without storing the full
matrix. Generally speaking, SGD is low cost for one iteration but converges slowly, while L-BFGS takes longer per
iteration but converges faster. In our experience, solving
MILinear using these gradient-based optimization methods
for the WSL problem with 5; 011 bags and 2:5 million instances takes hours to converge.
Therefore, to up-scale to large learning problems, we
have developed a trust region Newton method to optimize
the MILinear problem. The trust region Newton method [36]
is a type of truncated Newton method that is very efficient
for solving large-scale unconstrained problems, and it has
been used for training large-scale logistic regressions and
L2-loss SVMs [37].
In order to apply the trust region Newton method, we
compute the generalized Hessian matrix as

where C is the penalty term and
Ii ¼ arg max wT Bij

VOL. 38,

w

¼

wk þ sk ; if
wk ;

fðwk þsk Þfðwk Þ
qk ðsk Þ

otherwise;

> t0 ;

(6)

where t 0 is a pre-defined positive value controlling the
smallest actual function reduction for a direction sk to be
accepted. In our experiments, we set t 0 ¼ 104 . The trust
region bound Dk is then updated using the same rules as
[36], [37].
Our implementation is built upon the open source LIBLINEAR [38] library. The gradient and Hessian matrix are
computed using Eq. (4) and (5), respectively. The other
parameters afore-mentioned are set following [36], [37] as
well as the LIBLINEAR implementation.
Strictly speaking, our MILinear objective function is nonconvex due to the maximum function in bag instance selection and being not twice differentiable. Although there is no
guarantee of a global optimum, in practice it works well to
solve MILinear problems in large-scale multiple instance
scenarios.
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Algorithm 1. MILinear with bag splitting



Input: Bags fðB ; y Þji ¼ 1; 2; . . . ; jBjg including positive bags Bp
and negative bags Bn , Initial w0 , h, M, C, Ns .
Output: Learned linear predictor w.
1 for i ¼ 1; i  Ns ; do
2 Solving Eq. (2) with trusted region Newton method.
i

i

1
C X
w ¼ arg minw kwk2 þ
ðmaxð0; 1  yi wT BiIi ÞÞ2
2
jBj i¼1
jBj

for j ¼ 1; j  jBp j; do
compute prediction with yjp ¼ wT Bjp .
sort yjp in descending order.
Split Bjp ) fðBjpp ; þ1Þ; ðBjpn ; 1Þg with Bjpp contains
h percent of the top scored instances.
6 return w;





3
4
5

3.4 MILinear with Bag Splitting
As shown in Fig. 2a, both MI-SVM and MILinear select the
highest scoring instance in each bag to solve the large-margin SVM. This is problematic, since there are a large number
of negative instances in the positive bags. Empirically, we
found that after training MILinear, most positive instances
are in the top 30% of the bag. As a result, we propose to split
the positive bags into a positive and a negative bag according to the scores predicted by the trained MILinear model.
A new MILinear model is then trained on the new dataset
to refine the model (Fig. 2b). Positive bag splitting reduces
the ambiguity in positive bags, thus improving the learned
classifier. MILinear training and bag splitting are repeated
over several iterations. The learning procedure is detailed
in Algorithm 1. In practice, we perform only one iteration of
splitting for faster training and better performance. We
postpone the evaluation details and discussions of bag splitting to Section 4.2.
3.5 Detection
Once the object classifiers are obtained using the MILinear
method, these learned detection models can be used to
localize objects in unseen test images. For each test image,
regions are first extracted by running the selective search
algorithm in Fast mode. Each region is then cropped from
the original image and resized to 224  224, before being
fed into the same convolutional network to obtain the feature representations for each region. Next, the learned
detection models are used to obtain a prediction score for
each proposal, and non-maximum suppression (NMS) is
applied to remove those detections that overlap more than
50 percent with the top scoring detection.

4

EXPERIMENTS

To evaluate the proposed method for WSL, we conducted
experiments on the Pascal VOC 2007 [33] and VOC
2012 [39] dataset and the large-scale 200-classes object detection dataset introduced in ILSVRC 2013. To directly compare our method to others in the WSL setting, we also
evaluated our method on two widely used subsets of VOC
2007: Pascal07-6  2 [26], and Pascal07-AllView [13].
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Pascal VOC 2007 [33]. As a standard benchmark for
image classification, detection, and segmentation,
Pascal VOC 2007 is very challenging, since there are
large variations in pose, view, scale, appearance, and
clustered background. It contains 9; 963 images
including a “trainval” set of 5; 011 images and a
“test” set of 4; 952 images.
Pascal07-6  2. This dataset contains the Left and
Right aspects of six classes (aeroplane, bicycle, boat,
bus, horse, and motorbike) from the “trainval” set of
Pascal VOC 2007.
Pascal07-AllView. This subset contains all 20 classes
from Pascal VOC 2007 without manual pose annotation. This dataset is more challenging than Pascal076  2 and is used to test WSL algorithms’ ability to
model multi-viewpoint data.
Pascal VOC 2012 [39]. This dataset is more challenging than VOC 2007. It contains 22; 534 images including a “trainval” set of 11; 540 images and a “test” set
of 10; 994 images. 5; 717 images of the “trainval” set
are used as “train” set and the remaining 5; 823
images as “val” set. The annotations of the “test” set
are not publicly available, so we train our model on
“train” set and report results on “val” set.
ILSVRC 2013 detection set. This dataset is constructed
following in the style of PASCAL VOC, but contains
more images and categories: 200 basic level categories, 395; 909 images for training, 20; 121 images for
validation, and 40; 152 images for testing. Considering the large number of variations, images, and classes, this dataset is exceptionally challenging for
evaluating object detection methods.

4.1 Experimental Settings
Approximately 2; 000 regions were extracted for each training image by running the selective search implementation
from [3]. Our convolutional network implementation is
based on the cuda-convnet1 library released by Alex Krizhevsky. The convolutional model we used shares the same
architecture as [6] and is trained on the 1; 000 classes ImageNet 2011 dataset following [6]. No fine-tuning was performed on the Pascal VOC 2007 and VOC 2012 dataset, in
spite of potential benefits to performance. In all experiments, the fully connected fc6 layer was used as the output
feature representation for each input region. More precisely,
the region proposal was first cropped from the original
image and resized to 224  224 to feed into the convolutional network. The activation from fc6 was treated as the
feature for this region, which is a 4; 096-dimensional feature
vector. For MILinear learning, we used all the regions in an
image to form the positive bag, while about 400 regions
were sampled from each negative image to form the negative bag. In the bag splitting process, h is determined by
cross-validation on trainval.
4.2 Learning MILinear Classifier
To verify the effectiveness and efficiency of the MILinear
method, a testing MIL problem was built from the Pascal
1. https://code.google.com/p/cuda-convnet/

410

IEEE TRANSACTIONS ON PATTERN ANALYSIS AND MACHINE INTELLIGENCE,

VOL. 38,

NO. 2,

FEBRUARY 2016

Fig. 3. (a) Comparison of training times for different optimization methods. MILinear: trust region Newton methods; CG: Non-Linear Conjugate Gradient; SCG: Scaled Non-Linear Conjugate Gradient; SGD: Stochastic Gradient Descent. (b) Overlaps of region proposals with groundtruth sorted by
scores predicted by MILinear learned on “bicycle”. This figure shows that after learning a MILinear model, most of the negative instances with low
overlaps can be safely filtered out. Note that this also holds for other classes.

VOC trainval dataset, in which all the instances in a positive
image were used to form a positive bag, and five instances
were randomly sampled from each negative image to form
a negative bag. The different gradient-based solvers were
tested on this basic MIL problem; the comparison of training
times for these algorithms is shown in Fig. 3a. MILinear converges fastest and SGD the slowest. SCG and non-linear CG
learns faster than SGD, but is still slower than our method.
The results from L-BFGS are not presented, because L-BFGS
stops at the first iteration and returns the initial learning
solution on our problem.
In our WSL experiments for a MIL problem with
5; 011 bags and about 2:5 million instances, MILinear took
10-20 minutes to converge. The bag-splitting algorithm
requires that the negative instances are reliably found in the
positive bags. The overlaps of each region are sorted in
descending order by the scores predicted by the learned
MILinear model (Fig. 3b). The result shows that the overlap
between regions drops as the prediction score decreases.
For the parameter h in bag splitting algorithm, which
determines percentage of instances to filter out, we set it by
running fivefold cross-validation on trainval. To speed up
model learning, we random samples 100 instances from a
negative image to form a negative bag. Fig. 4 shows the

Fig. 4. Analysis of bag splitting parameter h on the detection performance.

average AP for each h. As shown in the graph, the performance slightly fluctuate when only a small fraction of low
confidence instances are filtered out. As more negative
instances are filtered out, the performance begin to improve.
When too much instances are filtered out, the performance
begin to drop because many positive instances are misclassified into negative bags. In our remaining experiments, h is
set to 0.7 which works best.
The iterations of MILinear with bag splitting are shown
in Fig. 5 shows the iterations of MILinear with bag splitting.
The proposed bag-splitting method improves the performance by 2 percent after the first iteration. However, more
iterations do not improve performance and, in some cases,
even decrease performance. The reason is that after first iteration, most of the windows in positive bags are positive
instances and further bag splitting will put many positive
instances into negative bags. In the following experiments,
which consider time cost and performance, the bag-splitting
algorithm was only run for one iteration and a MILinear
model was re-trained as the final object detector.

4.3 Multiple Instance Learning
The proposed MILinear method is based on a linear SVM
formulation for the sake of efficiency. As a MIL algorithm,
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Fig. 5. Iterations of bag splitting algorithm on Pascal VOC 2007.

TABLE 1
10-Fold Average Bag Accuracy Results on MIL Datasetsa
Dataset MICA MissSVM mi-SVM MI-SVM sMIL stMIL sbMIL SIL NSK-AV NSK-FS I-KI-SVM B-KI-SVM MILinear
musk1
musk2
elephant
fox
tiger

51.1
69.6
68.0
55.0
53.5

56.5
72.5
70.0
60.0
68.0

84.8
64.7
75.0
59.0
77.0

77.2
83.3
81.5
58.5
78.5

75.0
60.8
52.0
52.0
59.0

72.8
61.8
59.0
51.5
61.5

85.9
84.3
81.0
60.0
80.0

84.8
80.4
74.0
64.5
78.0

83.7
87.3
85.5
58.0
84.5

91.3
81.4
84.5
61.5
82.5

87.0
75.5
83.0
54.0
72.5

81.5
74.5
69.0
55.5
76.0

85.0
86.4
86.0
65.5
86.0

a: The numerical results of the first 12 compared methods are from [40].

TABLE 2
Comparison of Class-Wise Localization Accuracy on the VOC07-AllView Training Seta
Methods
Nguyen et al. [12]
MISVM [9]
Siva et al. [17]
Siva et al. [13]
Shi et al. [41]
Shi et al. [24]
Multi-fold MIL [18]
Ours

plane bike bird boat bottle bus car
30.7
37.8
38.7
42.4
54.7
67.3
56.6
79.2

16.5
17.7
22.2
46.5
22.7
54.4
58.3
56.9

23.0
26.7
27.6
18.2
33.7
34.3
28.4
46.0

14.9
13.8
21.0
8.8
24.5
17.8
20.7
12.2

4.9
4.9
6.6
2.9
4.6
1.3
6.8
15.7

29.6
34.4
33.3
40.9
33.9
46.6
54.9
58.4

26.5
33.7
39.4
73.2
42.5
60.7
69.1
71.4

cat chair cow table dog horse mbike person plant sheep sofa train
35.3
46.6
46.0
44.8
57.0
68.9
20.8
48.6

7.2
5.4
8.1
5.4
7.3
2.5
9.2
7.2

23.4
29.8
34.8
30.5
39.1
32.4
50.5
69.9

20.5
14.5
31.5
19.0
24.1
16.2
10.2
16.7

32.1
32.8
38.0
34.0
43.3
58.9
29.0
47.4

24.4
34.8
37.6
48.8
41.3
51.5
58.0
44.2

33.1
41.6
43.3
65.3
51.5
64.6
64.9
75.5

17.2
19.9
23.0
8.2
25.3
18.2
36.7
41.2

12.2
11.4
11.4
9.4
13.3
3.1
18.7
39.6

20.8
25.0
28.1
16.7
28.0
20.9
56.5
47.4

28.8
23.6
34.5
32.3
29.5
34.7
13.2
32.3

40.6
45.2
43.7
54.8
54.6
63.4
54.9
49.8

tv

Average

7.0
8.6
10.5
5.5
11.8
5.9
59.4
18.6

22.4
25.4
29.0
30.4
32.1
36.2
38.8
43.9

a: The numerical results of the first two compared methods are from [13].

we compared the MILinear to other MIL methods on five
widely used MI datasets, namely musk1, musk2, elephant,
fox, and tiger [9]. For each dataset, we performed 10-fold
cross validation to determine the regularization term C. The
results are listed in Table 1. Although it uses a linear model,
our method still performs well and obtains the best results
on elephant, fox, and tiger and comparable results on
musk1 and musk2.

4.4 Bounding Box Annotation
Following [26], we evaluated the correct localization rate of
target classes on training images. To evaluate the performance of the bounding box annotation on the training set,
we calculated the correct localization accuracy. The accuracy was computed as the percentage of training images
correctly localized according to the intersection-over-union
(IoU) measure. An IoU > 0:5 indicated that the object was
correctly localized. The results on Pascal07-AllView for
class-wise localization are presented in Table 2.

The proposed method outperforms other methods for
automatic bounding box annotation for 11 classes, and our
method improves the average localization accuracy from
36:2 percent for the previous state-of-the-art method to
43:9 percent. The results also show that our method is able
to effectively handle multi-modal data.

4.5 Weakly Supervised Localization
We next evaluated the detection performance of our methods on an unseen test set. The performance measure is average precision (AP), which is the standard Pascal VOC
criterion. For Pascal07-6  2, we trained a model for each
class/aspect and tested the model on the 4952 test images of
Pascal VOC 2007. The results are shown in Table 3. The
average performance of our method is 27:4 percent, a significant improvement on previous methods.
The Pascal07-6  2 dataset is basically a single-view dataset, so we further investigated the full potential of our
method by training on the full Pascal VOC 2007 trainval set
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TABLE 3
Comparison of Average Precision for Object Detection on the VOC07-6  2 Test Dataset
aeroplane

Methods

left
Deselaers et al. [26]
Pandey et al. [29]
OCP [15]
Ours

bicycle

right

left

23.6
21.1
30.8
32.6
33.3

33.4
38.5

9.1
7.5

boat

bus

right

left

right

left

49.4
44.8
25.0
33.5
36.7

0.0
0.3

0.0
0.5

0.0
0.0

3.6
3.2

4.4

horse

right

left

16.4
0.3
26.0
29.2
30.2

9.6
45.9

motorbike

right

left

9.1
17.3
21.3
23.6
22.9

20.9
43.8

Average

right

16.1
27.2
29.9
40.9
37.8

16.0
20.8
22.8
27.4

TABLE 4
Comparison of Detection Results (Average Precision) on VOC2007 Dataset
Methods

plane bike bird boat bottle bus

DPM-v4 [30]
DPM-v5 [42]
R-CNN fc6 [7]
Siva et al. [13]
OCP [15]
Cover+SVM [19]
Cover+LSVM [19]
Cover+SLSVM [19]
Multi-fold MIL [18]
Ours(noBS)
Ours(BS1)

29.0
33.2
56.1
13.4
23.4
28.2
27.6
35.8
40.9
41.3

54.6
60.3
58.8
44.0
43.5
47.2
41.9
40.6
38.3
39.7

0.6 13.4
10.2 16.1
34.4 29.6
3.1 3.1
22.4 8.1
17.6 9.6
19.7 9.1
8.1 7.6
22.0 5.7
22.1 9.5

26.2
27.3
22.6
0.0
6.2
6.5
10.4
3.1
1.6
3.9

39.4
54.3
50.4
31.2
33.9
34.7
35.8
35.9
37.9
41.0

car

cat chair cow table dog horse mbike person plant sheep sofa train

46.4
58.2
58.0
43.9
33.8
35.5
39.1
41.8
44.7
45.0

16.1 16.3
23.0 20.0
52.5 18.3
7.1 0.1
30.4 0.1
31.5 0.3
33.6 0.6
16.8 1.4
15.2 0.8
19.1 1.0

16.5
24.1
40.1
9.3
17.9
21.7
20.9
23
33.3
34.0

24.5
26.7
41.3
9.9
11.5
13.2
10
4.9
13.2
16.0

5.0
12.7
46.8
1.5
17.1
20.7
27.7
14.1
20.0
21.3

43.6
58.1
49.5
29.4
24.7
25.2
29.4
31.9
28.7
32.5

37.8
48.2
53.5
38.3
40.2
39.8
39.2
41.9
42.6
43.4

35.0
43.2
39.7
4.6
2.4
12.6
9.1
19.3
19.1
21.9

8.8
12.0
23.0
0.1
14.8
18.6
19.3
11.1
17.0
19.7

17.3
21.1
46.4
0.4
21.4
21.2
20.5
27.6
20.4
21.5

21.6
36.1
36.4
3.8
15.1
18.6
17.1
12.1
20.9
22.3

34.0
46.0
50.8
34.2
31.9
31.7
35.6
31
34.3
36.0

tv

mAP

39.0
43.5
59.0
0.0
6.2
10.2
7.1
40.6
11.3
18.0

26.3
33.7
43.4
13.9
15.0
20.3
22.2
22.7
22.4
23.4
25.4

The first three rows are the state-of-the-art results for supervised object detection. The last seven rows list the results from weakly supervised localization.

TABLE 5
Comparison of Detection Results (Average Precision) on VOC 2012 Val Set
Methods
DPM-v4
VOC11(val) [43]
R-CNN(test) [7]
Ours(no BS)
Ours(BS1)

plane bike bird boat bottle bus
6.2

car

cat

chair cow table dog horse mbike person plant sheep sofa train

tv

mAP

44.2

51.1

6.7

20.5

54.6 39.8 25.3

15.1

16.1

7.9

11.1

36.7

34.3

42.5

3.7

27.4

18.9 38.4 34.3

26.7

71.8
38.0
40.3

65.8 52.0 34.1
39.3 21.5 5.0
40.9 22.2 5.7

32.6
5.7
5.6

59.6 60.0 69.8
50.0 31.9 24.3
51.2 32.7 25.7

27.6
2.8
3.0

52.0
18.3
19.0

41.7 69.6
3.4 23.6
4.9 25.5

61.3
34.3
35.3

68.3
47.3
48.7

57.8
18.0
19.4

29.6
19.8
20.4

57.8
22.1
23.0

40.9 59.3 54.1
11.5 22.5 14.0
13.2 22.9 15.4

53.3
22.7
23.8

and testing on the test set. The results are presented in
Table 4. The standard protocol of supervised object detection was followed, the only exception being that no training
bounding box was available; our results are therefore
directly comparable to fully supervised methods. The publicly available results of WSL and fully supervised object
detection methods are listed. As is shown in Table 4, our
method obtains a mean average precision of 25:3 percent,
outperforming all previous WSL methods and showing
promising performance compared to the state-of-the-art
fully supervised methods. Our method works well on rigid
object classes, such as “aeroplane”, “bicycle”, “bus”, “car”,
“motorbike”, and “train”. For classes with significant deformations and occlusions, such as “cat”, “person”, “dog”, and
“sheep”, our method still outperforms other weakly supervised methods. However, our method fails for the “chair”
class due to large variability in appearance, unclear object
extent, and complex backgrounds.
We also evaluate our method on the more challenging
Pascal VOC 2012 dataset. We train on the “train” set and
test on the “val” set. The detection results on val dataset are
shown in Table 5. The last two rows show the performances
of our method on “val” with and without bag splitting. Our
results is close to the performance of the fully supervised
DPM v4 [43].

To further demonstrate the effectiveness and efficiency of
the proposed method, we next tested MILinear on the much
larger ILSVRC 2013 detection dataset, which presents a
large computational and WSL challenge. The training and
testing procedure was the same as for Pascal VOC 2007.
Our algorithm took three days for detector learning and
about six hours for testing on the validation dataset. For
comparison, the widely used deformable part-based model
was run on this dataset using the labeled box annotations.
Our method obtains a mAP of 9:63 percent, while DPM
obtains only 8:99 percent. Although the pre-trained convolutional network is used for feature representation in our
method, unlike the DPM model, bounding box annotations
are not used. This result demonstrates the possibility of
automatic category concept learning on weakly labeled
large-scale dataset using only general prior information.
The class-wise detection results (AP) are presented in Fig. 6.
It is deserved to be mentioned that this method achieves the
first in ImageNet ILSVRC2014 in the task of classification &
localization with additional training data.

4.6 Classification
Classification is usually performed on the full image or on
spatial pyramid grids when no information about the
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Fig. 6. Classwise detection results (Average Precision) on ILSVRC 2013 detection dataset. Our method achieves a mAP of 9.63 percent, outperforming the DPM-v5 baseline of 8.99 percent.

locations of the objects of interest is given. In this section, we
present the results of incorporating the results obtained by
WSL detection into the image classification task. After learning the weak detectors, the bag prediction for an image is the
maximum instance score of the MILinear model for all the
candidate regions. Classification results are shown in Table 6.
For comparison, we extract convolutional features with
1  1, 2  2 and 4  4 grids, using the same pre-trained convolutional network model; this experiment is referred to as
“CNN+SPM” in Table 6. Using the maximum instance scores
from MILinear modeling, a mAP of 72:0 percent is achievable, which is significantly better than the baseline CNN

+SPM method and other weakly supervised methods. We
note that higher mAP scores are reported in the literature for
VOC 2007, such as 77:7 percent from [44] and 82:4 percent
from [45]. Both [44] and [45] use ne-tuning techniques to
adapt the convolutional networks to the target dataset, and
bounding box annotations are used during ne tuning. Our
method does not utilize any bounding box annotations or
domain adaptation and the pre-trained convolutional network is simply used as a general prior. This experiment
shows that incorporating spatial location information
learned with weak supervision is able to improve object
classification.
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TABLE 6
Comparison of Classification Results (Average Precision) on VOC2007 Dataset without Using Any Bounding Box Annotations
Methods
OCP[15]
cls-by-det [18]
cls-by-det-fv [18]
det-driven [18]
CNN+SPM
MILinear

plane bike bird boat bottle bus
74.2
82.6
83.8

63.1 45.1 65.9
69.9 70.3 73.7
79.3 75.3 47.8

29.5
36.4
55.6

car

cat

64.7 79.2 61.4
64.6 80.4 68.6
77.5 87.8 70.6

chair cow table dog horse mbike person plant sheep sofa train
51.0
58.2
60.8

45.0
49.4
60.8

4.7 Visualization Analysis
The detection results on the Pascal VOC 2007 test set are
shown in Fig. 7. For each image, the box with the highest
prediction scores is drawn. From these examples, it can be
seen that our proposed method is able to localize objects
subject to great variability in scale and appearance, and
even some of the small target objects are accurately discovered. Many heavily truncated objects are also successfully
localized, such as those shown in the cat, dog, and sofa
classes. However, several bad cases still exist, as shown in
the last column of each class. One problem is inaccurate
box prediction, where only part of the true object is captured or too much background is covered. Another common problem is that there is some confusion with other
classes of similar visual appearance. We believe that

54.8 45.4
61.1 61.6
65.1 73.4

76.3
81.8
80.6

67.1
72.4
84.8

84.4
90.3
90.0

21.8
45.8
61.2

44.3
56.5
65.9

tv

48.8 70.7 51.7
66.3 81.6 60.8
65.2 78.8 75.0

mAP
57.2
57.7
63.3
65.6
66.6
72.0

improving the quality of positive mining by considering
both inter-class and intra-class metrics in our formulation is
one way to handle these problems.

5

CONCLUSION

In this paper, we present a large-scale multiple instance
method for localizing objects in weakly annotated training images. A trust region Newton-based optimization is
presented for efficient learning on large-scale data. Furthermore, we have demonstrated the effectiveness of the
proposed approach on the challenging Pascal VOC 2007
and 2012 dataset and the much larger ILSVRC 2013 detection dataset. In future work we plan to integrate more
intra-class constraints into the current model to improve

Fig. 7. Detection results on Pascal VOC 2007 test set. Blue bounding box corresponds to true positive and red box corresponds to false positive. The
yellow box is the ground truth.

REN ET AL.: WEAKLY SUPERVISED LARGE SCALE OBJECT LOCALIZATION WITH MULTIPLE INSTANCE LEARNING AND BAG...

positive window mining. We found that the purity of positive examples has a crucial impact on the performance of
the learned object detector. Combing weak supervision
and semi-supervised learning in a unified framework will
also be addressed.
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