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Abstract: Reinforcement learning offers a promising way for self-learning control of an unknown system, but it involves
the issues of policy evaluation and exploration, especially in the domain of continuous state. In this study, these issues are
addressed from the perspective of probability. It models the action value function as the latent variable of Gaussian process,
while the reward as the observed variable. Then an online approach is proposed to update the action value function by
Bayesian inference. Taking an advantage of the proposed framework, a prior knowledge can be incorporated into the action
value function, and thus an efficient exploration strategy is presented. At last, the Bayesian-state-action-reward-state-action
algorithm is tested on some benchmark problems and empirical results show its effectiveness.

1

Introduction

Reinforcement learning is able to learn an available or even an
approximate optimal control policy [1] based on the collected data
though interaction with a system, which simulates the self-learning
mechanism of an organism [2]. Learning an optimal control policy
from the data, instead of solving the policy based on the system
model, is a promising approach to optimal control with models
uncertain or unknown [3, 4]. Furthermore, lots of achievements
have been made in areas of stability of non-linear systems [5–7],
non-zero sum differential games [8] and tracking control [4]. This
metric makes reinforcement learning a research hotspot in the control community [9–11]. However, two problems – how to fast
evaluate a control policy based on the collected data and how to
efﬁciently explore the systems and exploit the collected data – are
the bottlenecks in its actual application, especially in the continuous
state domain.
Policy evaluation is to calculate the value function (performance
index) of a control policy [12]. In the continuous state domain, it
is unfeasible to explicitly represent the value function, so a class of
parametric approximations such as multi-layer perceptron [3, 13]
and linear approximation architecture [14, 15] are mainly adopted
to approximate the value function. Nevertheless, the feature selection and structure construction are hard to operate in practice. It
must be guided by experiences and tested repeatedly based on the
collected data to get appropriate features and structure, otherwise,
it will result in under-ﬁtting or over-ﬁtting.
Fortunately, these problems can be avoided in the nonparametric approximation architecture since the features grows
along with the collection of data. As one of the non-parametric
method, Gaussian processes (GPs) also provide a state-of-the-art
non-parametric Bayesian regression framework [16]. It is able to
not only represent the estimation of the target value, but also output the uncertainty. By virtual of this property, the value function
can be derived in a closed form in the reinforcement learning when
modelling the underlying systems as GPs [17, 18], but it would cost
extra computation to identify the model in advance [19]. Modelling
the value function directly by GPs, Engel et al. [20] proposed the
GP temporal difference (GPTD) learning algorithm. Grande et al.
[21] argued that GPTD would suffer from the problem of slow
convergence, due to the variance reduction rate in GPs and the
non-stationary of value function in TD-learning.
In addition, to complete the policy evaluation, it is necessary to
collect sufﬁcient data covering the whole state-action space of the
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system. It is generally supposed to have been collected from the
system in advance in the ofﬂine reinforcement learning [14, 22].
Nevertheless, the way of collecting data is usually found to be difﬁcult or even impossible for many systems, i.e. the data cannot
be sampled by arbitrarily setting the underlying system to a state
or randomly taking an action [23]. As a result, an online strategy
is certainly required to explore the state-action space during the
interaction with the underlying system. Initialising the value function as an optimistic value to maintain an optimism in the face of
uncertainty is a promising approach to balance the exploration and
exploitation, which has been argued [24, 25] in the discrete state
domain. How to maintain such kind of optimism in the continuous
state domain is a high pot of the research. Pazis and Parr [23] and
Zhao and Zhu [26, 27] tried to maintain the optimism by using
k-nearest neighbours, but a large number of data has to be kept
in the dictionary and lots of computation is required due to its
weak generalisation ability. Having more powerful generalisation
ability than k-nearest neighbours method, the function approximation is able to alleviate the burden. However, how to maintain
the optimistic value in approximation architecture is still an open
problem
In this paper, the problems of policy evaluation and exploration
are addressed in a novel way from the perspective of probability.
The return of the collected data is modelled as Gaussian distribution with the expectation being the action value function. Then we
put forward a way to update the action value function sequentially
through Bayesian inference. It is the primary contribution. Taking advantage of the proposed framework, it allows to initialise
the prior mean as the optimistic value, and thus brings an efﬁcient
exploration strategy when paired with the -greedy action selection
method. Then an online reinforcement learning algorithm, referred
to as Bayesian-state-action-reward-state-action (SARSA), is proposed. This is the second contribution. At last, the algorithm is
tested and veriﬁed by several different tasks. The empirical results
show the update rule can make an efﬁcient use of data, and the
exploration strategy contributes signiﬁcantly to the performance of
the algorithm. It is the third contribution.
The rest of the paper is mainly organised as follows.
Section 2 introduces the fundamentals of the reinforcement learning. Section 3 presents an approach to update the action value
function by Bayesian inference. Section 4 proposes the BayesianSARSA algorithm. Section 5 tests and demonstrates the performance of the algorithm through several different tasks, and the
conclusion is given in the last section.

1

2
2.1

Background
Markov decision process

In the reinforcement learning, an agent learns a control policy by
the interaction with an underlying system. The interaction can be
modelled as a Markov decision process, which can be described as
5-tuples of the form {S, A, P(st+1 |st , at ), rt , γ }, where S is the
state space; A is the action set; P(st+1 |st , at ) is the probability of
a state transition from st to st+1 by taking action at at time t, and
then a reward rt is given to the agent during such a state transition;
and γ is the discount factor which ranges in [0, 1]. The discounted
return is deﬁned as the sum of exponentially discounted rewards
collected along a trajectory from state st
R(st ) =

∞


γ i rt+i |s = st .

(1)

i=0

The control policy is a mapping from a state to an action selection
probability π(st ) = p(at |st ), and its performance can be calculated
by the action value function, which is deﬁned as the expectation of
the return by taking action at from state st and thereafter following
a policy π


(2)
Qπ (st , at ) = E rt + γ V π (st+1 ) .
= E {R(st )|π} is deﬁned the value function of control
where
policy π .
As a result, the greedy action of a state can be directly selected
by maximising the action value function over the action space
V π (st )

agreedy (st ) = arg maxQπ (st , a).
a∈A

p(ft |Dt ) =



Qπ (st , at ) = (1 − α)Qπ (st , at ) + α rt + γ Qπ (st+1 , π(st+1 ))
(4)
where α is the learning rate for the algorithm. It is a bootstrap
method which updates the action value function based on the
observed reward and the prediction at the state-action pair of the
next time step [2]. This method of updating action value function
would suffer from the problem of a large number of iterations and
low convergency rate since the prediction is usually inaccurate in
the initialisation.

Bayesian policy evaluation

In reinforcement learning, the model of an underlying system
is always unavailable, namely, the state transition probability
P(st+1 |(st , at )) is always unknown. The agent has to learn an available control policy via interacting with the underlying system.
The information collected during the interaction at one time
can be denoted as a tuple (st , at , rt , st+1 ), also called a sample,
meaning the agent takes action at when the underlying system stays in state st at time t, then a reward rt is received
and the underlying system transits to the next state st+1 . Such
samples can be collected all through the operation of an underlying system. We denote the collected samples till time t as
Dt = {(si , ai , ri , si+1 ) ; i = 1, 2, 3, . . . , t}.

According to GPs,
the likelihood
p(f  |ft ) would be a Gaussian



2

distribution N μ(x ), σ (x ) with the mean and the variance as
following
μ(x ) = f0 + kTt K−1
t (ft − f0 )

(7a)

) − kTt K−1
t kt ,

(7b)

2





σ (x ) = k(x , x





where [Kt ]i,j = k [xt ]i , [xt ]j is the covariance matrix of the bias
vector, [kt ]i = k([xt ]i , x ) is the covariance vector between the bias
vector and the new state-action pair x and f0 is a vector with
constant value of f0 .
Following the formulation of [20], the discounted return R at
each episode is decomposed into its mean E(R) and a random,
zero-mean Gaussian noise with variance σR2
R = E{R} + N (0, σR2 )

(8)

where E{R} is the action value function as discussed in (1), namely
E{R} = f . The expectation is deterministic and no longer random
in the classical probability theory, but here it is viewed as a random entity by assigning it additional randomness that is due to
the subjective uncertainty regarding the underlying system in the
reinforcement learning [20].
Till now, we have set up the relationships between the return
and collected samples in (1), between the action value function and
the return in (8), between the action value function at an arbitrary
state-action pair and the collected state-action pairs in (6). Besides,
(6) can be solved easily by the property of the GP as per (7). Hence,
the following will focus on how to update the action value function
of the bias vector. It is detailed as

p(ft |Dt ) =

f ,R p(Dt |R)p(R|f )p(f |ft )

P(Dt )

.

(9)

Online updating

Modelling action value function

The policy evaluation is to calculate the action value function of a control policy from the collected samples. By
modelling the collected samples Dt as the observed variables and the action value functions as the latent vector

2

(5)

ft

3.2
3.1

p(Dt |ft )p(ft )
.
P(Dt )

The above equation only calculates the action value function on the
observed samples. GPs would be an elegant solution to correlate the
action value function of arbitrary sample with the observed
sam-

ples by a covariance function E(f (s, a)f (s , a ))) = k [s, a], [s , a ]
for all s, s ∈ S and a, a ∈ A. At the same time, the prior expectation is assumed to be E(f (s, a)) = f0 . For clarity, we will collect a
state-action pair into a tuple xi = [siT ; aTi ]T , and deﬁne the bias
vector as xt = [x1 , x2 , x3 , . . . , xt ]T , and the corresponding action
value function [ft ]i = f (xi ) and ft = f (xt ) for clarity. That is
to say, the bias vector grows when a new sample is observed.
As a result, the predictive distribution of f  = f (x ) can be
calculate by

p(f  |Dt ) = p(f  |ft )p(ft |Dt ).
(6)

(3)

The action value function is usually applied in model-free reinforcement learning as control policies can be improved directly. It
is usually updated by the on-policy temporal difference learning
algorithm of SARSA [2] as follows

3



ft = [f1 , f2 , . . . , ft ]T |fi = Q(si , ai ), i = 1, 2, 3, . . . , t , the policy
evaluation problem is transformed into the problem of solving
the latent variables from the observed variables from the probability perspective. Thus, the action value function can be solved
by Bayesian inference

Here we are interested in updating the action value function in a
sequential form, in which a new observation is incorporated at
each time instant a sample of the underlying system collected.
Instead of recomputing the p(ft |Dt ) at every time instant, the
action value function is updated recursively for a low-cost as
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(11) with (12), the predictive distribution of ft given the collected
samples can be calculated as

follows
p(ft |Dt ) = p(ft−1 , ft |Dt−1 , rt )

p(ft−1 , ft , ft+1 , rt |Dt−1 )
f
= t+1
p(rt |Dt−1 )

p(r
t |ft , ft+1 )p(ft+1 , ft |ft−1 )p(ft−1 |Dt−1 )
f
= t+1
p(rt |Dt−1 )

p(ft |Dt−1 ) =
(10b)

fˆt

fˆt+1

,

2
σt,t
2
σt,t+1

2
σt,t+1
2
σt+1,t+1

with the mean and the variance being

(11)



fˆt = f0 + kTt Ct−1 (ft−1 − f0 )
σ̂f2t = kt,t + kTt Mt−1 kt

K−1
t = Ct =

qt
−1

T

.

(17)

(18a)

rt − r̂t
μt−1
μt =
ht
+
fˆt
σ̂r2t

(18b)

t−1
kTt Ct−1 t−1

(18c)

t−1 Ct−1 kt
1
− 2 ht hTt
σ̂f2t
σ̂rt

where
ht =

K−1
t−1 ,

and Ct−1 =
qi = Ct−1 ki with i, j = t, t + 1.
According to (1) and (8), the likelihood of the reward dependent
on the action value function is calculated
(13)

The denominator of (10b), which corresponds to the marginal
likelihood, provides the predictive distribution of a new observation rt given the past samples. According to the characteristics
of multivariate Gaussian distributions: the linear combinations, the
marginal and the conditional distributions of Gaussian distributions
are again Gaussian distributions. Hence, it can be calculated by
combining (12) with (13) as follows

p(rt |Dt−1 ) =

1 qt
0
+ 2
0
σt,t −1

p(ft |Dt ) = N (μt , t )

(12)

2 = k − qT k
σi,j
i,j
i j



p(rt |ft , ft+1 ) = N ft − γ ft+1 , (1 + γ 2 )σR2 .

Ct−1
0T

Therefore, all involved distributions (12) and (13) appearing in
(10b) are Gaussian distributions. Upon those, the posterior distribution can be calculated after the new sample is collected, and
expressed as




fˆi = f0 + qTi (ft−1 − f0 )

.

After the new sample is incorporated into the bias vector, the
inverse of the kernel matrix will be updated by

t =
where

(16)

(10c)

After a new sample (st , at , rt , st+1 ) is observed, the distribution of
the action value function on (st , at ) and (st+1 , π(st+1 )) conditioned
on ft−1 is still a joint Gaussian distribution according to (7)
p(ft , ft+1 |ft−1 ) = N

p(ft |ft−1 )p(ft−1 |Dt−1 )
ft−1

= N (fˆt , σ̂f2t )

Equation (10c) follows from (10b) by expanding the relationships
of the variables according to (9), and then by applying Bayesian
inference. Here only rt from the sample (st , at , rt , st+1 ) is expressed
explicitly in the above formulas. st , at , st+1 are implicated in the
covariance function, so they are not shown for clarity.
According to (10), a new posterior probability p(ft |Dt ) is calculated after a new sample is included based on a prior probability
p(ft−1 |Dt−1 ). Then p(ft |Dt ) will become a prior probability at the
next update. This process repeats when a new sample is collected.
To get the solution of the equation, it is assumed that p(ft−1 |Dt−1 )
is a known Gaussian process


p(ft−1 |Dt−1 ) = N μt−1 , t−1 .



(10a)

t−1 Ct−1 kt
kt,t − γ kt,t+1 + kTt Mt−1 kt

is the covariance vector between ft and rt .
The update rule of the action value function is depicted in (18b).
It shows the action value function learns from the Bellman residual
rt − r̂t , rather than the prediction in the bootstrap method [2]. Such
an update rule can make an efﬁcient use of the collected samples,
which has also been veriﬁed in the method of least-square temporal difference learning [14, 15, 28, 29]. Moreover, the learning
rate is ht /σ̂r2t which means the learning rate is determined by the
uncertainty of the collected sample.
By supposing p(ft−1 |Dt−1 ) as the Gaussian distribution, it yields
p(ft |Dt ) is still a Gaussian distribution. This recursion can be
setup by initialising the ﬁrst distribution as a Gaussian distribution. When the ﬁrst sample (x1 , r1 , x2 ) is collected, we can get the
joint distribution p(f1 , f2 ) based on the prior assumption of GP.
Consequentially, the recursive updates can be initialised

p(rt |ft , ft+1 )p(ft , ft+1 |ft−1 )p(ft−1 |Dt−1 )
ft+1 ,ft ,ft−1

= N (r̂t , σ̂r2t )

p(f1 |r1 ) = N (μ1 , 1 )

(19)


r1 − (1 − γ )f0 
k1,1 − γ k1,2
2
σ̂r1

(20a)

(14)
with

with
r̂t = (1 − γ )f0 + kTt Ct (ft−1 − f0 )
σ̂r2t = kt,t + γ 2 kt+1,t+1 − 2γ kt,t+1

(15a)
(15b)

μ1 = f0 +

1 = k1,1 −

+ kTt Mt−1 kt + (1 + γ 2 )σR2
C1 =
where kt = kt − γ kt+1 , Mt−1 = Ct−1 t−1 Ct−1 − Ct−1 .
The new state-action pair (st , at ) is added to the bias vector xt =
xt−1 ∪ xt at the instant the new sample is collected. Combining
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T
1 
k1,1 − γ k1,2 k1,1 − γ k1,2
σ̂r21

1
k1,1

(20b)
(20c)

where σ̂r21 = k1,1 − 2γ k1,2 + γ 2 k2,2 + (1 + γ 2 )σR2 .

3

3.3

Sparsification

in lines 20 and 21, and the bias vector is sparsiﬁed in the part from
lines 23 to 29.

As is discussed previously, the bias vector grows at each time
step when a new sample is incorporated. Nevertheless, the growing will result in the unbounded increase in the computation and
memory requirements. The online sparsiﬁcation criterion for GPs
from Engel et al. [30] is adopted
δt2 = kt,t − kTt Ct−1 kt .

Q1

(21)

Moreover, a threshold ν is used for the criterion. If δt2 > ν, the
new sample will be added into the bias vector. Otherwise, it can
be removed with less information loss. Engel et al. [30] also
showed the size of bias vector m = |xt | is ﬁnite for any training sequence {xi }∞
i=1 and for any ν > 0 if k(·) is a continuous
Mercer kernel function. Therefore, the computation requirement for
the policy evaluation at each time step is reduced to O(m2 ) from
O(t 2 ) (m  t).
Algorithm 1 (see Fig. 1) summarises the procedure of the policy
evaluation. The action value function is updated in an online form,
namely, it is updated instantly after a sample is collected. Note that,
the action at the next time step is also required during the update,
yet it can be generated from the current control policy as at+1 =
π(st+1 ). The bias vector is initialised to be empty so that the action
value function carries no information of an underlying system at
the beginning. The distribution of the action value function updates

Fig. 1

4

4

Bayesian SARSA

The policy evaluation measures the performance of a control policy
at the experienced parts of the state-action space. More than that,
the target of a reinforcement learning agent is to learn an optimal
control policy based on the policy evaluation. Thus, it has to collect
samples from the inexperienced parts based on an exploration strategy and accordingly learn the most rewarding parts of the whole
state-action space. Failing to do that, the agent may never ﬁnd the
optimal control policy [2].
In the discrete state case, the action value function is optimistically initialised [25]. It will result in that the action value function
is kept reducing during the process of policy evaluation – the
more the state-action pair has been visited, the lower the value
will be – until it is close to the optimal one. As mentioned in
Section 1, function approximations are generally used to approximate the action value function in the continuous state domain.
However, it is difﬁcult to maintain such an optimistic value as it is
extremely intractable for the function approximations to initialise
the output as arbitrary value. Fortunately, the proposed framework
allows to incorporate a prior distribution in a consistent way. The
action value function can be initialised as an arbitrary value in the
continuous state domain.

Policy evaluation by Bayesian inference
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Fig. 2

Online RL: Bayesian SARSA

The optimistic value is always deﬁned to be the maximum value
function during the learning process [25]. According to (1), the
maximum value function may yield if the maximum reward is
received all the time during the learning process
f0 = rmax /(1 − γ )

(22)

where rmax is the maximum reward may received by the agent. It
can be got easily since the reward is preset.
In contrast to the discrete state case where the action value function updates at only one state-action pair, the proposed framework
will update the value in the neighbouring region of a sampled stateaction pair: the closer a state-action pair is to the sampled one,
the more its action value function will update. As a result, the
optimistic value is still maintained in the neighbouring region of
uncertainty state-action pairs. It is also argued by the update rule
of (18b), in which the elements of the bias vector are farther away
from the collected sample, the corresponding learning rates will be
lower.
Besides, the naive action selection method of -greedy is also
employed to balance exploration and exploitation. It selects the
action with the maximised action value function with a probability
of 1 −  and selects a random action uniformly in the action space
with a probability of .
π(st ) ←


arg max f (st , a)
a∈A

a∈A

with prob. 1 − 
with prob. 

(23)

The above content explicitly presents the approach of the policy evaluation by Bayesian inference and the exploration strategy
by pairing optimistic prior mean with -greedy action selection.
Integration of the two will form an online reinforcement learning
algorithm, named Bayesian SARSA, as is shown in Algorithm 2
(see Fig. 2). It is an on-policy reinforcement learning algorithm, in
which the action value function is continuously estimated for the
behaviour control policy and at the same time the policy updates
toward greediness with respect to the action value function.

5

Empirical results

In this section, Bayesian SARSA will be tested and demonstrated
in several different tasks. To precisely illustrate its performance,
the naive reinforcement learning of SARSA implemented by table
(tabular SARSA) [2] and the online version of least-square policy
iteration (online LSPI) [14, 15] are brought in for comparisons.
These algorithms are selected because they are on-policy and online
model-free approaches to deal with the continuous state domain.
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5.1

Mountain car task

The mountain car task is to learn a control policy to drive a car
up to a steep mountain road from the bottom of a valley as fast
as possible. There are three actions {−1, 0, 1}, which, respectively,
represents full throttle forward, zero throttle and full throttle backward. The reward is 0 when the car reaches the goal pgoal = 0.5,
otherwise it is −1. Equation (24) is the state update of the car


pt+1 = pt + vt+1
vt+1 = vt + 0.001at − 0.0025 cos(3pt )

(24)

where pt is the position of the car limited in the range of [−1.2, 0.5]
and vt is the velocity limited in the range of [−0.07, 0.07] and at is
the action. The car starts from the bottom of the valley with a state
of d0 = −π/6 and v0 = 0 in each episode. When it gets to the left
side, velocity is set to 0; when it gets to the right side, the goal is
reached and the episode is terminated.
The covariance function of GP selects the squared exponential
function with the sparsiﬁcation factor is ν = 10−3 . γ = 0.99, and
thus the optimistic prior mean for this task is f0 = 0. The radial bias
function is chosen for online LSPI with 7 ∗ 5 centres distributed
uniformly in the state space. The Q-table of tabular SARSA divides
the state space into 15 ∗ 11 grids uniformly. In the simulation, each
episode has a maximum time step of 500, and 100 episodes are
taken in each trial (200 episodes for tabular SARSA). The initial exploration factor is 0 = 0.6 and decays every episode with
d = 0.96, which makes sure the exploration rate at the end of each
trial is below 0.01.
The steps to the goal in each episode averaged over 30 trials
are shown in Fig. 3. Both Bayesian SARSA and online LSPI can
search the goal within 5 episodes and learn within 50 episodes a
near-optimal control policy which can drive the car up to the goal
within 120 steps, while tabular SARSA needs about 80 episodes to
search for the goal region and converges after 150 episodes. These
results argue that Bayesian SARSA can make a more efﬁcient use
of data than tabular SARSA does. In addition, after 50 episodes
the steps to the goal by Bayesian SARSA have smaller conﬁdence
intervals and less ﬂuctuations than online LSPI, indicating it is
more robust. This argument is also supported by the comparison
of the corresponding control policies, respectively, learned by the
three algorithms, which is shown in Fig. 4. It depicts that Bayesian
SARSA learns the near-optimal control policy which is almost
available in the whole state space, while online LSPI learns that
only available in the vicinity of the trajectory at the end.
On the basis of the mountain car task, a second experiment is
conducted with the reward changed: r = 1 if the car passes the goal
position, otherwise 0. It means a reward is received only when the
agent reaches the goal. This setting conforms to the reinforcement

5

Q2

Fig. 3 Steps to the goal averaged over 30 trials and the corresponding
95% conﬁdence interval

a

Fig. 5 Steps to the goal averaged over 30 trials and the corresponding
conﬁdence interval. The cyan dotted line and blue dashed line overlap in
the ﬁgure

can be seen that only Bayesian SARSA with the optimistic prior
mean learns a near-optimal control policy to reach the goal and
tabular SARSA learns a viable control policy. They yield approximately the same results as the ones in the ﬁrst experiment. Bayesian
SARSA with prior mean f0 = 0 and online LSPI fail to learn available control policies in all the trials, and so they exhaust the given
maximum time steps in each episode. Online LSPI successes in
the previous experiment of mountain car task because the linear
approximation architecture solved by least-squared method lightly
keeps an value of 0 at the uncertain region by default. However,
this property cannot be changed by parameter settings and so it
fails in the second experiment.
5.2

b

Puddle world task

Puddle world is a two-dimensional continuous grid world with two
puddles as shown in Fig. 6. In the world, the agent moves along
four different directions (East, South, West and North) with distance 0.05 m. It starts from an initial state (0.2, 0.6) marked as ‘S’
to search for a fast path to the goal region in the northeast corner marked as ‘G’ while trying to avoid two puddles. The puddles
are 0.1 in radius and located at the centre points (0.1, 0.75) to
(0.45, 0.75) and (0.45, 0.4) to (0.45, 0.8). The movements of the
agent are perturbed by a Gaussian noise with a standard deviation
of 0.01 along both dimensions. The reward in this problem is −1
until the agent reaches the goal region, and an additional penalty

c

Fig. 4

Learned control policy at the end of a trial

a By Bayesian SARSA
b By online LSPI
c By tabular SARSA. Three different gray-scales represent the three actions, respectively. The red dotted lines represent the state trajectories from the start to the goal
region

learning property of delayed reward [2]. As a result, the optimistic
prior mean is f0 = 100 for this experiment. Other parameter settings
remain the same. Fig. 5 shows the steps to the goal from the start.
f0 = 0 means no optimism is added into the Bayesian SARSA. It

6

Fig. 6 Puddle world task. ‘S’ represents the starting point and ‘G’ represents the goal region. ‘E’, ‘S’, ‘W’ and ‘N’ represent the direction of East,
South, West and North, respectively, in the world
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will be given if the agent trapped into the puddle which is −200
times the distance to the nearest edge. When the agent reaches the
goal region, the reward is 0 and an episode is terminated.
Squared exponential function is also selected as the covariance function and the sparsiﬁcation factor is ν = 10−3 . γ = 0.98
and thus the optimistic prior mean is f0 = 0. The online LSPI
algorithm selects radial bias functions as the bias functions with
9 ∗ 9 centres distributed uniformly in the state space. In the experiment, each episode has a maximum time step of 200, and 100
episodes are taken in a trial. The parameter settings for the -greedy
method are the same as the ones in mountain car task. To give a
clear comparison between Bayesian SARSA and online LSPI, the

Fig. 9 Steps to the goal averaged over 30 trials and the corresponding
conﬁdence interval

Fig. 7 Steps to the goal averaged over 30 trials and the corresponding
conﬁdence interval

a

results obtained by tabular SARSA are not depicted due to its slow
convergence rate.
The steps from the start to the goal region averaged over 30trials are shown in Fig. 7. Bayesian SARSA performs much better
than online LSPI in both the steps to the goal region and the
corresponding conﬁdence interval. Some ﬂuctuations exist in the
conﬁdence interval as the actions are perturbed by noises. Taking
a look inside, Bayesian SARSA can learn a near-optimal control
policy at the end of each trial, while online LSPI successes within
only one-ﬁfth of the trials. This stems from the fact that a sudden change happened in the value of reward results in the lost of
experience for online LSPI, when the agent ‘traps’ into the puddle. While Bayesian SARSA can avoid the sudden changes as it
incorporates a prior information.
Furthermore, a comparison of the two learned control policies is
shown in Fig. 8. The ﬁrst one is randomly selected from the trials
by Bayesian SARSA and the second one is selected from the trials
which successfully reached the goal region by online LSPI. Similar
to the mountain car task, the control policy learned by Bayesian
SARSA is almost near-optimal in the whole state space except the
regions of the puddles, while the one learned by online LSPI is
only available in the vicinity of the trajectory.
To test the optimism prior mean of Bayesian SARSA, a second
experiment is conducted for the puddle world task, in which the
reward is 1 when reach the goal region, otherwise it is 0. Other
parameter settings ﬁx. The averaged steps from the start to the
goal are shown in Fig. 9. Only the agent of Bayesian SARSA
with the optimistic prior mean f0 = 50 successes to learn the nearoptimal control policy at the end of all the trials, while the agent
of Bayesian SARSA with f0 = 0 successes within two-thirds of
the trials and the agent of online LSPI fails all the time. The fact
demonstrates again that Bayesian SARSA with an optimistic prior
mean outperforms the others.
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b

Fig. 8

Learned control policy at the end of a trial:

a By Bayesian SARSA
b By online LSPI. The four different grey-scales represent the four actions, respectively. The red dotted lines represent the state trajectories from the start to the goal
region
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Conclusion

In this paper, a novel Bayesian-SARSA algorithm is proposed to
address two issues of the reinforcement learning in the continuous state domain: the policy evaluation and system exploitation.
The ﬁrst issue is addressed by modelling the action value function
as a stochastic variable via GPs and then updating it according
to Bayesian inference. The second one is addressed by pairing
the optimistic action value function with diminishing -greedy
action selection method. The algorithm is tested and veriﬁed by
two different benchmark problems. Empirical results show that
Bayesian SARSA converges to the near-optimal control policy
faster than tabular SARSA, and outperforms online LSPI in the

7

performance of robustness. Moreover, it demonstrates that the
optimistic value can contribute to the system exploration.
Taking advantage of Bayesian SARSA, which can output the
uncertainty of a state-action pair, further works will focus on balancing exploration and exploitation efﬁciently according to the
uncertainty.
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