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Cross-Modal Hashing via Rank-Order Preserving
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Abstract—Due to the query effectiveness and efficiency, crossmodal similarity search based on hashing has acquired extensive
attention in the multimedia community. Most existing methods
do not explicitly employ the ranking information when learning
hash functions, which is quite important for building practical
retrieval systems. To solve this issue, this paper proposes a
rank-order preserving hashing (RoPH) method with a novel
regression-based rank-order preserving loss that has provable
large margin property and is easy to optimize. Moreover, we jointly
learn the binary codes and hash functions instead of using any
relaxation trick. To solve the induced optimization problem, the
alternating descent technique is adopted and each subproblem
can be solved conveniently. Specifically, we show that the involved
binary quadratic programming subproblem with respect to an
introduced auxiliary binary variable satisfies submodularity,
enabling us to use the off-the-shelf graph-cut algorithms to solve it
exactly and efficiently. Extensive experiments on three benchmarks
demonstrate that RoPH significantly improves the ranking quality
over the state of the arts.
Index Terms—Cross-modal similarity search, cross-modal
hashing (CMH), rank-order preserving.

I. INTRODUCTION
UE to the fast development of internet and smart phone
industry in recent years, a huge number of media data
such as text, image and video have been captured and shared
on the social media like Flickr and Facebook. Such a large
amount of data pose us questions of effective feature extraction,
storage and indexing, which have been active research topics
in the multimedia community [1]–[6]. To address these problems, hashing [7]–[10] as a new data compression and indexing
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technique, which processes data as compact binary codes, has
received extensive attention due to its effectiveness in reducing
memory cost and in improving query speed.
Although learning to hash methods (i.e., data-dependent hashing) [8], [11], [12] have been widely used in information retrieval [13]–[16], audio identification [17], etc., these methods
only deal with data of one modality (single-modal hashing,
SMH) [7], [8], [12], [18]–[21]. However, in real-world applications especially for multimedia, data often come with multiple
modalities. For example, a piece of news on a web page usually
contains some textual descriptions, a few illustrative images, a
video and other contents. How to retrieve data in one modality
by query in the other modality is an important and interesting
problem. Thus, cross-modal hashing (CMH) [22]–[28], which
handles data of multiple modalities and enables cross-modal
similarity search, is getting more and more attentions.
According to whether the manual annotations are used, CMH
methods can be further classified into two subclasses: unsupervised [24], [25], [27], [29]–[31] and supervised [22], [23], [32]
methods. For unsupervised methods, only the original multimodal features are used to learn hash functions. To name a few,
Kumar and Udupa [27] extended the single-modal spectral hashing algorithm [11] to the multi-modal case by minimizing the
similarity-weighted Hamming distances between training data.
Ding et al. proposed to learn unified binary codes of multi-modal
training data by collective matrix factorization [25]. In addition
to the original features, it is usually helpful to utilize semantic
labels to improve the cross-modal search performance. For example, Zhang and Li [22] proposed to learn hash functions by
maximizing the semantic correlation of the binary codes learned
for different modalities. Lin et al. proposed the SemanticsPreserving Hashing (SePH) [23] which first learns unified binary
codes by minimizing the Kullback-Leibler divergence between
the expected distribution and the estimated one in Hamming
space and then learns hash functions by logistic regression.
Generally speaking, the loss functions used for modelling
inter-instance relation in CMH include pointwise loss [24], [25],
[33] and pairwise loss [22], [23], [31], [34]. The pointwise loss
only considers one instance. For example, [24], [25] use sparse
coding and matrix factorization to embed heterogeneous data
into common latent space. By contrast, pairwise loss explicitly
considers the relation between two instances. For example, [34]
uses latent factor models to capture the similarity relation between different instances, [23] uses neighborhood component
analysis to model the inter-instance relation and [31] builds a
hypergraph to encode the intra-modality similarity between the
data instances.
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Although these loss functions are commonly-used, they fail
to explicitly model the ranking quality that is quite important
for practical retrieval applications—the users certainly expect
the top ranked results are what they want. In the single-modal
hashing field, there are already some works that optimize the
ranking performance. Wang et al. [19] proposed to use listwise
supervision for hashing learning. Zhao et al. [18] proposed to
use the triplet loss, which reflects the relative proximity between
three instances, to train deep convolutional network for multilabel image search. Zhuang et al. [35] used graph cuts to infer
binary codes with triplet loss for speeding up the training of
deep binary embedding network.
Triplet loss has also been used in similarity learning, e.g.,
Wang et al. [36] proposed to learn fine-grained image similarity
by optimizing triplet loss. Similarly, in metric learning, triplet
losses defined on distance are used to learn different metrics,
such as Mahalanobis metric [37], Hamming metric [38], and so
on. In face recognition, the well-known FaceNet model [39] also
optimizes the triplet ranking loss. In addition, Huang et al. [40]
proposed to use triplet loss to learn deep features for crossdomain clothing retrieval. Although rank preserving is seriously
treated elsewhere, few works exploit it for cross-modal hashing
learning.
To solve this issue, this paper proposes Rank-order Preserving
Hashing (RoPH) for effective cross-modal similarity search. Instead of following the existing classification-based ranking strategy [18], [36], we formulate the ranking problem as a regression
problem and propose a novel rank-order preserving loss, which
reflects the misalignment between the rank order of binary codes
and the true rank order provided by training triplets. This loss
function has the provable large margin property that provides
the robustness when ranking and is much easier to optimize
than other ranking losses due to its simple square form. Considering that discrete hashing [12], [41], which directly learns
discrete binary codes from data, can remarkably improve the
retrieval quality, we jointly learn the unified binary codes and
hash functions of all modalities.
By introducing an auxiliary binary variable, the involved
mixed-integer programming problem can be solved in the alternative optimization framework. Furthermore, each subproblem
can be solved conveniently. Specifically, the Binary Quadratic
Programming (BQP) subproblem w.r.t. the auxiliary variable
satisfies the submodularity, thus, it can be directly solved by
graph cuts. By contrast, the BQP problems in [35], [42], [43] are
not submodular, thus, their solution quality obtained by graph
cuts is not guaranteed.
The contributions of this work are summarized as below:
1) The rank-order preserving methodology is first introduced
to cross-modal hashing and a novel regression-based
rank-order preserving loss is proposed for learning rankpreserving hash functions. This loss function is not only
easy to optimize but also has the large margin property.
2) An alternating optimization method is proposed to solve
the optimization problem involved in RoPH and each step
can be solved using simple computations, thus, the proposed algorithm is capable to deal with millions of triplets
efficiently.
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3) Extensive experiments on three public benchmarks highlight the advantages of RoPH under the cross-modal
search scenarios and show that RoPH significantly improves the ranking accuracy over the state-of-the-arts.
The rest of this paper is organized as follows. Section II
gives a brief overview of the related works grouped in three
topics in cross-modal hashing. Section III elaborates the proposed RoPH method, including the rank-order preserving loss,
objective function, optimization algorithm and some possible
extensions. Section IV provides extensive experimental validation on three datasets. Section V concludes this work.
II. RELATED WORK
Although lots of cross-modal hashing methods are proposed
in the literature, the main differences between these methods lie
in three aspects: method to model inter-modal relation, method
to model intra-modal relation, and the hash function.
Maybe the most important and interesting issue for dealing
with multi-modal data is how to effectively reflect the corresponding relation of different modalities of each training instance (i.e., the inter-modal correlation). Modeling inter-modal
relation is in essence to define an indicator to reflect the relation
(similarity, distance or something else) between the representations of the corresponding data from different modalities. Currently, commonly-used indicator to model inter-modal relation
includes cross-modal correlation of representations [22], [27],
[32], [44], [45], cross-modal distance of representations [24],
[29], [31], [46], [47], distance between cross-modal Hamming affinity and true similarity [22], cross-modal quantization
loss [30], sharing representation of different modalities [23],
[25], [33], and so on. The methods using shared representation
for all modalities implicitly model the inter-modal correlation
as it enforces the codes of different modalities to be identical.
The other methods can in some degree be seen as its relaxation.
Note that the cross-modal correlation and cross-modal distance
are usually interconvertible due to the constant length of +1/−1
binary vectors.
Modeling the intra-modal correlation is to find a method
reflecting the per-modality data distribution. Thus, many feature extraction/learning and metric learning methods for single
modality can be used to capture the intra-modal correlation.
The per-modality data distribution is usually reflected by new
latent feature space, wherein different inter-modal correlations
mentioned above are further used to model the relation between
different modalities. Currently, commonly-used tools to model
the intra-modal correlation in the cross-modal hashing field include manifold learning [31], [33], [46], sparse coding [29],
[31], (nonnegative) matrix factorization [25], [29], [33] and
deep learning [48]–[50], etc.
The hash function builds the mapping relation from input
features of each modality to binary codes. In the literature, many
different kinds of hash functions are used. The most common
hash function for both single-modal and cross-modal hashing
is the linear hash function [22], [25], [33], which projects the
input feature vector by a linear transformation followed by an
element-wise sign operation. Although linear hash function is
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very simple to use, it cannot capture the nonlinearity implied
in real-world data. To realize non-linear mapping, kernel hash
functions [8], [23], decision trees based hash functions [42] and
neural network based hash functions [18], [49], [50] are used.
Among these methods, kernel hash function has a good tradeoff between representation ability and encoding speed, thus, it
is commonly-adopted. In addition to the above explicit hash
functions, some implicit hash functions which encode features
by solving an optimization problem in the online query stage
are also proposed, such as [24], [29], [31], [51].
This work focuses on supervised cross-modal hashing by optimizing a novel rank-order preserving loss on triplets of training data. As will be shown later, the triplets are defined over
instances and unified binary representations of different modalities are learnt, thus, the proposed method models the inter- and
intra-modal correlation simultaneously.
III. RANK-ORDER PRESERVING HASHING
This section details the proposed hashing method for crossmodal search. For ease of presentation, we first discuss the case
of two modalities without missing modalities, i.e., image and
text. The extension to the cases of more modalities and missing
modalities is given in the discussion part.
A. Notation and Problem Definition
Suppose that O = {oi = (xi , yi )}N
i=1 is a set of N bimodal
instances, where each instance oi consists of an image represented by xi ∈ Rd x and an accompanying text represented
by yi ∈ Rd y . dx and dy are the feature length of image and
text, respectively. The feature vectors of each modality are arranged by column to form two matrices X = [x1 , . . . , xN ] and
Y = [y1 , . . . , yN ]. The target of RoPH is to learn a unified binary vector for each instance and two hash functions for the two
modalities, respectively.
We focus on the supervised setting, which could reduce the
semantic gap by using some manual supervision information.
Specifically, we utilize the triplet ranking loss defined on triplet
training data. Compared to the pointwise loss on class label [12]
or the pairwise loss on similarity label [8], [22], it can not only
capture the ranking relation between training instances, but also
needs weaker supervision information of training instances [52],
i.e., the side information. Thus, the proposed method is easier
to apply in real large scale applications.
For each oi , it is compared with other instances in O to obtain
a set of T labeled triplets {(oi , pji , qij ; sij )}Tj=1 . Where pji ∈ O
and qij ∈ O are the associated first and second instance of the
j-th triplet to oi ; sij is +1 if oi is more similar to pji than qij ,
and −1 otherwise. As the training instances include data of all
modalities, the intra-modal correlation can be well captured by
preserving the triplet relative comparison relation.
We learn hash functions for each modality, respectively, i.e.,
fx (x) : x ∈ Rd x → {±1}K and fy (y) : y ∈ Rd y → {±1}K ,
where K is the code length. The two hash functions map heterogeneous data to the common Hamming space, that is, the
unified binary codes of all instances generated by optimizing
the proposed rank-order preserving loss. Such a common space
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could well reflect the inter-modal relation. Although many different kinds of functions can be used as hash function, we adopt
the commonly-used kernel hash function [8], [23] due to its
good performance. By using the kernel trick, the kernel hash
function is essentially a linear hash function defined on the
kernel-mapped features. To allow fast training and encoding, it
is necessary to sample a subset of training samples to perform
the kernel feature mapping [8], [12], [23].
More specifically, we randomly sample Dx and Dy training feature vectors from image and text modalities respectively to form two matrices Ax = [ax1 , . . . , axD x ] and Ay =
[ay1 , . . . , ayD y ]. By defining kernel κx : Rd x × Rd x → R and
κy : Rd y × Rd y → R, the original feature vector xi of image
modality and yi of text modality are respectively mapped to
φx (xi ) = [κx (ax1 , xi ) − mx1 , . . . , κx (axD x , xi ) − mxD x ]T (1)
φy (yi ) = [κy (ay1 , yi ) − my1 , . . . , κy (ayD y , yi ) − myD y ]T (2)
N
y
x
where mxt = N1
i=1 κx (at , xi ) (t = 1, . . . , Dx ) and md =

y
N
1
i=1 κy (ad , yi ) (d = 1, . . . , Dy ) are the mean values.
N
With the kernel mapped features, the used hash functions are
defined as
fx (x) = sign(WxT φx (x)),

fy (y) = sign(WyT φy (y)) (3)

where sign(·) is the element-wise sign operation, Wx =
y
x
] ∈ RD x ×K and Wy = [w1y , . . . , wK
] ∈ RD y ×K
[w1x , . . . , wK
are the projection matrices for the image and text modalities,
respectively.
Although there are many methods to embed heterogeneous
data into the common Hamming space, we choose to directly
map features of different modalities to unified binary codes.
Compared to other methods [22], our method is more direct to
model the inter-modal relation and can also take the advantage
of discrete hashing [12], [41].
In summary, the problem of RoPH is to learn two projection
matrices Wx and Wy and one binary matrix from the triplets
N
j
j
T
i=1 {(oi , pi , qi ; sij )}j =1 and data matrices X, Y.
B. Rank-Order Preserving Loss
We first present a new triplet ranking loss that allows effective binary embedding. For an instance o ∈ O and its associated
triplet (o, p, q; s), suppose that b, bp , bq ∈ {±1}K are the corresponding binary embedding of o, p and q, respectively. To
learn good binary codes, we expect o to be more similar to p
than q in Hamming space when s = +1, and visa versa. The similarity in Hamming space is effectively measured by the inner
product between two binary vectors, i.e., the Hamming affinity.
The Hamming affinity of b and bp is bT bp and that of b and bq
is bT bq . Hence, when s = +1, we expect bT bp − bT bq > 0;
when s = −1, we expect bT bp − bT bq < 0. Thus, we could
regard the rank-preserving problem as the binary classification
problem on the scalar feature bT bp − bT bq .
Hinge loss [as shown in Fig. 1(a)] is a commonly used surrogate loss function for measuring the triplet classification precision [18], [39], [53]. For triplet (o, p, q; s), the hinge loss is
defined as max(ρ − s(bT bp − bT bq ), 0), where ρ is the
margin. It encourages the differences bT bp − bT bq and
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Fig. 1. Comparison of four different loss functions. Hinge loss is used in [18], [39], [53] and linear loss denotes the loss function used in [19]. Squared hinge loss
is the loss function implicitly used by this work. r = b T b p − b T b q is the scalar feature; the margin ρ is set to be 32 in this figure; s is the regression/classification
target.

bT bq − bT bp to be larger than ρ for positive and negative
class, respectively. Although the loss is well-defined, it is usually hard to optimize due to the nontrival max function that has
a non-differentiable point 0.
By contrast, Wang et al. [19] proposed to maximize the correlation between s and bT bp − bT bq (termed linear loss here).
Although this objective is simpler and easier to solve, as shown
in Fig. 1(b), it greedily demands the predictions to be minimal
or maximal, which makes it less robust. Thus, suboptimal binary codes may be obtained. One should also note that when
ρ = 2K, the hinge loss degenerates to the linear loss.
Considering the close relation between classification and regression, we could also train a regressor to fit the target. For
each scalar training point bT bp − bT bq  r, we use the linear model to model its relation to the target, ur + v = s, where
u and v are the model parameters. We could determine model
parameters by minimizing the squared loss
min(ur + v − s)2 .
u ,v

(4)

As r is in the range [−2K, 2K] and s is +1 or −1, the
bias v could be redundant, thus, we set it to 0. Similar trick
has been extensively adopted in the literature [8], [22], [42].
For simplicity, we reformulate the above loss by utilizing the
variable substitution u = 1/m, and obtain
min(r − ms)2 .
m

(5)

Here, m acts as the scaling coefficient of s.
The above loss function cannot be directly used to drive the
learning of binary codes, as it certainly gets the minimum value
0 when m = m∗  sr, making the binary codes be stuck at
the current state. In addition, the vanilla squared loss is improper
as it gives penalty for both sides of m∗ (refer to Fig. 1(c)). This
problem has been noticed by [54] and was solved by introducing
label dragging to retarget the labels. Inspired by this idea, we
add a constraint m ≥ ρ (ρ ≥ 1) to the above objective. In the
following, we will show that ρ plays the role of margin. With
this constraint, the proposed rank-order preserving loss (for a
single triplet) is defined as
l(b, bp , bq ; s) = min(r − ms)2 .
m ≥ρ

(6)

Using the terminology of [54], here the scaling coefficient m
also plays the role of dragging strength.
In [54], both 0/1 label and +1/−1 dragging direction are
employed. As the dragging direction can be promptly derived
by the label through a linear transformation, the formulation
therein is a little cumbersome. In (6), the +1/−1 label s can itself
be served as dragging direction, thus, the proposed formulation
is more concise. Furthermore, we have used the label dragging
to a very different scenario, hashing, rather than the original
discriminative least squares regression.
We give an intuitive explanation to the above loss function
by an example. Assume that (o, p, q; s) is a positive triplet; that
is to say s = +1. At some iteration, r may be a small value far
away from ρ, when solving m, the optimal solution is ρ, which
will drive r to approach ρ in the subsequent iteration for solving
binary codes. Once r is greater than ρ, the loss l(b, bp , bq ; s)
will be zero, the effect of this triplet vanishes in the subsequent
iteration for inferring binary codes.
As will be shown in Section III-D, the proposed loss function
implies the squared hinge loss which is shown in Fig. 1(d).
We can see that the squared hinge loss gives large penalties to
incorrect predictions and gives no penalty to correct predictions.
By contrast, the squared loss (can be seen as a special case
of the proposed method as will be shown later) is shown in
Fig. 1(c). The improper penalties for correct predictions make
it less robust.

C. Objective Function
With the proposed rank-order preserving loss in (6), we could
define our objective function. For formulation simplicity, we
introduce a selection vector for each triplet (oi , pji , qij ; sij ) to
align the local loss to global loss. Suppose that O is an ordered
set, pji and qij are the lij -th and tij -th (lij , tij ∈ {1, 2, . . . , N })
instance of O, respectively. Let us define a selection vector eji
whose lij -th entry is +1 and tij -th entry is −1, and all other
entries are 0. Hence, the scalar feature associated with the j-th
triplet of the i-th instance is bTi (bl i j − bt i j ) = bTi Beji , where
B = [b1 , . . . , bN ] ∈ {±1}K ×N collects the binary codes of all
training instances and bi ∈ {±1}K ×1 is the binary codes of the
i-th instance. Thus, the rank-order preserving loss defined on all
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triplets is
Lr m (B) = min

{m i j ≥ρ}

Lr m (B, M) 

Lr m (B, M)

N 
T 

i=1 j =1

with

bTi Beji − sij mij

2
(7)

where mij is the dragging strength for sij and M = [mij ] ∈
RN ×T . To obtain the hash functions for encoding unseen data,
we also optimize the following ridge regression loss

2

ηz WzT Fz − BF
(8)
Lr r (B, θ) =
z ∈{x,y }

where θ = {Wx , Wy }, Fx = [φx (x1 ), . . . , φx (xN )], Fy =
[φy (y1 ), . . . , φy (yN )]; ηx > 0 and ηy > 0 are regularization
parameters;  · F denotes the Frobenius norm.
The overall objective combining the rank-order preserving
loss and the ridge regression loss is written as below:
min L = Lr m (B, M) + Lr r (B, θ)

B,M ,θ

s.t. M ≥ ρ11T ,

B ∈ {±1}K ×N

(9)

where 1 is the all-ones vector and the comparison between two
matrices is element-wisely performed.
D. Optimization Algorithm
The problem in (9) is a mixed-integer programming problem,
which is hard to solve. However, it will be much easier to solve
by introducing an auxiliary variable H = B. Thus, instead of
solving (9) directly, we solve a penalized version as follows:
2
N T 
bTi Heji − sij mij
min Lpt =
i=1

B,H ,M ,θ

j =1

+ λ B − H2F + Lr r (B, θ)
s.t. M ≥ ρ11T ,

B, H ∈ {±1}K ×N

(10)

where λ ≥ 0 is a penalty weight. With this new formulation, the
optimization problem can be solved by an iterative framework
with the following steps until convergency.
1) B Step: Optimizing B by fixing the other variables. By
simplifying (10), the problem to solve is
2


bTi Heji − sij mij − 2tr BT D
(11)
min
B∈{±1}K ×N

ij

where D = λH + ηx WxT Fx + ηy WyT Fy and tr(·) denotes the
trace of a matrix. At first sight, this problem is difficult to solve,
however, it could be solved by the discrete cyclic coordinate
descent algorithm proposed in [12]. To this aim, we solve this
problem bit by bit and the subproblem associated with the k-th
row bk of B is
min

b k ∈{±1}1 ×N

−bk (ck + dk )T

(12)


where the i-th entry of ck ∈ R1×N is ck i = hk Tj=1 eji ŝij and

t j
ŝij = sij mij − K
t= k bti h ei with bti the (t, i)-th entry of B
which is also the t-th entry of bi ; bk , hk and dk are the k-th

row of B, H and D, respectively. Although this problem is an
integer programming problem, due to the simple form, it has the
global minimum bk = sign(ck + dk ).
2) H Step: Optimizing H by fixing the other variables. It
is also solved bit by bit. For the k-th bit, the optimization
problem is
min

h k ∈{±1}1 ×N

hk Q(hk )T − 2hk (vk )T

(13)

 N T
T

j j T
k
k
where Q = N
i=1
j =1 ei (ei ) ; v = λb +
i=1
j =1
ŝij bk i (eji )T ; ŝij is defined as before.
This problem is a typical binary quadratic programming
(BQP) problem, which has been extensively studied in the literature [55]–[58]. Although it is unlikely to find polynomial time
algorithms to exactly solve the general BQP problems, graph
cuts [58] can be used to get good approximate solutions efficiently in low-order polynomial time when the problems have
submodular pairwise terms.
Theorem 1: The BQP subproblem in Eqn. (13) satisfies the
submodular property.
Proof: To prove this point, we only need to check
for any i = i , i, i = 1, 2, . . . , N . We have qii =
q
ii ≤ 0
j
j
j
j
N T
t=1
j =1 et (i)et (i ), where et (i) and et (i ) are the i-th and
i -th entry of ejt , respectively. As ejt only has one +1 and one
−1 and all the other elements are 0, the product ejt (i)ejt (i ) can
only be 0 or −1. Thus, qii (i = i ) must be less than or equal to
0. The proof is completed.

With this submodular property, problem (13) can be solved
exactly and efficiently by graph cuts. Considering that the graphcut algorithm can still be time-consuming when both T and N
are large—large and dense Q, we propose a parallel graph-cut algorithm, which splits the N binary variables into several blocks,
and solves the subproblems in parallel. As will be demonstrated
in the experiments, this strategy solves problem (13) more efficiently without loss of performance.
Formally, we divide problem (13) into M small subproblems.
Without loss of generality, we assume that M can be divided by
N . Then, Q, hk , vk can be split into
⎛
⎞
Q11 . . . Q1M
k
k
k
⎜ .
⎟ h = [h1 , . . . , hM ]
.
.
⎜
⎟
.
.
.
Q=⎝ .
(14)
.
. ⎠,
k
vk = [v1k , . . . , vM
]
QM 1 . . . QM M
k
∈ RN /M ,
where hkm ∈ {±1}N /M , Qm m ∈ RN /M ×N /M , vm
k
m, m ∈ {1, . . . , M }. When solving hm , we fix the other binary variables as the results of the previous iteration and the
BQP problem about hkm is

min

h km ∈{±1}N / M

hkm Qm m (hkm )T − 2hkm (tkm )T

(15)


k
k
where tkm = vm
− M
m = m hm Qm m .
Theorem 2: The BQP subproblem in (15) satisfies the submodular property.
Proof: As Qm m is a principal submatrix of Q and it has the

submodularity, Qm m also satisfies the submodularity.
Thus, each such subproblem can also be solved by graph cuts
efficiently. Note that similar blocking algorithm is also adopted
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in [35], [42]. However, the BQP problems therein do not satisfy
the submodular property, thus, the blocks should be elaborately
constructed to make each block submodular, which will cost
extra runtime. By contrast, the random blocking strategy could
generate good results in our method.
3) M Step: Solving M by fixing the other variables. The
problem to solve is
min R − S ◦ M2F ,
M

s.t. M ≥ ρ11T

mij

s.t. mij ≥ ρ

(19)

To get more insights about the proposed rank-order preserving loss, we substitute the optimal solution in (18) into
(rij − mij sij )2 and obtain
(rij − mij sij )2 = [rij − max(sij rij , ρ)sij ]2

[min(rij − ρ, 0)]2 , sij = +1
=
[max(ρ + rij , 0)]2 , sij = −1
= [max(ρ − rij sij , 0)]2 .

image query

text query

NDCG

ACG

MAPw

NDCG

ACG

MAPw

Wiki

Hinge
Linear
Square
sqHinge

0.4676
0.4637
0.4740
0.4803

0.4676
0.4635
0.4743
0.4803

0.5078
0.5011
0.5126
0.5155

0.7155
0.7176
0.7198
0.7231

0.7159
0.7174
0.7197
0.7229

0.7478
0.7547
0.7561
0.7546

MIRFlickr

Hinge
Linear
Square
sqHinge

0.2064
0.1910
0.2265
0.2264

1.8015
1.7168
1.8172
1.8270

1.8183
1.7074
1.8073
1.8144

0.3093
0.2768
0.3188
0.3243

2.1864
1.9876
2.1632
2.2034

2.1787
1.9866
2.1411
2.1824

4) θ Step: Solving θ = {Wx , Wy } with the other variables
fixed. We only need to solve the following problem:

2

ηz WzT Fz − BF .
(21)
min Lr r (B, θ) =
θ

z ∈{x,y }

(18)

Proof. Note that s2ij = 1, we have (rij − sij mij )2 =
(mij − sij rij )2 . Further considering the constraint mij ≥ ρ,
we can obtain (18). The proof is completed.

Accordingly, the optimal solution of M in (16) is
M = max(S ◦ R, ρ).

Loss

(17)

where rij , sij and mij are the (i, j)-th entry of R, S and M,
respectively. We have the following theorem.
Theorem 3: The optimal solution to problem (17) is
mij = max(sij rij , ρ).

Data

(16)

where R = [rij ] ∈ RN ×T with rij = bTi Heji and ◦ denotes the
Hadamard product. Problem (16) can be equivalently decoupled
into N × T subproblems. For mij , we have
min(rij − sij mij )2 ,

TABLE I
COMPARISON OF FOUR RANKING LOSS FUNCTIONS WITH 32-BIT CODES

Let Φx = Fx FTx and Φy = Fy FTy , and usually they are invertT
ible, thus, the closed-form solutions are Wx = Φ−1
x Fx B and
−1
T
Wy = Φy Fy B . When Φx , Φy are not invertible, we add
small values to their diagonal elements.
The overall optimization algorithm is summarized in
Algorithm 1. Steps 1–4 are the initialization phase and steps 5–
14 are the main loop. Steps 6–8 update B, which run T1 times;
steps 9–11 update H, which run T2 times; step 12 updates M
and step 13 updates θ.
E. Discussion

(20)

Thus, we in fact optimize a squared hinge loss with margin ρ
at each iteration. Strict proof of the equivalence between these
two losses is nontrivial as we involve the discrete variables. It is
worth to point out that although the proposed rank-order preserving loss implies the squared hinge loss, it is not easy to optimize
this loss directly, especially when there are discrete variables.
Thus, our work in fact provides an indirect but effective way
to optimize this loss function for learning rank-preserving hash
functions.
A special case of the proposed loss can be naturally obtained
by replacing the inequality constraint M ≥ ρ11T in (9) with
the equality constraint M = ρ11T . In such a case, we have
(rij − mij sij )2 = (rij − ρsij )2 = (ρ − sij rij )2 , which corresponds to the squared loss as shown in Fig. 1(c). This means that
the squared loss can be seen as a special case of the proposed
loss function. One should note that although the squared loss
has a quite simple form, we have not yet found any work that
uses it for ranking hashing learning. In fact, according to our
experiments (see Table I), we could note that using the squared
loss is good enough to outperform the widely used hinge loss.

1) Complexity Analysis: Assuming that the complexity of
evaluating each kernel is linear to the feature length, the
complexity of kernel feature mapping will be O(dx Dx N +
dy D
y N ). The complexity of initializing Wx and Wy is
O( z ∈{x,y } Dz2 N + Dz3 + KDz N ). ŝij can be calculated in
an incremental mode, thus, the complexity of the B step is
O(T1 (KDx N + KDy N + KT N )).
As each eji only has two nonzero elements (+1/−1), the
time of computing Q is up to O(T N ). To solve each bit of
H, it takes at most O(T N + L) time to produce the M subproblems, where L is the total number of non-zero elements in
m
Q. Solving the M subproblems needs at most O(L max fm
ax )
m
m
time if the Ford-Fulkerson algorithm is used, where fm
ax
is the maximal flow of the m-th min-cut/max-flow problem.
Considering the relation L ≤ 4T N , totally, it needs at most
m
O(T2 (KT N + KT N max fm
ax )) time to update H.
m

The time complexity of updating M is O(KT N ) and
the time for updating Wx and Wy is O(KDx N +
KDy N ) in total. Finally, if the outermost loop iterates To
times and N 
Dx , Dy , the overall complexity of training RoPH is O( z ∈{x,y } (To T1 K + dz + Dz )Dz N + (T1 +
m
T2 (1 + max fm
ax ))To KT N ). As the graph cuts have lowm
order polynomial time complexity, the complexity of the overall
algorithm is up to low-order polynomial time.
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IV. EXPERIMENTS

Algorithm 1: Rank-Order Preserving Hashing (RoPH).
Input:
N

Triplets
{(oi , pji , qij ; sij )}Tj=1 ; code length K;
i=1

parameters Dx , Dy , λ, ηx , ηy , ρ, M ;
Output:
Binary codes B; anchors Ax , Ay ; means mx , my ;
projection matrices: θ = {Wx , Wy };
1: Initialize B and H by random matrices;
2: Randomly select Dx and Dy image and text data points
to form Ax and Ay , respectively. Perform kernel
feature mapping to obtain mx = [mx1 , . . . , mxD x ]T ,
my = [my1 , . . . , myD y ]T , Fx , Fy ;
−1
3: Compute Px = Φ−1
x Fx and Py = Φy Fy , initialize
Wx and Wy by Px BT and Py BT , respectively;
4: Compute eji , i = 1, . . . , N, j = 1, . . . , T according to
the triplets and compute Q;
5: repeat
6:
for t = 1 to T1 do
7:
Update B bit by bit by solving problem (12);
8:
end for
9:
for t = 1 to T2 do
10:
Update H bit by bit. For each bit, solve M
subproblem (15) simultaneously;
11:
end for
12:
Update M by M ← max(S ◦ R, ρ);
13:
Update θ by (Wx , Wy ) ← (Px BT , Py BT );
14: until convergency.
15: return B, Ax , Ay , mx , my , θ.

2) Extensions: Previously, we have taken the two modalities image and text as an example and elaborated the proposed
algorithm in this case. However, as RoPH operates on feature
vectors instead of original data, it can easily accommodate other
modalities, e.g., audio and video. To this aim, one only needs
to preprocess different data to generate the needed feature matrices. Beside this flexibility, RoPH can also be extended to the
cases that there are more than two modalities and some instances
have missing modalities. More specifically, assume that we have
observed at most V (V ≥ 2) modalities for each of the N training instances, we define a set Iv for modality v (v = 1, . . . , V )
that collects all the global indices of instances that have this
modality. To extend RoPH, we only need to modify the ridge
regression loss in (8) as
Lr r (B, θ) =

V

v =1

ηv



WvT φv (xvi ) − bi 2F

(22)

i∈Iv

where θ = {Wv }Vv=1 collects all the projection matrices;
ηv , Wv are the regularization weight and the projection matrix of the hash function for the v-th modality, respectively; xvi
is the feature representation of the v-th modality for instance oi ,
φv (xvi ) is the kernel feature mapping of xvi .

To validate the effectiveness of the proposed method and
ranking loss, we conduct experiments of cross-modality search
on three benchmarks. Each one of them contains two modalities: image and text. Accordingly, we use text as query to search
similar images and image as query to search similar texts. In
addition, we also study the convergence property and the scalability of the proposed training algorithm as well as its parameter
sensitivity.
A. Experiment Settings
1) Datasets: The used datasets are Wiki [59], MIRFlickr [60] and NUS-WIDE [61]. The detailed descriptions of
database/query split and the used features are listed below:
1) Wiki consists of 2866 image-text pairs collected from
Wikipedia. Each instance is annotated to one of 10 classes.
Following the settings in [45], the image modality is represented as a 128D convolutional feature extracted by [62].
The text modality is represented as a 100D skip-gram
word vector.1 We randomly select 693 instances as the
query set and the rest instances form the database.
2) MIRFlickr originally contains 25000 image-text pairs and
each instance is annotated with some of 38 labels. The
image modality is represented as a 512D GIST feature
vector [63] and the text modality as a 457D binary tagging
vector. After removing instances without textual tags or
labels, there remain 18379 pairs. We randomly select 1000
instances from the remaining dataset as the query set, and
the rest instances form the database.
3) NUS-WIDE is a real-world web image dataset originally
containing 269648 instances, with each being an image
with its associated textual tags. Each instance is annotated with some of 81 categories. Following the preprocessing in [22], [23], we keep the top 10 most frequent
labels and the corresponding 186577 instances. For each
instance, the image modality is represented as a 500D
BOVW feature vector and the text modality as a 1000D
binary tagging vector. We randomly select 1000 instances
from the reduced dataset as the query set and the rest
instances form the database.
To reduce the randomness, we randomly generate 10
database/query splits. All methods are run on these splits and
the average performances are reported.
2) Baseline Methods: Our method is compared against
seven state-of-the-art cross-modal hashing methods:
1) Collective Matrix Factorization Hashing (CMFH) [25]
learns unified hash codes by collective matrix factorization with latent factor model.
2) Latent Semantic Sparse Hashing (LSSH) [24] employs
sparse coding and matrix factorization to capture highlevel latent semantic information implied in image and
text, respectively.
3) Semantic Correlation Maximization (SCM) [22] learns
hash functions by maximizing the semantic correlation.
1 [Online].

Available: https://code.google.com/p/word2vec/
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When imposing orthogonality constraints (termed SCMOrth), it can be solved by eigenvalue decomposition; when
ignoring these constraints (termed SCM-Seq) it can be
solved by sequential learning and usually better performances could be obtained.
4) Semantics-Preserving Hashing (SePH) [23] learns binary
codes by minimizing the Kullback-Leibler divergence between the expected distribution and the estimated one in
Hamming space and the hash functions are learnt by training kernel logistic regression models.
5) Alternating Co-Quantization (ACQ) [45] seeks binary
codes to simultaneously minimize similarity-preserving
and quantization errors. ACQ can be coupled with various existing cross-modal dimension reduction methods,
such as Canonical Correlation Analysis (CCA). The ACQ
combined with CCA is termed as CCA-ACQ, which can
not only obtain state-of-the-art performances, but is also
very fast to train as demonstrated by [45].
6) Quantized Correlation Hashing (QCH) [44] proposes an
alternative procedure to optimize both the quantization
loss over domains and the relation between domains.
Among these methods, CMFH, LSSH and CCA-ACQ are unsupervised cross-modal hashing methods which are extensively
adopted as baseline methods. SCM, SePH and QCH are recently
proposed supervised methods and they obtain the state-of-theart performance on the used datasets. For a fair comparison,
the kernel feature mapping is adopted for the baseline methods
whenever it could improve the performance.
3) Evaluation Criteria: As this work focuses on improving
the ranking performance of cross-modal similarity search, we
mainly use three commonly-used ranking metrics to evaluate
the ranking quality, i.e., Normalized Discounted Cumulative
Gain (NDCG) [64], Average Cumulative Gain (ACG) [64] and
weighted Mean Average Precision (MAP) [18].
NDCG is extensively used for evaluating the ranking quality
in various hashing methods [18], [19]. For a single query q, we
obtain a ranking list of p returned instances, and for the i-th
instance, its similarity level to the query is assumed to be ri
(defined as inner product between the 0/1 label vector of the
query and the ground-truth 0/1 label vector). The NDCG score
is defined as
NDCG@p =

p
1  2r i − 1
Z i=1 log(i + 1)

(23)

where Z is a normalization coefficient to ensure the NDCG
score for the correct ranking is 1. For evaluating performance
for Q queries, the NDCG scores of all the queries are averaged.
ACG score is defined as the average similarity level of the
returned data points in the ranking list of the query; that is
1
ri .
p i=1
p

ACG@p =

(24)

Similar to NDCG score, the ACG scores of all queries are averaged to measure the ranking performance when there are more
than one query.

The weighted MAP (MAPw ) is the mean of weighted average
precision on the whole query set [18]; that is
1 
APw (q) with
Q q =1
Q

MAPw @p =
APw (q) =

1

p


pr > 0

t=1

δ(rt > 0)ACG@t

(25)

where Q is the number of queries; δ(·) is an indicator function
which returns 1 when the assertion in the brackets is true and
0 otherwise; pr > 0 is the number of relevant data points in the
ranking list.
In addition, we also report the precisions with varying number
of returned instances, i.e., the top-k precision. By this way,
we could study if optimizing the ranking performance could
bring improvements to top-k precision. For computing the topk precision, two instances are viewed to be similar if they shared
at least one common semantic label. We report these results for
32-bit hash codes.
4) Implementation Details: The performance of triplet loss
based methods is highly dependent on the quality of triplets [36].
Good triplets could also speed up the convergence. Moreover,
for N training instances, the number of all possible triplets
is O(N 3 ), thus, it is necessary to design a triplet sampling
algorithm to reduce the number of triplets. Here, we propose a
simple but effective algorithm to generate triplets.
For a probe instance oi , we compute its similarity level (defined by inner product between two 0/1 label vectors) to all other
instances in O \ oi and denote the maximal similarity level as
rim ax . We sample T similarity levels with replacement using importance sampling, and the sampling weight for similarity level
r m ax
r is given by r/ r i=0 r. Let nr denote the occurrence number
of r, then, for this similarity level, we sample nr instances from
the instances having this similarity level as relevant instances to
oi . For each such relevant instance, we sample one instance that
has lower similarity level to oi from O as irrelevant instance.
As such, we obtain the triplet set {(oi , pji , qij ; sij )}Tj=1 for oi .
Combining
all such triplet sets results in the needed triplet set
N
j
j
T
{(o
,
p
i i , qi ; sij )}j =1 . Although this method is very simi=1
ple, it does select informative triplets. In the experiments, we
set T as 50 for all datasets.
For kernel feature mapping, we randomly select 500 samples
for each modality on all datasets. The Gaussian RBF kernel
is adopted and the kernel width is estimated according to the
average Euclidean distance between the sampling points [8],
[23]. The penalty parameter λ is set to be 1. The iterations To ,
T1 , T2 are set to be 5, 3 and 1, respectively. For all datasets,
both η1 and η2 are set to be 10−5 , and the margin ρ is set to
be K. For Wiki, MIRFlickr and NUS-WIDE, the block number
M is set to be 2, 10 and 60 so that each block only deals with
a graph-cut subproblem with thousands of binary variables. We
use the random splitting strategy to generate the blocks, which
works quite well. For fast training, we have implemented a
multithreading graph-cut algorithm so that the M graph-cut
subproblems can be solved in parallel. Subsequently, we will
study the effect of T , ρ and M on algorithm performance.
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TABLE II
RANKING PERFORMANCE ON THREE DATASETS USING 32-BIT HASH CODES
Type

Method

Wiki

MIRFlickr

NUS-WIDE

NDCG@100

ACG@100

MAPw@500

NDCG@100

ACG@100

MAPw@500

NDCG@100

ACG@100

MAPw@500

image query

CMFH
LSSH
SCM-Orth
SCM-Seq
SePH
CCA-ACQ
QCH
RoPH

0.2164
0.2857
0.1894
0.3739
0.4023
0.2827
0.3484
0.4344

0.2042
0.2798
0.1821
0.3744
0.4041
0.2800
0.3451
0.4343

0.2084
0.2763
0.1863
0.3828
0.4193
0.2813
0.3416
0.4673

0.1562
0.1604
0.1761
0.2034
0.2089
0.1435
0.1677
0.2691

1.3213
1.3321
1.3990
1.6482
1.6833
1.1701
1.4019
2.0506

1.3198
1.3245
1.3830
1.6396
1.6715
1.1859
1.3962
2.0368

0.2494
0.2966
0.2920
0.3819
0.3481
0.2612
0.3198
0.5374

0.5370
0.6034
0.5801
0.7368
0.7035
0.5440
0.6431
1.0264

0.5439
0.6057
0.5888
0.7438
0.7095
0.5577
0.6486
1.0222

text query

CMFH
LSSH
SCM-Orth
SCM-Seq
SePH
CCA-ACQ
QCH
RoPH

0.2682
0.2521
0.2277
0.5157
0.6447
0.3366
0.3567
0.7095

0.2577
0.2490
0.2147
0.5068
0.6420
0.3271
0.3559
0.7094

0.2528
0.2506
0.2142
0.4833
0.6381
0.3155
0.3457
0.7388

0.2044
0.2403
0.1905
0.2029
0.2342
0.1470
0.1673
0.3727

1.5522
1.7418
1.4550
1.5692
1.7581
1.2014
1.3331
2.4185

1.5289
1.7044
1.4285
1.5625
1.7401
1.2036
1.3289
2.3816

0.2774
0.4608
0.2977
0.3742
0.4028
0.2540
0.3295
0.6650

0.5899
0.8721
0.6206
0.7358
0.7684
0.5153
0.6155
1.1900

0.5967
0.8662
0.6199
0.7441
0.7721
0.5245
0.6167
1.1852

As RoPH, CMFH, SCM-Orth, SCM-Seq and CCA-ACQ are
fast to train, we learn hash functions on the whole database
for each dataset. SePH is very memory-consuming, thus, for
databases larger than 30000 (e.g., NUS-WIDE), only randomly
selected 30000 samples are used to train. Due to the usage of
sparse coding in LSSH, it is very slow to train. Thus, we parallelize LSSH using 10 CPUs in order to train it on large databases
within acceptable training time. It is quite slow for QCH to solve
the subproblem with orthogonal constraint, thus, for databases
larger than 10000, randomly sampled 10000 instances are used
to train. In addition, the parameters of the baselines are carefully
tuned according to the guidance of the original authors to obtain
the best performances.
B. Results and Analyses
1) Comparison of Loss Functions: To demonstrate the effectiveness of the proposed ranking loss, we first compare the
different loss functions as discussed in Fig. 1 by experiments.
Accordingly, the first term in (9) is replaced by different losses
and the associated problems are solved by iterative optimization. When hinge loss is used, B can be directly solved by the
method proposed in [35], thus, there is no need to introduce
the auxiliary variable H. For linear and squared loss, the corresponding problems can be solved by the similar algorithms as
Algorithm 1.
For a fair comparison, we report the best performance
of different losses searched in the parameter grid. Totally,
there are four parameters, i.e., ηx , ηy , ρ, λ. For convenience, we set ηx = ηy = η. The searching ranges of these
parameters are η ∈ {10−1 , 10−2 , 10−3 , 10−4 , 10−5 , 10−6 },
ρ ∈ {18, 20, 22, 24, 26, 28, 30, 32, 34, 36, 38} and λ ∈ {0.01,
0.1, 1, 10}. Due to the long searching time, we do experiments
on one data split and report the results on Wiki and MIRFlickr.
The results are shown in Table I, where ‘sqHinge’ denotes the
squared hinge loss.

From Table I, we have the following observations. 1) Linear
loss is not very robust compared to the other loss functions, thus,
it performs the worst. 2) Surprisingly, the squared loss, although
is overlooked in the hashing literature, can obtain quite good
ranking performance. Compared to squared loss, squared hinge
loss acquires better performance due to the more proper definition of loss function. 3) Although hinge loss is well-defined and
commonly-used, it cannot get desirable performance compared
to squared (hinge) loss due to the hard optimization. Although
the discrete optimization problem with hinge loss can be converted to a series of BQP subproblems which can be solved by
block graph cuts [35], due to the non-submodularity, the solution quality cannot be guaranteed. This is the main reason that
leads to its undesirable performance. What is more, compared
to squared hinge loss, optimizing hinge loss takes longer time
to compute the quadratic coefficient and split the blocks. Thus,
the squared hinge loss is beneficial to deal with large data. For
example, on MIRFlickr, solving the problem with squared hinge
loss takes less than 100 s, but it needs at least 3000 s to solve
the problem using hinge loss.
Due to the superiority of squared hinge loss over the other
loss functions, we will use it in the proposed method for the
following experiments.
2) Results on Wiki: The results of RoPH and baseline methods on Wiki are shown in Table II and Fig. 2. For image query,
RoPH can acquire higher performance than all other methods.
For text query, RoPH is consistently better than the baselines
under different ranking metrics by a large margin. The improvement can be attributed to the optimization of the proposed rankorder preserving loss. As far as we know, SePH is the current
best supervised cross-modal hashing method on this dataset.
However, it is still inferior to our method. This implies that
only preserving the pairwise neighborhood relation does not
necessarily preserve the ranking relation well. QCH is also a
supervised method, however, it is very slow to train (as shown
in Fig. 8) due to the orthogonal constraint. Thus, it has to use a
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Fig. 2.

Fig. 3.

Retrieval performance on Wiki. First row: image-to-text query; second row: text-to-image query.

Retrieval performance on MIRFlickr. First row: image-to-text query; second row: text-to-image query.

sampled subset to train, which is one of the reasons that make
it performs worse than the other supervised methods.
The unsupervised methods are worse than the supervised
methods because they cannot capture the semantic information of data effectively. In addition, SCM-Orth is remarkably
worse than SCM-Seq because the simple quantization strategy
by taking sign of the eigenvectors leads to very large quantization error. Relaxing the orthogonality constraints and solving
the problem by sequential learning can alleviate this problem.
3) Results on MIRFlickr: The results on MIRFlickr are
shown in Table II and Fig. 3. From Fig. 3, we can observe
that RoPH is remarkably better than the baseline methods for
all cases. The relative improvement of the ranking performance
over the second best method for image query and text query
can be as large as 28% and 55%, respectively. For image query,
SCM-Seq and SePH obtain comparable performance. For text
query, the unsupervised method LSSH can obtain close ranking
performance to SePH and better performance than SCM-Seq,
which implies that the supervised information does not help a

lot in this case. In addition, we could also find that CMFH and
LSSH are better than CCA-ACQ, which can be attributed to the
exploration of latent semantic information.
Some visual retrieval results for image-to-text and text-toimage query on MIRFlickr are shown in Figs. 4 and 5, respectively. For each image query, we find top 50 nearest textual
instances according to Hamming distance and the top 5 most
frequent tags among these neighbors are shown in Fig. 4. As
there are wrong textual annotations in this dataset, we manually
judge whether the returned tags are relevant to the query images
and the irrelevant tags are marked in red. From this figure, we
can see that RoPH usually gives more semantically correct tags
to the queries. Similarly, for text query, the irrelevant images
to the query tags are put in red boxes. From Fig. 5, the baseline methods perform well for single query tag, but it seems
that they fail to capture the more complex concept implied in
multiple tags (see the last row of Fig. 5).
4) Results on NUS-WIDE: The results on NUS-WIDE are
shown in Table II and Fig. 6. Clearly, the proposed method
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Fig. 4.

Fig. 5.
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Qualitative comparison of image-to-text query results on MIRFlickr. Text in red is manually marked as irrelevant (see text for details).

Qualitative comparison of text-to-image query results on MIRFlickr. Images with red border are manually marked as irrelevant (see text for details).

remarkably outperforms all baselines. The relative improvement
of ranking performance over the second best method for image
query and text query can be as large as 42% and 44%, respectively. SePH is previously demonstrated to be better than LSSH
and SCM-Seq under the MAP metric that does not consider the
ranking quality [23]. However, under the ranking metrics, it does
not have distinctive advantages over them. By contrast, RoPH
can obtain high ranking performance which is very important
for practical retrieval system.
When comparing the top-k precision of different methods,
we could see that RoPH acquires the highest precisions with
different numbers of returned instances on all datasets. The
improvements are quite significant on MIRFlickr and NUSWIDE. Thus, optimizing the ranking performance does help to
improve the top-k precision.

5) Parameter Sensitivity Analysis: We use parallel graph
cuts to approximately solve the original large-scale graph-cut
problem. The effect of using different block numbers M on
ranking performance and training time on the MIRFlickr dataset
are studied in Fig. 7. From Fig. 7(a), and 7(b) we can see
that there is no distinct performance difference with different
M . The solution of parallel graph cuts (M > 1) is as good
as that of the original large-scale graph cuts (M = 1). This
can be attributed to the submodularity of the original problem
and the factorized subproblems. From Fig. 7(c), M can affect
the training efficiency. With the increasing number of blocks,
the training time drops steadily. This indicates that solving
a large-scale graph-cut problem is relatively time-consuming,
but it is much easier to solve several small graph-cut subproblems. Further increasing M does not reduce the training
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Fig. 6.

Fig. 7.

Retrieval performance on NUS-WIDE. First row: image-to-text query; second row: text-to-image query.

Effect of block number M on (a) image-to-text and (b) text-to-image ranking performance and (c) training time. The used code length is 32.

Fig. 8. Effect of number of triplets per instance T (first row) and the margin ρ (second row) on ranking performance. The suffix “-im” and “-tx” denote image
and text are used as query, respectively. The used code length is 32.
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Fig. 9.

Scalability study with 32-bit codes.

time too much mainly due to the increased communication
burden.
We also study the effect of triplet number per instance T on
ranking performance and the results are shown in the first row
of Fig. 8. From this figure, we can see that the more triplets
are used, the better performances are usually achieved. The
performances are saturated when T ≥ 50. Too many triplets
make the performances degenerate a little, possibly due to the
existence of redundant triplets.
The effect of the margin parameter ρ on ranking performances
are shown in the second row of Fig. 8. From this figure, we can
see that there are best margins for different datasets and the best
margins are bout K, where K is the code length. As mentioned
before, too small ρ disables the proposed rank-order preserving
loss to drive the effective learning of binary codes. On the other
hand, too large ρ may reduce the robustness of the squared hinge
loss. Thus, setting ρ to a value about K is suitable for various
datasets.
6) Scalability: The scalability of different methods is studied in Fig. 9, where training times with increasing number of
training instances are shown. Note that the experiments on SePH
(QCH) with 30000+ (10000+) training points are not conducted
due to high memory cost or slow training speed.
From this figure, we can see that SCM-Orth, CMFH, SCMSeq and CCA-ACQ are the fastest four methods. They can deal
with 150000 samples in less than 100 seconds. The reason why
CMFH is fast is that it uses pointwise loss function. Although
SCM-Seq and SCM-Orth use the pairwise loss function, they
also have low time complexity which benefits from the factorization of the full similarity matrix. When ACQ is equipped with
CCA, it takes little time to compute the inter- and intra-modal
correlation matrices, thus, it is fast to train. LSSH is among the
slowest methods because it has to solve lots of sparse coding
problems, which is known to be very time-consuming. Although
we have parallelized LSSH, it is still slow to train. As for SePH,
both the time and memory complexity are quadratic to training
set size. Thus, it is not hopeful to deal with lots of training data.
QCH is quite slow because it uses an iterative procedure to solve
the quadratic subproblem with orthogonal constraint. Although
RoPH has to deal with millions of triplets, it is still fast to train
as can be seen from Fig. 9.
7) Convergence Study: The objective values (in logarithmic
scale) with varying iterations on three datasets are shown in
Fig. 10. From this figure, we can find that the objective function
decreases steadily with more iterations and it converges at the
5-th iteration for different code lengths.
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Fig. 10.

Convergence study for different code lengths.

V. CONCLUSION
This paper solves the supervised hashing learning problem
for cross-modal similarity search. Although the ranking performance is very important for practical retrieval applications,
it has rarely been considered in existing cross-modal hashing
methods. In view of this, this paper introduces the rank-order
preserving methodology into the cross-modal hashing field and
proposes Rank-order Preserving Hashing (RoPH), which uses
a novel rank-order preserving loss to explicitly model the rank
order. To some extent, this loss is equivalent to squared hinge
loss, which is much faster to optimize than the widely-used
hinge loss. An alternating descent method is proposed to train
RoPH, where each subproblem can be solved effectively. Extensive experiments on three benchmarks demonstrate that RoPH
improves the ranking quality over the state-of-the-arts. Thus,
not only in the single-modal hashing field, ranking preserving is
also very helpful for boosting the performance of cross-modal
hashing.
To model the intra-modality correlation, the kernel ridge regression is used. Thus, the latent semantic information is not
fully explored. As a result, it would be helpful to explicitly
model such information by sparse coding or matrix factorization
to further improve the performance. Another issue to improve
the proposed method is by using distributed storage. In current
implementation, we explicitly compute and store the whole Q
matrix which could be memory-consuming when the training
set is very large and there are lots of triplets. Distributed storage may be an effective way to solve this problem. Finally, the
proposed method separates the feature extraction and hashing
learning steps, which cannot make full use of the advantage of
joint learning. Thus, it will be interesting and helpful to utilize the deep learning technique to make the proposed method
end-to-end trainable.
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