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In the last decade, a wide variety of image signatures, e.g., Bag-of-Visual-Words (BOVW), Fisher Vector
(FV), and Vector of Locally Aggregated Descriptor (VLAD), have been developed for effective image
retrieval. These image signatures, however, are either computationally expensive or simpliﬁed for the
purpose of trading accuracy for efﬁciency. To simultaneously guarantee efﬁciency and effectiveness, we
propose a novel image signature termed Soft and Equalized Residual VEctors (SERVE) which is more
discriminatively formulated and maintains higher accuracy. It improves VLAD by encoding the variability
in within-cluster feature points into the summation of Residual Vectors (RV) while manifesting superiority in computational efﬁciency over FV. To ﬁnd the latent low-dimensional manifolds underlying in
the SERVE feature space, we propose to partition the original feature space into separate subspaces by
random projections and employ multi-graph embedding to obtain additional performance gain. In
particular, we make use of two fusion strategies for graph ensemble to generate a holistic representation.
Extensive empirical studies carried out on the three retrieval-speciﬁc public benchmarks reveal that our
method outperforms existing state-of-the-art methods and provides a promising paradigm for the image
retrieval task.
& 2016 Published by Elsevier B.V.
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1. Introduction
Content-based image retrieval has become a major research
topic in the domains of computer vision and multimedia [1–4].
It has been demonstrated that massive successful real-world
image retrieval systems largely rely on powerful mid-level image
signatures pooled from distinctive local descriptors [2,5–7].
The early Bag-of-Visual-Words (BOVW) model [2] simply
counts the occurrences of visual words in a codebook [8,9], which
yields a histogram for holistic representation. Unlike the BOVW,
the Fisher Vector (FV) captures the layout of local features by
Gaussian Mixture Model (GMM) and obtains the gradient vector
by taking derivatives with respect to the Gaussian mixture parameters [10]. Despite suffering from high computational costs, it
achieves superior performance in the scenarios of both object
n
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categorization and image retrieval [5,10]. As a non-probabilistic
simpliﬁed version of FV, the Vector of Locally Aggregated
Descriptors (VLAD) achieves comparable performance to FV with a
much lower computational overhead [6]. It is therefore extensively
applicable to fast image search [11,12].
As shown above, either accuracy or efﬁciency is sacriﬁced in
terms of both FV and VLAD. As a result, devising an efﬁciently
formulated and discriminative signature is still an open problem.
In this paper, we develop a novel image signature termed Soft and
Equalized Residual VEctors (SERVE). It combines the advantages of
both FV and VLAD by producing a more computationally tractable
formulation than FV and fully adapting VLAD to a soft probabilistic
version. Speciﬁcally, it alleviates the quantization error in VLAD
aggregation and decreases the computational costs in FV computation without sacriﬁcing discriminating power. Thus, it can be
used as an encouraging substitute for the two classical signatures.
Although SERVE can be used as a preferable formulation for
image description, it is critical to uncover the intrinsic manifold
structures underlying the high-dimensional feature space for the
low-dimensional representation. Based on SERVE, we propose in
this paper to decompose the original high-dimensional feature
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space into separate subspaces by random projections and adopt
multi-graph embedding for generating manifold representation. In
addition, two graph ensemble techniques for merging multiple
graphs built from different subspaces are presented, which leads
to effective multi-graph embedding. As an image is generally
composed of multiple independent components, multi-graph
embedding helps to capture the intrinsic relationship among
them, which is beneﬁcial for mining the underlying data manifolds
[13]. Thus, SERVE and the fused graph representation compose the
two crucial components for image feature generation. The former
serves as a well-descriptive intermediate representation while the
latter is further developed from this base feature to uncover the
latent low-dimensional data structure. Therefore, the discriminative information in both original feature space and the
transformed manifolds can be maximally preserved by using the
ﬁnal graph ensemble as image feature.
As recent computer vision systems considerably proﬁt from
multiview data fusion, in implementation, we adopt three heterogeneous low-level features, i.e. RootSIFT, LCS and LBP, for a
comprehensive description of the visual cues in an image. The
three features lead to the respective SERVE signatures and multigraph embedding is performed accordingly for manifold approximation. Then, classical fusion strategies are used to merge the
three-view manifold representations for further performance
improvement. The comparative study implemented on the three
public benchmarks reveals the superiority of SERVE over the stateof-the-art image representations. In particular, it offers higher
performance boosts combined with multi-graph embedding.
The major contributions of this work are summarized as
follows:

 We propose a novel and discriminative signature called SERVE
for image retrieval.

 We impose multi-graph embedding on SERVE for manifold
approximation by random projections.

 We utilize two effective graph ensemble schemes to yield fused
graph representation.
The processing pipeline of our approach is illustrated in Fig. 1.
In the following sections, we will ﬁrst review the related work
(Section 2) and then elaborate the generation of our SERVE signature (Section 3). Next, SERVE is integrated into the framework of
multi-graph embedding in the image retrieval scenario (Section 4).
Experimental results and analyses will focus on a comparison of
SERVE with FV and VLAD, as well as the comparison of overall
image retrieval performance and a number of competing methods
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(Section 5). Lastly, we conclude our paper and give an outlook on
our future work (Section 6).

2. Related work
State-of-the-art image retrieval systems beneﬁt from discriminative image representation and manifold approximation.
In this section, we will brieﬂy review related works from both
aspects.
2.1. Discriminative image representation
Represented as a set of orderless codewords, the BOVW model
has become a paradigm for real-world object and image retrieval.
In the context of large-scale retrieval tasks, visual codewords can
be efﬁciently structured ofﬂine and indexed by inverted ﬁles
[1,14]. Fast image search can be achieved by traversing the inverted ﬁle, and distinctive similarity evaluation is performed by using
the TF-IDF weighting scheme [15]. Despite its simplicity, the
BOVW model still suffers from a number of limitations, e.g.
negative evidence [16], visual word burstiness [17] and asymmetrical dissimilarity [18]. In addition, BOVW is merely a histogram
representation in which the spatial layout of local features is not
encoded. Consequently, a large body of work has been conducted
to embed the spatial contexts of features into the BOVW framework for robust geometric veriﬁcation [19–21]. Furthermore,
supplementary post-processing steps, e.g. relevance feedback
[22,23], re-ranking [24,25] and query expansion [26], dramatically
enhance the retrieval performance.
As a sophisticated alternative to BOVW, FV encodes high-order
statistics by using generative Gaussian Mixture Models to model
the generating process of the local features. It is in spirit the
concatenation of the component-wise gradient vectors produced
by taking derivatives with respect to the Gaussian mixture weight,
mean and covariance. FV was initially proposed in scene classiﬁcation [10] and then extended to large-scale image retrieval
application by being compressed into compact binary codes [5].
Furthermore, it has been improved for large-scale image classiﬁcation by incorporating dual normalizations and spatial pyramid
[27]. Analogously, Jégou et al. invented a simpliﬁed image feature
called VLAD [6]. As a non-probabilistic form of FV, VLAD computes
the residual vectors for each visual word and aggregates them into
a single vector. It rivals FV in terms of retrieval performance, while
having much lower computational complexity. As the original
VLAD formulation is far from optimal, substantial advances have
been made to improve the performance of VLAD [11,12,28,29].

Fig. 1. Overview of our approach for effective image retrieval. We start by extracting low-level features and aggregating them into respective SERVE signatures. Then, multigraph embedding is performed for manifold approximation which involves the following three steps. First, the original high-dimensional feature space is partitioned into
separate subspaces by multiple random projections. Next, spectral embedding is carried out on all subspaces for manifold approximation. Lastly, the ﬁnal representation is
derived by using graph ensemble method.
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2.2. Graph embedding for manifold representation
Most real-world retrieval systems rely on image signatures
represented in high-dimensional space without the knowledge of
the implicit low-dimensional manifold structure. This underlying
structure can be explored by using graph embedding for robust
manifold approximation. Belkin et al. [30] computed the Laplacian
eigenmaps for the constructed fully connected graph and
embedded them into Euclidean space. Ng et al. [31] presented a
spectral clustering technique which partitions the spectral graph
into separate components by using more eigenvectors of a graph's
Laplacian. Geng et al. [32] developed an Ensemble Manifold Regularization framework to approximate the intrinsic manifold for
general semi-supervised learning problems. It is carefully designed
to achieve automatic estimation of manifold hyperparameters. He
et al. [33] design a manifold-ranking based approach for image
retrieval in which relationship among all the data points in the
feature space is taken into account rather than the conventional
pairwise similarity measure. Jones et al. [13] proposed a multigraph representation for human action recognition. It reveals that
massive unsupervised tasks can also proﬁt from this multi-graph
based method. Despite its promising performance, it requires ﬁne
tuning of parameters to predeﬁne the number of partitioned
subspace. In addition, the respective manifolds have the identical
dimension without taking into account the variability in the
individual graph architecture.

3. SERVE: a novel image signature for image retrieval
In this section, we will introduce a novel image signature
termed SERVE. Because of the encoding of within-cluster variances, SERVE shows a signiﬁcant performance advantage over
VLAD at an affordable computational cost. Meanwhile, it allows
lower computational complexity than FV and exhibits superior
performance.
3.1. SERVE – all from the residual vectors
As illustrated in Fig. 2(a), we observe that VLAD assumes that
each within-cluster descriptor makes equal contribution to the
residual summation. It ignores the variability in the distance of
different descriptors within one cluster from the cluster centroid
which is also recognized as a codeword. Although FV encodes the
probabilistic assignment of the descriptor to the visual cluster

(Gaussian component), it involves the computation of the probabilistic score on the whole feature set X w.r.t. every cluster, which
incurs more computational expense.
To alleviate the drawbacks of both VLAD and FV, we propose a
novel descriptor termed Soft and Equalized Residual VEctors
(SERVE). It enhances individual RV by calculating the distancebased probability conﬁdence score and performing discriminative
within-cluster weighting prior to residual summation. Additionally, the energy spectrum of RV is balanced by scaling and equalizing all dimensions. The formulation of SERVE is as follows.
Analogous to VLAD, we begin by extracting local features from
an image to form the feature set X and quantizing the features to N
codewords in a visual vocabulary by q(x). Next, we compute RV
from each local descriptor x in X to its nearest ith codeword ci and
the Euclidean distance J x ci J between them. The distance is
kernelized and transformed to the probabilistic score φx ðiÞ which
serves as the soft assignment of feature x to the ith cluster:
K σ ðdðx; ci ÞÞ

φx ðiÞ ¼ PK

i¼1

ð1Þ

K σ ðdðx; ci ÞÞ

where K denotes the size of the visual codebook and K σ ðÞ implies
the Gaussian kernel with the smoothing parameter σ:
2
1
 JxJ
K σ ðxÞ ¼ pﬃﬃﬃﬃﬃﬃ e 2σ2
2π σ

ð2Þ

As can be seen from (1) and (2), the probabilistic assignment is
quantiﬁed based on the distance from one local feature to its
closest cluster centroid. By assigning a probabilistic score, we
highlight the points adjacent to the codeword while discounting
the contributions of the far-end points, which helps to alleviate
the adverse effects of quantization error and clustering bias to
some extent. Thus, the distinctiveness of RV is maximally preserved, which beneﬁts the signature that is produced.
To suppress the energy peaks along all dimensions, we equalize
RV with the standard deviations for different dimensions. The soft
weight φx ðiÞ is imposed on the equalized RV before the clusterspeciﬁc residual summation, which yields the SERVE formulation
expressed as:


j Ci j
1 X
x  ci
si ¼
φx ðiÞ
ð3Þ
j C i j qðxÞ ¼ c
σi
i

where
C i ¼ fxj qðxÞ ¼ ci ; 8 x A Xg

ð4Þ

In (3), σi represents the vector of standard deviation. j C i j is the
size of the feature set that is quantized to ci. Lastly, all the sums of
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Fig. 2. The diversity in between-cluster and within-cluster features: although the six local features P, P 0 , M, M 0 , N and N 0 are assigned to the same cluster whose centroid is
marked with a red solid circle, they are divided into two groups {P, M, N} and {P 0 , M 0 , N 0 } according to their distance from the centroid in (a). VLAD equally treats the six
features without considering the variability in their distance from the centroid. Although FV takes this variability into account, the features T, R, O, S and H from other clusters
are also involved in the residual summation. SERVE focuses on the within-cluster features and aims to place more emphasis on the features {P, M, N} lying in the neighborhood of the centroid which forms a “clique” in (b). This area is also annotated with a red dashed line. (For interpretation of the references to color in this ﬁgure caption,
the reader is referred to the web version of this paper.)

J. Li et al. / Neurocomputing 207 (2016) 202–212

205

Visual words

VLAD

Aggregation

Aggregation

Aggregation

FV

Visual words

SERVE

Visual words

Fig. 3. Illustration of FV, VLAD and SERVE formulations. The features in the sample image are assigned to the “mug”, “table” and “orange” cluster respectively. SERVE allows
the capture of more discriminative information for aggregating within-cluster features with affordable computational expense. As a result, it offers more advantages over FV
in computational efﬁciency, and over VLAD in retrieval accuracy. (For interpretation of the references to color in this ﬁgure caption, the reader is referred to the web version
of this paper.)

Fig. 4. Comparison of the generation processes for the three image features. FV requires computing the assignment scores of the descriptors beyond the speciﬁc cluster
while VLAD only focuses on the within-cluster descriptors. By contrast, SERVE lays more emphasis on the close-to-centroid in within-cluster aggregation, which simultaneously satisﬁes efﬁcient computational requirements and alleviates the quantization error in VLAD aggregation.

SERVEs scaled by j C i j are concatenated into the image-level
description cluster-wise: ϕ ¼ ½s1> ; …; sN> .
3.2. Comparison of SERVE, FV and VLAD
Fig. 3 demonstrates the three aggregation-based image signatures. As FV requires the probabilistic assignment of the local
features to every Gaussian component (visual cluster) to be computed, the computational complexity of the aggregation grows
linearly with the number of local features, which leads to a dense
and “peaked” representation. VLAD simply aggregates all the local
features within one cluster without considering the importance of
each feature to the aggregation.
As illustrated in Fig. 3, the “table” cluster whose centroid is
denoted as a green star plays the dominant role in the VLAD
aggregation since it comprises more near-boundary features.
Conversely, the “mug” cluster with a red-circle centroid is outweighed despite having more close-to-centroid features. However,
it should be given greater prominence than its “table” counterpart,
since the latter is likely to occur as background in the distracting
images with less discriminative power.
Analogously, it is difﬁcult to distinguish “table” from “mug” in
FV aggregation, since the feature distribution within both clusters
is similar. Hence, the residual summations for the two clusters are
computed alike. Aggregation is performed for all the features
across diverse clusters, which results in a subtle variance in the
aggregated scores for different codewords.
By contrast, SERVE achieves weighted aggregation by placing
greater emphasis on the close-to-centroid features, which enables
more distinctive information to be encoded and signiﬁcantly
alleviates the quantization error. By comparing VLAD and SERVE in
Fig. 3, we can see the difference in the “mug” cluster and “table”
cluster aggregations for the respective formulations.
Fig. 4 visualizes the generation mechanisms of FV, VLAD and
our SERVE. It is shown that the computation of FV involves the
assignments of all the local descriptors in aggregation including
those from other clustering groups, which leads to signiﬁcant
computational requirements. Being simpliﬁed, VLAD only takes

into consideration the speciﬁc within-cluster descriptors, whereas
it neglects the variability in distances of the descriptors from the
cluster centroid. By contrast, SERVE imposes the discriminative
weights on the descriptors according to their distances from the
centroid, which signiﬁcantly mitigates the quantization error in
the feature aggregation. As a result, it substantially reduces the
computational complexity of FV and improves the discriminating
power in VLAD aggregation.

4. Multi-graph embedding based on SERVE
To explore the underlying manifold structures, we propose to
impose multi-graph embedding on our SERVE signature for
manifold approximation. We ﬁrst randomly decompose the highdimensional feature space into separate subspaces and perform
spectral embedding for each subspace correspondingly. We subsequently exploit two graph ensemble methods to combine the
derived graphs for generating an overall representation.
4.1. Feature space decomposition by random projections
To achieve fast decomposition of feature space, we partition the
original feature space into separate subspaces by random projection. We perform random sampling on the feature space and group
the randomly sampled feature dimensions to form a single subspace. We repetitively conduct random sampling for m times, thus
m subspaces are generated.
Mathematically, we randomly project the original D-dimensional feature space into m d-dimensional subspaces by projection
matrix M A RDd :
M ¼ ½Eψ 1 ; …; Eψ d ;

Eψ i A RD

ð5Þ

In (5), d denotes the subspace dimension. Each column of M is a
D-dimensional unit vector with all the dimensions being 0 except
for the ψith component being 1. Thus, M serves as the orthonormal
basis that spans the low-dimensional projected subspace.
Being efﬁcient, random projection has negligible computational
cost, and thus lends itself to high-dimensional space projection. It
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is also beneﬁcial for enhancing the inter-correlation between
respective subspaces. In fairness, random projection inevitably
introduces redundancy to subspace generation, since a single
feature dimension is likely to be sampled multiple times. To
mitigate this problem, the upper bound of m  d in our implementation is empirically set at ⌈m  d⌉ ¼ 3D. The higher values of m
and d incur redundant noise, which is likely to have a counterproductive effect.
To obtain multiple subspaces, Jones et al. [13] exploited the
spectral clustering method on the feature space to project highdimensional feature space into separate subspaces. It is necessary
to compute the symmetrical afﬁnity matrix w.r.t. the original
feature space, which incurs high computational complexity of
OðNðN2 1ÞDÞ. By contrast, we achieve fast and effective feature space
decomposition by using multiple random projections at signiﬁcantly reduced computational expense of only O(mD).
4.2. Graph ensemble for fused manifold representation
Having obtained m projections onto separate subspaces, we
next generate graph representation for each subspace by using
multi-graph embedding to approximate the intrinsic manifold
structure. As multiple graphs are involved in our approach, we
simultaneously employ two different graph fusion methods for
graph ensemble to produce the ﬁnal representation. For the sake
of brevity, we refer to them as Early Graph Fusion (EGF) and Late
Graph Fusion (LGF), both of which are detailed below.
4.2.1. EGF
We ﬁrst build the afﬁnity matrix G for each subspace projection
matrix deﬁned as G ¼ fGij j Gij ¼ K σ ðdðxi ; xj ÞÞg. Each element of G
measures the pairwise distance between any two data points by
mapping them to high-dimensional space with kernel function, as
shown in (2).
Next, we calculate normalized graph Laplacians to generate matrix
1
1
representations for the respective graphs, i.e., L ¼ I  D  2 GD  2 , where
I is an identity matrix and D is a diagonal matrix with diagonal entry
Dii being the sum of the ith row of G. Since I is a constant, we only
1
1
focus on the second part L0 ¼ D  2 GD  2 . Then, we combine L0i ði ¼ 1;
…; mÞ to a single matrix by taking the mean of L0i s and obtain the
~ We next ﬁnd the top eigenvectors of L~
fused graph Laplacian matrix L.
corresponding to k largest eigenvalues to form the embedding matrix
E columnwise as E ¼ ½ξ1 ; …; ξk . For the optimal approximation of
underlying manifolds, k is determined by truncating the corresponding largest eigenvalues which account for a predeﬁned ratio ϵ of
the sum of all eigenvalues.
The matrix E obtained as above is subsequently normalized to
reduce the scale variance. Note that an additional performance
boost is achieved by scaling the embedding matrix E with the
coefﬁcient δ, i.e., E0 ¼ 1δE. δ can be obtained by the following two
steps: (i) the Euclidean distance between every two rows in E is
calculated; (ii) the standard deviation of all the pairwise distances
in step (i) is computed and derived as δ. The scaled embedding
matrix E0 is used as the ﬁnal approximated manifold representation.
4.2.2. LGF
Analogous to EGF, LGF starts by producing afﬁnity matrices and
corresponding graph Laplacians in terms of m projection matrices.
Distinguished from fusing all the graph Laplacians as EGF, we ﬁrst
generate m normalized and scaled embedding matrix fEi gm
1 for
respective Laplacians as in the above-mentioned procedure. All the
embedding matrices are then concatenated columnwise to form
the ﬁnal LGF representation: Δ ¼ ½E1 ; …; Em .

4.2.3. Comparison between LGF and EGF
It can be readily observed that EGF yields more compact
representation, since multiple corresponding graph Laplacians are
summed up into a single one in an early phase. Albeit compactly
represented, EGF accounts for the information loss in the Laplacian
summation and thus produces biased manifold approximation. By
contrast, LGF encodes multiple manifolds in the late phase by
concatenating the embedding for respective graph Laplacians, thus
allowing more accurate manifold approximation. However, LGF
inevitably leads to increased dimensions of the ﬁnal representation, which has a higher computational overhead and memory
footprint for image retrieval.

5. Experiments
In this section, we ﬁrst introduce the three benchmarks used in
our experiments for evaluation and give our experimental setting.
Next, we present the respective experimental results and analyze
them in detail. A comparative study is also conducted in which we
compare our approach with state-of-the-art methods.
5.1. Evaluation benchmarks and metrics
INRIA Holidays [34]: This dataset comprises a total of 1491 highresolution Holidays photos of 500 groups. The ﬁrst image of the
group is taken as the reference image to query and the remaining
images are considered to be ground truth images. Mean Average
Precision (mAP) is used as the performance measure [35].
UKbench [36]: This dataset has 10,200 standard-size images of
640  480 which are divided into 2550 groups. The same group of
images represents a scene or contains an object. Each image is
queried in turn to ﬁnd the rest of the images in the same group.
The evaluation protocol is computed as 4  Recall@4, which
records the average number of true positives in the ﬁrst returned
four images.
UCID [37]: This is a collection of 1338 images divided into 262
query groups. Images from each query group describe a distinct
object or a scene. Analogous to INRIA Holidays, the leave-one-out
scheme is utilized for querying the entire database and mAP is
adopted for the evaluation protocol.
5.2. Experimental setting
We employ three types of complementary low-level local features, i.e., RootSIFT [26], Local Color Statistics (LCS) [27], and LBP
[38] in implementation. We reduce the dimensionality of RootSIFT
feature to 64 by PCA. For LCS, we use the original 96-dimensional
feature as in [27]. In terms of the LBP feature, we utilize the
publicly available VLfeat library [39] to produce the quantized 58dimensional vector.
We compare our method to three state-of-the-art image signatures, i.e. BOVW, Improved FV (IFV) and VLAD þ . IFV is produced
by performing power and L2 normalization on FV, while VLAD þ
consists of enhancing VLAD through vocabulary adaptation and
intra-normalization [12]. We do not include MultiVLAD for comparison due to its signiﬁcant computational overhead.
In our experiments, there are three parameters required to be
determined, namely the number of subspaces m, the subspace
dimension d and the truncating ratio ϵ. In the sequel, We will
evaluate our approach with different pairwise parameters ðm; dÞ
and varying ϵ to investigate the performance of underlying
manifolds of varying dimensions.
All the experiments are implemented on a server with 128 GB
memory and 3.00 GHz CPU E5–2623 of Intel Xeon.
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Fig. 5. Comparisons of the four baseline image signatures derived from RootSIFT on Holidays.

Table 1
Comparison of the four baseline image signatures on the three benchmarks. Each
blank gives the results on the Holidays (left, mAP%), UKbench (middle, 4
Recall@4) and UCID (right, mAP%). The results achieved by SERVE are highlighted
in bold.
Signatures

SERVE
VLAD þ
IFV
BOVW

Local descriptors
RootSIFT

LCS

LBP

53.65 3.22 30.97
52.41 2.86 23.88
53.03 3.14 16.05
40.37 2.32 12.01

68.62 3.29 59.79
61.28 3.17 50.38
54.93 2.94 42.69
34.26 2.02 25.76

62.24 2.40 49.93
61.89 2.37 49.92
54.22 2.39 42.40
43.52 2.00 31.37

Table 2
The average time cost of signature generation on the three datasets (ms).
Dataset

BOVW

IFV

VLAD þ

SERVE

Holidays
UKbench
UCID

382.4
33.4
42.3

1270.3
115.2
165.5

581.0
52.7
78.8

834.6
76.9
114.2

5.3. Baseline results
To verify the effectiveness of our SERVE signature, we ﬁrst
compare it with the three aforementioned representations. Fig. 5
demonstrates the performance of the four image signatures with
varying codebook size, which implies the consistent superiority of
SERVE over the others. Although the larger codebook size leads to
further performance improvements, the required memory footprint signiﬁcantly grows with the increasing dimensionality of the
image representations. In implementation, we deﬁne the codebook size K to be 64, which leads to the compact representation at
the cost of limited accuracy loss.
Table 1 shows the performance of the four signatures on the
three benchmark datasets with K ¼ 64. It can be observed that
SERVE exhibits consistent superiority over VLAD þ across the three
local features, especially for the LCS and RootSIFT local descriptors.
SERVE built on LBP reveals limited performance advantage over
VLAD þ, which is reasonable because LBP features are ﬁnely
quantized and thus there is less diversity in within-cluster features. SERVE also outperforms IFV and BOVW by a large margin.
Table 2 presents the time costs of generating the four image
signatures on Holidays, UKbench and UCID. It takes more time to
construct SERVE than VLAD and BOVW, since additional computations are required to encode the discriminative information in
SERVE. However, SERVE beats FV in efﬁciency with less computational time. Hence, SERVE carries equal weight in both respects
by offering overall impressive accuracy at an affordable price.

Fig. 6. The performance of LGF built on RootSIFT-SERVE and its EGF counterpart
with varying pairwise parameters ðm; dÞ on Holidays (ϵ ¼ 0:7).

5.4. Evaluation of multi-graph embedding
Fig. 6 offers the results of our two graph fusion strategies with ϵ
being 0.7 on Holidays. It can be observed that the highest
accuracies are reported with m ¼10 and d ¼1024 both for LGF and
EGF strategies, which implies that the original feature space is
preferably recovered by 10 quarter-downsampled low-dimensional manifolds. As a result, we take the values of m and d as 10
and 1024 respectively in the following evaluations.
Fig. 7 illustrates the results on the three datasets by using the
two graph ensemble strategies for multi-graph embedding. It is
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Fig. 7. Comparison between our graph ensemble approaches and the baseline method on the three benchmarks. The ﬁrst row shows their retrieval accuracies while the
representational dimensions are displayed on the second row. From left to right: Holidays, UKbench and UCID.

readily observed that both EGF and LGF signiﬁcantly outperform
the baseline on the Holidays and UCID when ϵ equals 0.7 and 0.8.
Analogous performance gains are also achieved on UKbench
against LCS-SERVE and LBP-SERVE. The only exception is that EGF
on RootSIFT-SERVE demonstrates inferior performance with all
values of ϵ, which indicates that the increased information loss
resulting from the EGF method results in inaccurate manifold
representation. In addition, ϵ with 0.6 severely corrupts the performance of manifold approximation and leads to biased manifold
representation with insufﬁcient descriptive power. As a result, it is
not taken into account in the subsequent fusion process.
Comparing the two graph ensemble methods, we discover that
LGF consistently outperforms EGF in all scenarios, since the former
allows accurate manifold approximation with multi-graph representation. Despite superior performance, LGF leads to much
higher-dimensional manifold representations with ϵ being 0.7. In
this sense, EGF achieves more efﬁcient manifold embedding at the
cost of slight performance decline.

Table 3
The Performance of Fused EGF and LGF representations on the three datasets. The
three results are achieved on Holidays (left), UKbench (middle) and UCID (right)
respectively. The best results are highlighted in bold.
Graph ensemble
methods

Fusion
schemes

ϵ ¼ 0:7

ϵ ¼ 0:8

EGF

Feature-level
Score-level

83.13 3.53 70.50 84.09 3.60 68.26
83.04 3.56 72.99 85.11 3.62 72.11

LGF

Feature-level
Score-level

84.43 3.64 76.06 86.82 3.69 75.83
83.72 3.60 75.92 86.61 3.67 76.20

methods on the three benchmarks. It reveals that both fusion
schemes achieve excellent results and provide an enormous boost
over either single EGF or LGF.

5.6. Comparisons
5.5. Effective fusion schemes
In order to perform comprehensive evaluations, we utilize
feature-level and score-level fusion techniques to combine the
respective LGF and EGF representations produced from three types
of SERVE. Table 3 presents the performance of the two fusion

In addition to our SERVE signature, we apply multi-graph
embedding on the other three image representations, i.e. BOVW,
IFV and VLAD þ. We conduct a comparative study by comparing
our SERVE-based embedding with the other three counterparts.
Figs. 8 and 9 give the comparative results on the three datasets.
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Fig. 8. Comparison of the LGF graph ensemble method for SERVE, VLAD þ , IFV and BOVW on Holidays (left column), UKbench (middle column) and UCID (right column). The
rightmost legends correspond to respective local descriptors, namely RootSIFT, LCS and LBP.

It can be observed that both LGF and EGF methods consistently promote the performance of baseline approaches in
addition to our SERVE. Signiﬁcant improvements in performance
are obtained when ϵ takes the larger value. Note the case in
which EGF fails for VLAD þ produced from RootSIFT as SERVE,
which demonstrates the limitation of EGF in manifold approximation compared to LGF. By comparing the manifold embedding
on the four signatures, we reveal that both EGF-SERVE and LGFSERVE achieve the best overall performance. They substantially

outperform the embedding of the other signatures on the three
datasets.
Table 4 shows the comparative results of our approach with the
state-of-the-art. As illustrated in Table 4a, our approaches outperform the state-of-the-art on the Holidays dataset by achieving
accuracies of 86:8%. Meanwhile, the best results thus far are also
achieved on UCID by using our schemes at 76:2% in Table 4b. We
also attain comparable result at 3.69 on UKbench shown in
Table 4c. Thus, the efﬁcacy of our approach is veriﬁed.
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Fig. 9. Comparison of the EGF graph ensemble method for SERVE, VLAD þ , IFV and BOVW on Holidays (left column), UKbench (middle column) and UCID (right column). The
rightmost legends correspond to respective local descriptors, namely RootSIFT, LCS and LBP.

Table 4a
Comparison with the state-of-the-art methods on Holidays.

Table 4b
Comparison with the state-of-the-art methods on UKBench.

Dataset

[11]

[40]

[41]

[42]

[43]

[44]

[17]

[45]

Ours

Dataset

[11]

[40]

[41]

[42]

[46]

[43]

[44]

[17]

[45]

Ours

Holidays

0.717

0.793

0.819

0.840

0.771

0.721

0.848

0.767

0.868

UKbench

3.52

3.56

3.62

3.24

2.44

3.53

3.56

3.64

3.76

3.69
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Table 4c
Comparison with the state-of-the-art methods on UCID.
Dataset

[46]

[47]

[48]

[49]

Ours

UCID

0.651

0.688

0.586

0.715

0.762

6. Conclusion
In this paper, we ﬁrst propose a novel image signature, SERVE,
which can be used as a desirable alternative to the computationally expensive FV and simpliﬁed VLAD. By equalizing and imposing
probabilistic assignment on the residual vector, the descriptive
power of the signature is maintained by taking into account the
variability in within-cluster features. To uncover the underlying
manifolds of the feature space, we exploit the graph embedding
method based on multiple random projections and make use of
two graph ensemble approaches for manifold approximation.
Thorough experimental evaluations on three public benchmarks
demonstrate the promise of our techniques.
Although it is effective, however, our approach fails to deal with
the large-scale retrieval scenario, since multiple spectral embedding on large-size datasets is computationally expensive and
requires considerable memory consumption. In our future work,
we will explore graph embedding for large-scale vision applications to improve the efﬁciency of manifold approximation.
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