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Abstract 

Recommender systems are widely used for suggesting books, education materials, and products to 

users by exploring their behaviors. In reality, users’ preferences often change over time, which leads 

to the studies on time-dependent recommender systems. However, most existing approaches to deal 

with time information remain primitive. In this paper, we extend existing methods and propose a 

hidden semi-Markov model to track the change of users’ interests. Particularly, this model allows for 

users to stay in different (latent) interest states for different time periods, which is beneficial to model 

the heterogeneous length of users’ interest and focuses. We derive an EM algorithm to estimate the 

parameter of the framework, and predict users’ actions. Experiments on a real-world dataset show 

that our model significantly outperforms the state-of-the-art benchmark methods. Further analyses 

show that the performance depends on the allowed heterogeneity of latent states and the existence of 

user interest heterogeneity in the dataset. 

Keywords: Hidden semi-Markov model, time dependent recommendation, collaborative filtering, 

recommender system. 

 



1 INTRODUCTION 

Recommendation and personalization have attracted a lot of attention from industry and academia. It 

is widely used in many applications, e.g., e-commerce (Z. Huang et al., 2004), education (Y.-M. 

Huang et al., 2009) and social network (Kazienko et al., 2011), to alleviate the information overload 

problem. Recent years have seen an increase in methods to capture relevant contextual information 

(e.g. location, time, device, etc.) to improve the performance of recommender systems (Adomavicius 

& Tuzhilin, 2005; Verbert et al., 2012). 

Time is one interesting contextual factor in personalization, since people’s preference and the 

environment often evolve with time (Campos et al., 2014; Rafailidis & Nanopoulos, 2015). For 

example, in the tourism domain, users’ preferences of sightseeing sites vary across seasons (Campos et 

al., 2014). In music and movie recommendation, users’ choices may be affected by their mood, which 

is different on weekdays and weekends (Xiang & Yang, 2009). In mobile App services, users’ 

attentions are always attracted by the popularity of Apps along with time (Hengshu et al., 2015). 

Time-dependent recommender systems are the stream of research that track the evolution of users’ 

preferences and make recommendations considering the time factor (Campos et al., 2014).  

Existing research offers different methods to deal with users’ drifting interests. The first method 

conducts sequential pattern mining on recommended items (Awad & Khalil, 2012) or contents (Hariri 

et al., 2012). However, this method takes item sequences as an analytical unit, which suffers from the 

cold-start problem. Another method is to incorporate a decay factor on the item purchase history, 

which assumes recent data is closer to users’ current interests (Dunlavy et al., 2011; Eirinaki et al., 

2014). But such a simple manipulation cannot reflect user heterogeneity in the drifting of interests. 

The third method is to develop time-dependent features (e.g. users’ periodic effects, item bias with 

season) as predictors (Koren, 2010). The development of such features highly depends on researchers’ 

experience. 

A recent prominent work in time-dependent recommender systems is a hidden Markov model 

proposed by Sahoo et al. (2012). They presented a framework that combined the hidden Markov 

model with the aspect model to capture systematic changes and each user’s change of interest. 

Although the theoretical framework is sound, the method only achieves a moderate performance 

improvement over existing methods. We believe the performance of the approach is limited by its 

strong assumptions. 

In this paper, we improve on Sahoo et al. (2012) by proposing a more flexible framework. Particularly, 

we build a hidden semi-Markov model to better track users’ drifting interests. The model allows for 

users staying in different (latent) interest states for different time periods, which is more flexible to 

capture users’ changing interests. We derive an EM algorithm to estimate the parameter of the 

framework. We conduct experiments on a real-world dataset to evaluate the proposed model. It is 

shown our models are more effective than the HMM model (Sahoo et al., 2012) and other state-of-the-

art algorithms.  

Our major contribution in this paper is three-fold. First, we propose a time-dependent model to track 

users’ drifting interests as latent states for recommendation. Second, our HSMM model considers the 

possibility for users’ interests lasting multiple time periods, which makes the prediction more precise 

than the state-of-the arts methods. Third, our model can help drive individual users’ interest change 

across time, which can help us better understand the consumption trend on a e-commerce platform. 

2 RELATED WORK 

Several papers provide a comprehensive review of recommender systems (Adomavicius & Tuzhilin, 

2005; Park et al., 2012). Hence, we focus on time-dependent recommender systems leveraging the 



time information to model the changes of users’ decisions (Campos et al., 2014; Sahoo et al., 2012) in 

this section. 

The first method is to identify items’ access sequences for each user and mine association rules or 

sequential patterns of item consumption, where users’ interest shifts are captured in the rules (Awad & 

Khalil, 2012; Hariri et al., 2012).  Howevere, this method considers only access sequences and loses 

significant information over time.  

Another method is to employ a time window or apply a decay factor on the time variable in classic 

recommendation models (Xiang et al., 2010; Yu & Li, 2010). Dunlavy et al. (2011) built a time-decay 

matrix under a SVD framework to increase weights of recently browsed items. Although this approach 

is widely adopted due to its simplicity, it applys arbitrary constraints on time (such as constant 

decaying), which limits the prediction power of the model.  

The third method is to develop time-related variables for machine learning models(Koren, 2010; 

Xiang & Yang, 2009). The time dimension has different meanings in different contexts (Campos et al., 

2014) and may lead to different feature design that highly depends on domain knowledge, which limits 

their generalizability.  

The fourth method is to model users’ shifting interests with transitive latent variables. It assumes 

users’ interests in each time period are determined by their latent states. A recent prominent is a 

hidden Markov model proposed by Sahoo et al. (2012). They presented a framework that combined 

the hidden Markov model with the aspect model to capture systematic changes and each user’s change 

of interest. Although the theoretical framework is sound, the method only achieves a moderate 

performance improvement over existing methods. We believe the performance of the approach is 

limited by its strong assumptions. 

Transitive latent variables methods do bring us a new perspective in modeling time for 

recommendation. Particularly, Sahoo et al. (2012) is a milestone paper that combines HMM with the 

aspect model for this research. However, in their studies, users’ interest transition is considered 

homogenous in terms of the length of state. In practice, it is impossible for users’ behavior to be 

aligned with the calendar accurately. The latent state of a user’s interest may last for more than one 

time period. Their model does allow a latent state to transit to itself. However, under such a setup, the 

states across time periods are purely probabilistic and do not have inherent connections. 

In this research we extend previous studies to track users’ changing interests in a more flexible manner. 

3 A HIDDEN SEMI-MARKOV FRAMEWORK FOR TIME-

DEPENDENT RECOMMENDATION 

In this section, we introduce our proposed framework. Our model extends (Sahoo et al., 2012) and 

combines the hidden semi-Markov model (HSMM) with the aspect model to make predictions. We 

intend to enable latent states that can last for multiple time periods and capture the heterogeneity in 

users’ interest shifting process. We derive an EM algorithm with maximum a posteriori (MAP) 

estimation to implement the framework.  

Figure 1 shows the graphical representation of our proposed model. We assume there are |U| users 

consuming items in T time periods, t∈[1,T]. Our proposed HSMM uses latent states to model users’ 

interests. The possible states are S={1,...,K}, and the intial probability is π. The variable 

uZ S  represents the τ-th segmental state for user u. The model captures the evolution of users’ 

interests with semi-Markov chain that considers the transition of states and allows each state to last for 

a variable number of time periods. Here we assume uZ   lasts from time period 1ut D  to t, i.e., the 

state duration is uD , which we assume to be less than the maximum length of time duration, M. The 

transitive probability of segmental states depends on the transition of states and the next state duration, 



as formula (1). In each of state duration, say, at time t, the user consumpts a set of items, t

uI , and its 

number is t

uN . They follows multinomial distributions with parameters θ and negative binomial 

distributions (NBD) with parameters r and p, respectively.  
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where the posterior distributions that a user turns from state j to state i at time period t, is equal 
to the sum of probabilities of all possible state durations of preceding and succeeding states, i.e.,: 
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To estimate the parameters  ={ , , , , , }A D r p  , we adopt a forward-backward algorithm based on the 

Expectation Maximum (EM) framework to maximize the likelihood of observing the data from the 

model. Following a forward-backward framework, we alternate between computing the forward 

variables and the backward variables to derive the posterior marginals of all hidden states given the 

overvations listed in the E step, and estimating the parameters   based on maximum a posterior 

(MAP) in the M step. As Sahoo et al. (2012), we assume the prior distributions of initial probability, 

each row of transitive probability, each row of state duration, and each row of item comsumption 
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Figure 1.   A hidden semi-Markov model for collaborative filtering. 

 



follow Dirichlet distributions. We iteratively update the model parameters until the log likelihood 

covergence as follows. 
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where α  is the parameters of the corresponding prior distributions.  

The parameters r, p cannot be solved in closed form. Hence, Newton’s method is employed to get the 

approximate numerical solution. 

In prediction step, the probability of each item preferred by a target user is the sum of the products of 

the probability of this user’s latent state at the next time period and the probability of each item 

prefered given the state.  

Hence, we firstly infer the target user’s latent state from previous observations. When time jumps from 

t-1 to t, there are two possibilities: user u stays in the last state and jumps to the next state. The cases 

include 1:t d t

uZ k    (1 )d M  , +1 1: +1t d t

uZ k   (2 )d M  , ..., +M-1 1: 1t d t M

uZ k      ( )M d M  . 

When d is equal to the value of the left margin, the cases represent a jump to the next state from t-1 to 

t. When d is greater than the value of the left margin, the cases mean a user’s latent state remains 

unchanged at t.  

Secondly, the process of an item selected consists of two stochastic events: the number of items 

selected following a negative binomial distribution, and the set of items selected following a 

multinomial distribution. Hence, the probability of being preferred can be derived: 
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4 EXPERIMENTS 

4.1 Experiment dataset and procedure 

To validate the effectiveness of our approach, we conduct experiemnts on Netflix dataset
1
. It contains 

over 100 million movie ratings by approximately 480,000 users for 17,770 movies from 1999 to 2005. 

To keep the data size manageable, we filter out some less frequent users and items. 

We conduct experiments on a long time-period in a rolling fashion. Specifically, we consider users’ 

state transition at the monthly level. We choose the first n months as training data to tune the model 

and predict on the testing data in the (n+1)-th month. Then we shift the time window of training data 

for one month and use the data from the 2nd month to the (n+1)-th month as training data and use the 

(n+2)-th month for testing. We take about two-thirds of the data as training, which provides us n=48 

months. We continue rolling by month to the end of the dataset. Finally, we conduct 24 rounds of 

experiments. The evaluation metrics are computed for each train-test set for the top-5 and top-10 

predictions. We conduct pairwise t-test for performance comparision at the month level.  

4.2 Evaluation Metrics 

In our research, we adopted the widely used precision, recall, and F-measure of the top-N 

recommendations for evaluation. In our experiments we choose N=5 and 10. Precision (P) is defined 

as the percent of correct predictions (appearing in the testing data) among all predictions. Recall (R) is 

the percent of correct predictions in all items existing in the test data. Because these two metrics are 

inversely related, we use the F–measure, which combines precision and recall: F1=2PR/(P+R).  

4.3 Baseline Algorithms 

In this study, we chose five state-of-the art methods as baseline algorithms.  

1. User-based collaborative filtering (UB) (Jannach et al., 2010), which uses the Pearson Correlation 

(Wang et al., 2006), (Ziegler & Lausen, 2004) to measure the similarity between users and 

recommends items across similar users. 

2. Katz-CWT (KC) algorithm (Dunlavy et al., 2011). It introduces a collapsed weighted tensor 

(CWT) into the Katz method and uses a truncated SVD for link prediction. It first combines adjacency 

matrix At for each time period t. 

1
(1 )

T T t

tt
A A 


  ; (0,1)   

Then, it conducts SVD on A to get the first k singular vectors Uk and Vk and their singular value σk. 

The prediction is: 

T

k k kR U V   

Each diagonal element in Ψk is 2 2/ (1 )k k k     . In the experiments, we set β to 0.001 following 

(Dunlavy et al., 2011), and tune θ from 0.1 to 0.9 in increases of 0.1. 

3. HMM Model (Sahoo et al., 2012) employs constant-length states to model users’ dynamic interests.  

                                                      

1 http://www.netflix.com 



We repeated the experiments in each experiment setup 10 times and conducted pairwise t-test to 

compare our proposed approach with the baseline methods. 

4.4 Result and discussion  

Tables I reports the different algorithms’ performances on the Netflix dataset. The parameters of the 

algorithms are tuned to their best performances, which are also reported in the tables.    

 

 
Top-5 Recommendation Top-10 Recommendation 

 users and items occurring > 2000 times 1,212 users and 5,264 items 

Alg. P R F1 P R F1 

HSMM 0.1236** 0.0244* 0.0405** 0.1101** 0.0428** 0.0606** 

HMM 0.0757 0.0151 0.0248 0.0677 0.0268 0.0377 

KC 0.1052 0.0216 0.0353 0.0920 0.0368 0.0516 

UB 0.0262 0.0051 0.0084 0.0242 0.0095 0.0133 

Table 1. Performance comparison on Netflix dataset. (HSMM: K=40,M=5; HMM: K=40; Katz-CWT: θ=0.8; 

p<0.05 **; p< 0.001 ***) 

On the Netflix dataset, our proposed approach shows a clear advantage over other methods. From 

Table I, we can observe that the HSMM, HMM, and Katz-CWT, which consider the change of user 

interest, generally perform better than the static model User-based CF. Among the methods, HSMM 

has the best performance and Katz-CWT often has the second best performance. Nevertheless, the 

relative performance improvement of HSMM over Katz-CWT is about 10%~20%, which is 

statistically significant in paired t-tests at the 90%  confidence levels. 

It should be noted that the HSMM model has consistent and significant better performance than its 

antecedent, the HMM model. Clearly, in the Netflix dataset, users’ latent states of interest do not tend 

to have a constant length. The HSMM model better captures the characteristics of the data and 

achieves better performance than HMM. To further illustrate this aspect, Figure 2 shows the 

distribution of users according to the length of their interest states. Obviously, our model allows for 

the state durations with different levels flexibly, which avoids the implicit negative exponential 

distribution of state length in HMM.  

The experiment results clearly demonstrate the advantage of our proposed HSMM approach over 

existing methods. It brings a large recommendation performance improvement. The performance 

improvement may be due to the existence of heterogeneous user interests that last for different time 

periods. Our proposed approach in time-dependent recommendation has significant implications for 

practice, especially in the knowledge management domain. As compared with an e-commerce 

environment which has more ad hoc stimulations on impulse stimulations, a knowledge management 

 

Figure 2.  The distribution of users at states with different length( K=40, M=5) 

 



application often has more time-related stimulations. For example, as shown in our experiments, 

movie consumption are often influenced by the appearance of new movies. In a library or document 

recommendation context, people’s interest transitions often change among related domains. In an 

education context, the recommendation of educational materials is even more aligned with calendar 

time, which is directed by the curriculum design. In such applications, considering the time feature in 

recommendation will bring significant benefits. 

5 CONCLUSION AND FUTURE DIRECTIONS 

In our research, we develop an HSMM-based approach to capture users’ interest transition over time. 

This model allows each latent state to last a different period, which is flexible to tracks users’ interests. 

We derived an EM algorithm to estimate the parameters of the model. We compare the model with 

three state-of-the-art baseline methods on a real-world dataset. The performance of our method has a 

significant improvement over the baseline algorithms. Our model has the potential to alleviate the 

information overload problem of users, especially in the knowledge management domain.  

In the future, we will continue to study time-dependent recommendation models. First, we will study 

models that can handle multiple time granularities to track users’ interests drift. Second, we will 

further examine the modeling of different types of hidden states, such as idle states, in time-dependent 

recommendation. Third, we will investigate how to improve the computational efficiency of our 

approach. Our ultimate goal is to develop a comprehensive and efficient framework that can better 

tackle the time-dependent recommendation problem.  
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