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ABSTRACT

Heterogeneous iris recognition (HIR) is in great demand for a large-scale identity management system.
Iris images acquired in heterogenous environment have large intra-class variantions, such as di↵erent
resolutions or di↵erent sensor optics, etc. Therefore, it is challenging to manually design a robust
encoding filter to face the complex intra-class variations of heterogeneous iris images. This paper
proposes a deep learning based framework for heterogeneous iris verification, namely DeepIris, which
learns relational features to measure the similarity between pairs of iris images based on convolutional
neural networks. DeepIris is a novel solution to iris recognition in two main aspects. 1) DeepIris learns
a pairwise filter bank to establish the relationship between heterogeneous iris images, where pairs
of filters are learned from two heterogenous sources. 2) Di↵erent from two separate steps in terms
of handcrafted feature extraction and feature matching in conventional solutions, DeepIris directly
learns a nonlinear mapping function between pairs of iris images and their identity supervision with a
pairwise filter bank (PFB) from di↵erent sources. Thus, the learned pairwise filters can adapt to new
sources when given new training data. Extensive experimental results on the Q-FIRE and the CASIA
cross sensor datasets demonstrate that EER (Equal Error Rate) of heterogeneous iris verification is
reduced by 90% using DeepIris compared to traditional methods.
c 2015 Elsevier Ltd. All rights reserved.

1. Introduction
Iris recognition (Daugman, 1993) has been widely used for
personal identification due to the unique, complex, and stable
texture patterns in iris. After over decades of research, conventional iris recognition under homogeneous and controlled conditions has been extensively studied. Recently, more attention
has been paid on uncontrolled and heterogenous iris recognition, i.e., matching iris images across di↵erent domains. It includes the problems of iris images captured at di↵erent resolutions or from di↵erent sensors, etc. In real-world applications,
iris images are usually captured from di↵erent domains. For example, both close-range and long-range iris sensors have been
developed for iris image acquisition in recent years, where iris
images are represented at di↵erent resolutions. Low-resolution
iris images captured at a distance or on the move (Matey et al.,
2006) usually lose many texture details, whereas enrolled iris
images are captured with high-resolution in controlled conditions. Some iris systems only use iris sensors from one vendor
but the system update procedure introduces di↵erent versions of
iris sensors. Specifically, large-scale identification applications
⇤⇤ Man

Zhang: Tel.: +86-010-8254-4611;
e-mail: zhangman@nlpr.ia.ac.cn (Man Zhang)

such as national ID systems usually use di↵erent sensors from
a number of vendors to capture iris images. Some examples
of heterogeneous iris images are shown in Figure 1. It is obvious that there are significant di↵erences at iris texture details
among these iris images acquired from di↵erent domains. Heterogeneous iris images have large intra-class variations, which
challenge the conventional well-performed iris recognition systems. The International Biometric Group 1 concluded that the
verification performance of heterogeneous iris recognition degraded significantly. This encourages researchers to propose
more e↵ective algorithms for heterogeneous iris verification.
Existing methods for heterogeneous iris verification mainly
focus on bridging the gap between heterogeneous iris images,
which often use three approaches based on pixel, feature, and
code level. Image enhancement is the most intuitive pixel based
solutions for heterogeneous iris matching. This kind of method
attempts to generate the similar visual appearance from di↵erent sources by reconstructing (Nguyen et al., 2011) or predicting (Shin et al., 2009), etc. However, these solutions focus on
visual e↵ects rather than the recognition accuracy. Feature and
code level methods extract the same features from heteroge-

1 http://www.biometric-scatalog.org/itirt/itirt-FinalReport.pdf
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(3) The proposed model is an end-to-end solution for heterogeneous iris matching, where relational filters adaptive to heterogeneous sources are automatically learned rather than handcrafted.
The remainder of this paper is organized as follows. The
previous work is reviewed in Section 2. The proposed model
is described in section 3. The experimental results and analysis
are in Section 4. Finally, we conclude this paper in Section 5.
2. Related work

Fig. 1. Iris images captured by di↵erent sensors and at di↵erent distances.
The first and the second row are iris images captured by di↵erent sensors.
Images in the first row are acquired by IKEMB-110, images in the second
rows are acquired by Iris Guard H100. In the first two rows, images of the
same columns belong to the same subject. The third and the fourth rows
are iris images captured from di↵erent distances. Images in the third row
are acquired at 5 feet, images in the forth row are acquired at 11 feet. In
the last two rows, images of the same columns belong to the same subject.

neous sources at the first step. A code level information fusion
(Liu et al., 2013) is proposed to increase the similarity of iris
code from di↵erent resolutions. Other literature (Xiao et al.,
2013b), (Xiao et al., 2013a) extracts features that are invariant
for both kinds of sensors. These mentioned methods extract the
features through the same filter template for heterogeneous iris
images. In particular, the exactly same filters are not designed
for di↵erent domains, which could be suboptimal to filter images from di↵erent sources. While automatically learned filters
taking the sources di↵erence into account which might lead to
better verification performance.
In this study, we propose a general deep learning model
named DeepIris to solve the problem of heterogeneous iris
matching. DeepIris aims to learn the relational filters between
pairs of iris images based on convolutional neural networks (CNNs). The relational features, obtained by the pairwise filters,
are able to measure the similarities of local regions between
pairs of iris images. DeepIris automatically learns a nonlinear
mapping function between the input heterogeneous iris image
pairs and the output labels based on CNNs. Our approach is different from conventional methods that apply two separate steps
in terms of iris feature extraction and feature matching, where
the supervision is fully exploited for feature learning. The contributions of this model are threefold.
(1) This study is the first attempt to solve iris verification using deep learning method. Experimental results demonstrate
that the EER (Equal Error Rate) of heterogeneous iris verification is reduced by 90% compared to traditional methods on two
iris image databases Q-Fire and CASIA.
(2) The relational filters are learned by taking the domain
di↵erence into account. In contrast to traditional methods, heterogeneous sources are processed by the source-specific filters,
i.e., the peculiarity of sources are taken into consideration.

Cross-resolution iris verification aims to match lowresolution probe iris images with high-resolution gallery ones
captured at enrollment stage. Compared to high-resolution
iris images, low-resolution ones usually lack a great amount of texture information. To improve the matching accuracy
between low-resolution and high-resolution iris images, a straightforward way is to super resolve low-resolution iris images to obtain its corresponding high-resolution ones, namely
super-resolution. For example, the quality of low-resolution iris
images are improved by prediction (Shin et al., 2009) or weighted averaging (Nguyen et al., 2011). However, these methods
focus on enhancing iris images for better visual e↵ects, but not
improving the verification accuracy between iris images at different resolutions.
Since the pixel level reconstruction are unstable, (Nguyen
et al., 2012) and (Liu et al., 2013) propose to operate at a higher level which can achieve higher accuracy. In particular, (Nguyen et al., 2012) fuses multiple Gabor filtered low-resolution
iris images at the feature level and (Liu et al., 2013) uses a set
of binary feature codes of low-resolution iris images. But these
methods may still be problematic when there are not enough
low-resolution iris images for fusion or coding.
Recently, the accuracies of low-resolution matching are improved by metric learning (Xing et al., 2002), (Ben et al., 2012)
,(Ben et al., 2012), (Biswas et al., 2012). For example, a novel Mahalanobis distance learning algorithm (Liu et al., 2014)
is proposed where a metric distance is learned between lowresolution and high-resolution iris images in code level by scaling and rotating the feature space. The learned metric distance exhibits strong generalization ability to separate crossresolution data. This kind of methods ignore source di↵erence
and utilize only single handcrafted ordinal filter, i.e., filtering
the cross-resolution iris images with exactly the same filter template, which may lead to lower accuracy. In addition, they modify the provided feature space without feature selection, where
the final performance could be heavily a↵ected by some noisy
features.
In addition to cross-resolution matching, another closely related problem is cross-sensor iris matching. Iris images captured by di↵erent sensors follow di↵erent distributions (Bowyer
et al., 2009) which can easily degrades the matching accuracy
(Connaughton et al., 2011, 2012; Arora et al., 2012). The first
cross-sensor iris dataset is built and studied in (Connaughton
et al., 2011, 2012). They conclude that the overall accuracy
is a↵ected by the selected algorithms and the cameras. (Arora
et al., 2012) propose a framework that first predicts the source
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Fig. 2. The architecture of the proposed method. The rnorm is denoted as normalization layer. The pooling is denoted as max-pooling layer. The neuron
numbers are marked beside layers.

camera and then applies selective enhancement algorithms to
achieve better performance. The benefits of these methods
are that each source is selectively preprocessed. Afterwards,
feature-level methods are introduced to select e↵ective crosssensor features. For example, a coupled dictionary (Xiao et al.,
2013a) are learned for feature extraction and a large margin feature selection method (Xiao et al., 2013b) is provided for crosssensor iris verification. However, these feature-level methods
are often limited by the filter pool even though it is over complete. In addition, all the feature selection methods filter the
cross-sensor iris images with the same template and ignore the
influence of di↵erent sensors. Moreover, computational cost
at the training stage is intractable (Xiao et al., 2013a,b). Even
if a large training dataset is given, they could not take the full
advantage of the large scale data.

using the whole training dataset. This step aims to rescale all
the data to have zero energy. Experimental results show that di↵erent preprocessing strategies can influence the performance
significantly.

(a)

(b)

(c)

(d)

Fig. 3. Iris image preprocessing. (a) Localized iris images. (b) Normalized
iris image. (c) The average gray image which is computed in the training
data. (d) The preprocessed iris image which is subtracted by the average
gray image at each pixels.

3. Methods
The goal of iris verification is to decide whether the input
pairs of iris images belong to the same subject or not, which is
actually a binary classification task. To deal with this problem,
we proposed a novel framework namely DeepIris, whose architecture is shown in Figure 2. In the following, we will detail
this framework in terms of the preprocessing of iris images, the
construction of pairwise filter layer, the algorithm implementation and the score level fusion.
3.1. Iris image preprocessing
As shown in Figure 3, the preprocessing of iris images include the following steps. 1) The iris texture regions are segmented from original iris images. 2) The annular region of
the iris is transformed to unwrapped or rectangular iris images,
which is usually called iris normalization. We then closely follow the preprocessing method in (He et al., 2009), and downsample the normalized iris images to 100⇥100. The downsampling process can prevent overfitting in some extent, because
the original iris image are large, which increases the parameters greatly and leads to easier overfitting. 3) After that, every
pixel is subtracted by the mean gray value which is computed

3.2. Pairwise filter layer
When dealing with the heterogeneous iris images, existing
methods usually extract features from di↵erent sources with the
same filter template. This might be suboptimal because the feature extraction does not consider the di↵erence of distribution
between di↵erent sources. In fact, designing robust filters for
heterogeneous iris verification is rarely investigated. Because
it is difficult to manually design robust filters to deal with the
complex variations, which results from cross-resolution, crosssensor, illumination, head pose, gaze etc. So we decide to adaptively learn source-specific filters based on convolutional neural
networks.
The pairwise filter layer takes into pairs of iris images as input, and a couple of filters in the pairwise filter layer is shown
in Figure 4. The pairwise filters convolve a pair of input images and summarize their feature maps to generate the similarity map. While in the context of the architecture of DeepIris in
Figure 2, the input is two gray normalized iris images, which
are stacked into two-channel instead of spliced into one map.
So the convolutional operation of pairwise filter layer is ex-
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Fig. 4. The pipeline of Pairwise Filter Layer. A pair of heterogeneous images are fed into the layer. After filtered by the learned pairwise filters, the
two feature maps are summarized into the similarity map. The similarity map demonstrate the similarity between the input pairs of iris images
which is depicted in Figure 6.

pressed as
Yj =

2
X
i=1

Xi ⇤ Wi, j + B j

(1)

where (X1 , X2 ) denotes the stacked input image pair. Y j is the
j-th similarity map of pair (X1 , X2 ). W1,j and W2,j are the j-th
pairwise filters for pair (X1 , X2 ), respectively. B j is the bias of
the j-th similarity map for pair (X1 , X2 ). * denotes convolutional operation. The ReLU nonlinearity max(0, x) is used for the
hidden neurons, which has better fitting ability than the sigmoid
function as argued in (Krizhevsky et al., 2012).
Figure 5 shows four learned pairwise filters. The two filters
in one filter pair are depicted together for better illustration. The
two pictures in the first column indicate that the pairwise filters
process the local regions of the images pairs in a di↵erent way.
For the second column, the pairwise filters are more likely to
adopt a di↵erent filter at each map and then summarize the two
maps. Figure 6 shows the similarity maps after processed by
the pairwise filters. The similarity maps show the similarities at
each pixel between the local region of the iris image pairs. The
lower response (the darker color in the picture) indicates higher
similarity. The first row shows the inter-subject similarity maps and the second row shows the intra-subject similarity maps.
As we known, the inter-subject similarity maps have strong response to the PFB (pairwise filter bank), which results in more
textures and lighter color in visualization. On the other hand,
when the input pairs belong to intra-class subjects, the similarity maps have lower response (the deeper color, dark blue)
which demonstrates the greater similarity between the two input images.
3.3. Architecture
The model is composed of nine layers including one pairwise
filter layer, one convolutional layer, two pooling layers, two
normalization layers, two local layers and one full connection
layer. The size of each layer is depicted in Figure 2. The input
pairwise iris images are normalized and reshaped to 100⇥100
gray scale images as shown in Figure 3. The input pairwise
gray scale images are prepared as a two-channel matrix to pass
through a set of pairwise filters in the first convolutional layer.
There are 64 pairs of filters which have a size of 5⇥5 in this
convolutional layer. A two-pixel zero-padding is apply to the

Fig. 5. Some learned pairwise filters. Each 10⇥5 image indicates a pair
filter. The left 5⇥5 and the right 5⇥5 are the two filters in one filter pair.

Fig. 6. The feature maps processed by the pairwise filters. The first row
shows inter-subject similarity map and the second row shows intra-subject
similarity map. The color of the pixel in the similarity maps indicate the
similarity between the local region of iris images pairs. The deeper color (dark blue) indicate the lower response. The images are enhanced for
better visual e↵ect.

border, so the activation after the first layer is still 100⇥100.
Overlap spatial pooling is carried out by pooling a 3⇥3 region
with a stride of 2, so this layer down samples the image into
half size of 50⇥50. The normalization layer conducts a crossmap normalization in each unit. Experimental results show that
the performance can be increased with two additional normalization layers in the network. The second stage is similar to the
first one excepting for that the normalization layer and the pooling layer are switched. Because the normalized iris images have
structure relations to some extent, i.e., like the occluded eyelids usually lie in the same area, local layers seem to be capable
to capture more local information. Experiments also show that
the accuracy improves by adding the local layers. We employ
two local layers following the second stage, each of which includes 64 filters of the size 3⇥3 with one-pixel padding. The
final full connections receive 25⇥25⇥64 neurons and output two predictions, corresponding to the two given labels, i.e., 0
is the intra-class pair and 1 is the inter-class pair. The whole
framework is shown in Figure 9, where a list of architecture is
designed with di↵erent configurations and implementations.
All the convolutional layers, local layers and the full con-
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nection layers use the Rectified Linear Unit (Krizhevsky et al.,
2012) as the activation function. Firstly, we train the network
with a large learning rate of 0.001 and reduce by a factor of
10 when the classification error rate on the evaluation set stops decreasing. We empirically find that even when the training
classification error decreases to almost zero, reducing the learning rate can still help to lower the classification error on the test
set.
3.4. Score level fusion
There exists rotation di↵erences between iris images due to
head motion. Generally, the iris recognition algorithms translate the normalized iris images by a few pixels to search for the
best match. In this work, the normalized iris images are translated within one pixel to correct the rotation variance. Given
a pair of iris images, they both are normalized to 100⇥100 in
pixels as shown in Figure 3, denoted as X1 and X2 , respectively.
Then each image is translated by one pixel to the left and to
the right. Therefore three copies of X1 (i.e., X11 , X12 , X13 ) are
generated. At the same time, if the orders are taken into consideration, there are two kinds of pairs which are X1 -X2 and X2 -X1 .
Finally, six pairs are generated for every input of two images:
X11 X2 , X12 X2 , X13 X2 , X2 X11 , X2 X12 , X2 X13 . The
total six pairs are fed into the model and six similarity scores
of the input pairs are reported. The score fusion will decide the
best alignment of the verified two iris images. In this way, the
proposed method can correct the rotation variance. Three fusion methods are compared during the experiments, which are
maximum fusion, minimum fusion and average fusion. In the
experiment part, score level fusion methods increase the performance to a large extent, which demonstrates its e↵ectiveness.

3,123 (high-resolution iris images) and 2,902 (low-resolution
iris images) for the first 160 selected subjects.
CASIA cross sensor dataset: To evaluate the feasibility of
the proposed method, two acquisition systems are adopted to
build a new iris database. It includes two close-up sensors (IK,
short for IKEMB-110; IG, short for IrisGuard H100) and one
long-range iris recognition system (LRI). The LRI captures iris
images at a distance of 3 to 5 meters. The IG sensor and the LRI
sensor are selected to construct the cross-sensor dataset. They
both contain 350 subjects, each subject has 10 images per eye.
This dataset has not been published yet.
4.2. Experimental settings
Subject-disjoint training and testing are conducted on two
datasets. For the Q-FIRE dataset, the first 100 subjects are selected for training and the rest 66 subjects are used for testing.
Detailed information of the Q-FIRE dataset is listed in Table 1.
The training set of the CASIA cross sensor dataset is created
by selecting the first 300 subjects from each sensor and the rest
50 subjects are left for open-set testing. The compared methods
use the first 50 subjects for training, and the last 50 subjects for
testing.
Table 1. Details of the Q-FIRE dataset used in experiments.

05 feet-train
05 feet-test
11 feet-train
11 feet-test

number of classes
100
60
100
60

number of images
1680
911
1568
966

4. Experiments
To evaluate the e↵ectiveness, we compare our model with
other state-of-the-art methods on two datasets: the Q-FIRE
(Johnson et al., 2010) dataset and the CASIA cross sensor iris
dataset. The description of the two datasets are listed in Section
4.1. The sizes of the training and testing set are given in Section 4.2. Some factors a↵ecting the performance are analyzed in
Section 4.3. The comparisons with the state-of-the-art methods
are shown in Sections 4.4 and 4.5. The equal error rate (EER)
and receiver operating characteristic (ROC) curve are used as
quantitatively measure in the heterogeneous iris verification.
4.1. Description of the datasets
Q-FIRE dataset: Iris images in Q-FIRE (Johnson et al., 2010)
are captured in di↵erent distances at 5, 7, and 11 feet by the
same sensor. So the resolution of the radius of iris rings results
in high resolution (about 300 pixels), medium resolution (about
200 pixels) and low resolution (about 100 pixels). The first 160
subjects are selected to construct the cross-resolution dataset.
The 5 feet and 11 feet iris images with high illumination are selected as high-resolution and low-resolution iris images. Some
mislocalized iris images are dropped because of serious blur
and occlusion. The total number of images in the dataset is

Table 2. Details of the CASIA cross sensor dataset used in experiments.

train
test

number of classes
300
50

number of images
6000
1000

During training, our framework attempts to learn filter bank
from pairs of heterogeneous iris images which are coming from
di↵erent sources (e.g., high-resolution vs. low-resolution or
sensor A vs. sensor B). The intra-subject heterogeneous pairs
are labeled to 1 and the inter-subject heterogenous pairs are labeled to 0. In this way, the verification task is handled as a
binary classification problem.
In the test phase, each iris image is organized as pairs with
the whole rest images. The total number of testing pairs on
the Q-FIRE and CASIA datasets are about 10 millions and 2
millions, respectively.
4.3. Evaluation of training and test strategies
In this section, a list of experiments are conducted on the QFIRE dataset. Firstly, a set of di↵erent deep architectures are
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Fig. 8. The ROC curves of the model with di↵erent data normalization
methods on the Q-FIRE dataset.

Architecture depth. Considering that the depth of the architecture determines the capability of the model, we compare
three networks from shallow to deep in the following. Figure
9 shows the details of the compared three architectures. From
Table 5 and Figure 10, we can conclude as follows. 1) Ar-
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Fig. 7. The ROC curves of the model with di↵erent strength of downsampling on the Q-FIRE dataset.

conv

B:

pool
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pool

chitecture A is the best performing architecture, which demonstrates that the increasing depth of the model is beneficial to the
accuracy improvement. In fact, the deeper network can greatly
increase the fitting and generalization abilities. 2) Architecture
B performs better than architecture C at the same depth. Notice
that the only di↵erence between architecture B and architecture
C is the second last layer, where Architecture B uses a local
layer rather than a convolutional layer. It demonstrates that the
local layer can be more helpful, because local layers captures
the local relations between the pairwise iris images.
Dropout technique. Dropout technique is recently introduced by (Krizhevsky et al., 2012) for neural networks. The
core idea of dropout is to reduce the co-adaptation of neurons to learn robust features. Generally, we realize dropout by
dropping each neuron with a probability of 0.5. Those neurons which are dropped out make no contribution to both forward pass and backward propagation. In every training epoch,

pool

EER
0.15%
0.69%
4.08%

EER
0.15%
0.96%
4.15%

PFL

Architecture A
100*100
100*128
100*256

Architecture A
simple rescaling
per-example mean subtraction
without subtraction

PFL

Table 3. Comparisons of the strength of downsampling on the Q-FIRE
dataset.

Table 4. Comparisons of di↵erent data normalization methods on the QFIRE dataset.

PFL

designed to evaluate the proposed model, among which the selected three architectures are shown in Figure 9. Then the best
performing architecture is used to study other factors of variation which may a↵ect the performance of our model, e.g., the
depth of the architecture, data preprocessing, dropout technique
and normalization layer. The details are shown as follows.
Image preprocessing. To study the e↵ect of the downsampling in the data preprocessing, we use di↵erent sizes of the
input pairs for training and compare their performance. Figure 7 shows that the downsampling is helpful to improve the
performance. The reason is that the bigger size leads to easier
overfitting when training data is limited. In addition, the downsampling of the input images can greatly minimize the number
of parameters which potentially accelerates the learning procedure.
We also compare the results of two preprocessing methods: simple rescaling and per-example mean subtraction. Simple rescaling subtracts the mean gray value of the whole dataset
from each image, while per-example mean subtraction subtracts the mean gray value of the image itself. Figure 8 shows the
ROC curve of the model with di↵erent data normalization methods. It is obvious that the performance degrades greatly if the
data subtraction is not performed. It demonstrates the necessity
of the preprocessing procedure. We can also find that simple
rescaling performs better than per-example subtraction in some
extent.

The Convolutional Neural Networks

Fig. 9. Di↵erent architectures of CNN to classify the feature map obtained
by the pairwise filter layer. There are three architectures constructed
which are named as A, B and C.

7
Table 5. Comparisons of di↵erent architecture on the Q-FIRE dataset. Details of architecture A, B and C are shown in Figure 9

Architecture
Architecture A
Architecture B
Architecture C

EER
0.15%
0.39%
0.72%

Fig. 11. The ROC curves of di↵erent implementations of architecture A on
the Q-FIRE dataset.

Fig. 10. The ROC curves of di↵erent implementations in architecture A on
the Q-FIRE dataset.

the neural network will sample a di↵erent architecture. In the
test phase, all the neurons are used but the output is multiplied
by 0.5(Krizhevsky et al., 2012). We perform a comparative
experiment with the best architecture A, and find that when
the dropout technique is removed, the EER will increase from
0.15% to 0.64%. The dropout technique is important to the performance of deep learning based iris recognition.
Normalization layer. The local response normalization layer is helpful to generalization capability (Krizhevsky et al.,
2012). Architecture A with normalization achieves a better
EER 0.15% than 0.69% of A-unnormalized model, which removes all the normalization layers.
Table 6. Comparisons of di↵erent implementations in architecture A. The
second column is the EER on the Q-FIRE dataset.

arch
A
A-without dropout
A-unnormalized

Fig. 12. The ROC curves of three score level fusion methods on the Q-FIRE
dataset.

4.4. Cross resolution iris verification
The analysis above validates the e↵ectiveness of DeepIris.
The best architecture and its best configurations are selected
to compare with the state-of-the-art methods on the Q-FIRE
dataset. In the comparison, the experimental results of four
methods are reported. The first one is denoted as ITML (Davis
et al., 2007) which learns a globality metric. The second one is
denoted as LMNN (Weinberger et al., 2005) which learns the
metric by both considering the locality and globality. The third
one is MDML (Liu et al., 2014) which learns a Mahalanobis
distance metric on code level features. The proposed convo-

EER
0.15%
0.64%
0.69%

Score level fusion. The conventional iris recognition algorithms translate the normalized iris images a few pixels to
search the best match. Similarly, we design a score level fusion method to find the best match of the input pairs, i.e., two
testing iris images can generate six pairs as stated in previous
sections. From Figures 13 and 12 we can conclude that maximum score fusion improves the performance. Especially when
the false accept rate is significantly low, the maximum fusion
can ensure the low false reject rate.

Fig. 13. The ROC curves of three score level fusion methods on the CASIA
dataset.
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lutional neural network based method is denoted as Proposed.
Figure 14 compares the ROC curves of the four methods, and
their corresponding EERs are shown in Table 7. We can see
that the proposed method achieves the best performance. Not
only the EER is only 1/10 of other methods, but also the genuine accept rate (GAR) is as high as 95% when the false accept
rate (FAR) is significantly low to 10 4 .
4.5. Cross sensor iris verification
To further verify the performance of our DeepIris, we have
carried out the experiments on the CASIA cross sensor dataset.
The state-of-the-art coupled linear programming (CLP) (Xiao
et al., 2013a) method is selected for comparison. The ROC
curve is drawn in Figure 15 and the EER is shown in Table 8.
Our method achieves 0.31% EER, outperforming the state-ofthe-art CLP method with 5.50% improvement. It is clear that
the proposed method outperforms the CLP, due to its automatically learned source-specific filters.
Table 7. Performance of the compared methods on the Q-FIRE dataset.

Methods
ITML (Davis et al., 2007)
LMNN (Weinberger et al., 2005)
MDML (Liu et al., 2014)
Proposed

EER
2.35%
1.73%
1.67%
0.15%

Fig. 14. Comparisons of the proposed algorithm with the existing metric
learning methods on the Q-FIRE dataset. ITML (Davis et al., 2007), LMNN (Weinberger et al., 2005) and MDML (Liu et al., 2014)

Table 8. Performance of the compared methods on the CASIA dataset.

Methods
CLP (Xiao et al., 2013a)
Proposed

EER
5.81%
0.31%

Fig. 15. Comparisons of the proposed algorithm with CLP (Xiao et al.,
2013a) on the CASIA cross sensor dataset.

4.6. Computational cost
It takes about 0.7 ms for DeepIris to process one pair of images on a GTX Titan GPU. This is extremely fast for iris feature
extraction and iris feature matching compared with traditional
methods. Therefore, the proposed DeepIris method is suitable
for real-word iris verification systems with the advantages of
high accuracy and low complexity.
5. Conclusions
In this paper we have proposed a deep learning based method
to solve heterogeneous iris verification based on convolutional neural networks. The automatically learned pairwise filters
and the deep representations are learned jointly from raw pixels instead of using handcrafted features. The core contribution of this paper is automatically learning the relational features to express similarities for heterogeneous iris images from
raw pixels. The pairs of filters are learned for heterogeneous
sources, respectively. Thus the di↵erence between sources are
taken into account for better performance. Experimental results
show that the proposed method achieves promising and competitive performance for both cross-resolution and cross-sensor
iris verification. The method is more advantageous after training on big iris data, which is currently available with the fast
and wide deployments of iris recognition systems. Although
DeepIris model needs more time for training (a few hours in
our experiments), the learned model can process a pair of iris
images for identity verification extremely fast.
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