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Abstract

Efficiency and effectiveness are two key factors to eval-
uate a human segmentation algorithm for real vision appli-
cations. However, most existing algorithms only focus on
one of them. That is, fast and accurate human segmenta-
tion is not yet well addressed. In this paper, we propose a
super-fast and highly accurate human segmentation method
with very deep convolutional neural networks. We also pro-
vide a comprehensive study on the proposed approach, in-
cluding different net structures, various techniques of al-
leviating over-fitting, and performance enhancement with
different extra data. Experimental results on the database
of Baidu people segmentation competition [1] demonstrate
that the proposed model outperforms traditional segmenta-
tion algorithms in accuracy and speed. Although it is slight-
ly worse than the very complex champion algorithm, it is
encouraging that our method can obtain more than 10,000
times acceleration, showing that it has great potential for
practical applications.

1. Introduction
Human segmentation in images is an important problem

in computer vision. Generally, to segment an image is to
predict foreground and background pixels. A large num-
ber of segmentation methods [6, 9, 3, 13, 7] have been pro-
posed. However, most of them are either time-consuming
or unsatisfying in accuracy. Many traditional segmentation
algorithms focus on handcrafted features. For example, Li-
u et al. [6] proposed a coarse-to-fine SIFT flow matching
scheme which first establishes dense correspondences be-
tween images across scenes, and then warps the existing
annotations and integrates multiple cues in a Markov ran-
dom field framework. Ladický et al. [9] proposed a hi-
erarchical conditional random field (CRF) model allowing
integration of features computed at different levels. He et
al. [3] proposed an extended Latent Dirichlet Allocation
model (LDA) integrating the generative model of image ap-
pearances and a discriminative model of region labels. To
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Figure 1. A comparison between pixel-by-pixel, patch-by-patch
and image-by-image human segmentation methods. The upper
part shows the pixel-by-pixel manner which feds a crop to a C-
NN to predict the label of the central pixel of the crop. The middle
part displays the patch-by-patch manner which predicts a patch of
pixels at one time. The bottom part illustrates the image-by-image
manner which feds the whole image to a CNN to predict labels of
all pixels.

impose spatial smoothness, the spatial dependency is incor-
porated into the model structure. Although these methods
solve image segmentation to some extent, low accuracy and
high computational complexity limit their practical use.

Recently, convolutional neural networks (CNN) based
attempts have achieved satisfying segmentation accuracy,
and one of the representative methods is proposed by Wu
et al. [13]. They adopted an early hierarchical contex-
t model which takes multiple scales of image patches as
the inputs of CNN. This model achieves the state-of-the-
art accuracy on the dataset of Baidu people segmentation
competition [1]. Although the accuracy is attractive, pixel-
by-pixel segmentation adopted in this work is very time-
consuming. A MaxPoolingFragment(MPF) layer is pro-
posed in [8], which first splits an image into fragments and
then segments each fragment one-by-one. We call it as
patch-by-patch manner, which achieves 1,500 times speed-
up compared with the pixel-by-pixel manner. To further ac-
celerate CNN based segmentation, a natural and thorough
way is using an image-by-image manner, as shown in Fig-
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ure 1. A related study is proposed by Tang et al. [7] who
tried to adopt a deep decompositional network (DDN) with
only fully-connected neural networks. However, one main
drawback of DDN is that the fully-connected layer cannot
meet the need of translation invariance, and is usually over-
fitting due to a huge number of parameters in the fully-
connected layers. Different from [13], both [8] and [7] are
not deep enough for complex human segmentation which
usually results in low accuracy.

To overcome these problems, in this paper we propose a
method to achieve fast image segmentation in an image-by-
image manner via a deep convolutional network, as shown
in Figure 2. It achieves both high speed and accuracy as well
as translation invariance. We test multiple net structures and
design a series of strategies to overcome over-fitting. Addi-
tionally, we enhance the performance with the help of extra
training data.We summarize main contributions of this pa-
per as follows.

(a) We present a human segmentation approach achieving
both super-fast speed and satisfying accuracy. This ap-
proach can segment an image in 1ms with more than
80% accuracy. This result is a little worse than the
champion algorithm in accuracy but with more than
10,000 times acceleration. With such a result, we be-
lieve it can be potentially used for real-time object seg-
mentation and scene parsing in image/video (for even
embedded vision systems).

(b) We provide a comprehensive evaluation of the pro-
posed human segmentation approach, including the
influence of different net structures, different tech-
niques used to alleviate over-fitting, and performance
enhancement by increasing training data. Such eval-
uation provides valuable experience in designing CN-
N based algorithms for different segmentation applica-
tions.

The rest of this paper is organized as follows. Section 2
presents the basic CNN framework. Section 3 defines the
details of the fast image segmentation method. Section 4
describes experimental results, and in Section 5, we con-
clude the paper and point out future research directions.

2. Deep convolutional neural networks
CNN is a powerful model to deal with various vision

tasks. It creates many new records of classic tasks, e.g.,
object classification [5], localization and detection [2]. In
this section, we introduce some background information of
CNN related with the proposed segmentation method.

2.1. Basic net structure
A basic CNN usually contains several convolutional lay-

ers, and some of them are followed by a pooling layer and
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Figure 2. Three different structures for human segmentation. The
left one is Simple-seg-net, the middle one is Alex-seg-net, and the
right one is VGG-seg-net. Alex-seg-net and VGG-seg-net has the
same supervised labels (the binary mask) as Simple-seg-net. C1–
C5: convolution layers; F4–F7: fully-connected layers; P: pooling
layer; N: normalization layer; S: stride of convolution or pooling;
C1(64@5*5+S1) means that C1 is a convolutional layer with 64
filters, each filter is with a size of 5*5, and the stride S is 1.

a normalization layer, as shown in Figure 2. After the last
convolutional layer, fully-connected layers are followed to
obtain final prediction. Between every two layers, there is
a non-linear activation function to link them. The rectified
linear unit (ReLU) [5] and the sigmoid function are adopted
in our framework.
2.2. Alleviating over-fitting

Although adding more layers can better fit the training
data, over-fitting becomes a severe problem in improving
the testing performance. Some useful techniques are intro-
duced to alleviate over-fitting, including dropout, data aug-
mentation [5], de-noising techniques [12], etc. We imple-
ment these tricks in our segmentation method so as to en-
hance testing performance.

2.3. Optimization formulation

Optimization formulation is a key part of CNN, deter-
mining the performance of CNN directly. The loss function



of CNN varies over different tasks. For example, logistic
regression after soft-max neuron is usually adopted in clas-
sification tasks, whereas the mean square error loss between
outputs and ground truth labels is always applied in recon-
struction tasks.

3. Fast human segmentation with deep CNNs
To achieve fast human segmentation, we design a seg-

mentation method which can segment an image in the way
of “image by image” with deep convolutional neural net-
works. Compared with the “pixel by pixel” manner used in
the champion algorithm of Baidu human segmentation com-
petition, our proposed algorithm can speed up both training
and testing by more than 10,000 times.

We design three models with different combinations of
convolutional layers and fully-connected layers, as shown
in Figure 2. To reconstruct the binary mask (or the fore-
ground human), we put a sigmoid neuron function after the
last fully-connected layer. The number of nodes at the top
layer is the same as the size of the input vector, and then we
train the whole network with the squared L2 norm of the
loss:

Li =
√
‖pi −mi‖2, (1)

where mi means the binary mask of image xi, and pi is the
corresponding output of CNN formulated as

pi = g(f(xi)), (2)

where f(xi) projects xi into a feature space via one or more
convolutional stages, and g(·) predicts the final segmenta-
tion results through several fully-connected layers. This
procedure is very similar to auto-encoder [4] if we regard
f(·) and g(·) as encoder and decoder, respectively. Main
difference between auto-encoder and our method includes
the type of the encoder functions and the reconstruction tar-
get of the decoder functions. In next subsections, we will
explain the three proposed network structures.

3.1. Simple-seg-net

As shown in the left of Figure 2, the Simple-seg-net
contains 3 convolutional components and 3 fully-connected
layers. A convolutional component is usually composed of
a convolutional layer, a max-pooling layer and a normaliza-
tion layer. At the first convolutional component, the con-
volutional layer filters a 48*48*3 image with 64 kernels of
size 5*5 with a stride of 1. The outputs are then put into the
max-pooling layer with a size of 3*3 and a stride of 2. Fi-
nally the outputs of max-pooling are normalized with a local
normalization layer. The second convolutional componen-
t is same as the first one, whereas the third one only uses
the convolutional operation. The output feature map after
three convolutional stages is with the size of 11*11. With

these features, the following fully-connected layers predic-
t the segmentation results and compare the prediction with
the binary mask image. In our experiments, this simple net
can achieve 63% mean accuracy with a speed of less than
1ms per image. Though this net runs very fast, it cannot sat-
isfy the requirement of high accuracy. To further improve
the accuracy, we propose more complex networks to be ex-
plained in the next subsection.

3.2. Alex-seg-net
Based on the simple net, we design a deeper model based

on the famous AlexNet [5], as shown in the middle of Fig-
ure 2. Note that some layers are adjusted slightly to fit the
input and output image sizes, and we enlarge the convolu-
tional stages via adding more filters and more convolutional
layers for more powerful data fitting. Besides, we enlarge t-
wo fully-connected layers to 1024 nodes. The Alex-seg-net
can achieve more than 80% accuracy at a speed of 1ms per
image. Detailed segmentation results will be discussed in
Section 4.

3.3. VGG-seg-net
The success of Alex-seg-net indicates that it has the

potential to further improve the accuracy by using deeper
structures, e.g., GoogLeNet [11] and VGG net [10]. To fur-
ther improve segmentation accuracy, we adopt a 11 layer
VGG net. Compared with Alex-seg-net, the VGG-seg-net
has 3 extra convolutional layers but no normalization layer,
detailed net structure is shown in Figure 2. With 8 convo-
lutional layers and 3 fully connected layers, we achieved a-
mazing 83.56% accuracy at a speed of 1ms per image. This
indicates depth of CNN model is one of the main factors in-
fluencing the segmentation performance, we will try more
deep structures in future.

4. Experiments
4.1. Experimental setup

Database. Most experiments are implemented on Baidu
people segmentation database [1]. The extra data is on-
ly used when exploring performance enhancement with in-
creasing data.

1. Baidu people segmentation database [1] contains
5,389 labeled human images in the training set. The
images have various sources of background, as shown
in Figure 5. We randomly pick out 500 images from
the training set for validation as recommended in [13].

2. Extra data contains more than 4,000 well labeled im-
ages to evaluate the influence of using extra data. This
part of data is collected by ourselves and will be re-
leased shortly.

Evaluation Criterion. Two metrics are used to evaluate
experimental results explained as follows.



1. Mean reconstruction error (MRE). We define MRE
as the mean of squared L2 norm of the error between
CNN outputs and a given ground-truth image.

2. Overlapping accuracy (ACC) [13]. Overlapping ac-
curacy means the overlapping rate between ground-
truths and predictions of CNN. Let Ap∩g be the area
of the intersection between the ground-truth and the
prediction, and Ap∪g be the area of the union of the
ground-truth and the prediction, ACC can be calculat-
ed as follows:

ACC =
Ap∩g

Ap∪g
, (3)

Training details. We train our models via back-
propagation using stochastic gradient descent. The initial
weights in each layer are from a zero-mean Gaussian dis-
tribution with standard deviation 0.01. All biases in convo-
lutional and fully connected layers are initialized as zeros.
The learning rate starts at 0.001, and is reduced to 0.0001
when the performance on the validation set stops increas-
ing. We train all nets for roughly 1,000 epochs in a Tesla
K40 GPU platform.

4.2. Different net structures
As introduced in last section, we design 3 different struc-

tures, namely Simple-seg-net, Alex-seg-net and VGG-seg-
net. Detailed parameter settings of them are illustrated in
Figure 2 and experimental results are shown in Table 1.
Though the pixel-by-pixel method [13] achieves the best
ACC, the unbearable low speed is a big limitation. With
the proposed fast segmentation methods, we can achieve
more than 80% accuracy at a speed of 1ms for the resolu-
tion of 48*48 and 2ms for the resolution of 112*112. Note
that VGG-seg-net can achieve 83.57% accuracy which is al-
ready very close to Pixel-by-Pixel method [13]. The depth
of Simple-seg-net, Alex-seg-net and VGG-seg-net are 6 lay-
ers, 8 layers and 11 layers respectively, this demonstrates
deeper structure lead to higher accuracy. To further improve
this segmentation performance, one direction is to explore
deeper structures.

4.3. Techniques used to alleviate over-fitting
Over-fitting is a common phenomenon in training deep

networks. We have explored a series of techniques to alle-
viate over-fitting. Two widely used techniques are drop-out
and data augmentation [5]. Dropout is to randomly drop
half of the neurons in the training stage to enlarge the va-
riety of training data. Data augmentation usually includes
shifting, flipping, rotating and rescaling images. In this ex-
periment, we first directly resize images into 64*64 pixels.
To further enlarge the data scale and alleviate over-fitting,
we implement several data augmentation techniques as fol-
lowed.

Table 1. Performance comparison of different structures.
Methods Resolution ACC(%) MRE Speed
Pixel-by-Pixel [13] 100*100 86.83 - - 30s
Simple-seg-net 48*48 62.70 147.1 < 1ms

Alex-seg-net 48*48 82.12 96.2 1ms
112*112 80.20 490.8 2ms

VGG-seg-net 48*48 83.57 94.8 1ms
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Figure 3. The role of various techniques used to alleviate over-
fitting tested with Alex-seg-net. Larger MRE difference means
graver over-fitting. (best viewed in color).

Rotation: with a random angle between ±8 degrees.
Rescale: with a rate between 0.9 and 1.1.
Shift and flip: randomly crop images and flip with 50%

probability.
De-noising [12]: add Gaussian noises with zero mean

and variance of 0.9 to each pixel.

4.4. Performance enhancement with extra data
We compare the performance of these techniques and re-

port the difference between training MRE and testing MRE.
The results in Figure 3 demonstrate that data augmentation
is indeed helpful for alleviating over-fitting. Especially us-
ing shifting and flipping can greatly alleviate over-fitting.
Finally, we apply all these techniques for training Alex-seg-
net and VGG-seg-net.

When manual data augmentation reaches its limit, ex-
tra training data can further help improve the performance,
especially when the segmentation task contains very com-
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Figure 4. MRE in training and testing sets after using more training
data.

Table 2. ACC results with extra training data.
# Extra training data 2000 4000 6000 8000

ACC(%) 79.04 82.34 82.30 83.24
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Figure 5. Result visualization via the proposed image segmentation algorithm. To the right of each image are its ground-truth and prediction.

plicated backgrounds. We implement this experiment using
the Alex-seg-net with the resolution of 48*48. The training
set is from the database of Baidu people segmentation com-
petition and more than 3,000 extra well labeled images. As
shown in Table 2 and Figure 4, with extra training data, 4
percent ACC enhancement is obtained and the MRE drop-
s from 121.4 to 90 in the testing set. Experimental results
demonstrate that the data scale is also an important element
to enhance the segmentation performance.

Finally, we show some visualization results in Figure 5.
It can be found that our method is robust to various changes,
e.g., complex backgrounds, poses, scales.

5. Conclusion
In this paper, we have proposed a super-fast human seg-

mentation method with very deep convolutional neural net-
works. Our VGG-seg-net can segment one image in 1ms
with more than 83.56% accuracy, speeding up the baseline
algorithm (the champion of the competition) by more than
10,000 times. We also have provided a comprehensive eval-
uation of the proposed algorithm, which is useful for prac-
tical applications. In future work, we will try to improve
the accuracy of human segmentation via adopting deeper
and more advanced structures, and extend the segmentation
algorithm into the embedded vision systems.
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