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Conditional High-order Boltzmann Machines
for Supervised Relation Learning
Yan Huang, Wei Wang, Liang Wang, Senior Member, IEEE, and Tieniu Tan, Fellow, IEEE
Abstract—Relation learning is a fundamental problem in many vision tasks. Recently, high-order Boltzmann machine and its variants
have shown their great potentials in learning various types of data relation in a range of tasks. But most of these models are learned in
an unsupervised way, i.e., without using relation class labels, which are not very discriminative for some challenging tasks, e.g., face
verification. In this paper, with the goal to perform supervised relation learning, we introduce relation class labels into conventional
high-order multiplicative interactions with pairwise input samples, and propose a Conditional High-order Boltzmann Machine (CHBM)
which can learn to classify the data relation in a binary classification way. To be able to deal with more complex data relation, we
develop two improved variants of CHBM. 1) Latent CHBM, which jointly performs relation feature learning and classification, by using a
set of latent variables to block the pathway from pairwise input samples to output relation labels. 2) Gated CHBM, which untangles
factors of variation in data relation, by exploiting a set of latent variables to multiplicatively gate the classification of CHBM. To reduce
the large number of model parameters generated by the multiplicative interactions, we approximately factor high-order parameter
tensors into multiple matrices. Then we develop efficient supervised learning algorithms, by first pretraining the models using joint
likelihood to provide good parameter initialization, and then finetuning them using conditional likelihood to enhance the discriminant
ability. We apply the proposed models to a series of tasks including invariant recognition, face verification and action similarity labeling.
Experimental results demonstrate that by exploiting supervised relation labels, our models can greatly improve the performance.
Index Terms—Deep Learning, High-order Boltzmann Machine, Relation Learning, Face Verification, Action Similarity Labeling.
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I NTRODUCTION

T

HE goal of relation learning is to measure the similarity
between samples, which is crucial to retrieval, classification and verification tasks. To deal with this problem,
most researchers adapted the desired similarity measure to
the form of metric and proposed various metric learning
methods [1], [2]. However, the metric assumption is usually
insufficient to cover the diversity of data relation in the real
world, e.g., non-transitiveness and non-triangular inequality [3]. Different from metric learning, High-order Boltzmann
Machine (HBM) [4] can automatically learn data relation
without making the metric assumption. Since the rise of
deep learning [5], [6], HBM based models have shown
their great power in learning data relation in various tasks,
including invariant classification [7], image transformation
modelling [8], analogy making [9], face/experssion recognition [7], [10], action recognition [11], motion estimation [12]
and human pose tracking [13].
HBM is a tri-partite network which consists of two sets
of observed variables representing pairwise input samples,
and a set of latent variables encoding the data relation.

•

•

Y. Huang, W. Wang, L. Wang, and T. Tan are with the Center for
Research on Intelligent Perception and Computing (CRIPAC), National
Laboratory of Pattern Recognition (NLPR), Institute of Automation,
Chinese Academy of Sciences (CASIA), and the University of Chinese
Academy of Sciences (UCAS). E-mail: {yhuang, wangwei, wangliang,
tnt}@nlpr.ia.ac.cn. W. Wang is the corresponding author of this paper.
L. Wang and T. Tan are also with the Center for Excellence in Brain
Science and Intelligence Technology (CEBSIT), Institute of Automation,
Chinese Academy of Sciences (CASIA).

Manuscript received 21 May 2016; revised 19 Dec. 2016; accepted 11 Apr.
2017. Date of publication ** ** 2017; date of current version ** ** 2017.
Recommended for acceptance by **. For information on obtaining reprints of
this article, please send e-mail to: reprints@ieee.org, and reference the Digital
Object Identifier below. Digital Object Identifier no. *****/TIP.******

The connections among all these variables are three-way
multiplicative interactions, i.e., each triplet of variables
from the three sets is associated to a separate parameter.
In such way, HBM is able to model content-independent
data relation [14]. The learning algorithms for HBM can
be categorized into two main classes: conditional learning
and joint learning. Given pairs of samples, the idea behind
conditional learning is to use the latent variables to learn the
conditional distribution of one sample given the other one
[8], [11], [15]. To overcome the difficulty that the conditional
probability cannot be directly used to measure the similarity
in matching applications, joint learning alternatively learns
the joint distribution over pairs of samples, where the joint
probability can be used as a similarity score [7].
Both conditional learning and joint learning are usually
performed in an unsupervised manner, which mainly serve
for relation feature learning and do not use supervised
relation labels. As a result, the learned models may not be
very discriminative for relation learning tasks. Taking face
verification for example, the task aims to predict a binary
relation class (0 for “mismatched” and 1 for “matched”) for
a given pair of facial images. For this binary classification
problem, most HBM-based models just use the matched
pairs of images for training but ignore the mismatched
ones [7] [10]. In this way, the learned models only impose
constraints for the intra-label compactness but provide no
guarantee of the inter-label separability, which are thus suboptimal for the discriminative tasks. In fact, the modelling
of inter-label separability plays an important role in relation
learning, which has been widely studied by other similarity
learning [3], [16], [17] and metric learning methods [1].
In this paper, to take the inter-label separability into consideration and perform fully supervised relation learning,
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we propose a Conditional High-order Boltzmann Machine
(CHBM) which connects pairwise input samples to relation class labels with three-way multiplicative interactions,
and handles the relation learning as a binary classification
problem (including a “matched” class and a “mismatched”
class). During test, the probabilities of binary classes can
be directly inferred from inputs. CHBM can be regarded
as a bilinear classifier for data relation, which makes an
underlying assumption that data relation can be linearly
separated by hyperplanes.
Considering that such linear assumption could be insufficient for handling very complex data relation, e.g.,
some linearly inseparable cases, we further propose two
improved variants of CHBM by relaxing the assumption
from two alternative views. One is Latent CHBM which
uses a set of latent variables to model intermediate states between pairwise inputs and relation labels, aiming to jointly
perform relation feature learning and classification. Latent
CHBM can be regarded as a nonlinear version of CHBM,
which replaces the linear hyperplane assumption with a
nonlinear one. The other variant is Gated CHBM which
makes no assumption about the separation but exploits a
set of latent variables to gate the classification of CHBM. In
this model, latent variables and class variables are used to
represent two untangled factors in terms of “environment”
and “class”, respectively, with the goal to better explain the
within-class variance.
In the two CHBM variants, multi-way multiplicative interactions will produce high-order parameter tensors, both
of which contain cubicly many parameters. To reduce the
following high computational cost, we factor the two highorder tensors into three and four matrices, respectively.
Then we develop two-stage supervised learning algorithms
for these two models, both of which include a generative
pretraining stage optimized by negative joint likelihood to
provide a good parameter initialization, and a discriminative finetuning stage optimized by negative conditional
likelihood. The intractable gradients in the generative pretraining stage can be efficiently approximated by multi-way
versions of Contrastive Divergence (CD) [18]. Finally, we
demonstrate the effectiveness of our models by applying
them to the tasks of invariant recognition, face verification
and action similarity labeling.
Our contributions can be summarized as follows. 1)
We introduce relation labels into multi-way multiplicative
interactions and propose CHBM to perform fully supervised relation learning. 2) We present a nonlinear variant of
CHBM called Latent CHBM which jointly considers relation
feature learning and classification in a single framework. 3)
To the best of our knowledge, the proposed Gated CHBM
is the first attempt which demonstrates the effectiveness
of untangling factors of variation in the context of data
relation. 4) We develop new supervised learning algorithms
by jointly performing generative pretraining and discriminative finetuning. 5) Four-order tensor factorization and
four-way Contrastive Divergence are explored for parameter reduction and gradient approximation, respectively.
It should be noted that this paper is a systematic extension of the preliminary conference version [19]. The present
work mainly adds to the preliminary version in several significant ways. First, we present a new improved variant of
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CHBM, namely Latent CHBM, by exploiting an additional
set of latent variables to jointly perform relation feature
learning and classification. Experimentally, we demonstrate
that its performance can be improved in comparison to
the previously proposed CHBM and Gated CHBM. Second,
we perform more experiments to verify the effectiveness
of our models as follows. 1) We apply our models to a
new relation learning task named action similarity labeling
[20], and achieve the state-of-the-art results. 2) We test our
models on more MNIST-variant datasets [21], and present
the manifold visualization results in the experiments of
invariant recognition. 3) We update experimental results of
face verification, and confirm that our models still outperform or are comparable to recently published approaches.
The rest of the paper is organized as follows. In Section
2, we briefly review related work. In Section 3, we introduce
the proposed CHBM and its two variants in detail, including
model description, parameter reduction and learning. In
Section 4, we verify the effectiveness of the proposed models
by applying them to three tasks. Finally, we conclude the
paper in Section 5.

2

R ELATED W ORK

Our methods are closely related to the work which uses
High-order Boltzmann Machine (HBM) [4] to learn data relation. Memisevic and Hinton [8] propose Gated Boltzmann
Machine (GBM) which is able to predict one image conditioned on the other one using hidden mapping units. The
conditional scheme forces the model to encode data relation
rather than data content as common feature learning models
do [22]. To reduce the cubic number of parameters created
by the three-way multiplicative interactions, Memisevic and
Hinton [9] factor the high-order parameter tensor into three
matrices. To scale up to larger image patches, Taylor et al.
[11] propose a convolutional GBM to learn the dynamic
change of video frames over time. Learning proceeds by
maximizing the conditional log-likelihood of the current
frame given the history ones. But in such conditional learning, the conditional probability cannot be used to measure
the similarity for matching tasks, because the probability
is normalized with an unknown constant. To overcome the
problem, Susskind et al. [7] propose MorphBM which learns
the joint distribution over pairwise inputs, and directly uses
the joint probability as a similarity score. Joint learning can
outperform the conditional learning in various matching
tasks including face verification and facial expression recognition.
The major difference between our CHBM and the mentioned unsupervised learning models is that, we replace
the mapping units with two “one-hot” encoded variables
denoting relation class labels. Although the difference seems
small, our model makes the first attempt to explore effective
supervised learning algorithms for high-order Boltzmann
machine to perform supervised relation learning, and more
importantly, its impact on the performance of relation learning is very significant. In addition, the contribution of this
work is not limited to the original CHBM, but more on its
two improved variants: Latent CHBM and Gated CHBM, as
well as their physical meanings including 1) joint relational
feature learning and classification, and 2) relational factors
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Fig. 1. The Conditional High-order Boltzmann Machine (CHBM), Latent CHBM and its factored version. (a) x, y and z are two input layers and a
class label layer, respectively. The connections among the three layers are three-way multiplicative interactions, denoted by a three-order weight
tensor W. (b) h is a hidden layer. h and z are fully connected by a weight matrix U. (c) Wx , Wy and Wh are three sets of parameters (filters) which
project x, y and h into a set of hidden “factors”. fx , fy and fh are the corresponding filter responses.

of variation untangling. Note that our models are also
different from the supervised learning model ClassRBM [23]
which aims to classify data content rather than data relation.
The proposed Gated CHBM is also related to some
Restricted Boltzmann Machine (RBM) [5], [24] based models
which consider to untangle factors of variation. Memisevic et al. [25] propose a log-bilinear model named Gated
Softmax Model where the class probabilities are computed
by multiplicatively integrating inputs with a set of binary “style” features. By employing three-way multiplicative
interactions, Taylor and Hinton [12] develop factored conditional RBM which utilizes real-valued motion stylistic
features to gate the human motion modelling. Reed and Lee
[26] describe a RBM-style model to disentangle factors of
variation with multi-way multiplicative interactions. Intrinsically different from these models which focus on modelling data content, our Gated CHBM considers to untangle
the factors of “class” and “environment” in the context
of data relation. Our proposed models are also related to
some relational topic models [27], [28], which model the
relation of pairwise datapoints as a binary random variable
conditioned on their contents. But in contrast to them, our
models are based on deep HBM with multiple hidden states
rather than topic models.

3

S UPERVISED R ELATION L EARNING

In this section, we will first give a detailed description
on using the Conditional High-order Boltzmann Machine
(CHBM) for supervised relation learning. Furthermore, with
the goal to handle more complex data relation, we will
develop two variants of CHBM named Latent CHBM and
Gated CHBM by utilizing a set of latent variables to facilitate
the relation classification from the alternative prospectives
of relation feature learning and factors of variation untangling, respectively.
3.1

Conditional High-order Boltzmann Machine

The task of supervised relation learning can be formulated as follows: given a set of training data D =
{xα , yα , zα }α=1,··· ,N , where α is the data index, xα and yα
are a pair of samples, and zα is their relation class label, i.e.,
0 for “mismatched” and 1 for “matched”, the goal is to learn
the projection from pairwise samples to relation classes.

To achieve this goal, we propose Conditional High-order
Boltzmann Machine (CHBM) as shown in Figure 1 (a). The
model is an undirected graphical model which is composed
of two sets of observed variables x = {xi }i∈I , y = {yj }j∈J ,
and a set of class variables z = {zt }t∈{1,2} . Here we assume
that x and y are all binary-valued x ∈ {0, 1}I , y ∈ {0, 1}J ,
the model can be easily generalized to handle real-valued
variables [29]. The two variables z1 and z2 represent the
probabilities of x and y are matched (x ∼ y) or mismatched
(x  y), respectively. Since these two cases are mutually
exclusive, the representation of them is “one-hot”:
(
if z1 = 1, z2 = 0, x ∼ y
(1)
if z1 = 0, z2 = 1, x  y
Note that the value of z1 can be used as a real-value
similarity measure in more general cases, while z2 can be
used to measure the dissimilarity. When more than two
types of data relation are given, we can accordingly use
more variables in the layer z.
To perform content-independent relation learning [14],
i.e., only modelling data relation across pairwise samples
without the impact from content, the model uses twoway multiplicative interactions xyT between x and y. Each
element xi yj can be regarded as an AND-gate which detects
the correspondence between variables xi and yj . To directly
model the projection from the detected correspondences to
relation classes, the connections among x, y and z become
three-way multiplicative interactions, denoted by a threeorder weight tensor W = {Wijt }i∈I,j∈J,t∈{1,2} . Each weight
Wijt is associated with a triplet of variables {xi , yj , zt }.
Similar to RBM, there is no internal connection among
variables within each layer.
The energy function of the model is defined as follows:
X
E(x, y, z) = −
Wijt xi yj zt − aT x − bT y − dT z (2)
ijt

where a, b, and d are biases of x, y and z, respectively. Based
on the energy function, the joint distribution over all the
variables is:
1
(3)
p(x, y, z) = e−E(x,y,z)
Z
P
−E(x,y,z)
where Z =
is the partition function for
x,y,z e
normalization.
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During test, we are particularly interested in predicting
the relation class z given inputs x and y, where the classification decision is made by argt max p(zt |x, y):
P

p(x, y, zt )
e ij Wijt xi yj +dt
= P P Wijt∗ xi yj +dt∗ (4)
ij
t∗ p(x, y, zt∗ )
t∗ e

p(zt |x, y) = P

We can observe that, in contrast to common log-linear
models (e.g., logistic regression), CHBM establishes a logbilinear relation between pairwise inputs and relation classes. Specifically, the probability of each class is obtained
by exponentiating
P and normalizing a class-specific bilinear
score function ij Wijt xi yj + dt . Note that the score function is also a linear function of the detected correspondence
xi yj , which potentially assumes that the data relation can
be linearly separated by hyperplanes.
The model can be discriminatively learned by minimizing the negative conditional log-likelihood:
X
L=−
log p(zα |xα , yα )
(5)
α

over all the training data via stochastic gradient descent.
The exact gradient of log p(zα |xα , yα ) with respect to each
model parameter θ ∈ W can be computed as:
α
∂ log p(zα |xα , yα )
∂Mtα X
α α α ∂Mt∗
=
−
p(zt∗
|x , y )
(6)
t∗
∂θ
∂θ
∂θ
P
α
where Mtα = ij Wijt xα
i yj + dt .

3.2

Incorporating Relation Feature Learning

Considering that the linear hyperplane assumption about
the separation could be insufficient for dealing with very
complex data relation, especially for some linearly inseparable cases, we present a nonlinear version of CHBM named
Latent CHBM, which replaces the linear assumption with a
nonlinear one, by incorporating a set of latent variables to
jointly perform relation feature learning and classification.
3.2.1 Latent Conditional High-order Boltzmann Machine
To achieve the nonlinearity, similar to neural networks, we
employ an additional set of binary-valued latent variables1 ,
denoted by h = {hk }k∈K ∈ {0, 1}K , to block the pathway
from input pairwise variables x, y to output class variables
z, as illustrated in Figure 1 (b).
The connections among x, y and h are three-way multiplicative interactions, denoted by a three-order weight
tensor W = {Wijk }i∈I,j∈J,k∈K . Each slice W··k blended by
a latent variable hk describes a particular type of relation
between x and y. As a result, the tri-partite network consisting of x, y and h actually performs relation feature learning,
where h can be regarded as the extracted relation features.
Afterwards, features h and classes z are fully connected with
a weight matrix U = {Ukt }k∈K,t∈{1,2} , which can be viewed
as a classifier for predicting relation classes.
It should be noted that, the existing relation learning
methods (e.g., [7]) usually 1) learn relation features from
pairwise samples and 2) feed the features to a prediction
classifier separately in a two-phase learning procedure. It
could be suboptimal for classification since the supervised
1. We can potentially exploit more sets of latent variables, but they
will dramatically increase the computational complexity.

4

information is not utilized for discovering discriminative
prosperities during feature learning. In contrast, Latent
CHBM jointly performs these two steps in a single-phase
learning procedure which is able to learn class-sensitive
relation features.
The energy function of Latent CHBM is defined as:
X
X
E(x, y, h, z) = −
Wijk xi yj hk −
Ukt hk zt
ijk
kt
(7)
− aT x − bT y − cT h − dT z
where a, b, c and d are biases of x, y, h and z, respectively.
Then, based on the energy function, the joint distribution
over all the observed variables can be obtained by marginalizing h:

p(x, y, z) =

X
h

p(x, y, h, z) =

1 X −E(x,y,h,z)
e
h
Z

(8)

P
where Z = x,y,h,z e−E(x,y,h,z) is the partition function for
normalization.
Since there is no internal connection within all the layers, by taking advantage of the conditionally independent
property, the inferences are straightforward:
Y
X
p(x|y, h) =
σ(ai +
Wijk yj hk )
i
jk
X
Y
σ(bj +
Wijk xi hk )
p(y|x, h) =
ik
j
X
X
Y
σ(ck +
Wijk xi yj +
Ukt zt ) (9)
p(h|x, y, z) =

p(zt |h) =

ij
k
P
dt + k Ukt hk
e
P d +P U h
t∗
k kt∗ k
t∗ e

t

where σ(x) = 1/(1 + e−x ) is the sigmoid function.
It is also possible to compute p(zt |x, y) exactly for class
prediction during test:
P
−E(x,y,h,zt )
h1 ,··· ,hK ∈{0,1} e
p(zt |x, y) = P
−E(x,y,h,zt∗ )
t∗∈{1,2},h1 ,··· ,hK ∈{0,1} e
P

=P

ed t +

k

P

log(1+eck +Ukt +
P

dt∗ +
t∗∈{1,2} e

k

ij Wijk xi yj )

log(1+eck +Ukt∗ +

P

ij Wijk xi yj )

(10)
In the above equation, the model first measures
how
well
P
the inputs fit the “filter” W··k with the ij Wijk xi yj term,
where all the filters are shared across the two classes. Then,
the class-specific weights Ukt and biases ck are used to make
the probabilities of different classes more separable. Different from the bilinear CHBM (in Equation 4), Latent CHBM is
actually a log-bi-nonlinear
model, where
a bi-nonlinear score
P
P
function dt + k log(1 + eck +Ukt + ij Wijk xi yj ) is utilized
to computed the class probability.
3.2.2

Three-way Tensor Factorization

The model contains a three-order weight tensor W, which
could have millions of parameters and thus easily leads
to the over-fitting problem. To reduce such huge number
of parameters, we utilize the tensor factorization [9] to
efficiently approximate the weight tensor. In detail, each
component Wijk of W is approximated by a three-way inner
product:
XF
y
x
h
Wijk =
Wif
Wjf Wkf
(11)
f =1
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x
where F is the number of latent factors, W ={Wif
}i∈I,f ∈F ,
y
h
y
h
W ={Wjf }j∈J,f ∈F and W ={Wkf }h∈J,f ∈F are three matrices which have sizes of I × F , J × F and K × F ,
respectively. Such tensor factorization can largely reduce the
number of parameters from O(I 3 ) to O(I 2 ).
In this way, we present a factored version of Latent
CHBM as shown in Figure 1 (c), whose energy function
can
by replacing Wijk (in Equation 7) by
P bex obtained
y
h
f Wif Wjf Wkf :
X
y
h
x
E(x, y, h, z) = −
hk )
(Wif
xi )(Wjf yj )(Wkf
f ijk
X
−
Ukt hk zt − aT x − bT y − cT h − dT z
kt
(12)
where each factor f defines a triplet of filters corresponding to observed variables x, y and latent variables h,
respectively. Minimizing the energy
amounts to
P function
P
y
x
make the three filter-responses
(W
x
)
,
i
j (Wjf yj )
if i
P
h
and k (Wkf
hk ) matched multiplicatively. Different from
the unsupervised filter matching [9], [7], here the latent
variables h are more class-sensitive
due to the supervision of
P
relation classes in the kt Ukt hk zt term. We can also rewrite
the corresponding joint and conditional distributions in the
similar way, but we omit the details here due to the space
limitation.

3.2.3 Learning
Similar to CHBM in Section 3.1, we use the objective function (in Equation 5) to discriminatively learn Latent CHBM.
The gradient of log p(zα |xα , yα ) with respect to a model
parameter θ ∈ W can be computed exactly as follows:
α
∂ log p(zα |xα , yα ) X
α ∂Mkt
=
σ(Mkt
)
k
∂θ
∂θ
α
X
α
α α α ∂Mkt∗
−
σ(Mkt∗
)p(zt∗
|x , y )
k,t∗
∂θ
(13)
P
α
α α
where Mkt = ck + Ukt + ij Wijk xi yj . Thus, for the facx
tored Latent CHBM, the gradient with respect to Wif
can be
computed using the chain rule:
∂ log p(zα |xα , yα ) X ∂ log p(zα |xα , yα ) ∂Wijk
=
(14)
x
x
jk
∂Wif
∂Wijk
∂Wif
where the two terms on the right side can be obtained from
Equations 13 and 11, respectively.
However, we experimentally find that, when directly
performing discriminative learning with random parameter
initialization, the model tends to be stuck in some bad
optima and the performance is unsatisfactory. To overcome
this issue, we replace random initialization with a better
one obtained by generative learning. This additional step
aims to uncover the intrinsic configuration of all variables to
facilitate the subsequent discriminative learning. We therefore exploit a two-stage learning algorithm, including 1)
pretraining the parameters with generative learning for a
few iterations, and 2) finetuning them with discriminative
learning objective. We find that such a two-stage learning
procedure can achieve satisfactory performance. The details
of generative pretraining are described as follows.
Generative Pretraining
The objective of generative
pretraining is the negative joint log-likelihood:
X
Lgen = −
log p(xα , yα , zα )
(15)
α
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Algorithm 1 The generative pretraining of Latent CHBM.
Input: training data {xα , yα , zα }, learning rate λ
Notation: a ← b: setting a as value b, b
a ∼ a: sampling b
a from a
// M update iterations
for m = 1 to M do
// Positive phase
x(0) ← xα , y(0) ← yα , z(0) ← zα , h(0) ← p(h|x(0) , y(0) , z(0) )
// Negative phase
d
h(0) ∼ p(h|x(0) , y(0) , z(0) ), s ∼ Bernoulli(1, 0.5)
if s > 0.5 do
d
d
x(1) ∼ p(x|y(0) , h(0) ), y(1) ∼ p(y|x(1) , h(0) )
else
d
d
y(1) ∼ p(y|x(0) , h(0) ), x(1) ∼ p(x|y(1) , h(0) )
end if
d
z(1) ∼ p(z|h(0) ), h(1) ← p(h|x(1) , y(1) , z(1) )
// Update parameters
for θ ∈ Θ do
∂
∂
∆θ ← ∂θ
E(x(0) , y(0) , h(0) , z(0) ) − ∂θ
E(x(1) , y(1) , h(1) , z(1) )
θ ← θ − λ∆θ
end for
end for

where D = {(xα , yα , zα )}α=1,···,N is the training data, and
the joint distribution p(x, y, z) is shown in Equation 8.
Pretraining proceeds via stochastic gradient descent, and
the exact gradient of log p(xα , yα , zα ) with respect to the
model parameter θ ∈ W is:

∂
∂ log p(xα , yα , zα )
= − Eh|xα ,yα ,zα [ E(xα , yα , h, zα )]
∂θ
∂θ
∂
+ Ex,y,h,z [ E(x, y, h, z)]
∂θ
(16)
where the two terms on the right side denote two expectations with respect to the data distribution and the model
distribution, respectively. The computation of the first term
is tractable while the second one is not, which has to sum
over all the exponential number of possible instantiations,
so we exploit a supervised version of three-way Contrastive
Divergence (CD) [18], [7] for efficient gradient approximation. In particular, the approximation procedure consists of:
1) taking the training data as initial state, 2) performing one
or more steps Gibbs sampling alternatively from one of the
four distributions p(x|y, h), p(y|x, h), p(h|x, y, z), p(z|h), and
3) replacing the untractable expectation term by the expectation of sampled state. The detailed learning procedure with
one-step Gibbs sampling is illustrated in Algorithm 1.
After learning, given a pair of inputs x and y, we can
directly obtain two outputs z1 and z2 with Equation 10.
Through comparing the two values, we can decide x and
y as matched or mismatched according to Equation 1.
3.3

Untangling Factors of Variation

As we know, data relation is composed of various factors
of variation, e.g., the relation of a pair of facial images
depends on the factors of identity, expression and illumination. However, previous models only focus on modelling
the class-related factors, but ignore other ones. For example,
in face verification, the relation of two facial images is
generally categorized into two classes, according to the class
factor of identity, without considering the environmental
factors of expression, illumination and head pose. In fact,
these tangled factors can easily affect the modelling of class
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Fig. 2. The CHBM, Gated CHBM and its factored version. (b) x, y, h and z are two input layers, a hidden layer, and a class layer, respectively. The
connections among x, y, h and z are four-way multiplicative interactions, represented by a four-order weight tensor W. (c) Wx , Wy , Wh and Wz are
four sets of filters which project x, y, h and z to a set of latent “factors”. fx , fy , fh and fz are the corresponding filter responses.

factor and thus degenerate the performance. Therefore, to
untangle factors of variation for data relation, we propose
another improved variant of CHBM, namely Gated CHBM.

×

=

𝐳

3.3.1

Gated Conditional High-order Boltzmann Machine

The proposed Gated CHBM is illustrated in Figure 2 (b),
which is made up of two sets of observed variables x and
y, a set of class variables z, and an additional set of latent
variables h. Variables z and h are used to denote two untangled factors of variation, namely “class” and “environment”,
respectively.
To untangle the two factors of class and environment,
it is necessary to use multiplicative interactions between
variables z and h. As shown in Figure 3, the outer product
hzT produces eight environment-related subclasses, each
of which is a free combination of class and environment
factors. When given an instantiation of the environment
variables, the model actually performs an environmentfree classification. The final classification decision can be
obtained by marginalizing over the environment variables.
Considering the multiplicative interactions between x and
y, the connections among x, y, h and z are thus four-way
multiplicative interactions, denoted by a four-order weight
tensor W = {Wijkt }i∈I,j∈J,k∈K,t∈{1,2} .
The energy function of Gated CHBM is defined as:
X
E(x, y, h, z) = −
Wijkt xi yj hk zt − aT x
ijkt
(17)
− bT y − cT h − dT t
where a, b, c and d are biases of x, y, h and z, respectively.
Then, we can obtain the joint distribution over all the
observed variables p(x, y, z) similar to Equation 8.
We can perform tractable inferences as follows:
Y
X
p(x|y, h, z) =
σ(ai +
Wijkt yj hk zt )
i
jkt
Y
X
p(y|x, h, z) =
σ(bj +
Wijkt xi hk zt )
j
ikt
Y
X
(18)
p(h|x, y, z) =
σ(ck +
Wijkt xi yj zt )
k

ijt

P

edt + ijkt Wijkt∗ xi yj hk
p(zt |x, y, h) = P dt∗ +P
ijkt∗ Wijkt∗ xi yj hk
t∗ e
where σ(x) = 1/(1 + e−x ) is the sigmoid function.
During testing, before assigning the two general classes
to pairwise inputs, the model first infers the probabilities of

𝐳𝐡T

𝐡

Fig. 3. The illustration of multiplicative interactions between class and
latent variables. The two variables of z with different edge colors represent two relation classes. The four variables of h with different textures
represent four environments. The outer product zhT represents eight
subclasses with different combinations of edge colors and textures.

the environment-related subclasses (as illustrated in Figure
3) with the following distribution:

p(zt , h|x, y) = P

e

P

t∗,h

P
Wijkt xi yj hk + k ck hk +dt zt
P
P
ijk Wijkt∗ xi yj hk +
k ck hk +dt ∗zt ∗
ijk

e

Note that the model is actually a log-trilinear model, since the probability of each subclass is computed by exponentiating
and normalizing the trilinear score function
P
W
x
y
ijkt
i
j hk . Then, we can compute p(zt |x, y) by
ijk
marginalizing over the latent variables h:
P

p(zt |x, y) = P

edt +

t∗∈{1,2}

k

log(1+eck +

P

ij Wijkt xi yj )

P
P
c + ij
edt∗ + k log(1+e k

Wijkt∗ xi yj
)

(19)
The model can also be interpreted as a mixture model. Each
environment variable hk blends in a three-order slice W··k· ,
corresponding to an environment-specific CHBM. Since the
model integrates out totally 2K possible combinations of
the K environment variables, it is exactly the same as a
mixture of 2K CHBMs. It should be noted that, in contrast
to CHBM, Gated CHBM makes no assumption about the
specific form of the separation boundary, but just uses a
set of latent variables to multiplicatively gate the relation
classification.
3.3.2 Four-way Tensor Factorization
To reduce the large number of parameters in the four order
weight tensor W, we perform four-way tensor factorization
which factors the tensor into four weight matrices Wx =
y
x
h
{Wif
}i∈I,f ∈F , Wy = {Wjf }j∈J,f ∈F , Wh = {Wkf
}k∈K,f ∈F
z
Z
and W = {Wtf }t∈{1,2},f ∈F , where F is the number of latent “factors”. In detail, each element Wijkt is approximated
using a four-way inner product:
XF
y
x
h
t
Wijkt =
Wif
Wjf Wkf
Wtf
(20)
f =1
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The factored Gated CHBM is illustrated in Figure 2
(c), whose energy function can be obtained by plugging
Equation 20 in Equation 17:
X
y
x
h
z
Ef (x, y, h, z) = −
(Wif
xi )(Wjf yj )(Wkf
hk )(Wtf
zt )
f ijkt

− a x − bT y − cT h − dT t
T

(21)
where the energy first fits x, y, h and z to F filters Wx ,
Wy , Wh and Wz , respectively, and then sums over products
of corresponding filter responses. The energy will assign
small values when the filter responses tend to match well.
Such filter matching amounts to finding suitable filters that
can well explain the data relation under the supervision of
relation class labels.
Note that the factorization also introduces a parameter
sharing scheme among classes. Unfactored Gated CHBM
can be viewed as the combination of two class-specific highorder Boltzmann machines, each of which is modelled by
a three-order weight slice W···t . But it is unnecessary to
maintain such class-independency for model parameters,
because the environment factor can be shared across the
two classes as illustrated in Figure 3. By performing the
four-way factorization, the model parameters are naturally
shared among classes.
3.3.3 Learning
Similar to Latent CHBM, we also perform a two-stage
learning procedure for Gated CHBM, including generative
pretraining and discriminative learning.
The formulation of discriminative objective function is
similar to Equation 5, where the conditional distribution
p(z|x, y) is shown in Equation 19. For the unfactored Gated
CHBM, the gradient of log p(zα |xα , yα ) with respect to a
model parameter θ ∈ W can be computed exactly:
α
∂ log p(zα |xα , yα ) X
α ∂Mkt
σ(Mkt
)
=
k
∂θ
∂θ
α
X
α
α α α ∂Mkt∗
−
σ(Mkt∗
)p(zt∗
|x , y )
k,t∗
∂θ
(22)
P
α
α α α
where Mkt = ck + ij Wijkt xi yj zt . Note that the gradients
with respect to biases a and b are 0 since they are eliminated
in the computation of p(y|x). Then, for the factored model,
x
we can compute the gradient with respect to Wif
using the
chain rule:
∂ log p(zα |xα , yα ) X ∂ log p(zα |xα , yα ) ∂Wijkt
=
(23)
x
x
jkt
∂Wif
∂Wijkt
∂Wif
where we can use Equations 22 and 20 to compute the two
terms on the right side.
Generative Pretraining
The objective of generative
pretraining is similar to Equation 15. The exact gradient of
the log-likelihood term with respect to the model parameter
θ ∈ W is computed as follows:

∂ log p(xα , yα , zα )
∂
= − Eh|xα ,yα ,zα [ E(xα , yα , h, zα )]
∂θ
∂θ
∂
+ Ex,y,h,z [ E(x, y, h, z)]
∂θ
(24)
Similar to Equation 16, the expectation with respect to the
model distribution is intractable, so we develop a fourway Contrastive Divergence to approximate it. In particular,

7

Algorithm 2 The generative pretraining of Gated CHBM.
Input: training data {xα , yα , zα }, learning rate λ
Notation: a ← b: setting a as value b, b
a ∼ a: sampling b
a from a
// M update iterations
for m = 1 to M do
// Positive phase
x(0) ← xα , y(0) ← yα , z(0) ← zα , h(0) ← p(h|x(0) , y(0) , z(0) )
// Negative phase
d
h(0) ∼ p(h|x(0) , y(0) , z(0) ),
s ∼ Uniform(0, 0.6) // Six sampling cases
if 0 ≤ s < 0.1 do
d
d
x(1) ∼ p(x|y(0) , h(0) , z(0) ), y(1) ∼ p(y|x(1) , h(0) , z(0) ),
d
z(1) ∼ p(z|x(1) , y(1) , h(0) )
else if 0.1 ≤ s < 0.2 do
······
end if
h(1) ← p(h|x(1) , y(1) , z(1) )
// Update parameters
for θ ∈ Θ do
∂
∂
E(x(0) , y(0) , h(0) , z(0) ) − ∂θ
E(x(1) , y(1) , h(1) , z(1) )
∆θ ← ∂θ
θ ← θ − λ∆θ
end for
end for

we generate new samples by performing Gibbs sampling
alternatively from one of the four distributions p(x|y, h, z),
p(y|x, h, z), p(h|x, y, z), p(z|x, y, h) (in Equation 18), while
keeping the other three fixed. Different from bi-partite standard RBM and tri-partite Latent CHBM, Gated CHBM is
a quad-partite model which has to visit all the four sets of
variables during one-step sampling. Since we have to decide
which set to sample first, to reduce the bias caused by the
order, the sampling is performed in a random order. The
detailed learning procedure with one-step Gibbs sampling
is illustrated in Algorithm 2.

4

E XPERIMENTS

To verify the effectiveness of our proposed models, we perform a series of experiments including invariant recognition,
face verification and action similarity labeling.
4.1

Invariant Recognition

To study the capacity of handling various factors of variation, we apply our models to the task of invariant recognition [3], which assigns binary classes (“matched” or “mismatched”) to pairwise handwritten images or a set of images with high-order relation. The experimental datasets
are four variants of MNIST [21], including basic, rot, bg img and bg -rand. As shown in Figure 5, the images contain
different factors of variation such as writing style, rotation
angle and background noise. Following the public protocol,
for each of these four datasets, 10,000, 2,000 and 50,000
samples are split as training, validation and testing sets,
respectively.

𝑏𝑎𝑠𝑖𝑐

𝑟𝑜𝑡

𝑏𝑔-𝑖𝑚𝑔

𝑏𝑔-𝑟𝑎𝑛𝑑

Fig. 5. Samples in the basic, rot, bg -img and bg -rand datasets.
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(a) basic

(b) rot

(c) bg -rand

(d) bg -img

Fig. 4. ROC curves of invariant recognition obtained by all the compared methods on the basic, rot, bg -rand and bg -img datasets.

4.1.1

Two-order Relation Learning

Since relation learning models use pairwise image for twoorder relation learning, we then randomly generate 20,000
(20,000), 2,000 (2,000), 10,000 (10,000) matched (mismatched)
pairs of images for training, validation and testing from the
corresponding sets, respectively, and repeat five times. Note
that two images are treated as matched as long as they
belong to the same digit class. For each image, we first
exploit a three-layer Deep Belief Net (DBN) [5] to extract
features, and then use these features for relation learning.
We compare our models with four distance metric learning or similarity learning methods, including Cosine similarity, ITML [1], Gated RBM [9] and MorphBM [7]. Some
hyperparameters such as the number of latent variables and
learning rate are all selected based on the performance on
the validation set2 . For each of the two CHBM variants,
we study its performance under three settings in terms of:
1) generative learning only (denoted by suffix “-gen”), 2)
discriminative learning only (denoted by suffix “-dis”), and
3) discriminative learning with generative pretraining.
The accuracies of all the compared methods are shown in
Table 1, from which we can see that our models consistently
outperform other compared methods on all the four datasets. In particular, compared to the unsupervised learning
methods Gated RBM and MorphBM, CHBM and its variants greatly improve the classification performance, which
demonstrates the discrimination of exploiting relation class
labels for supervised relation learning. For both Latent
2. We experimentally find that by replacing the random weight
matrix initialization [19] with identity matrix in generative pretraining,
our models can obtain better performance.

TABLE 1
Accuracies of invariant recognition by all the compared models on the
MNIST-variant datasets.
Method
Cosine
ITML [1]
Gated RBM [9]
MorphBM [7]
CHBM
Latent CHBM-gen
Latent CHBM-dis
Latent CHBM
Gated CHBM-gen
Gated CHBM-dis
Gated CHBM

basic
69.69 ±0.43
80.44 ±0.09
73.63 ±0.34
91.48 ±0.04
96.05 ±0.01
92.50 ±0.03
94.01 ±0.02
96.21 ±0.01
92.31 ±0.03
94.98 ±0.02
96.33 ±0.01

rot
56.22 ±1.61
60.61 ±1.07
67.06 ±0.81
84.51 ±0.10
86.32 ±0.04
85.65 ±0.05
82.22 ±0.07
87.41 ±0.04
85.97 ±0.05
83.74 ±0.07
87.47 ±0.02

bg -img
53.17 ±1.77
63.54 ±0.83
67.23 ±0.50
78.11 ±0.39
79.57 ±0.28
79.80 ±0.28
75.93 ±0.32
80.84 ±0.23
79.75 ±0.27
77.11 ±0.29
81.13 ±0.20

bg -rand
59.71 ±1.73
72.44 ±0.39
80.69 ±0.08
85.27 ±0.06
87.13 ±0.04
87.38 ±0.04
85.35 ±0.06
87.83 ±0.03
86.29 ±0.04
86.02 ±0.04
87.70 ±0.02

CHBM and Gated CHBM, joint generative pretraining and
discriminative learning can always yield higher accuracies
than only generative learning. Noticing that Gated CHBM
performs better than Latent CHBM on most datasets, which
results from the fact that Gated CHBM makes the less
assumption about the decision boundary of classification,
and is able to leverage potential resources to promote the
accuracies.
We take the output probabilities of the matched class as
similarity scores, and draw the Receiver Operating Characteristic (ROC) curves on the basic, rot, bg -rand and bg img datasets in Figure 4. Note that the scales of the “true
positive rate” axes in the figures are different with the goal
to provide a better visualization. We can observe that, all
our methods present much better performance than other
methods, which is in consistence with the classification
accuracies in Table 1. In addition, Latent CHBM and Gated
CHBM obtain very similar performance.
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(a) MorphBM (basic)

(b) MorphBM (rot)

(c) MorphBM (bg -rand)

(d) MorphBM (bg -img )

(e) CHBM (basic)

(f) CHBM (rot)

(g) CHBM (bg -rand)

(h) CHBM (bg -img )

(i) Gated CHBM (basic)

(j) Gated CHBM (rot)

(k) Gated CHBM (bg -rand)

(l) Gated CHBM (bg -img )

(m) Latent CHBM (basic)

(n) Latent CHBM (rot)

(o) Latent CHBM (bg -rand)

(p) Latent CHBM (bg -img )

Fig. 6. T-SNE visualization of predicted similarities by MorphBM (a∼d), CHBM (e∼h), Gated CHBM (i∼l) and Latent CHBM (m∼p) on the basic,
rot, bg -rand and bg -img datasets.

TABLE 2
Accuracies of invariant recognition by all the compared models on the
MNIST-variant datasets, with high-order relations.
Method
Gated RBM [9]
MorphBM [7]
CHBM
Latent CHBM
Gated CHBM

basic
71.80 ±0.36
90.31 ±0.05
93.69 ±0.01
94.10 ±0.01
95.01 ±0.01

rot
64.33 ±0.77
79.64 ±0.09
82.05 ±0.07
82.22 ±0.07
83.74 ±0.06

bg -img
62.60 ±0.70
72.40 ±0.31
74.77 ±0.32
75.50 ±0.30
77.02 ±0.27

bg -rand
71.90 ±0.36
82.28 ±0.05
85.22 ±0.06
85.65 ±0.06
86.47 ±0.06

For further comparison, we use t-SNE [30] to visualize
data manifolds based on the predicted similarity scores by
MorphBM, CHBM, Latent CHBM and Gated CHBM. The
embedded datapoints of basic, rot, bg -rand and bg -img
datasets are shown in Figure 6, where each color denotes
one of the ten classes. We can see that CHBM, Latent CHBM
and Gated CHBM all obtain a better visualization than
MorphBM, i.e., having much smaller intra-class variance
and higher inter-class separability, which mainly results
from the discrimination of exploiting relation labels. Among
the three proposed models, Latent CHBM achieves the best
visualization result. It indicates that the learning scheme
of joint relation feature learning and classification is much
more effective for preserving the data structure.
4.1.2 High-order Relation Learning
To demonstrate whether our proposed models can work
well when the order of data relation is higher than two, we

perform another set of experiments in terms of high-order
relation learning, where we set the order of relation as three
for illustration. In particular, we randomly generate 20,000
(20,000), 2,000 (2,000), 10,000 (10,000) matched (mismatched)
triples of images for training, validation and testing from the
corresponding sets, respectively, and repeat five times. Note
that three images are treated as matched as long as they
belong to the same digit class.
We extend Gated RBM [9], MorphBM [7] and our proposed models to handle such a three-order relation by
adding an additional input passway. In this way, the orders
of tensors in these models are higher than previous ones,
and these higher-order tensors are approximated by more
matrices. The accuracies of all the compared methods are
shown in Table 2. We can see that our models still perform
much better than other compared methods on all the four
datasets, which demonstrates that exploiting relation class
labels can be very useful for high-order relation learning.
In addition, Gated CHBM achieves the best result among
all the CHBM variants. Note that here we only study the
performance of three-order relation learning, our models
can be similarly adapted to deal with the cases with higherorder relation.
4.2

Face Verification

In this section, we will apply our models to a more challenging task, namely face verification, which has drawn much
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(a) Restricted, label-free outside data
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(b) Unrestricted, label-free outside data

Fig. 7. ROC curves of face verification by state-of-the-art models on the LFW dataset, under the protocols of restricted and unrestricted, label-free
outside data.

attention recently due to its wide practical applications. The
goal of face verification is to decide whether a given pair
of facial images are matched or not, which is intrinsically a
relation learning problem.
In our experiment, we will use two facial datasets: 1)
LFW [31]. The LFW dataset consists of totally 13,233 facial
images from 5,749 different individuals. Among all of them,
1,680 individuals have at least 2 images while the rest have
only a single image. Since all the images are collected from
the Internet, they contain very large intra-person variation.
2) Multi-PIE [32]. The images of this dataset come from
337 different individuals, which are captured under various
view points, illumination conditions and facial expressions.
Due to the large intra-person variation, directly using
relation learning models to handle raw facial images is very
hard as discussed in [10]. So we first exploit some powerful
hand-crafted descriptors such as LBP [33] to extract robust
facial features, and then perform relation learning based
on the obtained representations. The procedure of feature
extraction includes localizing dense facial landmarks [34],
extracting multi-scale3 features [35] around each landmark,
utilizing PCA for dimensionality reduction4 on the concatenated high-dimensional features, and performing intra-PCA
[36] for intra-personal variation reduction. We perform our
experiment under three commonly used protocols [37]: 1)
restricted, label-free outside data, 2) unrestricted, label-free
outside data, and 3) unrestricted, labeled outside data.
4.2.1

Restricted, Label-free Outside Data

Here we closely follow the public restricted protocol on
the LFW dataset, which splits all the data into ten folds
and performs ten-fold cross validation. In each fold, 300
matched pairs and 300 mismatched pairs of images are
given. For each time cross validation, we have totally 5,400
pairs for training and 600 pairs for test. The average of all
the ten accuracies is taken as the final evaluation. Note that
since the individual name of each facial image is unknown,
we can only use the restricted number of image pairs for
training. Similarly, on the Multi-PIE dataset, for each of ten
3. The sizes of the images in each scale are [300, 300], [212, 212], [150,
150], [106, 106], [75, 75].
4. We vary the PCA dimensions from 100 to 2,000, but find it does
not change the order of performance. In addition, most methods can
achieve their best performance when the dimension is 400.

times cross validation, we randomly select 49 identities for
test and the rest for training. Accordingly, there are totally
5,400 and 600 pairs for training and test, respectively.
TABLE 3
Accuracies of face verification by all the compared models on the LFW
and Multi-PIE datasets, under the protocol of restricted, label-free
outside data (all use the same facial representations as inputs).
Method
ITML [1]
Sub-SML [36]
Gated RBM [9]
MorphBM [7]
CHBM
Gated CHBM
Latent CHBM

LFW
77.90 ±3.55
86.93 ±4.90
82.45 ±2.85
85.20 ±1.51
89.46 ±0.54
90.78 ±0.98
91.40 ±1.14

Multi-PIE
88.46 ±4.15
91.20 ±3.66
92.66 ±1.28
93.58 ±0.44
95.81 ±0.70
97.03 ±0.66
97.11 ±0.64

In addition to ITML [1], Gated RBM [9] and MorphBM
[7], we also compare our models with Sub-SML [36] which
is a state-of-the-art model for face verification. We use the
same facial representations for all the methods and the
corresponding accuracies on the two datasets are illustrated
in Table 3. As we can see, all our models can achieve better
performance than Gated RBM and MorphBM. Latent CHBM
and Gated CHBM consistently outperform CHBM on the
two datasets, which indicates that both learning relation
features and untangling factors of variation are useful for
modelling data relation.
TABLE 4
Accuracies of face verification by state-of-the-art models on the LFW
dataset, under the protocol of restricted, label-free outside data (the
compared results are directly cited from already published papers).
Method
PAF [38]
Convolutional DBN [39]
CSML [40]
HTBIF [41]
SFRD+PMML [42]
LM3L [43]
Sub-SML [36]
DDML [44]
VMRS [45]
Sub-SML + LFW3D [46]
HPEN + DDML [47]
Ours (ensemble)

Accuracy
87.77 ±0.51
87.77 ±0.62
88.00 ±0.37
88.13 ±0.58
89.35 ±0.50
89.57 ±1.53
89.73 ±0.38
90.68 ±1.41
91.10 ±0.59
91.65 ±1.04
92.80 ±0.47
93.55 ±1.07

On the LFW dataset, we follow the score combination
strategy in [48] and [49] to further improve the face verification accuracy. We first obtain similarity scores of CHBM
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variants on LBP and SIFT descriptors, respectively, and
then classify the concatenated similarity scores with a linear
SVM. We compare the improved result with the state-of-theart ones (under the protocol of restricted, label-free outside
data) on the LFW dataset in Table 4. Note that the results of
the compared models are from the LFW websites5 . From the
table, we can see that our model achieves 93.55% accuracy,
which is much better than most state-of-the-art methods. We
also present ROC curves in Figure 7 (a), which shows that
our model can obtain higher true positive rates when false
positive rates are low.
4.2.2 Unrestricted, Label-free Outside Data
In this protocol, the individual name of each image is available, so we can generate as many matched and mismatched
pairs as desired. In our experiment, on the LFW dataset,
we generate 15,000 matched and 15,000 mismatched pairs
of images for each time training6 . While on the Multi-PIE
dataset, we generate 10,000 matched and 10,000 mismatched
pairs of images for training, repeated ten times.
TABLE 5
Accuracies of face verification by all the compared models on the LFW
and Multi-PIE datasets, under the protocol of unrestricted, label-free
outside data (all use the same facial representations as inputs).
Method
ITML [1]
LDML [2]
Sub-SML [36]
Gated RBM [9]
MorphBM [7]
CHBM
Gated CHBM
Latent CHBM

LFW
87.73 ±3.96
88.13 ±2.88
87.58 ±4.64
86.30 ±2.59
89.95 ±1.23
90.68 ±1.28
91.10 ±0.99
91.50 ±1.36

Multi-PIE
94.21 ±1.42
95.38 ±0.92
93.63 ±1.78
94.75 ±1.49
96.70 ±0.54
98.21 ±0.40
98.25 ±0.45
98.28 ±0.55

Under this protocol, we additionally compare with another method LDML [2]. The recognition accuracies of all
the compared methods under this protocol are shown in Table 5. We can find the overall gains in performance for all the
methods when comparing with Table 3, which results from
the usage of more training pairs. In this unrestricted setting,
our methods still surpass MorphBM by 1.55% and 1.58%
on the two datasets, respectively. Note that the promotions
are not so significant as those in Table 3, which means that
our models can make better use of limited training data
to achieve more discriminate results due to the usage of
supervised information.
On the LFW dataset, we further compare our models
with the state-of-the-art models (under the protocol of unrestricted, label-free outside data) in Table 6, and draw their
ROC curves in Figure 7 (b). Similar to the restricted protocol,
we use score combination to further improve the accuracy
of our models to 94.91%. From both table and figure, we can
find that our method performs well.
4.2.3 Unrestricted, Labeled Outside Data
Recently, the highest accuracy on the LFW dataset under the
protocol of unrestricted, labeled outside data has reached
over 99% [54], in which the usage of large-scale labeled
training data outside of LFW plays a significant role. The
5. http://vis-www.cs.umass.edu/lfw/results.html.
6. In fact, when the number of training pairs becomes larger than
30,000, the performance remains unchanged.
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TABLE 6
Accuracies of face verification by state-of-the-art models on the LFW
dataset, under the protocol of unrestricted, label-free outside data (the
compared results are directly cited from already published papers).
Method
LDML [2]
Multishot [48]
PLDA [50]
Sub-SML [36]
Joint Bayesian [49]
ConvNet-RBM [51]
VMRS [45]
Fisher Vector Faces [52]
MLBPH+MLPQH+MBSIFH [53]
High-Dim LBP [35]
HPEN + DDML [47]
Ours (ensemble)

Accuracy
87.50 ±0.40
89.50 ±0.51
90.07 ±0.51
90.75 ±0.64
90.90 ±1.48
91.75 ±0.48
92.05 ±0.45
93.03 ±1.05
93.03 ±0.82
93.18 ±1.07
95.25 ±0.36
94.91 ±0.93

labeled outside data are commonly used by convolutional
neural networks (CNN) [55] to learn more robust facial
representations than LBP-based ones, which can greatly facilitate relation learning in the following verification phrase.
Similar to [56], we also train a CNN on a large-scale outside
dataset, namely CASIA-WebFace [57], to extract more robust
representations for LFW.
TABLE 7
Accuracies of face verification by state-of-the-art models on the LFW
dataset, under the protocol of unrestricted, labeled outside data (the
compared results are directly cited from already published papers).
Method
Joint Bayesian [49]
ConvNet-RBM [51]
High-Dim LBP [35]
TL Joint Bayesian [58]
DeepFace [59]
DeepID [60]
PSE [61]
GaussianFace [62]
DeepID2 [63]
FaceNet [54]
Cosine (baseline)
CHBM
Gated CHBM
Latent CHBM
Ours (ensemble)

Accuracy
92.42 ±1.08
92.52 ±0.38
95.17 ±1.13
96.33 ±1.08
97.35 ±0.25
97.45 ±0.26
98.07 ±0.06
98.52 ±0.66
99.15 ±0.13
99.63 ±0.09
96.77 ±1.03
97.55 ±0.80
97.75 ±0.76
97.80 ±0.75
98.28 ±0.70

We compare our results with the state-of-the-art ones
(under the protocol of unrestricted, labeled outside data)
on the LFW dataset in Table 7. From the table, we can
see that Latent CHBM performs better than CHBM and
Gated CHBM. Our ensemble method integrating all the
CHBMs can achieve a verification accuracy of 98.28%, which
reduces the error of our implemented baseline method by
46.75%. Although our models perform worse than FaceNet
and DeepID2, they can be potentially improved by using
a stronger baseline, since they mainly focus on relation
learning rather than representation learning.
4.3

Action Similarity Labeling

In addition to the above experiments on static images, we
test our models on videos, particularly the action similarity
labeling challenge [20]. This task aims to measure the similarity of pairwise actions from videos. It is different from
conventional action recognition, which focuses on predicting action similarity rather than individual action label.
The experimental dataset is ASLAN [20], which contains
3697 action samples from 1571 YouTube videos. An action
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Fig. 8. ROC curves of face verification by state-of-the-art methods on the
LFW dataset, under the protocol of unrestricted, labeled outside data.

Fig. 9. ROC curves of action similarity labeling by state-of-the-art models
on the ASLAN dataset.

sample is a clip presenting a detected action, which may
belong to totally 432 non-trivial action classes. For each
sample, we use C3D7 [65] to extract features. In detail, we
spilt each sample video into 16-frames clips which have 8
frames overlapping, and then feed these clips to get the
features in layer fc7. After that, the features for each sample
are obtained by averaging all the clip features, followed
by an L2 normalization. Finally, we use PCA to reduce the
features to 400 dimensions. We follow the public available
protocol to perform the experiment, i.e., using ten-fold cross
validation with the splits provided by the dataset.

we additionally use other three features from C3D layers
prob, fc6 and pool5, and then use linear SVM to classify the
concatenated similarity scores obtained by our models. We
compare our best result with state-of-the-art ones in Table 9.
We can see that the score combination can greatly improve
our accuracy by 6.38%, and our accuracy surpasses the best
reported result from C3D by 3.68%. The comparison of ROC
curves is illustrated in Figure 9, from which we can see that
our model clearly outperforms the current state-of-the-art
models.

TABLE 8
Accuracies and AUCs of action similarity labeling by all the compared
methods on the ASLAN dataset (all use the same video
representations as inputs).
Method
Gated RBM [9]
MorphBM [7]
CHBM
Gated CHBM
Latent CHBM

Accuracy
67.40 ±3.37
68.73 ±2.97
72.58 ±4.59
74.46 ±2.50
75.60 ±3.90

AUC
70.3
73.2
77.0
80.3
80.6

With the same input features, we compare the accuracies
and Area Under ROC Curves (AUCs) of all the models in
Table 8. From the table we can observe the large improvement of our proposed models over both Gated RBM and
MorphBM. It should be noted that Latent CHBM performs
better than Gated CHBM for both action similarity labeling
and face verification, which demonstrates that Latent CHBM can be more robust when handling challenging tasks.
TABLE 9
Accuracies and AUCs of action similarity labeling by state-of-the-art
models on the ASLAN dataset (the compared results are directly cited
from already published papers).
Method
HOG+HOF+HNF [20]
OSSML [66]
MIP [67]
MIP+STIP+MBH [68]
iDT+FV [69]
Imagenet [65]
C3D [65]
Ours (ensemble)

Accuracy
60.88 ±0.77
64.25 ±0.70
65.45 ±0.80
66.13 ±1.00
68.72 ±2.95
67.50
78.30
81.98 ±3.45

AUC
65.3
69.1
71.9
73.2
73.2
73.8
86.5
89.7

Similar to face verification, we use score combination to
further improve the performance of our models. In detail,

5

In this paper, to perform supervised relation learning, we
have proposed a Conditional High-order Boltzmann Machine (CHBM), where the probabilities of relation classes
can be directly inferred through multiplicative interactions.
To deal with complex data relation, we have proposed its
two variants, namely Latent CHBM and Gated CHBM. The
first one jointly performs relation feature learning and classification, while the second one untangles the underlying
factors of variation in data relation. We have demonstrated
the effectiveness of our models by performing experiments
of invariant recognition, face verification and action similarity labeling. In the future, we will consider to exploit
the complementary properties of Latent CHBM and Gate
CHBM to combine them to get more discriminate results, as
well as apply our models to other relation learning tasks.
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