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Abstract—Standing objects on planar surfaces are common to
see in images, e.g. people on the ground. For most objects to stay
stable on the plane, planar contact is a necessary requirement.
However, 2D image splicing usually disregards this physical
constraint of 3D world, leading to a potential artifact of object
not attached to the plane. This paper is the first attempt to
use the contact constraint of standing objects as a new clue
for image forensics. Accordingly, we propose a novel approach
to first reconstruct the 3D poses of standing objects and their
supporting plane and then measure the contact conditions for
splicing detection. To tackle the problem of unknown object shape
for pose estimation, we effectively employ the prior knowledge
of 3D morphable model to simultaneously estimate both shape
and pose parameters by fitting to image observations. The 3D
normal orientation of the supporting plane is estimated given its
vanishing line. Dealing with uncertainty factors in estimations, we
approximate a distribution of estimates using sampling strategies
and then make the final decision. Particularly, we focused our
method on the important scenario of human figure splicing
detection, and comprehensive experiments on multiple datasets
and typical images proved the encouraging effectiveness of the
new forensic clue and the proposed approach.
Index Terms—Image forensics, splicing detection, contact constraint, 3D morphable model.

I. I NTRODUCTION
LONG with the flourish of digital photos, image editing
softwares like Photoshop are making it much more
convenient to alter the content of images compared with in the
analog age. Forged images frequently appear on the Internet or
news media. They may even help fraud in insurance or act as
false evidence in the court. Image forgery has become a great
threat to information credibility. As an important adversary,
image forensics aims at detecting and locating image forgeries
using multiple clues, and it is drawing more attentions.
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(a) Pristine image

(b) Fake image

(c) The artifact in 3D for the shoe part
Fig. 1. An illustration of our forensic clue. By splicing the standing object
from (a), which in this case is a human figure, to a new position shown in
(b), the underlying 3D pose of the shoes can be changed, and the shoes no
longer contact the supporting plane shown in (c). (c) is a side view of a camera
taking image of a 3D shoe. In (c), S and S 0 represent the original and spliced
positions of shoe images, and O and O0 represent the reconstructed poses of
shoes. The reconstructed shoe pose of O0 may also have a rotation, because
splicing changed the position of shoe image.

Image manipulations usually leave some artifacts or destroy some original consistencies. There have been different
work focusing on the artifact of copy-move [1], the artifact
of multiple JPEG compressions [2, 3], the artifact in high
frequency image signal [4], the inconsistency of camera sensor
noise [5], and the inconsistency in lighting directions [6]
and in perspective geometry [7]. Different from those, in
this work we propose a new forensic technique about the
physical plausibility of standing objects on supporting planar
surfaces. More specifically, we investigate the pose consistency
between objects and their supporting plane. Standing objects
on planar surfaces are common, e.g. standing people on the
ground, bottles on the table, and cars on the road. As we
all know, to balance the gravitational pull, the bottom of a
standing object has to contact the supporting plane to produce
a supporting force. To the best of our knowledge, our work is
the first attempt to use this physical law of contact constraint
of standing objects for image forensics.
We argue that, when a forger splices the image of a standing
object to a new position or to another image, it is usually
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hard to make the object actually and physically contact the
supporting plane in the 3D environment. See Fig. 1 for an
example. To detect this new kind of artifact, we propose
to first reconstruct the 3D poses of standing objects and
their supporting plane and then measure the agreement of
contact constraint. However, a difficult problem is that in
many cases we do not know the exact 3D shapes, which
hinders accurate pose estimation. To tackle this, we propose
to leverage the prior knowledge of a 3D morphable model
(3DMM) to simultaneously estimate both pose and shape
parameters.
Particularly, given that forgeries regarding images of people
are often vicious and more harmful, we are more focused on
the splicing detection of standing human figures. However,
it should be noted that the proposed method is a general
approach and can be easily applied to other standing objects.
As the contacting part of normally standing people, shoes
should stick firmly on the ground. If the estimated 3D pose of
shoes is not consistent with that of the ground, as shown by
O0 in Fig. 1, the figure is decided to be a potential splicing.
We newly construct a 3D morphable model of shoes with
contour observations as the fitting guidance to effectively
estimate the shoes’ 3D shape and pose parameters. To check
the planar contact constraint with the ground, the 3D normal
orientation of the ground plane is estimated given its vanishing
line. Considering uncertain factors, we also use sampling
strategies to build a distribution of possible solutions for the
above estimations for shoes and ground plane. Comprehensive
experiments are conducted on synthetic dataset, photographic
dataset, and several real examples, and the results show the
encouraging accuracy and splicing detection efficacy of the
proposed method.
II. R ELATED W ORK
In this section, we give a brief review about related existing
geometric-based forensic methods and also introduce some 3D
morphable model backgrounds. The geometric-based family is
an important part in image forensic toolset. It relies on projective geometry knowledge [8] in classical computer vision
field. In [9], the consistency of vanishing point is checked by
drawing connecting lines between object and mirror reflection
points. The height ratio of people who are standing on the
ground can be calculated and used for forensics [10, 11].
Homography and planar rectification is used for forensics in
[7] with the help of prior knowledge about planar shapes
like known polygons, vanishing line and co-planar circles. In
another work [12], the planar homography is estimated from
known character font on signs and billboards and then used
for detecting character forgery. Another category of inconsistency is found from the camera intrinsic parameters. The
work [13] detects photographic composites of people through
estimating the camera principal point using eye images under
homography transform. In the work [9, 14], another method
to calculate the principal point position is proposed based on
three mutually orthogonal groups of parallel lines.
The above methods mostly explore inconsistencies in 2D
scenarios using only 2D prior information, which includes

rectangles, circles, texts, 2D feature correspondences and
parallel lines. However, these 2D geometries are not always
present or known in images. More often, images show projections of 3D objects. Some other forensic methods can investigate 3D inconsistencies with the help of prior knowledge
in 3D geometry. The work [15] estimates the 3D light source
directions from specular highlights on human eyes using a
3D eyeball model and mirror reflection. The complex 3D
lighting environments can also be estimated using a 3D face
model and Lambertian reflection model [16–18]. In [19], the
famous historical Lee Harvey Oswald in his backyard photo
is analyzed in multiple aspects regarding the imaged scene.
The authors use approximate 3D models of the head, body
and rifle to manually reconstruct the scene in an analysisby-synthesis way. Then, 3D analyses of the scene in shadow,
height, posture and facial appearance are carried out. In [20],
this idea is further explored to analyze the 3D stability of
the figure’s posture. Our proposed approach resembles these
methods in spirit. However, we propose to use a different
clue of contact constraint for image forensics. Also, to tackle
the usual problem of unknown shape models, we employ the
effective 3D morphable model to automatically reconstruct
both 3D shape and pose, which points out a new direction
when the exact 3D model is not known priori.
We then give a brief introduction to 3D morphable model
(3DMM). 3DMMs are commonly used in facial analysis area.
The first 3D morphable face model is proposed in [21], it is a
parametric statistical model of human face shape and texture.
The shape model is usually represented by a dense 3D mesh
and constructed using PCA. The fitting of 3DMM to a given
image refers to adapting the model and rendering parameters
to make the rendered image intensity close to the observed
image [22]. Fitting by only pixel intensity is a hard problem,
because it suffers from ambiguity and many local minimums.
To improve the fitting properties, [23] proposes to use multiple
cues as guidance. A simplified way for fitting is to use only
sparse fiducial points, e.g. the corners of eyes and mouth, as
guidance [24]. The edges or contours can also be used for the
fitting [25] in an Iterative Closest Point (ICP) fashion.
III. P ROPOSED M ETHOD
A. Basic Principles
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Fig. 2. An illustration of 3D arrangement and 2D image observations.
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We begin with a general formulation of the problem. Suppose we want to investigate an image where N objects of
arbitrary shapes are standing on the same supporting plane as
shown in Fig. 2. We choose each object’s coordinate system on
its contact surface, and we also choose the supporting plane’s
coordinate system on the plane. For an object OBJi , we
have some 2D observations on the image denoted as xi . The
observations can be fiducial points or contour points depending
on specific applications. We denote the 6 Degree of Freedom
(DOF) pose parameter of the object relative to the camera as
θpi and its 3D shape as S i . By assuming a camera with known
intrinsic parameters θc , the transformation from 3D object to
its ideal 2D observations through camera projection is modeled
as a function:
x̂i = f (θpi , S i ; θc )

(1)

We now use maximum likelihood estimation (MLE) to estimate the pose parameters. We describe three scenarios with
different degrees of knowledge about the imaged shapes:
1. Suppose in the most ideal cases, we have the exact
3D shape and scale of the imaged object. Then, the pose
parameters are estimated as:
θˆpi = arg max P (xi |θpi ; S i , θc )

(2)

θpi

Because of the contact constraint, all object coordinates are
coplanar with the supporting plane. We can use some distance
metric Dcoplanar to measure the degree of coplanarity between
any two estimated poses, e.g. the coplanarity between plane
x1 O1 y1 and plane x2 O2 y2 in Fig. 2. If the 6 DOF pose of the
supporting plane coordinate can be estimated, the coplanarity
between objects and the plane is also measured. Once the
distance is larger than a threshold, i.e. Dcoplanar (θpi , θpj ) >
T coplanar , we will determine the image as a spliced one. By
checking which object’s pose is inconsistent with the others’,
we may even locate which part is spliced in.
2. Now, let us assume a slightly less ideal case, where
we only know the object’s 3D shape upto an unknown
scale. For example, we know the imaged object’s shape is a
cube, but we do not know its size. In this case, the estimated
pose parameters only have ambiguity in translation, because a
larger further object produces exactly the same image with its
shrunken but nearer version as shown by the two cuboids in
Fig. 2. We cannot use the coplanar condition here. However,
since the estimated rotation parameters are still the same, we
can use the parallelism condition instead, which is a necessary
condition for planar contact. With a surface parallelism metric
Dparal , an image is detected as a forgery if there exists
two objects with Dparal (θpi , θpj ) > T paral . The orientation
of the supporting plane’s normal vector, i.e. Op zp , can also be
estimated given its vanishing line is obtained [8]. In this case,
the parallelism constraint between objects and the supporting
plane is also investigated.
3. A much harder yet more common case is that we do
not know the object’s 3D shape either. However, since objects
of the same category are often regular in shape, e.g. faces or
shoes, we use a parametric 3DMM S(θs ) as a prior knowledge
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for the shapes of this category [21]. Then, the 3D pose and
shape parameters of a standing object are jointly estimated as:
θˆpi , θˆsi = arg max P (xi |θpi , S(θsi ); θc )

(3)

θpi ,θsi

The parallelism condition between estimated poses is investigated to detect image splicing. This case of estimating
both unknown pose and unknown shape parameters is more
difficult, because it has more variables to estimate with the
same amount of observations, making the problem less constrained. However, since this case is more common to see, the
corresponding estimation method has wider applicability.
In the following, we develop a practical algorithm dealing
with the more common case of estimating both unknown pose
and shape. More particularly, we focus on the splicing detection of standing human figures, which is of great importance.
Note that investigating other kinds of standing objects should
be in the same manner. The workflow of the proposed method
is shown in Fig. 3, where we investigate the parallelism
constraint between the contacting part of a figure, i.e. shoes,
and the ground plane. The pose and shape parameters of the
newly constructed 3D morphable shoe model are estimated
using MLE in Equation (3) with the 2D observations being
the contour points. The orientation of ground plane normal
vector is also estimated given its vanishing line. To account for
the errors in the 3DMM fitting and vanishing line estimation,
we also produce a distribution for these estimates using
sampling strategy. More details are discussed in the following
subsections.
B. 3D Morphable Model Construction
Our 3D morphable shoe model is constructed using a
collection of Ns CAD shoe models downloaded from the
web (in our case, Ns = 16). The types of these shoes
include sports, casual, leather, boots and others, which is
adequately diverse. The CAD models cannot be directly used
for morphable model construction, because many CAD models
have complex interior structures and the 3D meshes are not
in semantic correspondence. In the preprocessing, we first
extract the hulls of CAD models [26] and then use nonrigid
ICP algorithm [27] to register a template mesh to each
shoe model. The non-rigid registration brings these 3D shoe
models into the same meshing parameterization, and semantic
correspondences between these models are constructed. Some
sample CAD models and their registered meshes are shown in
Figure 4.
Once the shoe models are registered, we denote the i’th
(1 ≤ i ≤ Ns ) shoe shape by concatenating its vertices’ 3D
coordinates as:
i
i
zN
]T
S i = [xi1 y1i z1i · · · xij yji zji · · · xiNv yN
v
v

(4)

where Nv is the number of 3D vertices. Note that the local
coordinate system for each shoe is located at its center with
the xOy plane parallel with the sole. We then do PCA on these
shoe shapes to obtain the mean shape S 0 and the variational
principle components Φ, which is a 3Nv ×(Ns −1) matrix with
each column being a principle direction of variation. Using this
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Fig. 3. The workflow of the proposed method for human figure splicing detection. In (a), we construct a 3DMM for the shoes category as described in
Subsection III-B. (b) shows a suspected image, in which the figure on the right is actually spliced in. In (c), we annotate the contours for each pair of shoes
(shown in red). (d) and (e) show the results of 3DMM fitting using contours, which is described in III-C. In (c), we also annotate some endpoints of parallel
straight lines (shown in green). In (f), the parallel lines are used to obtain vanishing points (VP), and with at least two vanishing points the vanishing line
(VL) is obtained, from which the orientation of ground plane normal can be calculated (III-D). The final step (g) is the consistency measure for the estimated
pose parameters, whose distributions are represented by sets of colored points, and this is detailed in III-E.

morphable shoe model, a new shape can be obtained by the
linear combination of principle components as:
S(θs ) = S 0 + Φ θs

(5)

where the (Ns − 1) dimensional vector θs is called the shape
parameter. Note that since a pair of shoes is symmetric in
shape, we only construct a morphable model for the left-side
shoe. The right-side shoe model can be obtained by simply
flipping the left-side shoe horizontally. As a result, the two
side shoes share the same set of shape parameters.

~ and ~x are 3D and
where X
coordinates, and

f
K = 0
0

2D points in homogeneous
0
f
0


cx
cy 
1

is the camera intrinsic matrix. As the references [13, 15,
19, 20, 28] did, we assume that the intrinsic parameters are
known. The focal length f could be extracted from EXIF
information, and principal point (cx , cy ) can be assumed to
be at image center. An alternative way to estimate camera
intrinsic parameters is to use three mutually orthogonal groups
of parallel lines in the scene [8, 9]. Thus, we only need to
concern the rotation matrix R and the translation vector ~t.
Knowing that R and ~t are determined by a set of 6-DOF pose
parameters θp (3 Eulerian rotation angles and 3 translation
values), we rewrite Equation (6) as:
~
~x = P (θp ; θc )X

Fig. 4. Sample CAD shoe models and their registered meshes are respectively
shown in the first and the second row.

C. 3D Morphable Model Fitting Using Contours
We use the simple pin-hole camera model to project 3D
model points to 2D image points:
~
~x = K[R|~t ]X

(6)

(7)

(8)

where P (θp ; θc ) is the projection matrix that is only dependent
on the pose of 3D object relative to the camera.
Now, we can project the 3D shoe model onto the 2D image
plane with the projection matrix. To fit the morphable model,
some optional guidances or 2D observations are pixel intensity,
fiducial points and contours (see Section II). For the case
of shoes, we propose to fit the 3D morphable model using
contours as the guidance. The reason is that the contours are
the most salient and stable features that can be observed for
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a shoe image. Some textureless or solid-colored shoes may
not have obvious feature points, but the shoe contours are
almost always recognizable. On the other hand, fitting by
pixel intensity is complex and intractable, because it requires
the simultaneous estimation of lighting condition and also
surface texture. Fitting by fiducial point correspondences is
tractable for face images but not for shoe images, since it
is difficult to accurately define and locate fiducial points. To
instantiate Equation (1), the transformation from 3D object to
its projected 2D contours is formulated as:
ĉ = C(P (θp ; θc )S(θs ))

(9)

Here, ĉ is the projected contour as shown by the green points
in Fig. 5, and C(∗) stands for the operation that extracts
the contour of projected 3D shoe model. Different from in
Equation (5) where the 3D model S(θs ) is represented as a
one dimensional vector, here S(θs ) is reshaped to a 4 × Nv
matrix with each column being a 3D vertex’s homogeneous
coordinate, so that it can be multiplied by the 3 × 4 projection
matrix P (θp ; θc ). We also have some annotated 2D contour
point observations as shown in red lines in Fig. 5. We denote
the contour point observations as c. For the MLE problem
in Equation (3), we assume the likelihood probability of
observing a contour point ci obeys a Gaussian distribution
centered at the projected contour point that is closest to it ĉji .
Consequently, the MLE is converted to the minimization of a
negative log-likelihood (NLL) objective function:
arg min
θp ,θs

N
X
i=1

min kci − ĉj (θp , θs ; θc )k2
j

(10)

s.t. |(θs )i | ≤ kσi , i = 1, 2, ..., (Ns − 1)
Here, to constrain the shoe shape within a reasonable variation,
we impose a hyper-box constraint on the shape parameter θs
in objective function (10). Each dimension of θs is constrained
to be within kσi , where σi is the standard deviation in each
principle direction when doing PCA on the sample shoe
models, and we use k = 1.5 in our experiments. We prefer the
hard hyper-box constraint to a soft elliptical L2 regularization
on the shape parameters, because the latter one is biased to
the mean shape and does not have enough flexibility.

Fig. 5. The evolution of the 3D morphable model during a fitting process.
In the first row, the red lines are the user-annotated contour points c, the blue
overlay with transparency is the projected shoe model, and the green points
are the contour points of the projected shoes ĉ. The two green bounding
boxes are annotated by the user to initialize the translation parameter in θp .
The second row shows the corresponding 3D shoe models in each iteration.

The optimization problem in (10) is solved using the
Iterative Closet Point (ICP) algorithm. More specifically, in
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each iteration, we first find the closest point in projected
contour ĉ for each point in observation c, as the minj function
in (10) does. Through this, the corresponding 3D point for
each observed 2D contour point is localized. After the 2D3D correspondences are established in each iteration, we fix
them and optimize the objective function (10) with respect
to either the pose parameters or the shape parameters while
keeping the other set fixed. The two groups of parameters
are optimized alternatively instead of all together to alleviate
the problem of co-adaption between pose and shape. Each
optimization of (10) is a non-linear least squares problem
(also bounded for shape optimization) with the non-linearity
introduced by the projective camera and the rotation matrix
of Eulerian angles. A gradient-based non-linear least squares
solver is employed to estimate these parameters. After the
adaption of either pose or shape, the shoe model is updated and
re-projected to the image plane, and then the correspondences
are updated before the next iteration of optimization. The
process is repeated until convergence or terminated after a
fixed number of iterations. This ICP-like fitting algorithm is
formally described in Algorithm 1.
Algorithm 1 3D morphable model fitting using contours
1: Input: Questioned image I, 3D morphable model (S 0 , Φ),
camera intrinsic matrix K.
2: Output: Shape parameter θs , pose parameter θp .
3: Initialize θs with zeros
4: Initialize θp according to user interaction
5: Get contour observation c from user annotation
6: repeat
7:
Project current model to image plane by P (θp ; θc )S(θs )
8:
Extract projected contour ĉ using C(∗)
9:
For each observation contour point ci , find the 3D point
that produces the closest projected contour point ĉji as
correspondence
10:
if In odd number iteration then
11:
Optimize Function (10) with respect to pose θp while
fixing θs
12:
else
13:
Optimize Function (10) with respect to shape θs
while fixing θp
14:
end if
15: until Convergence or reached fixed number of iterations
Note that in the objective function (10), we only described
the fitting of a one side shoe, and the degree of freedom (DOF)
in (θs , θp ) is (Ns − 1) + 6. As we know, shoes always appear
in pairs, thus we propose to jointly fit a pair of shoes together.
The main advantage of this strategy is that two shoes have
more observed contour points compared to one shoe, and in
the same time the total number of DOF can be reduced thanks
to the parameter sharing in a shoe pair. Since the two shoes
in a pair have the same set of shape parameters and they are
also assumed co-planar, the DOF for a pair is (Ns − 1) + 9,
which is much less than that of two independent shoes which
is 2 × ((Ns − 1) + 6). With more observed data and less DOF
in parameters, the fitting process can be more tractable. In our
experiments, when both two shoes are visible, we always fit a
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pair together. However, when only one shoe is visible, which
may result from occlusion, we switch to fit a one side shoe.
Another important fact which should be noticed is that
the optimization of objective function (10) is non-convex,
which means the result is dependent on the initialization of
parameters. To give a good initialization for the fitting process,
in Algorithm 1, we initialize θs with zeros, which is the mean
shape, and θp is initialized according to user interaction. Here,
we devised an intuitive interface allowing the user to initialize
both translation parameter (see the green bounding boxes in
Fig. 5) and rotation parameter. This interface allows the user
to interactively rotate the 3D shoe model and in real time
observe its 2D projection to obtain a reasonable initial pose
alignment quality. As for the contours, the estimation result
is not sensitive to annotation noises (as will be verified in the
following experiments). Thus, only modest attention is needed
in contour annotation.
D. Supporting Plane Orientation Estimation from Vanishing
Line
Compared to arbitrary 3D objects like the shoes, straight
lines imply more certain and accurate information about the
imaged scene geometry. In this subsection, we describe how
to estimate the ground plane orientation from the ground’s
vanishing line which can be easily obtained when the scene
has multiple straight lines. Other methods for plane orientation
estimation also exists, e.g. shape from texture [29, 30] and
machine learning methods [31]. In scenes that contain manmade objects and structures, strait lines are ubiquitous. Lines
give us powerful information and are often investigated in
forensic methods. Given three orthogonal groups of parallel
lines, even the camera intrinsic parameters (focal length and
principal point) can be estimated and used for forensics [9].
Different from that, to estimate the ground plane orientation,
we only need two groups of parallel lines that are both parallel
to the ground plane. Then, we obtain two vanishing points
and the ground plane’s vanishing line l. According to [8], the
normal direction n of the ground plane can be estimated using
its vanishing line l as follows:
n = K Tl

(11)

where K is the camera intrinsic matrix. Here the vanishing
line l is represented in its homogeneous form, and the ground
normal n is in the camera coordinate. The vanishing point
in each parallel direction is calculated to obtain the vanishing
line. For the calculation of vanishing points, we adopt the maximum likelihood estimation (MLE) method described in [32],
which minimizes the perpendicular distances from annotated
line endpoints to the lines passing through the vanishing point.
E. Estimation Uncertainties and Consistency Measure
Instead of one-shot estimation, we produce a distribution of
estimates to account for the uncertainty factors by sampling
from them. For the 3DMM fitting of shoes, the main uncertainty lies in the parameter initialization of non-convex optimization. Regarding this, we run Algorithm 1 multiple times
using different initializations of pose parameter θp , which are

randomly sampled around the user-given initialization. As a
result, we can get multiple estimation results for the possible
pose and shape parameters that may produce the contour
observation. For the estimation of vanishing line, a major
uncertainty source is the endpoint annotation. To account for
this, an uncertainty interval for each end point is specified
during annotation according to the degree of edge blurring
as shown by the magnified green endpoint in Fig. 3 (c). We
randomly sample these endpoints to get multiple estimation
results, where the sampling obeys normal distributions with
the user specified endpoints and uncertainty intervals as the
means and standard deviations respectively. Multiple estimated
vanishing lines are also shown in Fig. 3 (c) as a group of
colorized lines with a part of it magnified. Note that the above
multiple runs for shoe pose estimation and vanishing line
estimation do not require multiple times of user interaction.
The initial input data are randomly and automatically sampled
around the user given one.
The orientations of shoes’ z-axes and that of ground plane
normal are used to measure the parallelism condition as
discussed in Subsection III-A. The parallelism metric is simply
the angle distance between two orientations:
Ang(p, q) = arccos(pT q)

(12)

where p, q denote two orientations represented by threedimensional vectors.
Because we have multiple estimations for the poses of shoes
and ground plane, we first define some statistics for sets.
Let P = {p1 , p2 , ..., pn } be a set of orientation estimates
obtained from multiple samplings, and E = {e1 , e2 , ..., en }
be the residual errors of these estimates, which are defined as
the final values of objective function (10) after fitting for the
shoes, and the same values of 1 for the vanishing lines. We
define the weighted average of P as:
Pn 1
i=1 e2 pi
(13)
p0 = Pn i1
i=1 e2i

To measure the uncertainty in a set of multiple estimates, we
also define the weighted standard deviation angle (stdA) as:
vP
u n 1
u i=1 e2 Ang 2 (pi , p0 )
i
P
stdA(P) = t
(14)
n
1
i=1 e2i

For two different sets of estimates P and Q, we define their
average angle distance as:
Davr (P, Q) = Ang(p0 , q0 )

(15)

We also define another measure for the distance between two
sets which is the minimum angle distance:
Dmin (P, Q) = min(Ang(pi , qj ))
i,j

(16)

Note that more complex designs of the distance measure may
be possible, and one can even design machine learning based
metric based on the above features. However, since this is
not the main focus of this paper, in the following experiment
section, we just evaluate the two distance measures Davr and
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(a) Synthetic dataset
T

D

Fig. 6. Schematic plot of the distributions of distances for pristine and fake
images.

Dmin for distinguishing pristine and spliced images by simple
thresholding.
To determine the distance threshold and also assign certainty
to a decision, suppose we have obtained the distributions of
distances for pristine and fake images as shown in Fig. 6. In
practice, these distributions can be approximated using large
amount of experimental data. The denotations f (D|y = 0)
and f (D|y = 1) represent the probability density function of
distances for pristine and fake images respectively. Then, we
can simply derive the probability of an image being fake given
its distance as:
f (D|y = 1)P (y = 1)
f (D|y = 1)P (y = 1) + f (D|y = 0)P (y = 0)
f (D|y = 1)
=
(17)
f (D|y = 1) + f (D|y = 0)

(b) Photographic-1 dataset

P (y = 1|D) =

(c) Photographic-2 dataset

where we assumed the prior probability of being pristine and
fake equally as 0.5. The threshold T is the distance where
being pristine and fake have equal probability. This is the
intersection point of two distributions as shown in Fig. 6.
IV. E XPERIMENTS
A. Datasets and Setups
We conduct experiments on both synthetic data and real
image data to verify the estimation accuracy and splicing
detection efficacy of the proposed method. We created three
datasets and also used an existing dataset as shown in Fig. 7.
The Synthetic dataset has 5 × 4 × 7 = 140 synthetic images of
the size 640 × 640. There are 5 different pairs of CAD shoe
models each rendered in 28 different poses. The inclinations
of the sole plane has 7 angles ranging from 5◦ to 35◦ , and the
orientation of the shoe pair has 4 angles ranging from 0◦ to
60◦ leftwards.
The Photographic-1 dataset has 99 images of 5 different
people taken by an iPhone5S camera, among which 48 images
are pristine and 51 images are fake. These images are singleperson photos. The fake images are created by splicing human
figures into empty background photos using Photoshop. This
dataset is organized in 10 image sets, 5 pristine sets and 5 fake
sets. Each set includes 9 to 10 images of the same person taken
from different distances and viewpoints.
The Photographic-2 dataset has 99 2-persons group photos
also taken by the iPhone5S camera, among which 50 images
are pristine and 49 images are fake. A fake image is created
by splicing a human figure into a single-person original photo.
This dataset is also organized into 5 pristine sets and 5 fake
sets, with each set including 9 to 10 images of the same two
persons taken from different distances and viewpoints.

(d) WIFS15 dataset [11]
Fig. 7. The datasets used in our experiments. In (b) and (c), the two images
on the left are pristine, while the two two images on the right are fake. The
human figures in the right side of fake images in (c) are spliced in. The dataset
shown in (d) is from [11], where objects in blue boxes are pristine and those
in red ones are spliced in.

The WIFS15 dataset is from the paper [11] which estimates
the height ratio between objects for splicing detection. The
original dataset consists of 7 images, while we use 6 of them,
because the last image is a scene of a taekwondo gymnasium,
in which the imaged people were not wearing shoes. We
conduct splicing detection experiment on the 19 standing
human figures in these 6 images, among which 13 figures
are pristine and 6 are fake. This dataset is more challenging,
because far away shoes have very low resolution and many
shoes are either partially occluded by trousers or completely
occluded by the shoe of the other side.
The annotation of contour points for shoe images can
be automated on the Synthetic dataset benefitting from the
pure black backgrounds. To imitate real situations, we omit
the upper quarter of contour points, because they are often
invisible or occluded in real scenes. For the other datasets, the
visible contours of all shoes are manually annotated. In the
Synthetic dataset, the groundtruth poses of shoes relative to
the virtual camera are known, which can be used for testing
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the estimation accuracy of the proposed method. The pristine
image sets in the Photographic-1 dataset are also used for
testing the accuracy of the proposed method. To this end,
we first calculate the “groundtruth” ground plane orientations
in these images by conducting structure from motion (SfM)
[33, 34] on each pristine image set and then fitting a plane
to the reconstructed 3D points on the ground. Note that the
estimation result using SfM is not a perfect groundtruth, but we
still use it as a comparison reference for the estimation results
of our method. We also annotated some endpoints of lines for
the images in the Photographic-1 and WIFS15 datasets, which
are used for ground orientation estimation from vanishing line.
The camera intrinsic parameters for the Synthetic dataset is
known, and for the rest three photographic datasets, the focal
length is obtained from EXIF information and the principal
point is assumed at image center.
B. Computational Cost
As for the efficiency, shoe contour annotation, which is only
conducted once, usually requires around 30 seconds for a pair
of shoes. The time cost for endpoint annotation depends on the
number of annotated endpoints, and it usually takes less than
one minute. For the uncertainty sampling in our experiments,
we run Algorithm 1 for 3DMM fitting 20 times with different
initializations to balance accuracy and computational cost.
This usually takes about 2∼3 minutes on our 12G memory
Intel i7 processor computer. Since the calculation for vanishing
line is very efficient, we run this process 500 times with
different samplings of the endpoints, which takes less than
10 seconds.
C. Estimation Accuracy with Respect to Groundtruth
We first test the accuracy of the proposed method (“3DMM”) for shoe pose estimation on the Synthetic dataset. The
estimation error is the set distance between the estimates and
the groundtruth pose that is known for this synthetic dataset.
Also, the groundtruth 3D shapes in this dataset are known.
This can be considered as the ideal case mentioned in Subsection III-A. As a comparison, we estimate the 3D poses of
these shoes using their groundtruth shape models (“GTshape”),
which is obtained by just adapting the pose parameter θp in
Algorithm 1 while fixing the shape to groundtruth in each
iteration. Similarly, we also make another comparison setup
by fixing the shape to the mean shape of the morphable
model (“meanShape”), which means estimating the pose using
a common general 3D model. Apart from the above two
comparison setups with different fixed 3D models, we devise
another comparison with the independent 3D morphable model
fitting of single one-side shoe. This includes the independent
fitting of left side shoe (“3DMM Left”), the independent fitting
of right side shoe (“3DMM Right”), and the average result of
the above two fittings (“3DMM Average”). This comparison
is to verify the advantage of jointly fitting a pair of shoes
together described in Subsection III-C. Note that the “3DMM
Average” setup is different from the proposed “3DMM” joint
fitting approach in that its result is just the average of the
pose estimations from “3DMM Left” and “3DMM Right”. It
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averages the two independent one-side results as the pose for a
pair of shoes, while our “3DMM” method considers the shape
parameter sharing and co-planarity to reduce parameter DOF.
The distributions of these estimation errors are shown in Fig.
8, where we show both Davr and Dmin metrics. The mean
of estimation errors and the mean of estimation uncertainties
(stdA) on the Synthetic dataset are also listed in Table I.
By comparing the results of “3DMM” and “meanShape”, we
conclude that using the 3D morphable model to simultaneously
estimate shape and pose can achieve much better results than
using an inaccurate general shape model. This verifies the
effectiveness of 3DMM fitting. We can also see that the
accuracy of “3DMM” is a little worse than using “GTshape”.
This verifies our statement in Subsection III-A, i.e. the case of
estimating both unknown pose and unknown shape parameters
is more difficult than the case of only estimating unknown
pose. We can use “GTshape” for more accurate pose estimation in the ideal cases where we have access to the imaged
shape, and this is becoming more and more reachable with
the advances of 3D scanning technology and the abundance
of stock 3D models online. The comparison with independent
fittings in “3DMM Left”, “Right” and “Average” justifies the
superiority of jointly fitting a pair of shoes together. Since it
reduces the parameter DOF and uses more observation data
(see Subsection III-C), better results can be achieved. Apart
from lower estimation errors, the benefits also reflect in the
lower estimation uncertainty (stdA) of “3DMM” compared to
those of independent fittings, as can be seen from Table I.
Note the results of “3DMM Right” and “3DMM Left” are
different, and this may be because left shoes and right shoes
have different pose distributions in the Synthetic dataset. The
influence of shoe poses will be evaluated in the following
Subsection IV-D4.
The proposed estimation method using “3DMM” achieves
quite high accuracy on the Synthetic dataset with a mean
Davr error of only 1.61◦ . However, it should be noted that
for some images, the set of multiple estimates has a bias
from the groundtruth pose, which can be as large as 4◦ for
some images. This is illustrated by the distribution of Davr
errors of “3DMM” shown in Fig. 8. To more clearly illustrate
this, in Fig. 9, we also show the typical distribution of the 20
estimation results for an image in the Synthetic dataset. We can
see that the estimates of “3DMM” is more biased compared
to those using “GTshape”, and the uncertainty (stdA) of
“3DMM” is also larger. This may be because our 3DMM
fitting method has to estimate many unknown parameters given
only a handful of observations, which can lead to errors, and
these errors may be influenced by the pose of shoes and other
factors.
We also evaluate the accuracy of the proposed estimation
method on the 48 pristine images in the Photographic-1
dataset. The “groundtruth” ground plane orientation for these
images are obtained using SfM as described in Subsection
IV-A. We test the accuracy of both shoe pose estimation using
“3DMM” and vanishing line estimation on these images. The
results are shown in Fig. 10 and Table II. We can see that
the accuracy of ground orientation estimation using vanishing
line is better than that using 3DMM fitting of shoes. This

PENG et al.: IMAGE FORENSICS BASED ON PLANAR CONTACT CONSTRAINTS OF 3D OBJECTS

Probability distribution of Dmin

probability density

probability density

0.8

0.6

0.4

1.5

Probability distribution of Dmin

Probability distribution of Davr
1.2

GTshape
3DMM
meanShape
3DMM Left
3DMM Right
3DMM Average

2

vanishing line
3DMM

vanishing line
3DMM

1.2

1

probability density

GTshape
3DMM
meanShape
3DMM Left
3DMM Right
3DMM Average

1

probability density

Probability distribution of Davr
1

9

0.8
0.6
0.4

1
0.8
0.6
0.4

0.5

0.2

0.2
0

0
0

1

2

3

4

5

6

7

0

8

1

2

3

4

5

6

Dmin /degrees

Davr /degrees

Fig. 8. The error distributions of different setups on the Synthetic dataset. The
left panel shows the distribution of Davr and the right panel shows that of
Dmin . The distribution curves are calculated using kernel density estimation
on error values with bounded support on the positive values. The used kernel
is a Gaussian window with a bandwidth of 0.5◦ .
TABLE I
ACCURACY STATISTICS ON THE Synthetic DATASET. T HE VALUES ARE IN
ANGLE DEGREES .
Davr mean
0.70
1.61
4.48
1.86
3.69
2.28

GTshape
3DMM
meanShape
3DMM Left
3DMM Right
3DMM Average

Dmin mean
0.41
0.60
3.87
0.83
1.46
0.86

stdA mean
0.45
1.69
0.66
3.38
3.66
2.91

is reasonable, because straight lines imply more certain and
accurate information about the imaged scene geometry while
the fitting of shoes’ unknown pose and shape using only
contour observations is a much harder problem. On these real
images, the mean of Davr errors using 3DMM fitting is 2.68◦ ,
which is also quite small. However, this error value is larger
than that on the Synthetic dataset, which may be caused by
different data sources and properties.
D. Evaluation of Influence Factors
In the following, we quantitatively evaluate the method’s
robustness to different influence factors, which include contour noise, low image quality, occlusions and poses. These
Distribution of orientation estimations
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Fig. 9. The distribution of orientation estimates for an image from the
Synthetic dataset. Here “GT” represents the groundtruth orientation of the zaxis of shoes coordinate, “3DMM” is the 20 estimation results using 3DMM
fitting and “3DMM mean” is the weighted average of the “3DMM” estimation
set (Equation (13)). “GTshape” and “GTshape mean” can be accordingly
understood for the estimation using groundtruth shape. In this azimuth-zenith
plot, the points with 0 zenith angle are at the north pole, and the point at (0,
90) represents the direction pointing straightly outside.
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Fig. 10. The error distributions of the proposed method on the pristine images
of the Photographic-1 dataset. The left panel shows the distribution of Davr
and the right panel shows that of Dmin . The distribution curves are produced
in the same way as in Fig. 8.
TABLE II
ACCURACY STATISTICS ON THE PRISTINE IMAGES OF THE Photographic-1
DATASET. T HE VALUES ARE IN ANGLE DEGREES .
vanishing line
3DMM

Davr mean
0.62
2.68

Dmin mean
0.54
1.48

stdA mean
0.04
1.25

experiments are conducted on synthetic datasets to easily and
precisely control the kinds and levels of each influence.
1) Influence of Contour Noise: Since our method depends
on user annotation to obtain contour observations, we need
to evaluate the influence of contour noise, which may be
introduced by the annotation process. In this experiment,
two different setups are adopted to obtain noisy contours. In
the first setup, we add different levels of Gaussian noise to
the groundtruth (GT) contour points in the Synthetic dataset.
Recall that GT contours for the Synthetic dataset can be easily
obtained using the knowledge of pure black backgrounds. We
consider three levels of Gaussian noise with standard deviations of one, two and three pixels respectively. For the other
setup, we invite two annotators to independently annotate the
contours. Only a part of the Synthetic dataset with 28 images of
one pair CAD shoes is annotated for alleviating human labour.
To imitate low quality images in realistic applications, in this
setup, we re-render the shoes in very cluttered backgrounds,
blur the images using a Gaussian kernel, and JPEG compress
them with a low quality factor of 20. In Fig. 11, examples
of the two setups are shown. We can see that in Fig. 11
(a), the Gaussian noise disturbs the GT contour very strongly,
and in (b), the contour is blurred and in low quality, which
hinders accurate annotation. The annotators are only told to
pay modest attention to the accuracy of annotation, thus the
contour obtained by annotation is also potentially noisy.
The comparison of statistics is listed in Table III. We show
the accuracy results obtained using groundtruth contour (GT
contour), three different levels of Gaussian noise disturbed
contours (Gaussian 1, 2, 3 with standard deviation of one, two
and three pixels), and two independently annotated contours
(Annotator 1, 2). Overall, different contour noises do not
have much influence on the estimation accuracy. The largest
degree of Gaussian noise, i.e. Gaussian 3, only increases the
Davr mean by 0.1 degree. As can be seen, the proposed
method for shoe pose estimation is very robust to contour
noise, and the estimation results from user annotations are
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(a) Gaussian 3

(b) User Annotation

Fig. 11. Two setups to obtain noisy contours. (a) is an example of adding
Gaussian noise with a standard deviation of 3 pixels to the groundtruth contour
points. (b) is an example of user annotation on a cluttered, smoothed and JPEG
compressed image.

adequately accurate and robust, even though annotations may
be inaccurate or have noise. Another interesting observation
is that adding Gaussian noise increases the stdA mean, which
is an indicator for estimation uncertainty. This makes sense,
because wider uncertainty band of the contour observation will
cause larger uncertainty in the estimation results.

are also astonished to find that the result of Low-res is even
marginally better than that of High-res. JPEG compression
slightly increases the estimation errors on both sets, indicating that the annotation quality can be influenced by heavy
JPEG compression in low resolution images. The highest
error appears in the UltraLow-res JPEG set. However, the
error increment compared to High-res is only around 0.5
degree, which is quite acceptable considering its extremely
low image quality. As low image quality mainly impacts the
contour annotations, this part of experiments also coincides
with Subsection IV-D1, verifying that the proposed method
is not sensitive to potential contour noises. We can also see
from Fig. 12 that, in very low quality images, the overall
contour of shoes is the most robust and identifiable observation
feature compared to other kinds like local fiducial points.
This supports our choice of shoe contours as the guidance
for 3DMM fitting in Subsection III-C. These experiments also
show the proposed method is applicable for wider application
scenarios like surveillance.

TABLE III
C OMPARISON OF ACCURACY STATISTICS WITH DIFFERENT CONTOUR
NOISE SETUPS ON A PART OF THE Synthetic DATASET. T HE VALUES ARE IN
ANGLE DEGREES .
GT contour
Gaussian 1
Gaussian 2
Gaussian 3
Annotator 1
Annotator 2

Davr mean
1.81
1.84
1.82
1.91
1.95
1.84

Dmin mean
0.81
0.81
0.71
0.77
0.90
0.92

stdA mean
1.85
1.97
2.02
2.07
1.66
1.51

2) Influence of Low Resolution and JPEG Compression:
We also evaluate the challenge of low resolution and JPEG
compression that are common in some scenarios like surveillance. In our original high resolution Synthetic dataset (Highres), a shoe typically occupies around 150 pixels. To test the
method’s robustness to low image quality, we re-render a pair
of shoes at two very far distances from the virtual camera in
front of a very cluttered background. The background image
is the same as in Subsection IV-D1. This results in two sets
of synthetic shoe images with typical resolution of around
30 pixels (Low-res) and 15 pixels (UltraLow-res) respectively.
The two sets are further JPEG compressed using a low quality
factor of 20. These JPEG compressed sets are abbreviated as
Low-res JPEG and UltraLow-res JPEG. Each of the above
four sets includes 28 images of one pair of shoes in different
poses, and we annotate the contours for all these images. Four
example images from these sets are shown in Fig. 12. We can
see that in these low quality images, the shoe contours are very
grainy and JPEG compression further decays the quality. These
conditions introduce difficulty and ambiguity to the annotation
process and make the obtained contours to be potentially noisy.
The accuracy statistics on these low quality image sets
compared to the original high quality set are listed in Table
IV. As can be seen, low image qualities overall do not pose
a serious problem to the proposed estimation method. We

Fig. 12. Examples of low (first row) and ultra-low (second row) resolution
shoe images and their low quality JPEG compressed versions (second column). The shoe images are enlarged for better view.

TABLE IV
C OMPARISON OF ACCURACY STATISTICS BETWEEN DIFFERENT
RESOLUTION AND JPEG COMPRESSION SETUPS ON A PART OF THE
Synthetic DATASET. T HE VALUES ARE IN ANGLE DEGREES .

High-res
Low-res
UltraLow-res
Low-res JPEG
UltraLow-res JPEG

Davr mean
1.81
1.49
1.86
1.70
2.35

Dmin mean
0.81
0.65
0.89
0.74
1.10

stdA mean
1.85
1.59
1.72
1.58
1.72

3) Influence of Occlusion: In this experiment, we show
the influence of occlusions on the estimation accuracy of the
proposed method. Occlusion is a common and tough challenge
for all computer vision tasks. It is also worth investigating in
our application, since shoes may be subject to occlusion by
very long trousers, out of viewing field occlusion, and other
kinds of partial occlusions in crowded cluttered scenes. Here,
we consider three kinds of simulated occlusions corresponding to the aforementioned situations, and for each kind, we
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evaluate on three levels of increasingly heavy occlusion. The
experiments are conducted on the whole Synthetic dataset. In
the first kind of occlusion, we mask out the upper 1/4, 2/4
and 3/4 of the full contours that are used in Subsection IV-C.
For the second kind, the lower 1/4, 2/4 and 3/4 of the full
contours are masked out. In the third setup, a square centered
at random contour point is used to mask out a part of each
shoe. The considered occluding square sizes are 30, 60 and 90
pixels. Examples of these occlusion setups on an image are
shown in Fig. 13. As can be seen, these simulated occlusions
are very severe, especially for the second and third levels of
each considered type (the second and third columns in Fig.
13).

Fig. 13. Examples of three types of simulated occlusion (rows) and three
levels for each kind (columns). Note that the square occlusion centers at
random contour position for each image.

The results for these 3 × 3 = 9 occlusion setups are
compared with the one without occlusion and listed in Table
V. It can be observed that all occlusion setups have influence
on the accuracy of the proposed method, which is not all
surprising. Occlusion poses a serious problem for almost all
computer vision tasks. With reduced amount of observations
caused by occlusion, the constraints for our fitting algorithm
are weakened. This leads to higher estimation error (Davr and
Dmin ) and also higher uncertainty (stdA). From Table V, we
can also see that occluding the lower part of shoes causes
more error than occluding the same amount of upper part.
This may imply that the observations in lower part of shoes
which directly contacts supporting plane have more weights
in the precise estimation of pose parameters. Another find-out
is that the algorithm is relatively less influenced by random
partial occlusions, which is indicated by the results of square
occlusion. This may be because under partial occlusion, the
fitting benefits from complementary observations from two
shoes. Overall, the estimation method may be influenced by
occlusions, especially those very severe ones (more than 50%
occlusions). However, it can still handle moderate levels of
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occlusions and also large parts of partial occlusions. More
qualitative results under occlusions are shown in the following
splicing detection examples in Subsection IV-F.
TABLE V
C OMPARISON OF ACCURACY STATISTICS WITH DIFFERENT KINDS AND
LEVELS OF SIMULATED OCCLUSIONS ON THE Synthetic DATASET. T HE
VALUES ARE IN ANGLE DEGREES .
No occlusion
Upper 1/4
Upper 2/4
Upper 3/4
Lower 1/4
Lower 2/4
Lower 3/4
Square 30
Square 60
Square 90

Davr mean
1.61
1.87
2.19
3.32
2.16
2.67
3.77
1.65
1.83
2.16

Dmin mean
0.60
0.64
0.77
1.11
0.87
0.95
1.47
0.61
0.74
0.87

stdA mean
1.69
1.82
2.13
3.23
3.20
3.95
5.05
1.79
2.01
2.27

4) Influence of Shoe Poses: Different shoe poses result in
different contour shapes, which may have influence on the
performance of pose estimation. To investigate this influence,
we created another image set of five shoes in different poses.
The inclination angle of sole plane is fixed at 10◦ while the
rotation around the upwards axis is from 0◦ to 360◦ with a
spacing of 5◦ . Some example images of one shoe are shown
in Fig. 14. The accuracy plots with respect to pose variation
are shown in Fig. 15, where the result is the average among
five shoes.
From Fig. 15, we can gain some interesting insights. First,
the estimation performance is not a constant through all poses.
This is because different poses of shoes produce different
contour shapes that have influences on estimation accuracy.
The estimation accuracy is the worst at side poses, i.e. around
90◦ and 270◦ . Examples images are shown in the third column
of Fig. 14. The estimation uncertainty represented by the stdA
metric is also relatively larger around these side poses. The
reason is that when shoes are at side poses, larger variations
in sole plane inclination angle (around x-axis, i.e. horizontally
to the right) can result in very similar contour shapes. One
can imagine that if the shoes in the third column of Fig.
14 have some rotations around the x-axis, the contour shape
will not change much. As a result, estimations at side poses
have more ambiguity and are error-prone. The stdA metric is
also relatively larger around 0◦ and 180◦ . This means that the
frontal and rear poses also lead to larger estimation uncertainty,
but the estimation errors at these poses are not large.
E. Splicing Detection Power
We test the proposed method’s splicing detection efficacy
on the Photographic-1 and Photographic-2 datasets. For the
Photographic-1 dataset, the distance between the orientations
estimated by 3DMM fitting and by vanishing line is used
for splicing detection. While for the Photographic-2 dataset,
the distance between the orientation estimates of two pairs of
shoes is used, which mimics the scenario where the vanishing
line is not available. For each of the 99 + 99 = 198 images
in these two datasets, the above distance value is calculated,
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Fig. 14. Example images of a shoe in different poses. From left to right
and top to bottom, the rotation angles around the shoe’s upwards axis are
respectively 0◦ , 45◦ , 90◦ , 135◦ , 180◦ , 225◦ , 270◦ and 315◦ .
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and the distributions of these distances are shown in Fig. 16.
These distributions are approximations for those in Fig. 6,
and with more and more real-world data incorporated, this
approximation will be further refined. We can see that for both
Davr and Dmin metrics, the distance distributions for pristine
and fake images are clearly quite different. The distances for
many fake images are very large, while most pristine images
have Davr distances less than 5◦ . Using the theory in Subsection III-E, the thresholds are respectively Tavr = 4.61◦ and
Tmin = 1.71◦ . By thresholding the distances with different
thresholds, we can calculate the ROC curves as shown in Fig.
17. The AUC values using Davr and Dmin are respectively
0.9143 and 0.8899, which shows that the proposed method
can effectively detect image splicing. Here the performance
of using Davr metric is better than that using Dmin , because
Davr is a more stable metric by averaging among a set of
estimates, while Dmin may be more easily affected by the
randomness in the estimates set. However, when examining
real cases, we may benefit from referring to different metrics
in combination.
In Subsection IV-D1 it is already shown that the proposed
method is not sensitive to noisy contour annotations by annotators. Here we also validate the method’s robustness to
the user-given initial shoe poses. This validation is conducted
on only the Photographic-1 dataset. We deliberately assign
bad initial poses to both spliced and pristine shoes. More
specifically, for each pair of spliced shoes, its initial pose
is deliberately set to the ground orientation estimated from
vanishing line, while for each pristine shoe, it is set to be 10

degrees larger than the vanishing line result. Despite these bad
pose initializations, the fitting algorithm can still reach good
estimation results in the end. The final AUC values using Davr
and Dmin are respectively 0.8501 and 0.8158. These are just
a little lower than the results from normal user initialization,
which are 0.8583 and 0.8370 on the Photographic-1 dataset
for the two metrics respectively. This verifies that the proposed
method is also stable to user-given initial shoe pose.
We also conduct splicing detection experiment on the WIFS15 dataset. Since there are many straight lines in this dataset,
we annotate some endpoints and use the distance between shoe
pose estimate and vanishing line estimate to detect splicing
for each human figure. The thresholds Tavr = 4.61◦ and
Tmin = 1.71◦ are used for decision making. The detection
rates for both pristine and fake figures are listed in Table VI.
We can see that the proposed method has high detection rate
for pristine human figures, and it also correctly detects half of
the spliced figures in this dataset. For those missed splicing
parts, we find that they are all under severe self-occlusion
resulting from large side poses. Two examples are the spliced
figures numbered 8 and 11 in the second image of Fig. 7 (d).
In these cases of severe occlusion and large side pose, the
contour of only one shoe can be identified. Our experimental
comparison in Subsection IV-C has shown that the fitting of
one side shoe has worse accuracy compared with the joint
pair fitting. Also, the experimental result in Subsection IV-D4
justified that estimations at side poses are more erroneous.
These two factors combined lead to the missing detection
of the 50% splicing figures. Also note that there are only 6
splicing figures in this dataset among which 3 figures have
the challenging problem of side pose and complete occlusion,
which makes this dataset seem to be biased.
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TABLE VI
D ETECTION RATE ON THE WIFS15 DATASET.
Pristine figures
11/13 (84.6%)
11/13 (84.6%)

Fake figures
3/6 (50%)
3/6 (50%)

TABLE VII
D ISTANCES BETWEEN ESTIMATES OF DIFFERENT ELEMENTS IN F IG . 18.
D ISTANCE VALUES ARE IN ANGLE DEGREES . B LUE , GREEN AND RED
REPRESENT Davr , Dmin AND stdA RESPECTIVELY.

Total
14/19 (73.7%)
14/19 (73.7%)

vl
ID17
ID14
ID13

F. Splicing Detection Examples
In the following, we show some splicing detection results
on several example images. Fig. 18 shows an image from
the WIFS15 dataset. The distances between the orientation
estimates of different elements are listed in Table VII. In this
table, “vl” stands for vanishing line, the upper triangle with
bluish background lists the Davr metric, the lower triangle
with greenish background lists the Dmin metric, the percents
in brackets indicate the probability of a pair of elements being
pristine (see Equation (17)), and the diagonal with reddish
background shows the stdA for each element’s multiple estimates. We can see that all pristine pairs of elements and all
fake pairs are both correctly detected.
In Fig. 19, we show the detection results on an image
from the dataset in [35]. Since the camera intrinsic parameters
cannot be obtained from its EXIF information, we annotate
three groups of mutually orthogonal parallel lines to firstly
calculate the intrinsic parameters [8, 9]. From the distances
listed in Table VIII, we can see that the proposed method
can correctly determine the consistency between all pairs of
elements.
In Fig. 20, we show a failure example of our method on
an image from the First Image Forensics Challenge dataset
[36]. The camera intrinsic parameters for this image are also
calculated using straight lines. From Table IX, we can see
that although our method can correctly determine the pristine
figure “ID1” and the fake figure “ID3”, the other pristine figure
“ID2” is falsely detected as a fake. This failure case may
be caused by the high heel shoes worn by the lady “ID2”.
Currently, our 3DMM shoe model is constructed using only
flat shoes, i.e. it does not incorporate high heel shoe samples
(Subsection III-B). As a result, the algorithm can only adapt
flat shoe shapes to the high heel image, and the outcome shoe
pose has a larger zenith angle as shown in Fig. 20 right panel.
Despite the failure estimation, the false result does make sense.
Constructing another specialized high heel 3DMM may solve
this problem. We leave this as a future work.
Distribution of orientation estimations
azimuth /degrees
-150

-100

-50

0

50

100

vl
0.02
0.47 (88%)
0.91 (67%)
7.27 (8 %)

ID17
1.89 (84%)
2.90
0.12 (85%)
2.27 (41%)

ID14
1.81 (85%)
0.62 (85%)
3.05
2.38 (40%)
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vl mean
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ID2 mean
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ID3 mean
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Fig. 19. The left panel shows an image from the dataset of the paper [35].
The figure on the right numbered as “ID3” is spliced in. The right panel is
the distribution of orientation estimates.

Fig. 21 is a photographer’s art work image downloaded from
the web. We also used three groups of mutually orthogonal
lines to estimate the camera intrinsic parameters. From the
measured distances listed in Table X, we can see that the
proposed method can correctly detect the pristine and spliced
figures in this image.
In the following, we show the efficacy of our method on
more people in more complicated scenarios. Fig. 22, 23 and 24
are three group photos of many standing or sitting people. We
annotated all visible shoes that normally rest on the ground.

TABLE VIII
D ISTANCES BETWEEN ESTIMATES OF DIFFERENT ELEMENTS IN F IG . 19.
D ISTANCE VALUES ARE IN ANGLE DEGREES . B LUE , GREEN AND RED
REPRESENT Davr , Dmin AND stdA RESPECTIVELY.

vl
ID1
ID2
ID3

vl
1.93
0.05 (87%)
0.22 (92%)
8.35 (6 %)

ID1
2.52 (78%)
1.99
0.47 (88%)
9.56 (5%)

ID2
2.38 (80%)
2.54 (78%)
1.61
7.61 (8%)

ID3
14.38 (5%)
14.54 (4%)
12.30 (7%)
4.25

150

vl estimates
vl mean
ID17 estimates
ID17 mean
ID14 estimates
ID14 mean
ID13 estimates
ID13 mean

20
25

Distribution of orientation estimations
azimuth /degrees
-150

-100

-50

0

50

100

150

0
5

zenith /degrees

zenith /degrees

10

-100

0

0
5

ID13
8.82 (15%)
7.75 (20%)
8.36 (17%)
1.31

Distribution of orientation estimations
azimuth /degrees
-150

zenith /degrees

Davr
Dmin

13

10
15

vl estimates
vl mean
ID1 estimates
ID1 mean
ID2 estimates
ID2 mean
ID3 estimates
ID3 mean

20

30
25

Fig. 18. The left panel shows an image from the WIFS15 dataset [11]. It
also shows our annotation of endpoints and shoe contours. The figure on the
left numbered as “13” is spliced in. The right panel is the distribution of
orientation estimates.

30

Fig. 20. The left panel shows an image from the First Image Forensics
Challenge dataset [36]. The figure on the left numbered as “ID3” is spliced
in. The right panel is the distribution of orientation estimates.
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TABLE IX
D ISTANCES BETWEEN ESTIMATES OF DIFFERENT ELEMENTS IN F IG . 20.
D ISTANCE VALUES ARE IN ANGLE DEGREES . B LUE , GREEN AND RED
REPRESENT Davr , Dmin AND stdA RESPECTIVELY.

vl
ID1
ID2
ID3

vl
0.34
0.58 (82%)
6.78 (9%)
15.85 (2 %)

ID1
3.92 (60%)
2.87
3.57 (25%)
13.86 (3%)

ID2
9.10 (14%)
9.35 (13%)
4.57
23.15 (1%)

ID3
17.58 (3%)
20.24 (2%)
25.86 (1%)
0.76

vl
ID1
ID2

The number of annotated human figures in these group photos
are respectively 9, 11 and 19. It can be seen that there are many
occlusion cases in these photos, e.g. ID6, ID7, ID8 and ID9 in
Fig. 22, ID8, ID9, ID10 and ID11 in Fig. 23 and ID11, ID13ID18 in Fig. 24. The occlusions include long trousers, partial
occlusion by other objects and entire occlusion of one shoe.
Also, shoes are in many different poses in these photos. The
focal length information can be extracted from EXIF. Because
their are too many people in these photos, we do not show the
distribution plot of each orientation estimates, which is too
messy to view. Taking the ground orientation estimate from
vanishing line as the baseline, we list the distances between
all human figures and the vanishing line estimate in Table XI,
XII and XIII.
Through the listed results, we can see that using the Davr
metric all figures can be correctly decided as fake or pristine.
This verifies the good performance of the proposed method on
group photos including large number of people. Note that the
proposed method is applicable to shoes standing on different
stairs shown in Fig. 23 and 24. This is because we check
the parallelism condition that different stairs all satisfy. The
result also shows the method’s robustness against complex
scenarios like occlusions. The Dmin metric may give a few
wrong results, which is consistent with the experimental results
in Subsection IV-E showing Davr has better performance than
Dmin in discrimination power. Another consistent observation
is that the fitting of one shoe has relatively larger uncertainty
(stdA), e.g. the ID8 in Fig. 22, the ID10 in Fig. 23 and the
ID11 and ID19 in Fig. 24.

-100

-50

0

50

100

zenith /degrees

10

20

30

vl estimates
vl mean
ID1 estimates
ID1 mean
ID2 estimates
ID2 mean

40

TABLE XI
D ISTANCES BETWEEN SHOE ESTIMATES AND THE VANISHING LINE
ESTIMATE IN F IG . 22. D ISTANCE VALUES ARE IN ANGLE DEGREES .

Davr
Dmin
stdA

vl
0.02
ID5
2.01 (83%)
1.07 (62%)
0.93

ID1
2.45 (79%)
0.64 (79%)
0.97
ID6
0.98 (89%)
0.23 (93%)
1.21

ID2
0.59 (84%)
0.23 (92%)
1.63
ID7
2.72 (76%)
0.82 (70%)
1.36

ID3
3.19 (70%)
2.28 (41%)
1.12
ID8
1.63 (86%)
1.23 (59%)
4.38

ID4
4.30 (54%)
1.28 (58%)
1.61
ID9
4.30 (54%)
2.44 (39%)
1.80

TABLE XII
D ISTANCES BETWEEN SHOE ESTIMATES AND THE VANISHING LINE
ESTIMATE IN F IG . 23. D ISTANCE VALUES ARE IN ANGLE DEGREES .
Davr
Dmin
stdA
Davr
Dmin
stdA

2 http://www.designboom.com/art/chino-otsuka-inserts-her-adult-self-intophotos-from-her-youth-01-13-2014/
3 http://slink.rice.edu/photos/
4 https://www.flickr.com/photos/objectmatrix/13908696755/

ID2
7.60 (21%)
7.31 (23%)
1.43

Image forensics needs multiple tools to effectively combat
different types of image forgery. In this paper, we proposed a
new forensic clue in the 3D world, which is the planar contact constraint between standing objects and their supporting
planes. The proposed forensic approach reconstructs 3D poses
of objects using their image observations via MLE, and then
investigates planar contact conditions for forensic decision.
Our new forensic approach features the employment of 3DMM
for effective pose estimation with unknown 3D shapes, the
estimation of supporting plane orientation using vanishing line,

50

Fig. 21. The left panel shows an art work from Chino Otsuka2 . The figure
on the left numbered as “ID2” is spliced in. The right panel is the distribution
of orientation estimates.

ID1
0.91 (89%)
1.44
3.71 (24%)

V. C ONCLUSIONS

150

0

vl
0.74
0.00 (100%)
5.05 (15%)

Fig. 22. A pristine group photo downloaded from the web3 .

Davr
Dmin
stdA

Distribution of orientation estimations
azimuth /degrees
-150

TABLE X
D ISTANCES BETWEEN ESTIMATES OF DIFFERENT ELEMENTS IN F IG . 21.
D ISTANCE VALUES ARE IN ANGLE DEGREES . B LUE , GREEN AND RED
REPRESENT Davr , Dmin AND stdA RESPECTIVELY.

Davr
Dmin
stdA

vl
0.02
ID5
1.17 (89%)
0.35 (93%)
2.29
ID10
4.53 (51%)
1.34 (56%)
3.79

ID1
1.85 (85%)
0.59 (81%)
1.64
ID6
3.55 (65%)
2.28 (41%)
2.21
ID11
2.73 (76%)
1.16 (60%)
3.14

ID2
1.88 (84%)
1.18 (60%)
1.98
ID7
2.32 (80%)
0.99 (65%)
2.78

ID3
4.00 (58%)
2.14 (43%)
3.22
ID8
2.58 (77%)
0.24 (93%)
2.40

ID4
0.34 (65%)
0.27 (93%)
1.53
ID9
3.65 (63%)
1.46 (54%)
1.56
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noted that the current method still has some restrictions and
problems. First of all, it requires known camera intrinsic
parameters for the investigated image. Although this information may be obtained from EXIF or estimated using other
knowledge (e.g. three orthogonal groups of parallel lines), it is
still a restriction for the current method. Also, the accuracy and
robustness of the fitting algorithm can be further improved in
the future by incorporating more image observations. Despite
these current problems, we believe the proposed approach is
still very useful for the forensics of standing objects and quite
promising for further research.
Fig. 23. A pristine group photo in sitting pose downloaded from Flickr4 .

Fig. 24. A self-made splicing group photo. The left most figure numbered
as “ID1” is spliced in.

and the consideration of uncertainty factors through sampling
strategy. Particularly, we applied the proposed method to the
important problem of detecting human figure splicing and
conducted comprehensive experiments on different datasets
and example images. The results show the promising efficacy
of the proposed method for detecting splicing of figures, and
this method can also be applied to any other kind of standing
objects, given its 3DMM is constructed. Our proposed forensic
method may also inspire new anti-forensics or image editing
technology that is 3D-aware, e.g. [37], to satisfy the contact
constraint during image manipulation. However, it should be

TABLE XIII
D ISTANCES BETWEEN SHOE ESTIMATES AND THE VANISHING LINE
ESTIMATE IN F IG . 24. D ISTANCE VALUES ARE IN ANGLE DEGREES .
Davr
Dmin
stdA
Davr
Dmin
stdA
Davr
Dmin
stdA
Davr
Dmin
stdA

vl
0.11
ID5
0.14 (96%)
0.00 (100%)
0.98
ID10
3.29 (68%)
1.34 (56%)
1.45
ID15
1.72 (86%)
0.02 (97%)
1.50

ID1
17.52 (3%)
16.45 (2%)
0.98
ID6
0.68 (87%)
0.17 (89%)
0.76
ID11
4.44 (52%)
0.67 (77%)
3.04
ID16
2.42 (79%)
1.09 (62%)
1.62

ID2
2.71 (76%)
2.17 (43%)
1.33
ID7
3.37 (67%)
1.39 (56%)
0.90
ID12
2.36 (80%)
1.62 (51%)
3.37
ID17
2.65 (77%)
0.23 (93%)
2.51

ID3
1.82 (85%)
0.74 (74%)
2.49
ID8
3.40 (67%)
0.08 (83%)
2.67
ID13
1.34 (88%)
0.12 (85%)
1.47
ID18
1.65 (86%)
0.89 (68%)
3.39

ID4
1.00 (89%)
0.24 (93%)
1.47
ID9
1.95 (84%)
0.11 (84%)
0.85
ID14
3.73 (62%)
2.87 (33%)
2.35
ID19
4.31 (54%)
2.54 (37%)
3.69
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