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a b s t r a c t
Fisher vector (FV), which could be seen as a bag of visual words (BOW) that encodes not only word
counts but also higher-order statistics, works well with linear classiﬁers and has shown promising performance for image categorization. For character recognition, although standard BOW has been applied,
the results are still not satisfactory. In this paper, we apply Fisher vector derived from Gaussian Mixture
Models (GMM) based visual vocabularies on character recognition and integrate spatial information as
well. We give a comprehensive evaluation of Fisher vector with linear classiﬁer on a series of challenging English and digits character recognition datasets, including both the handwritten and scene character
recognition ones. Moreover, we also collect two Chinese scene character recognition datasets to evaluate the suitability of Fisher vector to represent Chinese characters. Through extensive experiments we
make three contributions: (1) we demonstrate that FV with linear classiﬁer could outperform most of
the state-of-the-art methods for character recognition, even the CNN based ones and the superiority is
more obvious when training samples are insuﬃcient to train the networks; (2) we show that additional
spatial information is very useful for character representation, especially for Chinese ones, which have
more complex structures; and (3) the results also imply the potential of FV to represent new unseen
categories, which is quite inspiring since it is quite diﬃcult to collect enough training samples for largecategory Chinese scene characters.
© 2017 Elsevier Ltd. All rights reserved.

1. Introduction
Characters are the fundamental elements of text, which could
provide high-level semantic information. With the widespread use
of smart mobile devices with digital cameras, automatically understanding the text in images is in urgent need for a growing number
of vision applications, such as image understanding, automatic sign
recognition, navigation, automatic geocoding [1,2], etc. Although
conventional Optical Character Recognition (OCR) has been considered as a solved problem and has been successfully applied
in many ﬁelds, camera-captured text images are confronted with
more challenges than conventional scanned ones, such as different fonts, various deformations, complex background and so on.
Over the past decades, many algorithms are proposed to deal with
scene text recognition [3–12]. Although the ﬁnal text recognition
result could be improved by using the language prior [5,6,10] or
some lexicon based postprocessing [11,13], we argue that character
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recognition accuracy is the primary determinant and thus of crucial importance to the ﬁnal text recognition.
Scene character recognition still has many obstacles due to the
large intra-class variability caused by unpredictable image collecting condition (lighting, resolution, blurring, etc.) and changeable
background. To deal with all the problems, a compact and robust
representation is the key for the ﬁnal satisfactory performance.
Most recently published methods consider scene characters as a
special category of objects. They take advantages of feature extraction and representation methods that perform well in object detection or recognition tasks and apply these methods on character
recognition [3,11,14,15]. The Bag-of-Visual-Words (BOW) framework
is one of the most widely used image representation methods and
was ﬁrst introduced by De Campos et al. [14] for character recognition. They benchmarked the performance of various features to
assess the feasibility of posing the problem as an object recognition task and achieved better results compared to conventional
OCR methods. However, the recognition accuracy is still far from
satisfactory.
The Fisher kernel is a powerful framework which combines the
strengths of generative and discriminative approaches to pattern
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classiﬁcation [16]. The idea is to characterize a signal with a gradient vector derived from a probability density function (pdf) which
models the generation process of the signal [17]. When we use
GMM to model the distribution of low-level features, FV extents
the BOW in a way that the representation is not limited to the
number of occurrences of each visual word but also encodes additional information about the distribution of the descriptors [18].
Perronnin et al. [18] proved the suitability of FV with only SIFT
features and costless linear classiﬁers for large-scale image classiﬁcation tasks.
For character recognition, although standard BOW has been
applied, the performance is still unsatisfactory. As FV could encode higher-order statistics, a better representation could be acquired with much less visual words compared to standard BOW.
In this paper, we apply FV derived from Gaussian Mixture Models (GMM) based visual vocabularies on character recognition. Considering the unique structure information of man-made characters, we also integrate the spatial information into the representation. We give a comprehensive evaluation of FV with linear classiﬁer on a series of challenging character recognition
datasets, including two handwritten datasets–CVL Single Digit
dataset (CVLSD) [19] and MNIST dataset [20], and four scene character recognition datasets–the Street View House Number (SVHN)
dataset [1], ICDAR 2003 character recognition dataset (ICDAR03CH) [21], Chars74k dataset [14] and ISI-Bengali-Character [22].
Moreover, we also collect two Chinese scene character recognition
datasets—the Chinese Plate Character recognition dataset (CPC) and
the much larger Chinese Street View Text dataset (CSVT) to evaluate the suitability of Fisher vector to represent Chinese characters. Through extensive experiments and analysis our contributions
are three-folds: (1) we demonstrate that FV with linear classiﬁer
could outperform most of the state-of-the-art methods for character recognition, even the CNN based ones with the same amount of
training samples and the superiority is more obvious when training samples are limited; (2) we show that additional spatial information is very useful for character representation, especially for
Chinese ones, which have more complex structures; and (3) the
results also imply the potential of FV to represent new unseen categories, which is quite inspiring since it is very diﬃcult to collect
enough training samples for Chinese scene characters which have
tens of thousands of categories.
The rest of the paper is organized as follows. Section 2 brieﬂy
reviews the related work of scene character recognition.
Section 3 introduces the formulation of FV and how we use
it to represent characters. Experimental results and analysis are
given in Section 4 and conclusions are drawn in Section 5.
2. Related work
In this section, we will review recently published work on
recognition of scene characters, which share the same hurdles as
generic object recognition—large intra-class variations and complex background. Since FV could be seen as extension of the BOW
representation, we will also give some brief introduction of BOW
and review the related work of character recognition using BOW
framework. We list the overview of recently proposed methods in
Table 1 and details are given below.
2.1. Handcrafted and learning based representation for characters
A good feature representation is essential to the ﬁnal recognition result and researchers have tried various features for
scene character recognition, including the handcrafted and unsupervised learning ones. Wang and Belongie [3] proposed to
use Histograms of Oriented Gradients (HOG) [29] in conjunction with an NN classiﬁer and reported better performance

than conventional OCR. Newell and Griﬃn [23] presented two
extensions of HOG descriptor to include features at multiple
scales and their method achieved promising performance on two
datasets, Chars74k [14] and ICDAR03-CH [21]. Tian et al. [24] used
co-occurrence of histogram of oriented gradients to recognize
scene characters and reported better results than HOG. Coates
et al. [25] took an unsupervised approach to learn features
from unlabeled data and the character recognition results on the
ICDAR03-CH [21] are quite promising. Netzer et al. [1] adopted unsupervised feature learning to recognize digits in natural scenes
and experimental results demonstrated the major advantages of
learned representations over hand crafted ones.
Deep learning has achieved signiﬁcant performance gain in image classiﬁcation [30], speech recognition [31] and character recognition [26,32–35], especially in the presence of large amount of
training data. For character recognition, Wang et al. [13] used convolutional neural networks (CNN) to recognize English and digits
characters in natural scene images and achieved satisfactory performance when using the original training set as well as those
synthetic ones. Alessandro et al. [8] adopted deep fully connected
neural networks with ﬁve hidden layers to recognize scene characters, based on which they built an effective text recognition system. Wan et al. [26] used dropconnect to regularize neural networks and achieved satisfactory performance on SVHN dataset. Lee
et al. [32] further proposed the deeply-supervised nets (DSN) and
achieved extraordinary performance on MNIST and SVHN datasets.
Although deep learning has shown promising performance for
character recognition, their effectiveness depends on the large
amount of training samples. For scene characters, it is very diﬃcult
to collect so many training samples, especially for Chinese characters, which have tens of thousands categories.

2.2. BOW based representation for characters
One of the most popular approaches to image classiﬁcation is to
describe images with bag-of-visual-words (BOW) histograms [18].
In a nutshell, for the BOW representation of an image, local descriptors are extracted from the image and each descriptor is assigned to its closest visual word in a “visual vocabulary”—a codebook obtained oﬄine by clustering a large set of descriptors with
k-means. Any classiﬁer can then be used for the categorization
of this histogram representation. Based on this framework, De
Campos et al. [14] benchmarked the performance of various features to assess the feasibility of posing the character recognition
problem as an object recognition task and showed that Geometric Blur [36] and Shape Context [37] in conjunction with Nearest Neighbor (NN) classiﬁer, performed better than other methods. Yi et al. [15] compared different sampling methods, feature
descriptors, dictionary sizes, coding and pooling schemes for character recognition and showed that Global HOG achieved better performance than local feature representations. Recently, Gao et al.
[27] and Shi et al. [28] proposed to learn spatiality embedded dictionary (SED) to represent characters. Different from conventional
codeword learning methods, which used k-means to cluster the
descriptors regardless of their positions, SED learned position related codewords by associating each codeword with a response region. Experimental results demonstrate its effectiveness for character recognition. However, SED only used histograms of word counts
to represent characters and the k-means based dictionary learning
might not be as good as GMM, which is not a problem for FV derived from GMM based visual vocabularies as introduced in this
paper.
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Table 1
A list of recently proposed scene character recognition methods.
Methods

Feature representation and classiﬁcation strategy

The Script

Wang et al. [3]
Newell and Griﬃn [23]
Tian et al. [24]
Coates et al. [25]
Netzer et al. [1]
Wang et al. [13]
Bissacco et al. [8]
Li et al. [26]
De Campos et al. [14]
Yi et al. [15]
Gao et al. [27,28]

HOG+NN
Multi-scale-HOG+NN
Co-HOG+SVM
Unsupervised featuring learning+SVM
Unsupervised featuring learning+SVM
CNN
Deep fully connected neural networks
Regularize neural networks using dropconnect
Various features+BOW+NN
GHOG+SVM
SED+SVM

English and digits
English and digits
English and digits
English and digits
Digits
English and digits
English and digits
Digits
English and digits
English and digits
English, digits and Chinese

3. Fisher vector derived from GMM based vocabulary for
character recognition
In this section, ﬁrst we will give some background knowledge
of Fisher vector. Then we will detail how to apply FV on character
recognition.
3.1. The Fisher vector
The Fisher kernel is a powerful framework which combines the
strengths of generative and discriminative approaches to pattern
classiﬁcation [38]. The idea is to characterize a signal with a gradient vector derived from a probability density function (pdf) which
models the generation process of the signal.
Let X = {xt , t = 1, 2, . . . , T } be the set of T local descriptors extracted from an image. Assume that the generation process of X
can be modeled by a probability density function uλ with parameters λ, one can characterize the samples X with the following gradient vector [18]:

1
GXλ = ∇λ log uλ (X ).
T

(1)

The gradient of the log-likelihood describes the contribution of the
parameters to the generation process. The dimensionality of this
vector depends only on the number of parameters in λ, not on the
number of patches T. A natural kernel on these gradients is [38]:


K (X, Y ) = GXλ Fλ−1 GYλ

(2)

where Fλ is the Fisher information matrix of uλ :

Fλ = Ex∼uλ [∇λ log uλ (x )∇λ log uλ (x ) ].

(3)

As Fλ is symmetric and positive deﬁnite, it has a Cholesky decomposition Fλ = Lλ Lλ and K(X, Y) can be rewritten as a dot-product
between normalized vectors Gλ with:

Gλ = Lλ GXλ .

(4)

Gλ would be referred as the Fisher vector of X. Note that learning
a kernel classiﬁer using the kernel (2) is equivalent to learning a
linear classiﬁer on the Fisher vectors Gλ .
We follow [17,18] and choose uλ to be a Gaussian Mixture
Model (GMM):

uλ ( x ) =

K


wi ui ( x )

(5)

i=1

Let us denote λ = {wi , μi , i , i = 1 . . . K } where wi , μi and  i are
the mixture weight, mean vector and covariance matrix of Gaussian ui respectively. Suppose the dimensionality of the descriptors
X be the D-dimensional gradient with respect to the
xt is D. Let Gμ
,i
mean μi and GσX ,i be the corresponding gradient with respect to

Fig. 1. Illustration of how to use the BOW framework to represent characters.

the standard deviation σ i of Gaussian i. Mathematical derivations
lead to:
X
Gμ
,i =

x − μ 
T
1 
i
γt (i ) t
,
√
T wi
σi
t=1


(xt − μi )2
Gσ ,i = 
γt (i )
−1 ,
σi2
T 2wi t=1
X

1

T


(6)



(7)

where γ t (i) denotes the probability for observation xt to have been
generated by the ith Gaussian. The ﬁnal gradient vector GλX is the
X
concatenation of the Gμ
and GσX ,i vectors for i = 1...K. Thus the
,i
total dimensionality of Fisher vector is 2KD.
3.2. FV with linear classiﬁer for character recognition
Characters could be considered as a special category of object,
which have large intra-class variability especially for handwritten
characters or those in natural scene images. Thus, it is reasonable
to use the popular object recognition framework—BOW to represent characters. In this framework, the characters are represented
by the histogram-like features derived from the learned stroke-like
visual vocabularies. Fig. 1 shows how to use the BOW framework
to represent characters. We use GMM to learn the visual vocabulary and Fisher vector derived from the GMM other than wordcounts based histogram is used for feature extraction. As stated
earlier, learning a kernel classiﬁer using the kernel Eq. (2) is equivalent to learning a linear classiﬁer on the Fisher vectors, and thus
we use linear classiﬁer to recognize the characters.
Fig. 2 shows the detailed system architecture of how to use
FV for character representation. For model learning, the proposed
pipeline includes the local SIFT descriptors extraction from all the
training samples, the PCA dimension reduction of local descriptors,
and the GMM learning on the dimension reduced local descriptors.
Two strategies are used to add spatial information. Both supervised
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Fig. 2. The detailed system architecture of how to use FV for character representation.

Fig. 3. Examples to show the importance of spatial information for characters. For
both English and Chinese characters, different spatial combinations of the same
strokes might lead to different characters.

and unsupervised GMM learning are evaluated. Details of each procedure are given below.
Local descriptors: In the experiments, we normalize all the
training and testing images to 64 × 64 for English and digits characters. While for Chinese characters, as they have more
complex stroke structures, we normalize the images to 80 × 80
for better performance. We extract 128-dimensional SIFT descriptors [39] from 6 different patch sizes (bin sizes of 2, 4, 6, 8, 10
and 12 pixels). We use PCA to reduce the original 128-dimensional
feature to 64 dimensions. The descriptors are then power- and L2normalized. Please refer to [40] for more details and best practices
regarding the construction of FV representations.
Adding spatial information: One major problem of many image encoding methods including the FV, is that they fail to encode the position of the local features, which is very important to
describe characters. Fig. 3 gives several examples. As we can see,
similar strokes in different positions might lead to totally different
characters. Thus, it is necessary to add spatial or position information to the Fisher vector of characters. Researchers have tried
various ways to integrate spatial information for object representation [41–44]. One of the most widely used ways to add spatial
information is to use spatial pyramids (SP) [45]. As the dimension
of FV is already quite high and the SP would lead to much higher
feature dimensions (for SP of 1 × 1, 2 × 2 and 3 × 3 three levels, the ﬁnal dimensions would be 1 + 4 + 9 = 14 times the original dimension), we consider another widely used method proposed
by Sánchez and co-workers[46,47] to add spatial information. In a
nutshell, the SIFT descriptors are enriched by appending the normalized x and y coordinates and the scale they were extracted
at [47]. Then, the GMM is learned on these enriched SIFT features
other than the original ones. When computing FV using these enriched features, the representation implicitly encodes the position
of the features inside the character image. For natural images, they
achieved results comparable to spatial pyramids with much lowerdimensional descriptors [46]. As in [46], we also normalize the x
and y coordinates to [−0.5 ∼ 0.5]. In addition to the xy enriching,

we also learn the region-speciﬁc GMM [47]. At training time, the
images are split into regions similar to spatial pyramids, and an independent, specialized vocabulary is learned on each region. These
GMMs are then merged together and their weights are renormalized to sum 1. In the experiments, we will evaluate the xy enriching and region-speciﬁc learning strategy with different spatial divisions on different datasets.
The GMM learning strategy: The GMM could be learned either
supervised or unsupervised. The simplest way to learn the visual
vocabulary is to train the GMM in an unsupervised manner with
the local SIFT descriptors from all the categories or even on a separate dataset [48,49]. However, Jaakkola et al. [38] state that kernel
classiﬁer employing the Fisher kernel derived from a model that
contains the label as latent variable is, asymptotically, at least as
good a classiﬁer as the MAP labeling based on the model. Supervised learning of GMMs has already been considered in the BOW
framework in [50]. The authors propose to learn one vocabulary
per class and the ﬁnal vocabulary is generated by concatenating
together all the Gaussians. The results demonstrate that supervised
learned vocabulary shows signiﬁcant improvement compared to
the unsupervised learned ones [50]. Thus, in this paper, apart from
the unsupervised GMM learning strategy, we also evaluate the performance of FV derived from category-dependent GMMs.
4. Experimental results and discussions
In this section, we give comprehensive evaluation of FV with
linear classiﬁer for character recognition on several challenging character recognition datasets, including the handwritten digits recognition datasets—MNIST and CVLSD, as well as English
and Bengali scene character recognition datasets—SVHN, ICDAR03CH, Chars74k and ISI-Bengali-Character. We also collect two new
Chinese scene character recognition datasets—the CPC and CSVT
datasets to test if FV is suitable for representing Chinese characters.
We will evaluate the performance of FV with various setups, including with different numbers of Gaussians and spatial divisions.
For GMM training, both the unsupervised learning and categoryspeciﬁc supervised learning strategies are evaluated. Moreover, we
report the performance of FV with different numbers of training
samples and the generalization ability of FV on unseen categories
is evaluated as well.
The experiments are conducted using MATLAB R2014b on a PC
with Intel i7 CPU, 12G RAM. We use the VLFeat0.9.20 open source
library [51] for SIFT descriptors extraction, GMM learning and FV
embedding. LIBLINEAR [52] is used for linear SVM training and
classiﬁcation. For datasets on which no results of CNN based methods are reported, we ﬁne-tune the CNN model with the pre-trained
CNN weights in [53] using the samples from each dataset and the
results are labeled as CNN-Ours. For CNN-Ours, the samples are
normalized to 24∗ 24 before feeding to the network. The ﬁrst convolutional layer ﬁlters the input image with 96 kernels of size 9
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Fig. 4. Some samples from the datasets.

× 9. The 96 channels are then pooled with maxout [54] in group
of size g = 2, resulting in 48 channels. The sequence continues
by convolving with 128 and 512 ﬁlters of side 9 and 8 and maxout groups of size g = 2 and 4, resulting in feature maps with
64 and 128 channels of size 8 × 8 and 1 × 1 respectively. Each
of the following two fully-connected layers have 256 neurons. The
output layer has N (equaling to the number of the character categories) units and is connected to the last fully-connected layer by a
N-way softmax function to convert the channel features into character probabilities. The rectiﬁed linear unit (ReLU) non-linearity is
used as an activation function to the output of every convolutional
layer and fully-connected layer.
4.1. Datasets
CVLSD dataset: The CVLSD dataset [19] was used for the handwritten digits recognition competition (HDRC) in ICDAR 2013. It
is part of the CVL Handwritten Digit database (CVL HDdb), which
consists of samples from 303 writers. It has 10 classes (0–9) with
3578 samples per class. The training set contains 70 0 0 digits (700
digits per class) of 67 writers. A validation set of equal size has
been published with a different set of 60 writers. The evaluation
set consists of 2178 digits per class of the remaining 176 writers.
Fig. 4(a) shows some examples from the dataset.
MNIST dataset: The MNIST dataset [20] is a subset of a larger
set available from NIST. It consists of handwritten digits images of
10 different classes (0 to 9) of size 28 × 28 with 60,0 0 0 training
samples and 10,0 0 0 test samples. The samples are similar to those
in CVLSD.
SVHN dataset: The SVHN dataset [1] was obtained from a large
number of Street View images. The dataset comprises over 60 0,0 0 0
labeled characters in total, and has been made available in two formats: full numbers and cropped digits. We focus on the cropped
digits recognition task, which contains 73,257 digits for training,
26,032 ones for testing, and 531,131 additional less diﬃcult training samples. In this paper, we do not use the additional less difﬁcult training samples for GMM learning. Some character images
from this dataset are shown in Fig. 4(b). As we can see, these characters have low resolution, certain degree of deformation and distortion.
ICDAR03-CH dataset: ICDAR03-CH dataset is the robust character recognition dataset from ICDAR 2003 [21]. The characters are
collected from a wide branches of scenes, such as book covers,

road signs, brand logo and other texts randomly selected from various objects. The dataset contains 5897 training samples and 5337
test samples. Fig. 4(c) shows some samples from the dataset. As we
can see, the font, illumination, color and background of characters
vary greatly.
Chars74k dataset: Chars74k dataset [14] contains 62 classes
consisting of digits, upper and lower case letters collected from
natural scene images. Some images from the dataset are shown in
Fig. 4(e). In the experiments, similar to [14], we randomly select
30 image per class from which to get 15 images for training and
15 ones for testing.
ISI-Bengali-Character
dataset:
ISI-Bengali-Character
dataset [22] has 19,530 Bengali character samples which are
divided into two sets, 13,410 for training and 6120 for testing.
These characters are extracted from 260 outdoor scene images
captured from the streets, lanes and by-lanes of West Bengal. The
dataset has 158 classes of Bengali numerals, characters or their
parts. Some samples from this dataset are shown in Fig. 4(d).
CPC dataset: CPC dataset contains 31 categories of Chinese
plate characters. These characters are the abbreviation of different
provinces. We have 10 images per class for training and the number of the test set per class varies from 5 to 15. Fig. 4(f) shows
some examples.
CSVT dataset: CSVT dataset contains images captured from
street views in China by smart phones and it includes images of
street signs, shop sign-boards, various advertisement signs as well
as names of products. It has 1716 scene text images in total, in
which there are 6674 Chinese characters of 1394 categories. We
call the cropped character recognition dataset as CSVT-CH. Fig. 4(g)
shows some examples from this dataset. As we can see, the characters have signiﬁcant diversity in terms of font, texture and background. The number of samples per class varies from 1 to 56. After
eliminating categories with only one sample, the dataset contains
922 categories. According to the training samples per class, we divide the samples to three different benchmarks: (1) all the categories which have no less than 2 samples are chosen, resulting in
922 categories with 6202 samples in total, called CSVT-CH-2; (2)
all the categories which have no less than 4 samples are chosen,
resulting in 502 categories with 5194 samples in total, called CSVTCH-4; (3) all the categories which have no less than 5 samples
are chosen, resulting in 408 categories with 4818 samples in total, called CSVT-CH-5. For CSVT-CH-2, CSVT-CH-4, CSVT-CH-5, half
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Table 2
Comparative results of FV-SVM with different numbers of Gaussians on CVLSD, ICDAR03-CH and CPC datasets(%) (without spatial information integrated).
Number of Gaussian

CVLSD

ICDAR03-CH

CPC

5
10
20
30
40
50
60
70
80
90
100
110
120

95.9564
96.9421
97.5197
97.4647
97.6573
97.6297
97.6985
97.6893
97.6756
97.7123
97.8773
97.7902
97.8911

79.7264
81.7126
82.2185
82.5745
82.7431
82.6307
82.893
83.0616
82.9492
82.7244
82.7619
82.9867
82.893

96.4286
96.7033
97.8022
97.2527
96.978
97.2527
97.5275
96.7033
–
–
–
–
–

Table 4
Comparative results of region-speciﬁc GMM learning with different spatial divisions and numbers of Gaussian per region on CPC dataset(%). Two selected
results with similar Gaussians are bolded to show the comparative results
with and without SP.
SP

NGPR/ACC

∗

5/97.253
1/ 97.2527
1/ 98.0769
1/98.3516

1 1
2∗ 1
2∗ 2
2∗ 3

Dataset

Number of Gaussian

Number of TS

CVLSD
ICDAR03-CH
Chars74k
CPC
ISI-Bengali-Character
CSVT-CH-2
MINIST
SVHN

100
70
40
4
170
32
140
160

70 0 0
5897
930
310
13,410
3296
60,0 0 0
73,256

of the samples per category are chosen as training samples and the
left are the test ones. A subset of the dataset could be download
from https://github.com/ucasqcz/CSVT-CH-subset.
For most of the partial experiments, the results on CVLSD
(handwritten digits), ICDAR03-CH (English) and CPC (Chinese characters) datasets are reported. The results on all the datasets are reported on the ﬁnal experiments comparing with the state-of-theart ones.
4.2. Evaluation of the numbers of Gaussian
To evaluate the effect of the numbers of Gaussian for the ﬁnal recognition, we report the performance of FV with linear classiﬁer with increasing numbers of Gaussian. SIFT descriptors are
densely extracted from the whole image and the GMM vocabulary
is learned with no spatial information (neither xy enriching nor
region-speciﬁc learning is used). The results on CVLSD, ICDAR03CH and CPC datasets are shown in Table 2.
From the results we can see that, at the beginning, the performance on all the three datasets improves with the increasing
numbers of Gaussian. However, when the number reaches a certain
value, the improvement improves slightly or keeps ﬂuctuating. For
CVLSD, the performance improves slightly at the number of 100,
whereas for ICDAR03-CH and CPC, it reaches the peak at that of
70 and 20 respectively. The results demonstrate that the number
of Gaussian needed for FV representation is related to the number of training samples available. The reason lies in the fact that
the number of Gaussians needed for representation is dependent
on the distribution of the local SIFT descriptors from the training
samples. When only a small number of training samples are provided, the number of the local descriptors is limited and a smaller
number of Gaussians are enough to represent the distribution of
the local descriptors. Thus learning more Gaussians on these descriptors is not necessary and might lead to over-ﬁtting.
Table 3 lists the suitable numbers of Gaussians versus those
of training samples on different datasets. TS is short for “Train-

15/97.253
3/97.5275
3/98.0769
3/97.8022

20/97.802
4/97.2527
4/97.8022
4/98.351

25/97.2527
8/97.5275
5/97.8022
5/97.5275

Table 5
Comparative results of region-speciﬁc GMM learning with different spatial divisions and numbers of Gaussian per region on CVLSD dataset(%). Two selected results with similar Gaussians are bolded to show the comparative results with and without SP.
SP
∗

Table 3
The comparative results of suitable numbers of Gaussians versus
numbers of training samples on different datasets.

10/98.077
2/98.3516
2/98.3516
2/98.6264

1 1
1∗ 2
2∗ 3
3∗ 2

NGPR/ACC
40/97.666
20/97.671
10/97.804
10/97.699

60/97.740
30/97.703
15/97.790
15/97.749

80/97.767
40/97.730
20/97.763
20/97.799

100/97.845
50/97.822
25/97.836
25/97.877

120/97.887
60/97.914
30/97.872
30/97.864

ing samples”. The number of Gaussians needed for representation
is dependent on the distribution of the local descriptors from the
training samples, namely the inter-class and intra-class variability
of the descriptors. Based on the results in Table 3, we ﬁnd that
the suitable number of Gaussian is approximately 1/75 of that of
the training samples for dataset with several thousands of training samples. Whereas for datasets with more than 20,0 0 0 training samples, satisfactory performance could be acquired with less
than 200 Gaussians. The performance might get better if we keep
increasing the number of Gaussians. However, the improvement is
quite small, e.g., less than 0.1% when increasing 20 Gaussians. As
the time needed for feature extraction is dependent on the number
of Gaussians, considering the performance as well as the eﬃciency,
we recommend fewer Gaussians with comparative performance.
The results in Table 2 also demonstrate the effectiveness of FV
for character representation. For CVLSD, when only 10 Gaussians
are learned, the recognition accuracy is quite satisfactory and outperforms most of the existing methods (comparative results with
other methods are listed in Section 4.7). For ICDAR03-CH, with 30
Gaussians, the performance already outperforms most of the methods that use carefully designed features or classiﬁcation strategies.
As FV considers the gradient with respect to the mean and standard deviation parameters, it could encode higher-order statistics.
Therefore, it could provide better representation than the conventional BOW strategy which only uses the word-counts based histogram for representation, even with fewer codewords.
4.3. Evaluation of spatial information for character representation
In this section, we will evaluate the effect of additional spatial information integrated into the FV for character representation.
The comparative results of FV with and without xy enriching on
CVLSD, ICDAR03-CH and CPC datasets are shown in Fig. 5. We also
report the results of region-speciﬁc GMM learning with different
spatial divisions and numbers of Gaussian per region. The results
on CPC, CVLSD, ICDAR03-CH and CSVT-CH are shown in Table 4,
5,6, 7, 8, 91 respectively.
The results in Fig. 5 show that most of the results with xy enriching outperform those without xy enriching on all the three
evaluated datasets, demonstrating the effectiveness of the spatial

1
“NGPR” is short for “Number of Gaussian per region” and “SP” represents “Spatial partition”.
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Table 6
Comparative results of region-speciﬁc GMM learning with different spatial divisions and numbers of Gaussian per region on ICDAR03-CH dataset(%). Two
selected results with similar Gaussians are bolded to show the comparative
results with and without SP.
SP

NGPR/ACC

∗

40/83.024
20/83.942
10/83.493
10/84.392

1 1
1∗ 2
2∗ 2
3∗ 2

60/83.942
30/84.186
15/84.036
15/83.961

80/84.205
40/84.355
20/84.373
20/84.092

100/83.924
50/83.924
25/83.961
25/83.980

120/83.961
60/84.336
30/84.205
30/84.242

Table 7
Comparative results of region-speciﬁc GMM learning with different spatial divisions and numbers of Gaussian per region
on CVST-CH-2 dataset(%). The best results with and without
SP are bolded.
SP

NGPR/ACC

∗

20/69.924
5/76.635
2/78.355
1/78.562

1 1
2∗ 2
3∗ 3
4∗ 4

30/72.540
7/77.392
3/78.665
2/79.525

40/73.021
10/78.321
4/78.286
3/78.975

50/73.297
15/78.011
5/78.458
4/78.975

Table 8
Comparative results of region-speciﬁc GMM learning with different spatial divisions and numbers of Gaussian per region
on CVST-CH-4 dataset(%). The best results with and without
SP are bolded.
SP

NGPR/ACC

1∗ 1
2∗ 2
3∗ 3
4∗ 4

20/79.405
5/81.698
2/84.031
1/84.272

30/79.163
7/82.703
3/83.347
2/84.031

40/78.962
10/83.226
4/83.467
3/83.548

50/79.405
15/83.065
5/84.071
4/83.990

Table 9
Comparative results of region-speciﬁc GMM learning with different spatial divisions and numbers of Gaussian per region on
CVST-CH-5 dataset(%). The best results with and without SP
are bolded.

Fig. 5. Comparative results of GMM with the original descriptor and that with the
xy enriching on CVLSD, ICDAR03-CH and CPC datasets.

information for character recognition. The results also show that,
compared to the original descriptor, those with xy enriching could
achieve similar or even better performance with fewer Gaussians.
On CVLSD, with xy enriching, GMM (GMM-xy) with 50 Gaussians
could outperform those learned on the original descriptors with
120 Gaussians. For ICDAR03-CH dataset, GMM-xy with 20 Gaussians could outperform those without xy enriching which have
many more Gaussians (30 ∼ 120). For CPC dataset, GMM-xy with
10 Gaussians could achieve the recognition accuracy of 98.0769%,
whereas the best performance of those without xy enriching is
only 97.8022% with 20 Gaussians. The results show that with xy
enriching, fewer Gaussians are needed for feature representation,
which is very useful for practical use since it could save much
computation time for FV extraction.
The results in Tables 4–9 demonstrate that compared to FV
with GMM learned on the whole image, those with GMM learned

SP

NGPR/ACC

1∗ 1
2∗ 2
3∗ 3
4∗ 4

20/78.503
5/83.856
2/85.292
1/85.727

30/80.809
7/83.986
3/85.422
2/85.988

40/80.244
10/85.031
4/85.553
3/85.640

50/81.375
15/85.248
5/85.553
4/86.075

on spatial divided regions could further improve the performance
when the learned total numbers of Gaussians are the same. For
instance, on CPC dataset in Table 4, GMM learned with spatial division of 2∗ 3 and 1 Gaussian per region (6 in total) outperform
those learned with 10 Gaussians on the whole image. On CVLSD
in Table 5, GMM learned on 2∗ 3 spatial division and 10 Gaussians
per region (60 in total), outperform those learned on the whole
image with 80 Gaussians. On ICDAR-03 dataset in Table 6, GMM
learned with spatial division of 3∗ 2 and 10 Gaussians per region
(60 in total) outperform those learned with 80 Gaussians without
spatial division. On CSVT-CH dataset in Tables 7–9, although the total learned GMM with spatial division are much fewer than those
learned on the whole image, they outperform those learned without spatial division by about 5%.
The results further indicate that spatial division is more effective for Chinese characters which tend to have more complex
structures. On CSVT-CH-2, CSVT-CH-4, and CSVT-CH-5 datasets,
without spatial division, the best performance is acquired with 50
Gaussians of 73.297%, 79.405% and 81.375% respectively, whereas
with spatial division of 4∗ 4, the best performance is 79.525%,
84.272 and 86.075%. Moreover, the results show that GMM with
ﬁner spatial division tends to be more suitable for Chinese charac-

8

C. Shi et al. / Pattern Recognition 72 (2017) 1–14
Table 10
Comparative results of unsupervised and supervised GMM learning on
CVLSD dataset(%).
Unsupervised
Number of Gaussian
60
70
80
90
100
110

Supervised
Accuracy
97.7398
97.7535
97.7673
97.804
97.8452
97.8727

Number of Gaussian
∗

6 10 = 60
7∗ 10 = 70
8∗ 10 = 80
9∗ 10 = 90
10∗ 10 = 100
11∗ 10 = 110

Accuracy
97.6618
97.8544
97.9232
97.8911
97.9507
97.8681

Table 11
Comparative results of unsupervised and supervised GMM learning on
ICDAR03-CH dataset(%).
Unsupervised

Supervised

Number of Gaussian

Accuracy

Number of Gaussian

Accuracy

60
120

83.9423
83.961

1∗ 61 = 61
2∗ 61 = 122

82.1623
82.5183

ters. On all the three CVST-CH datasets, GMM learned with spatial
division of 4∗ 4 outperform those with 3∗ 3, which outperform those
with spatial division of 2∗ 2.
4.4. Evaluation of the GMM learning strategy: unsupervised versus
supervised
We evaluate the unsupervised and supervised GMM learning
strategy on CVLSD and ICDAR03-CH datasets. We compare the results of supervised and unsupervised learning with similar numbers of Gaussians. For supervised learning, the GMM vocabulary is
learned from each category separately and the ﬁnal GMM vocabulary is acquired by concentrating the vocabularies learned from
each class. Tables 10 and 11 show the results.
The results demonstrate that on CVLSD dataset, with 70, 80,
90 and 100 Gaussians in total, supervised learning could slightly
improve the performance. Whereas on ICDAR03-CH dataset, with
both approximately 60 and 120 Gaussians in total, unsupervised
learning outperforms supervised one by more than 1%. For supervised learning, as same number of Gaussians need to be learned
for each category, enough training samples for each category are
required to learn the GMM. For CVLSD, each category has 700
training samples which are enough to learn the corresponding
category-dependent Gaussians, and thus supervised learning could
improve the performance in most cases. Whereas for ICDAR03-CH
dataset, as the number of training samples varies greatly and the
number of categories is much larger, the GMM learned by supervised learning is not good enough to represent all the categories.
For supervised learning, when the number of categories is larger
than several thousands, which is the case for Chinese characters,
it is impossible to get the ﬁnal GMM by concentrating the same
number of Gaussians of each category. Moreover, when we add
new categories, supervised learning needs to relearn the categorydependent GMM, whereas the GMM from unsupervised learning
could be directly used to represent new categories.
4.5. Evaluation of FV derived from GMM with different training
samples
To evaluate whether the representative ability of FV is dependent on suﬃcient training samples, we report the results of FVSVM with different training samples on MNIST and SVHN datasets.
On MNIST dataset, we compare FV-SVM with CNN-SVM and DSNSVM [32] with increasing training samples and the results are

Fig. 6. Comparative results of CNN-SVM, DSN-SVM and FV-SVM with different
training samples on MNIST dataset.

Table 12
Comparative results of FV-SVM and other methods with different training samples
on SVHN dataset(%).
Number of TS

10K

20K

30K

40K

73,257

598,388

HOG-SVM
CNN-Ours+Softmax
FV-SVM
ConvNet/MS/L2[2]
Dropconnect [26]
DSN [32]

78.79
90.41
92.57
–
–
–

79.70
91.51
93.47
–
–
–

80.06
91.97
93.86
–
–
–

80.33
92.08
94.09
–
–
–

81.77
92.22
95.01
91.55
–
–

–
–
–
95.10
98.06
98.08

shown in Fig. 6. The results of CNN-SVM and DSN-SVM are quoted
from [32].
The results in Fig. 6 show that FV-SVM outperforms both CNNSVM and DSN-SVM with various training samples. The superiority
of FV-SVM is more obvious when the training samples are limited. With less than 500 training samples per class, FV-SVM outperforms CNN-SVM and DSN-SVM considerably. With 50 training
samples per class, FV-SVM achieves the error rates of 2.22%, which
reduces the error rates of CNN-SVM and DSN-SVM by 71.9% and
66.9% respectively. With 100 training samples per class, FV-SVM
reduced the error rates by 66.8% and 62.4%. With 300 training
samples per class, the error reduction is 52.1% and 39.4% respectively. When the training samples exceed a certain value (more
than 20 0 0 per class), the error rates of FV-SVM are still slightly
lower than those of CNN-SVM and DSN-SVM. The results demonstrate that the satisfactory performance of CNN and DSN is dependent on the large amount of training samples.
The results of FV-SVM, HOG-SVM and CNN-Ours with increasing training samples on SVHN dataset are shown in Table 12,
where “TS” is short for “training samples”. The results demonstrate
that FV outperforms HOG and CNN-Ours+Softmax considerably for
representing characters with various training samples. The results
show that ConveNet [2] achieves an accuracy of 91.55%, whereas
FV-SVM could achieve that of 95.01% with the same amount of
training samples. Even with only 10,0 0 0 training samples in total,
FV-SVM could still outperform ConveNet [2] by 1%, further demonstrating the superiority of FV-SVM over CNN under limited training samples. However, with plenty of training samples, CNN could
achieve satisfactory performance. With 598,388 training samples,
Dropconnect and DSN could achieve the accuracy of 98.06% and
98.08% respectively, which is equal to or better than the human
performance. Thus, in our opinion, for CNN based models, (1), the
more samples used, the better performance could be achieved, and
(2) to prevent over-ﬁtting, the number of training samples should
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Table 13
Comparative results of FV-SVM on CSVT-CH-2 with GMM learned
from different training sets(%).
Training Set

4∗ 4∗ 1

4∗ 4∗ 2

4∗ 4∗ 3

4∗ 4∗ 4

CSVT-CH-2-train
CSVT-CH-4-train
CSVT-CH-5-train

78.562
78.596
78.4928

79.525
79.4219
79.3531

78.975
79.0778
78.7337

78.975
79.2154
79.181

be at least as many as the number of parameters that need to be
learned.
4.6. Evaluation of FV on unseen categories
To evaluate whether GMM learned on some known categories
could be generalized to unseen categories, we test the performance
of FV-SVM on CSVT-CH-2 with GMM learned on CSVT-CH-4 and
CSVT-CH-5. As CSVT-CH-2 has 922 categories whereas CSVT-CH-4
and CSVT-CH-5 have 502 and 408 categories, there are 420 unseen
categories when trained on CSVT-CH-4 and 514 ones when learned
from CSVT-CH-5. The comparative results of FV-SVM on CSVT-CH2 with GMM learned from different training sets are shown in
Table 13. “4∗ 4∗ X” represents that the GMM is learned with spatial division of 4∗ 4 and ’X’ is the number of GMM learned on each
region.
The results show that GMM learned on CSVT-CH-4-train, which
does not contain the 420 unseen categories, could even surpass
those learned on CSVT-CH-2-train, which contains all the testing
categories. With 514 unseen categories, GMM learned on CSVT-CH5-train could also achieve similar performance to those learned
on CSVT-CH-2-train. The results demonstrate that FV learned on
known categories could be generalized to new categories. The results also indicate that it might be possible to learn a ﬁxed number
of GMM based codewords from some collected training samples to
represent all the categories of Chinese characters.
4.7. Comparative study with state-of-the-art methods
We compare the performance of FV-SVM with that of the
state-of-the-art ones in this section. The results of FV-SVM along
with recently proposed methods on digits recognition datasets–
CVLSD, SVHN and MNIST are shown in Table 14. For results of
LeNet [55] in Table 14, we realize the network according to the
conﬁguration illustrated in [55] and train the network using the
standard training set on each dataset. The results on English character recognition datasets–ICDAR03-CH and Chars74K are listed in
Table 15 and those on Chinese character recognition datasets–CPC
and CSVT-CH are shown in Table 16. We also report the results on
ISI-Bengali-Character in Table 17.
On CVLSD dataset, we list the results of the top two methods in the 2013 ICDAR HDRC [19] and those of DMSDR and
DSEDR [28]. The results demonstrate that FV-SVM outperforms
all the methods, even the ﬁrst one of the competition. Moreover,
Salzburg [19] adopts the Finite Impulse Response Multilayer Perceptron (FIR MLP) and uses more synthetic training samples with
random rotation, shearing and scaling, whereas FV-SVM only uses
the original training samples to learn the codeword, further showing the effectiveness of FV for representing characters.
On SVHN, with the same number of or even fewer training samples, FV-SVM outperforms most published methods, including the CNN based ones. With 73,257 training samples,
ConvNet/MS/L2 [2] achieves the recognition accuracy of 91.55%,
whereas FV-SVM achieves that of 95.01% with the same number
of training samples. With 10K training samples in total, which
is only less than 15% of original smaller training set used by
ConvNet/MS/L2, FV-SVM still outperforms ConvNet/MS/L2 by 1%
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(92.57% versus 91.55%). Even with the additional training set,
which leads to 598,388 images in total, the accuracy of ConvNet/MS/L4 is only slightly higher than that of FV-SVM (95.10% versus 95.01%), which only uses the original 73,257 training samples.
Although Dropconnect [26] and DSN [32] outperform our method,
they use a total of 598,388 images for training, whereas we only
use 73,257 training samples. Since it is very diﬃcult to collect so
many scene characters for training, we are not sure how these
methods would perform when dealing with other languages, especially the Chinese characters, which have tens of thousands of
categories and thus the collection of scene samples for all the categories is almost impossible.
On MNIST dataset, with 60,0 0 0 training samples, FV-SVM
achieves similar or even higher accuracy than CNN based ones.
Note that the learning of FV is quite straightforward without any
ﬁne-tuning or user-dependent trick. Moreover, the comparative results in Fig. 6 demonstrate the superiority of FV versus CNN in the
case of limited training samples.
On ICDAR03-CH dataset, FV-SVM achieves the recognition accuracy of 84.4%, outperforming all the published ones using the original 5897 training samples. Moreover, FV-SVM with 5897 training
samples outperforms the unsupervised feature learning methods
in [25] by 2.7% which uses 49,200 training images, showing the
effectiveness of FV in the case of limited training samples. With
the original training set, FV-SVM outperforms CNN-Ours+Softmax
by 3%. FV-SVM also outperforms CNN [13] which uses far more
training samples. Although the CNN classiﬁer in [53] achieves the
accuracy of 86.8%, they use a total of 107K training samples from
various sources (ICDAR 20 03, 20 05, 2011, 2013 training sets, KAIST,
StanfordSynth) and the testing samples are different from most
methods, whereas FV-SVM only uses the original 5897 training
samples.
On Chars74k dataset, FV-SVM outperforms all the listed methods using the randomly selected 15 training samples and testing
ones. FV-SVM achieves the average accuracy of 74.8% of ﬁve random runs, further showing the effectiveness of FV for representing
English and digits characters under limited training samples.
For Chinese character recognition datasets, FV-SVM outperforms
HOG-SVM and CNN-Ours signiﬁcantly on CPC and CVST-CH. On
CSVT dataset, the superiority of FV-SVM over CNN-SVM is more
obvious and it outperforms CNN-Ours+Softmax by more than 30%.
The results show that FV is more effective than CNN when the categories are large and thus the training samples are insuﬃcient, especially for Chinese scene character recognition, which has tens of
thousands of categories and thus it is very diﬃcult to collect training samples. FV-SVM also outperforms DSEDR [28] slightly on all
the datasets which learns the stroke based spatially embedded dictionary to represent characters. DSEDR learns several hundreds of
codewords to represent characters whereas FV only needs several
dozens of Gaussians for character representation, thus being more
eﬃcient in storage and computation. Although we adapt the CNN
model in [53] with the training samples, it still perform poorly as
a result of insuﬃcient training samples.
On ISI-Bengali-Character dataset, FV-SVM outperforms all the
existing methods. It outperforms CNN-Ours+Softmax by 3% and
ConvCoHOG by 1%. The result demonstrate the effectiveness of FVSVM on languages which have curving strokes.
Time complexity analysis: For model learning, the proposed
pipeline includes the local SIFT descriptors extraction from all the
training samples, the PCA dimension reduction of local descriptors,
and the GMM learning on the dimension reduced local descriptors.
Using Matlab as our implementation software, with VLFeat0.9.20
open source library for SIFT and GMM realization, the average
time to extract SIFT descriptors from a character image is about
9 ms and the GMM learning time is dependent on the number
of Gaussians. The average time to learn GMM with 120 Gaussians
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Table 14
Comparison results with other methods on CVLSD, SVHN and MNIST datasets(%). “NTS” represents “Number of training samples” and “S” is short for “Standard training set” as illustrated in
Section 4.1. The number in the bracket represents the detailed size of the standard training set for
each dataset.
Method

CVLSD /NTS

SVHN/NTS

MNIST/NTS

Salzburg II [19]
Salzburg I [19]
K-MEANS [1]
ConvNet/MS/L2[2]
ConvNet/MS/L2 [2]
ConvNet/MS/L4/ Padded [2]
Dropconnect [26]
DSN [32]
HOG-SVM
DMSDR-SVM [28]
DSEDR-SVM [28]
LeNet-5 [55]
CNN-Ours+Softmax
FV-SVM

97.74/S(70 0 0)+Synthetic
96.72/S(70 0 0)+Synthetic
–
–
–
–
–
–
90.46/S(70 0 0)
95.11/S(70 0 0)
96.69/S(70 0 0)
93.35/S(70 0 0)
95.71/S(70 0 0)
97.91/S(70 0 0)

–
–
90.6/604,388
91.55/S(73,257)
94.64/598,388
95.10/598,388
98.06/604,388
98.08/598,388
80.01/S(73,257)
91.62/S(73,257)
92.12/S(73,257)
86.28/S(73,257)
92.22/S(73,257)
95.01/S(73,257)

–
–
–
–
–
–
99.68/S(60,0 0 0)
99.61/S(60,0 0 0)
–
–
99.26/S(60,0 0 0)
99.05/S(60,0 0 0)
–
99.66/S(60,0 0 0)

Table 15
Comparison results with other methods on ICDAR03-CH and Chars74k datasets(%). “NTS” represents “Number of training samples” and “S” is short for “Standard training set” as illustrated in
Section 4.1. The number in the bracket represents the detailed size of the standard training set
for each dataset.
Method

ICDAR03-CH/NTS

Chars74k-15/NTS

HOG+NN [56]
NATIVE+FERNS [56]
Geometrical blur+SVM [14]
GHOG [15]
Co-HOG [24]
ConvCoHOG [22]
HOG Columns [23]
Unsupervised feature learning [25]
HOG-SVM
Stroke bank-SVM [57]
SED-SVM [27]
DMSDR-SVM [28]
DSEDR-SVM [28]
CNN [13]
CNN [53]
CNN-Ours+Softmax
FV-SVM

51.5/S(5897)
64/S(5897)
–
76/S(5897)
79.4/S(5897)
81.7/S(5897)
–
81.7/49,200
77/S(5897)
79.5/S(5897)
82.0/S(5897)
81.7/S(5897)
82.6/S(5897)
83.9/S(5897)+Chars74K+Synthetic
86.8/107K
81.51/S(5897)
84.4/S(5897)

58/S(930)
54/S(930)
53/S(930)
62/S(930)
–
–
66.5/S(930)
–
62/S(930)
65.7/S(930)
67.1/S(930)
66.1/S(930)
71.8/S(930)
–
–
73.52/S(930)
74.8/S(930)

Table 16
Comparison results with other methods on CPC, CVST-CH-2, CVST-CH-4 and
CVST-CH-5 datasets(%).
Method

CPC

CVST-CH-2

CVST-CH-4

CVST-CH-5

HOG-SVM
DSEDR-SVM [28]
CNN-Ours+Softmax
FV-SVM

93.0
97.1
81.32
98.63

71.23
78.70
46.21
79.53

77.27
83.91
50.72
84.27

79.94
85.81
54.74
86.07

Table 17
Comparison results with other
methods on ISI-Bengali-Character
dataset(%).
Methods

Results

HOG [22]
CNN+SVM [53]
CNN-Ours+Softmax
ConvCoHOG-SVM [22]
FV-SVM

87.4
90.1
85.4
92.1
93.2

on 60,0 0 0 samples is about 55 min and that with 60 Gaussians
is only 24 min. In our experiments on various datasets, the number of Gaussians is usually less than 200, and thus the total model
learning time is only about an hour. When learning on datasets

with only several thousands of training samples, it only need less
than half an hour on average whereas retraining the CNN-Ours
with 60,0 0 0 samples needs several hours. The comparison results
show that the training of FV is much more faster than training a
CNN models while the performance is comparative or better. While
for testing, the proposed feature representation includes the local
descriptor extraction and the FV encoding. The time for FV embedding is also dependent on the number of Gaussians. With 120
Gaussians, the total time of feature representation for a test image
is about 9 (SIFT descriptor extraction) + 7 (FV embedding) = 16 ms
and that with 60 Gaussians is about 9 (SIFT descriptor extraction) +
3.5 (FV embedding) = 12.5 ms. Note that although the codes have
not been optimized, it could support real-time applications.
Practical utility analysis: The proposed method is evaluated
on two handwritten character recognition datasets and six scene
character recognition ones. The scene character datasets contain camera-captured character images from natural scenes, which
might have random background noise, low resolution, certain degree of deformation and distortion. We directly use FV to represent
these characters without any prepossessing, such as skew correction or noise removal. The experimental results on these six scene
character recognition datasets demonstrate that although the realization of FV-SVM is quite straightforward without any ﬁne-tuning
or user-dependent trick, it could outperform most state-of-the-art
methods with the same or even fewer training samples, including
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Fig. 7. Failure cases of the proposed FV-SVM. For (a) and (b), the ground truth and the recognition result are shown. For (c) and (d), the results could not be shown because
of the complex character encoding.

Table 18
Comparison results of the proposed method with several major state of the arts
methods on ICDAR03-CH, CSVT-CH-2 and ISI-Bengali-Character datasets.
Method

ICDAR03-CH

CSVT-CH-2

ISI-Bengali-Character

ConvCoHOG [22]
DSEDR-SVM [28]
CNN-Ours+Softmax
FV-SVM

81.7
82.6
81.5
84.4

–
78.7
46.2
79.5

92.1
–
85.4
93.2

the CNN based ones. Besides, the time complexity of FV both for
the learning and testing is satisfactory for practical applications.
Thus, based on the state-of-the-art performance on handwritten
and scene character datasets and also the reasonable time complexity, we believe FV is a good choice for real-time practical applications.
The pros and cons of the proposed method: In this section,
we summarize the pros and cons of the proposed method through
comparing with some major state of the art methods on ICDAR03CH dataset, CSVT-CH-2 and ISI-Bengali-Character datasets including
English, Chinese and Bengali. The results are reported in Table 18.
First, FV-SVM outperforms ConvCoHOG and DSEDR-SVM [28].
ConvCoHOG [22] employs co-occurrence HOG to recognize scene
characters, which encodes spatial contextual information based on
BOW framework. DSEDR-SVM [28] encodes the HOG based local
descriptors using the BOW framework. While FV-SVM encodes the
local descriptor of SIFT by FV framework. Moreover, we integrated
the xy enriching into the local descriptor and learns GMM on each
spatial region so as to incorporate spatial information. The experimental results in Section 4.3 show that integrating spatial information could improve the performance for character recognition, especially for Chinese character which has more complex structure.
We summarize the ﬁrst pro of the proposed method: the superior
encoding strategy of FV is adopted and effective spatial information is integrated.
Second, compared with results on ICDAR03-CH dataset and ISIBengali-Character datasets, CNN-Ours+Softmax performs poorer on
CSVT-CH-2 dataset. The reason lies in that the Chinese dataset has

more categories and less training samples, and thus it is diﬃcult to
fully train the CNN model. Besides, the large gap between different
CNN models [13,53] for character recognition shows the architecture of CNN model also has a great effect for character recognition.
Moreover, it is diﬃcult to design a general structure for different
tasks. Thus, the second pro of the proposed method is that: FVSVM can be implemented straightforwardly, and obtains the superior performances on different datasets including English, Chinese
and Bengali, especially on CSVT-CH-2 dataset which has less training samples.
Third, the experimental results of FV-SVM presented in
Section 4.6 have implied the generalization ability of FV to represent new unseen categories, which is quite inspiring since it is difﬁcult to collect training samples for Chinese scene characters that
have tens of thousands of categories. We summarize the third pro
of the proposed method: FV-SVM has potential ability to represent
new unseen categories.
However, there are still some cons which need to be further improved. First we only adopt SIFT as the local descriptor, and more
local descriptors could be explored to boost the recognition performance, such as shape context descriptor and convolutional activation descriptors of CNN. Moreover, more strategies could be explored to incorporate effective spatial information.
Failure cases analysis: Some failure examples on several
datasets are shown in Fig. 7. From the examples we can see that,
most of the failure cases are quite diﬃcult to recognize even for
humans, which are either severely polluted or degraded, or are the
confusion of similar characters, such as ‘0’ and ‘O’, ‘h’ and ‘n’, or
the confusion between the upper and lower cases, such as ‘I’ and
‘i’, ‘Y’ and ‘y’. We argue that these characters are diﬃcult to recognize separately and might be correctly recognized with the help of
the contextual information from the text image, such as lexicon or
language model based post processing.
5. Conclusion
In this paper, we give comprehensive evaluation of FV for
character recognition. The results on challenging handwritten and
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scene character recognition datasets demonstrate that FV with linear classiﬁer could outperform most of the existing methods, including the CNN based ones. The superiority of FV over CNN is
more obvious when the training samples are insuﬃcient to train
the networks. We also collect a Chinese scene character recognition dataset—CSVT to evaluate the suitability of FV for representing
Chinese characters. The results demonstrate the effectiveness of FV
for representing Chinese characters as well as the importance of
spatial information for representing characters, especially for Chinese characters which have more complex structures. The experimental results also imply the generalization ability of FV to represent new unseen categories, which is quite inspiring since it is very
diﬃcult to collect training samples for Chinese scene characters
which have tens of thousands of categories. The results also indicate that for Chinese scene characters, which are relatively more
diﬃcult to collect large-scale training samples to train the networks, FV might be a better choice than CNN for character representation.
For future study, more local descriptors could be explored to
combine with FV for character recognition. For instance, shape
context could be used as the local descriptors so as to make use
of the shape information of characters. The convolutional activations of CNN could also be regarded as local descriptors and the
global representation could be acquired by either applying FV on
the extracted convolutional local descriptors or directly integrating
FV into the network. Furthermore, more effective strategies could
be explored to incorporate spatial information in the future.
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