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Abstract—Vision-based event analysis is difficult because of the
following challenges. The first challenge is intraclass variation.
Photos uploaded by users are sparsely sampled visual appearances
of an event over time. Thus, each photo may only capture a single
object or scene of a specific complex event. The second challenge is
interclass confusion. Photos related to different events may contain
similar objects or scenes. Third, unusual events are characterized
by scarcity, and only a few samples are available for use in learning
event patterns. In this paper, by considering the photo timestamp,
we propose a structured event modeling (SEM) framework for
event analysis that exploits the temporal information of visual
features and event classes in a photo sequence. Specifically, the
temporal event patterns of the photo sequence and the relationships
of different photos are jointly learned using deep neural networks
(convolutional neural networks and recurrent neural networks)
and a conditional random field. We evaluate the proposed SEM
framework in two applications: multiclass event recognition and
unusual event detection in photo sequences. The results of extensive
experiments performed on a public event recognition dataset and
a collected unusual event dataset demonstrate the effectiveness of
the proposed method.
Index Terms—Event analysis, unusual event detection, deep
learning.

I. INTRODUCTION
OCIAL media users have uploaded a substantial number of
photos using mobile devices over the past few years. Take
Instagram as an example: approximately 80 million photos are
uploaded to Instagram every day,1 and 40 billion photos have
been shared since its launch on October 10, 2010. Note that these
numbers are only statistics for Instagram. There are many other
well-known web sites, such as Facebook, Flickr, and Tumblr,
that also host millions of photos, that have recorded events
occurring around us. Thus, automatic event analysis is important
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Fig. 1. Multi-class event-related photos and histogram. The histogram shows
the number of photos with the tag Christmas or Wedding taken in each of the
12 months. This statistic is generated from the YFCC100M Flickr dataset [3].

and helpful to better browse, search and monitor the massive
sets of user-generated photos. In this work, an event refers to
something that occurs in a certain place during a particular
interval of time and can have either positive or negative effects
on people. The events considered in this work are represented by
multimedia content uploaded online by different people. Some
of those events are organized and attended by people [1], [2],
such as concerts, weddings and public celebrations. There are
also some unexpected events, such as storms and attacks. Events
always contain a number of concepts, scenes and actions that
are extremely difficult to analyze as a whole. Thus, the first step
to analyze such events is event modeling that can effectively
represent the major components of the events.
Many methods have been proposed [2], [4]–[13] for automatic
event analysis on photos and have achieved good performance.
The majority of these methods rely on the titles, tags, descriptions and GPS information [2], [4]–[10], [12]. However, some
photos do not contain any metadata, and the text metadata may
be too noisy to fully represent the rich visual information in
photos. To address this issue, we can utilize the rich visual information in photos for event analysis. Conducting vision-based
event analysis on photos is difficult, and there are only a few
existing methods for this purpose. Some early methods [14]–
[18] focus on event recognition in photo collections, which are
well organized in annotated albums. Moreover, a photo collection is similar to a set of sparsely sampled key frames from a
specific video. Thus, the conventional event recognition model
for videos can be applied for photo collections. In contrast to the
existing event analysis in photo collections, this work focuses
on event analysis using visual information in real-world photos,
which are not well organized and are more challenging.
Analyzing events in user-generated photos using visual content is challenging for the following reasons: (1) Intra-class
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Fig. 2.
attack.

Unusual event-related photos over time at the location of the Paris

variation. The user-generated photos are sparsely sampled event
visual appearances over time. Thus, each photo may only capture a single object or scene of a specific complex event. For
example, as shown in Fig. 1, some of the wedding-related photos
are taken outdoors, whereas others are taken inside a house. (2)
Inter-class confusion. For some event categories, their related
photos may contain similar objects or scenes. For example, as
shown in Fig. 1, similar celebration scenes in a house appear
in the wedding and Christmas photos. (3) Sample scarcity. For
some unusual events, not enough samples can be used for learning event patterns. For example, as shown in Fig. 2, when the
unusual event Paris attack occurs, only a few photos can be used
to train the event model. This statement presumes that photos
from other attack events, or other Paris attacks are not available
to train the model. In this work, an unusual event is defined as
a thing that occurs very rarely in a certain place. We assume
that an unusual event is unlikely to occur in the initial portion
of a photo sequence, as in [19]. An unusual event in a photo
sequence refers to those photos that have significantly different
visual appearances compared to the initial (usual event) photos.
Detecting such events may be of interest to professional journalists who would like to discover new material about the unusual
events. It is also useful to ordinary users who would like to keep
track of the unusual events. Despite its high application value,
unusual event detection in user-generated photos does not attract
considerable attention.
To address the above issues, we turn to the photo timestamp, which can easily be obtained on social sites (e.g., Flickr
and Instagram), to cast the photos into a sequence for effective event analysis. (1) By considering the photo timestamp, we
can reduce the intra-class variation by capturing the changes in
the visual appearance of an event over time. For example, as
shown in Fig. 1, it is much easier to categorize the left sequence
with four photos as wedding than the individual photos due to
the large mutual differences. (2) By ordering photos into a sequence, we can relieve the inter-class confusion by learning the
time-sensitive visual features for multi-class events. As shown
in Fig. 1, almost all photos of Christmas are taken during December. In contrast, photos of weddings taken during January
and December are very scarce. Thus, a test photo taken during
September is more likely to be about a wedding event, although
it may also contain celebration scenes similar to the ones that
are present in photos of the Christmas event. (3) To overcome
the sample scarcity problem for unusual events, we shift our attention to the negative samples (photos unrelated to the unusual
events), which consist of photos taken before the unusual events.
By learning the features of the negative samples, we can find the
unusual event-related photos that have large discrepancies with
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the negative photos. This problem is more clearly illustrated in
Fig. 2. For the photos taken at the location of the Paris attack,
there is an apparent change in visual appearance when the event
occurs.
Motivated by the above observations, we propose a new structured event modeling (SEM) framework for event analysis that
exploits the temporal information in photo sequences. There are
two components for event structural modeling with temporal
information: visual features and event classes. The visual features are learned via convolutional neural networks (CNNs), and
their temporal relationship is exploited using recurrent neural
networks (RNNs). The temporal relationship of event classes is
modeled using a conditional random field (CRF).
We apply the proposed (SEM) on two important tasks in
multimedia community : event recognition and unusual event
detection.
Here, event recognition and unusual event detection are to
learn an effective event model for multi-class or one-class event
analysis, respectively. For the event recognition task, we need
to resolve the intra-class variation and the inter-class confusion.
For the former problem, we adopt an approach that adds an RNN
on top of a CNN to capture the time-sensitive event patterns.
For the latter problem, we stack a discrete CRF on top of neural
networks to consider the inter-class differences. For the unusual
event detection task, we need to resolve the intra-class variation
and the sample scarcity. The former problem can be resolved
with the same scheme adopted in the event recognition task.
For the latter problem, we provide a new framework of autoencoders to reconstruct the features of the initial usual photos in
the photo sequence. The proposed framework stacks a continuous CRF on the top of neural networks (RNNs and CNNs). An
unusual event in a photo sequence refers to those photos whose
reconstruction errors are significantly higher than the majority
of the initial (usual event) photos of the photo sequence. The proposed framework is completely unsupervised, leveraging only
on the assumption that an unusual event is unlikely to occur in
the initial portion of a photo sequence.
Compared with existing methods, the major contributions of
this work are four-fold:
1) We propose a new SEM framework for event analysis.
The results of extensive experiments demonstrate the effectiveness of the proposed SEM for two applications,
namely, mutli-class event recognition and unusual event
detection in photo sequences.
2) To effectively reduce the intra-class variation, we adopt
RNNs on the top of CNNs to capture the event temporal
patterns.
3) The proposed SEM can effectively overcome the interclass confusion issue by stacking a discrete CRF on
the top of neural networks (RNNs and CNNs) to
model event patterns with consideration of the inter-class
differences.
4) The proposed SEM adopts structured auto-encoders based
on a continuous CRF on the top of neural networks (RNNs
and CNNs) to learn the temporal patterns of the negative
photo samples, and it can effectively address the sample
scarcity problem.
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A preliminary version of the structured modeling for the unusual event detection was reported in [20]. The major extension
in this paper includes the following four aspects: (1) In contrast to the model in [20], where only one-class SEM is used
to discover the unusual event, this paper extends it to recognize
multiple event categories. (2) We explicitly summarize the three
challenges for event analysis in user-generated photos using visual content. (3) We add a comprehensive survey of the work
related to event modeling in photo streams. (4) We conduct
more quantitative experiments for the multi-class event recognition task and the unusual photo detection task. The remainder
of this paper is organized as follows. In Section II, we review the
related work. The proposed event modeling method and the optimization are introduced in Section III. The experimental results
are reported and analyzed in Section IV. Finally, we conclude
the paper with directions for future work in Section V.
II. RELATED WORK
In this section, we review the work that is most related to
our method, including sequence modeling in photo streams and
deep learning.
A. Sequence Modeling in Photo Streams
Event Analysis: There are a few methods for event analysis on photos using only visual content, although event and
action recognition in videos have recently received considerable attention in the computer vision and multimedia communities [21]–[31]. In the early methods [14], [15], small and private
datasets are used to classify photo collections. However, the use
of such datasets eventually limits the possibilities for comparing different approaches and researching new ideas. In [16] and
[17], event recognition experiments are conducted on an album
dataset that contains approximately 40 K photos with 10 holiday
events. The frequent object patterns in the album are mined to
convey considerably richer semantics than low-level visual features. In [18], an adapted discriminative hidden Markov model
is applied to classify photo collections. The time gap between
consecutive images is adopted to determine the transitions between states. The model is evaluated on a large dataset that
contains approximately 60 K photos collected from Flickr annotated with 14 event classes. The majority of these methods
can only be used to recognize a group of photos that correspond
to real-world personal photo collections taken by individual
photographers. The conventional event recognition model for
videos can also be used for photo collections. The main difference between our work and the event recognition method in [18]
is that we aim to assign a class label to each photo, whereas the
later predicts a class label for each photo collection. There are
also recent methods that recognize events in photos simply using conventional image recognition by combining more context
information [32], [33]. The work that is most related to the
proposed temporal event modeling is proposed in [34], which
adopts a late fusion strategy where the event category scores obtained by the classifier trained on visual features are refined by
the extracted temporal rule for each event. Differing from this
method, the proposed event modeling learns both the temporal

pattern and the visual information of the event in a unified structured prediction framework.
Storyline Representation: In recent multimedia research, substantial work has been conducted to extract diverse threads of
stories from online photo collections. In [35], images are jointly
used with texts to generate storylines. However, only handcrafted features are used in the experiment with a small image
dataset. Some work on storyline mining are implicitly implemented in geometric manners [36], [37]. These methods aim to
construct storyline graphs of general topics in which geometric
constraints are available. Other work explore the temporal aspects of the topics or stories. In [38], a summarization method
based on storylines is designed for small photo albums. In [39],
the subtopics of photos are visualized temporally based on a
similarity graph between images. Kim and Xing [40] present
a photo storyline reconstruction method for outdoor activity
classes. However, this approach mainly focuses on aligning and
segmenting photo streams. Kim and Xing [41] propose an approach for reconstructing storyline graphs from large-scale collections of Web photos and friendship graphs. The storyline
reconstruction problem is formulated as an inference of sparse
time-varying directed graphs. The generated storyline graphs
are applied to perform the image sequential prediction. Sigurdsson et al. [42] explore how to learn the long-term underlying story of visual concepts from Web data. The RNN-based
model skips through the images in the photo stream via an efficient sampling procedure. There are also methods proposed
for videos. In [43], a storyline representation is proposed to
express egocentric videos as a set of jointly inferred, through
MRF inference, story elements composed of actors, locations,
supporting objects and events, depicted on a timeline. This representation promotes story-based searches with queries in the
form of AND-OR graphs.
Although some of the storyline representation methods also
focus on event analysis and use sequential models, our work differs in two important aspects. The first difference is that we aim
to recognize the event class of each photo in the photo streams
uploaded by multiple users, whereas the storyline representation methods aim to construct storyline graphs of a given class
or concept. The second difference is that although the RNN has
been used to learn the temporal story of Web images [42] and the
structured model has been used to infer the key elements of an
event or concept [43], we combine the RNN and the structured
model into a more effective prediction framework.
Geolocation: Estimating the geographic locations of Web
photos is an emerging research topic in the fields of computer
vision and multimedia. The majority of the early methods focus
on tagging individual images [44]–[48]. Although impressive
results have been obtained, these methods cannot recognize the
locations of many images that contain ambiguous visual content. To exploit other cues, [49] present a method for estimating
geographic locations for sequences of time-stamped photographs. A prior distribution is used to describe the likelihood
of traveling from one location to another during a given time
interval. This distribution is extracted based on a large image
database from Flickr. Locations for images in a test sequence
are inferred using the forward-backward algorithm. Li et al. [50]
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TABLE I
KEY NOTATIONS
Notation
x = {x1 , ..., xn }
y = {y 1 , ..., y n }
F (.; Θ c n n 1 )
F (.; Θ c n n 2 )
F (.; Θ rn n )
F (.; Θ rn n d )
g = {g1 , ..., gn }
e = {e1 , ..., en }
h = {h1 , ..., hn }
h̃ = {h̃1 , ..., h̃n }

Description
Photo sequence
Discrete class labels in Section III-B
Continuous feature sequence in Section III-C
CNNs with parameters Θ c n n 1
CNNs with parameters Θ c n n 2
RNNs with parameters Θ rn n
RNNs with parameters Θ rn n d
Features obtained by F (.; Θ c n n 1 )
Features obtained by F (.; Θ c n n 2 )
Features obtained by F (.; Θ rn n )
Features obtained by F (.; Θ rn n d )

propose a landmark classification method for geotagged photos
from Flickr. The models for these landmarks using an SVM
with temporal constraints lead to significant improvements in
the classification rate. Weyand et al. [51] train a deep network
using millions of geotagged images. Moreover, the authors
extend the model by combining it with a long short-term
memory (LSTM) architecture. By learning to exploit temporal
coherence to geolocate uncertain photos, this model achieves a
50% performance improvement over the single-image model.
Exploiting the temporal coherence of the photo sequence
is useful for the recognition tasks on individual photos. This
inspiration is shared by our work and the geolocation methods
for time-stamped photographs. However, our work differs in that
we apply the structured model in a different task. Moreover, we
combine the feature learning and the structured model into a
unified framework.
B. Deep Learning
In recent years, deep models have attracted more attention due
to their encouraging performance compared with the existing
shallow models. As an effective feature learning method, CNNs
have been widely used in computer vision for many applications, such as large-scale object recognition [52]–[56], human
action recognition [57], and face point detection [58]. RNNs
have demonstrated their effectiveness in both natural language
processing and computer vision tasks [59]–[65]. These conventional neural networks do not explicitly model the dependencies
between class labels. Thus, these networks can suffer from the
label bias problem [66]. Recently, to overcome this issue, a considerable amount of work has been focused on combining the
structured model and deep learning [67]–[71]. The work that is
most related to the proposed event modeling is [72], where a the
CRF-like sequence-level objective function with RNN activations as features is proposed in spoken language understanding
(SLU). Compared with this method, we focus on event recognition in photos and combine CNNs to generate visual feature
representations. In [73], the depth estimation from a single image is formulated as a deep continuous CRF learning problem.
In [74], CNNs and a CRF are combined with their strength of
forming powerful feature representations and complex relation
modeling. Compared with the proposed SEM, both methods

Fig. 3.

Framework of the structured event modeling.

focus on the spatial structure of a single image rather than the
temporal structure in the sequence.
III. THE PROPOSED METHOD
In this section, we first introduce the proposed SEM framework. We then introduce how to apply the proposed framework
for the multi-class event recognition and the unusual event detection tasks. The key notations used in this section are presented
in Table I.
A. Framework of the Structured Event Modeling
Given a photo sequence x = {x1 , ..., xn } and the target y, we
model the conditional probability distribution of the sequence
data using the following density function:


1
exp − E(y, x) .
(1)
P (y|x) =
Z(x)
Here, E is the energy function which is formulated by unary
and pairwise potentials as in conventional CRF:


E(y, x) =
U (yp , x) +
V (yp , yq , x).
(2)
p

p,q

Here, the unary term U (yp , x) aims to predict the target value
from a single photo. The pairwise term V (yp , yq , x) encourages
neighboring photos with similar appearances to take similar
output values. We aim to jointly learn U and V in a unified
deep model. Note that the target y indicates event classes in the
multi-class event recognition task and the features that need to
be reconstructed in the unusual event detection task. The details
of the unary potential function U and the pairwise potential
function V will be explicitly defined in each specific task.
Fig. 3 shows the details of the proposed deep SEM. Both unary
and pairwise potentials are formulated as deep neural networks
that can be learned in an end-to-end manner. The CNN consists
of 5 convolutional layers and a fully connected layer. CNN1
is adopted to extract visual features from individual photos.
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The temporally accumulated event features are obtained in the
RNN module with the visual features of individual photos as
inputs. Finally, the event features are used to compute the unary
potentials in the CRF framework where the pairwise potentials
are computed according to the photo pair features obtained by
CNN2. Since the unary potential and the pairwise potential have
different roles in the structured event model framework, similar
to the deep structured model in [74] and [73], it is better to
compute the unary potential and the pairwise potential based on
different features. The two adopted CNNs practically have the
same architecture and initialization parameters. However they
will have different parameters after training. Note that Fig. 3
only shows a general framework. Practically, the CNN and RNN
can be replaced with any other feature learning modules. For
simplicity, we can design a common architecture (CNN+RNN)
for both the unary potential and the pairwise potential. However,
the pairwise potential on top of the RNN module leads to a
network architecture that is too complex and that is extremely
slow to compile using the adopted Theano library. Thus, we
simply remove the RNN module for the pairwise potential.
B. Application of Multi-Class Event Recognition
For the multi-class event recognition task, the SEM is a supervised sequence labeling task. To capture the temporal event
features and the relationships among multiple event classes in
the photo sequence, we apply the proposed SEM framework
based on the deep discrete CRF. The details of the formulations,
learning and prediction are illustrated as follows.
1) Formulations: In this task, y = {y1 , ..., yn } is used to
denote the target label sequence for all photos. Here yi ∈
{1, ..., K} and K is the number of classes. The partition function
Z in (1) is defined as follows:



exp − E(y, x) .
(3)
Z(x) =
y

The unary potential function U in (2) is defined as follows:
U (yp , x) = [WU hp ]y p ,

(4)

where WU denotes the transformation from the hidden feature hp of the photo xp to the K-dimensional unary potential
vector. The operator [.]y p denotes the yp th value of the vector.
The hidden layer feature hp is obtained using the RNN module
shown in Fig. 3. If we use x to denote an image, then the feature output by the CNNs with parameters Θcnn1 can be denoted
as g = F (x; Θcnn1 ) ∈ Rd . g is further inputted into the RNN
module to extract temporal event features. For all photos in the
sequence x = {x1 , ..., xn }, the features generated by the CNN1
with parameters Θcnn1 are denoted as g = {g 1 , ..., g n }. We obtain the visual feature of an individual photo using the shared
CNN1. We use h = F (g; Θrnn ) to denote the hidden feature sequence computed for the photo sequence x using the RNN module. Here, the hidden features in the sequence h = {h1 , ..., hn }
correspond to photos in the sequence x = {x1 , ..., xn }. The details of the RNN module for this task are presented in Fig. 4. We
adopt RNNs with gated recurrent units (GRUs) which have been
shown to perform as well as LSTM [75] on sequence modeling

Fig. 4.

The RNN module for the multi-class event recognition task.

tasks [76] while being conceptually simpler. GRUs have only 2
gates and do not require the use of a memory cell.
The pairwise potential function V is defined as follows:


(5)
V (yp , yq , x) = WV [ep ; eq ] y p ,y q ,
where ep = F (xp ; Θcnn2 ) and eq = F (xq ; Θcnn2 ) denote the
features of photo xp and photo xq obtained by CNN2 with parameters Θcnn2 . [.; .] denotes the concatenated column feature
vector of two column vectors. WV denotes the transformation
from the concatenated feature to the K × K-dimensional pairwise potential vector, and [.]y p ,y q denotes the value of a vector
at the position yp × K + yq .
2) Learning: A common approach for CRF training is to
minimize the negative log-likelihood:
− log P (y|x) = E(y, x) + log Z(x).

(6)

Adding regularization to the CNN parameter Θ, the optimization problem for CRF learning is as follows:
λ
(7)
min Θ22 − log P (y|x).
Θ 2
Here, x and y denote the training photo sequence and its labels,
and λ is the weight decay parameter. Θ denotes all parameters,
including Θcnn1 , Θrnn , Θcnn2 , WU and WV .
We can apply gradient-based methods to optimize problem
(7) for learning Θ. The energy function E(y, x) is constructed
from two CNNs and one RNN, and its gradient Θ E(y, x)
can be easily computed by applying the chain rule as in the
conventional neural networks. However, computing the gradient
of the partition function Z(x) with regard to Θ is not easy. Its
gradient can be written as follows:
Θ log Z(x) = −Ey∼P ( y |x ) Θ E(y, x).

(8)

The label space size of y is generally exponential in the number
of classes, which prohibits the direct calculation of Z(x) and its
gradient, particularly in the proposed supervised event modeling
where a large number of stochastic gradient descent (SGD)
iterations are required for training neural networks.
To reduce the computational cost of learning and inference,
rather than directly solving the optimization problem (7) for
CRF training, we apply piecewise learning [74], [77] for jointly
training the neural networks and the CRF. In piecewise training, the graph is decomposed into a number of disjoint small
graphs in which each small graph only involves one potential

YANG et al.: DEEP-STRUCTURED EVENT MODELING FOR USER-GENERATED PHOTOS

2105

function. The conditional likelihood for piecewise training can
be formulated as a number of independent likelihoods defined
on individual potentials:


PU (yp |x)
PV (yp , yq |x).
(9)
P (y|x) =
p

p,q

The likelihood PU (yp |x) is constructed from the unary potential
U . Likewise, PV (yp , yq |x) is constructed from the pairwise
potential V . PU and PV are respectively written as follows:
exp[−U (yp , x)]
,
PU (yp |x) = 

y p exp[−U (yp , x)]
PV (yp , yq |x) = 

exp[−V (yp , yq , x)]
.


y p ,y q exp[−V (yp , yq , x)]

(10)
(11)

Then, the log-likelihood for piecewise training can be calculated as follows:


log P (y|x) =
log PU (yp |x) +
log PV (yp , yq |x).
p

p,q

(12)
By replacing log P (y|x) in (7) with the above formulation,
the optimization problem for piecewise training is to minimize
the negative log-likelihood with regularization:
λ
min Θ22 −
Θ 2


p

log PU (yp |x) +



log PV (yp , yq |x) .

p,q

(13)
Compared with objective (7) for direct maximum likelihood
learning, objective (13) does not involve the global partition
function Z(x). To calculate the gradient of (13), we only need to
individually calculate the gradient Θ log PU and Θ log PV .
From the definitions in (10) and (11), PU is a conventional softmax normalization function over only K (the number of classes)
elements, while PV is a softmax normalization function over
K × K elements. Hence, we can easily calculate the gradient
without involving expensive inference, and the training of the
overall supervised event modeling can simply be implemented
using the conventional SGD.
3) Prediction: To predict the label of a new photo sequence,
we solve the maximum a posteriori (MAP) inference problem:
y∗ = argmaxP (y|x).

(14)

The MAP inference can be approximated by the efficient message passing algorithm, which constructs a simpler distribution
based on the mean field approximation [78]. For the linearchain CRF, the MAP inference can simply be implemented by
the Viterbi algorithm [78].
C. Application of Unusual Event Detection
For the unusual event detection task, we only have the sequence of photos taken before the unusual events, and not
enough samples can be used to train the structured event model
as in the multi-class event recognition. Therefore, we adopt
the structured reconstruction in an unsupervised form to learn

Fig. 5.

The RNN module for the unusual event detection task.

event patterns. The reconstruction aims to predict the continuous features of the photos rather than the discrete class labels.
Thus, we apply the proposed SEM framework based on the deep
continuous CRF. The details of the formulations, learning and
prediction are presented in the following.
1) Formulations: Given a usual photo sequence x =
{x1 , ..., xn }, we adopt a structured auto-encoder to learn the
event patterns. A CRF is also adopted to consider the relationships among photos in the sequence. Similar to the supervised
modeling in Section III-B, E is the energy function formulated
by unary and pairwise potentials, but the target y now denotes
a continuous feature sequence rather than discrete class labels.
Thus, the partition function Z is defined as follows:
Z(x) =

y



exp − E(y, x) dy.

(15)

The unary potential U can be written as
2

U (yp , x) = yp − G̃p .

(16)

Here, yp denotes the pth element of an nd-dimensional column
vector Y, which is obtained by concatenating all d-dimensional
features in g = {g 1 , ..., g n }. The features in g are all computed
using CNN1. Similarly, G̃ corresponds to the column vector
of g̃ = {g̃ 1 , ..., g̃ n } computed by the RNN module shown in
Fig. 3. Fig. 5 shows the details of the RNN module used in
the unusual event detection task. Here, the variable-length visual feature sequence is first encoded into a fixed-length hidden
feature hn by the RNN encoder F (.; Θrnn ). Then, the fixedlength hidden feature is decoded back into feature sequence h̃
by the RNN decoder F (.; Θrnnd ). Specifically, g̃ = {g̃ 1 , ..., g̃ n }
is the reconstructed features from the decoded hidden feature sequence h̃ = {h̃1 , ..., h̃n }. g̃ = WR h̃, where WR denotes the
transform matrix from the decoded hidden feature to the reconstructed feature. The decoded hidden feature sequence h̃ is
computed by F (hn , g; Θrnnd ) with the last feature vector in the
hidden feature sequence h and the feature sequence g obtained
by CNNs as inputs. Here, Θrnnd contains the parameters of the
RNN decoder.
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The pairwise potential V can be written as

2
1
V (yp , yq , x) = Rp,q yp − yq .
2
Rp,q is defined as


S l(p), l(q) , if l(p) = l(q)
Rp,q =
0,
else.

the matrix of the reconstructed features, and d is the feature
dimension. Negative log P (Yj |x) can be written as
(17)

= Yj AYj + G̃j A−1 G̃j − 2G̃j Yj
(18)

Here, l(p) denotes the position in the sequence of the photo
where the hidden

 feature element yp belongs.
 S is the similarity
matrix, and S l(p), l(q) is defined as exp − el(p) − el(q ) .
el(p) = F (xl(p) ; Θcnn2 ) and el(q ) = F (xl(q ) ; Θcnn2 ) denote
the features of photo xl(p) and photo xl(q ) obtained by CNN2
with parameters Θcnn2 . The energy function now can be written
as follows:

2  1

2
Rp,q yp − yq . (19)
yp − G̃p +
E(y, x) =
2
p
p,q
In this case, the energy function and the partition function can
be simplified as follows [79]:
E(y, x) = Y AY − 2G̃ Y + G̃ G̃,
Z(x) =
=

Y

(20)



exp − E(y, x) dY

(π)

nd
2

|A|

1
2



exp G̃ A−1 G̃ − G̃ G̃ .

(21)

Here, A = I + D − R, I 
is an identity matrix, and D is a diagonal matrix with Dpp = q Rpq . Finally, the probability distribution function can be written as
1


|A| 2
−1
G̃
+
2
G̃
exp
−
Y
AY
−
G̃
A
Y
.
P (y|x) =
nd
(π) 2
(22)
2) Learning: To minimize the negative conditional loglikelihood of the structured auto-encoders, the final optimization
problem is the following:
λ
min Θ22 − log P (y|x),
Θ 2

(23)

where Θ denotes all parameters, including Θcnn1 , Θcnn2 , Θrnn ,
Θrnnd and WR ,
− log P (y|x) = Y AY
nd
1
log(|A|) +
log(π).
(24)
2
2
Directly solving the above minimization problem is a slow
process. Therefore, we adopt an approximated solution similar
to the piecewise training estimation introduced in Section III-B.
The log P (y|x) is simplified as follows:
+ G̃ A−1 G̃ − 2G̃ Y −

log P (y|x) =

d


log P (Yj |x),

− log P (Yj |x)

(25)

j =1

where Yj is the jth column of the feature matrix Y =
[g 1 , ..., g n ] ∈ Rn ×d , which consists of features in g. G̃ is

n
1
log(|A|) + log(π),
(26)
2
2
where A is computed according to the photo sequence
and shared for different Yj . Using this simplification, the
− log P (y|x) can be formulated as
−

− log P (y|x) =

d


− log P (Yj |x)

j =1







= T r Y AY + T r G̃ A−1 G̃ − 2T r G̃ Y
nd
d
log(|A|) +
log(π).
(27)
2
2
By replacing − log P (y|x) in (23) with (27), all parameters in
the proposed structured auto-encoder can be efficiently learned
using SGD.
3) Prediction: To predict the reconstructed features of a new
sequence x, we need to solve the MAP inference:
−

Y ∗ = argmaxY P (y|x)


= argmaxY − Y AY + 2G̃ Y
= A−1 G̃.

(28)

Specifically, this means that the final reconstructed features of
the new photo sequence can be obtained by multiplying the
decoded features with the inverse matrix of A. Then, we can
predict the unusual photos in the new sequence according to the
reconstruction error.
IV. EXPERIMENTS
In this section, we evaluate the proposed SEM for two tasks
in photo sequences: multi-class event recognition and unusual
event detection. The multi-class event recognition detects types
of events, and the unusual event detection detects instances of
events. For the unusual event detection task, the images were
collected using the geographic coordinates of the events. However, there was no constrain to the locations of the events in
the multi-class event recognition task. We first introduce the
implementation details. Then, we introduce the results on event
recognition and unusual event detection.
A. Implementation Details
We implement the proposed SEM using the Theano platform [80], [81]. In the CRF framework, we only consider the
neighborhood structure in the sequence to reduce the computational cost. Based on the piecewise training, the gradients of
the parameters in the CNNs and RNNs can be obtained using
the simple chain rule. Thus, the cost computed in the loss layer
is back-propagated into the previous RNN layers and CNN layers. The training is implemented using SGD in an end-to-end
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TABLE II
DETAILS OF THE PHOTOS IN THE PEC DATASET
Class ID
1
2
3
4
5
6
7
8
9
10
11
12
13
14

Class name

#Photos

Birthday
Children Birthday
Christmas
Concert
Cruise
Easter
Exhibition
Graduation
Halloween
Hiking
Road Trip
St. Patrick’s Day
Skiing
Wedding

3227
3714
4118
2565
4983
3962
3032
2532
2403
2812
10469
5082
2512
9953

manner. For the CNNs, we initialize the parameters of the convolutional layers using the reference CaffeNet model [52], [82],
which is trained on 1 million images with 1000 object categories
for the ImageNet large-scale visual recognition challenge [53].
The remaining parameters are initialized with a uniform distribution in scale [−0.1, 0.1]. The dimension of the output feature
vector in all the CNNs is 4096. The dimension of the hidden
feature vector in the RNN layer is set to 800. The learning rate
is set to 0.01. The weight decay is set to 0.0005. The training
process is stopped with 100 epochs. In the training phase, for
the multi-class event recognition task, we set the batch size to
50, and each batch contains photo subsequences with a fixed
length of 150. Note that the multi-class event recognition task is
a sequence labeling problem. Although all photos that need to
be recognized are ordered as a photo sequence, the samples that
our model aims to train and predict are still individual photos.
In the experiment, image subsequences are segmented from the
entire photo sequence for the convenience of training RNNs.
For the unusual event detection task, it is considerably more
difficult to learn the long-term event patterns in an unsupervised
form. Thus, we set the batch size to 10, and each batch contains
photo subsequences with a fixed length of 30.
B. Multi-Class Event Recognition
1) Baselines: We compare the proposed method with four
baselines. (1) CNN: This baseline uses the CNN to train the
individual photo recognition model without considering the time
information. (2) CNN+TIME: This baseline first uses the CNN
to train the individual photo recognition model. Then, as in [34],
the predicted probabilities of test photos are refined by their
timestamps according to the event-specific temporal distribution
learned from training data. (3) CNN+RNN: This baseline uses
the RNN on top of the CNN to train the recognition model based
on the photo sequence. The output features of the RNN are used
to classify photos. (4) CNN+CRF: As a simplified version of
the proposed SEM, this baseline uses the CNN and CRF to
train the photo recognition model without using the temporal
information of visual features via the RNN. In the above baseline
methods, the CNNs are initialized using the reference CaffeNet
model [52], [82].

Fig. 6.

Details of the first 300 photos sorted by time of the PEC dataset.

Fig. 7.

Comparison results on the PEC dataset.

2) Dataset: We adopt the PEC dataset [18], which contains
more than 61,000 images from Flickr that are manually annotated with 14 event classes, as shown in Table II. These events
have large diversity. For example, a birthday party may be attended by only a few people while a concert may be attended
by large numbers of people. These photos are all crawled from
real-world personal photos on Flickr taken by individual photographers. In our experiments, we use the same training and
test split as in [18] to evaluate the proposed SEM. We temporally sort all the photos in the training set and all the photos
in the test set for training and testing respectively. We also use
the same validation set as in [18] to tune the parameters. Fig. 6
shows the event classes of the first 300 photos sorted by time
on the training set. The abscissa denotes the photo id, while
the ordinate denotes the class label. We also show a few example photos of different events. As shown, photos with different
classes are always closely intertwined. Thus, the event recognition in the photo sequence is considerably more difficult than in
conventional videos or photo collections.
3) Results and Analyses: To evaluate the results of all baselines, we compute the precision, recall and F1 score for each
class separately. We adopt the precision_recall_fscore_support
function from Scikit-learn2 to compute all these metrics. The
experimental results are presented in Table III, and the comparisons of the average results are also shown in Fig. 7. As
shown, the proposed SEM method performs the best among all
2 http://scikit-learn.org/stable/modules/generated/sklearn.metrics.precision_
recall_fscore_support.html
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TABLE III
EVENT RECOGNITION RESULTS ON THE PEC DATASET
Method
Measure
Birthday
Children Birthday
Christmas
Concert
Cruise
Easter
Exhibition
Graduation
Halloween
Hiking
Road Trip
St. Patrick’s Day
Skiing
Wedding
Avg

CNN

CNN+TIME

CNN+RNN

CNN+CRF

SEM

P

R

F1

P

R

F1

P

R

F1

P

R

F1

P

R

F1

0.158
0.352
0.513
0.713
0.248
0.206
0.388
0.378
0.231
0.458
0.606
0.617
0.707
0.534
0.490

0.137
0.253
0.503
0.755
0.495
0.194
0.341
0.281
0.283
0.253
0.627
0.522
0.692
0.544
0.479

0.147
0.294
0.508
0.733
0.330
0.199
0.363
0.322
0.254
0.326
0.616
0.566
0.700
0.540
0.478

0.172
0.384
0.526
0.668
0.265
0.253
0.385
0.375
0.214
0.428
0.596
0.652
0.680
0.557
0.492

0.126
0.275
0.553
0.785
0.472
0.226
0.427
0.310
0.270
0.273
0.609
0.520
0.687
0.556
0.486

0.145
0.321
0.539
0.722
0.339
0.239
0.405
0.339
0.239
0.333
0.602
0.578
0.684
0.556
0.484

0.184
0.421
0.576
0.724
0.340
0.271
0.513
0.477
0.292
0.498
0.650
0.691
0.715
0.632
0.550

0.124
0.338
0.689
0.838
0.532
0.201
0.510
0.345
0.334
0.314
0.692
0.572
0.766
0.659
0.555

0.148
0.375
0.627
0.777
0.415
0.231
0.511
0.401
0.312
0.385
0.670
0.626
0.740
0.645
0.547

0.234
0.476
0.596
0.804
0.296
0.297
0.551
0.483
0.333
0.569
0.642
0.726
0.769
0.635
0.571

0.143
0.319
0.700
0.840
0.524
0.226
0.465
0.366
0.360
0.262
0.735
0.662
0.770
0.668
0.570

0.178
0.382
0.644
0.822
0.379
0.256
0.504
0.417
0.346
0.359
0.685
0.693
0.770
0.651
0.560

0.232
0.486
0.619
0.761
0.342
0.343
0.612
0.589
0.364
0.571
0.654
0.768
0.762
0.663
0.592

0.159
0.334
0.727
0.859
0.553
0.250
0.578
0.392
0.401
0.269
0.760
0.655
0.780
0.700
0.594

0.188
0.396
0.669
0.807
0.423
0.290
0.595
0.471
0.381
0.365
0.703
0.707
0.771
0.681
0.583

P (Precision), R (Recall), and F1 (F1-score).

the considered methods. The CNN model is always adopted for
conventional image/object recognition. However, the lowest performance demonstrates that the CNN model cannot effectively
capture the complex event features in the user-generated photos.
Compared with the CNN model, the CNN+TIME model only
improves the performance by approximately 1%, which demonstrates that directly using time information cannot provide much
help to event recognition because many events may occur concurrently. Compared with the CNN model, the CNN+RNN
model improves the performance by approximately 7%. This
performance improvement demonstrates that the temporal information of visual features accumulated by the RNN is more
effective for representing events. The performances are further
improved by the CNN+CRF and the proposed SEM. This result demonstrates that considering the differences among event
classes by the structured models can considerably help in distinguishing photos of different events in the sequence. Compared
with the CNN+CRF model, the proposed SEM achieves substantially better performance, which shows the effectiveness
of the temporal information of visual features obtained by the
RNN.
As introduced in Section III-A, we compute the unary potential and the pairwise potential of the proposed SEM through two
different CNNs. To quantitatively analyze the impact of using
separate CNNs, we evaluate an extra method SEM-shared which
is a variant of the proposed SEM. The SEM-shared computes
features for both the unary potential and the pairwise potential through a single CNN. The results are shown in Table IV.
As shown, the SEM-shared performances approximately %3
worse than the SEM. These results demonstrate the usefulness
of adopting two individual CNNs in the proposed SEM framework.
Although the proposed SEM performs much better than all
the other baselines on the PEC dataset, it still cannot completely
resolve all challenges in the multi-class event classification. According to the confusion matrix shown in Fig. 8, some classes
are easily confused, such as cruise, hiking and road trip. In Ta-

TABLE IV
COMPARISON OF THE SEM-SHARED AND SEM METHODS
Method

SEM-shared

Measure
Birthday
Children Birthday
Christmas
Concert
Cruise
Easter
Exhibition
Graduation
Halloween
Hiking
Road Trip
St. Patrick’s Day
Skiing
Wedding
Avg

Fig. 8.

SEM

P

R

F1

P

R

F1

0.226
0.474
0.581
0.752
0.321
0.300
0.528
0.521
0.303
0.539
0.635
0.781
0.762
0.634
0.567

0.141
0.303
0.690
0.855
0.535
0.225
0.507
0.366
0.354
0.256
0.733
0.638
0.781
0.663
0.568

0.173
0.370
0.631
0.800
0.401
0.257
0.518
0.430
0.327
0.347
0.680
0.702
0.771
0.648
0.558

0.232
0.486
0.619
0.761
0.342
0.343
0.612
0.589
0.364
0.571
0.654
0.768
0.762
0.663
0.592

0.159
0.334
0.727
0.859
0.553
0.250
0.578
0.392
0.401
0.269
0.760
0.655
0.780
0.700
0.594

0.188
0.396
0.669
0.807
0.423
0.290
0.595
0.471
0.381
0.365
0.703
0.707
0.771
0.681
0.583

Confusion matrix on the PEC dataset.
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TABLE V
FAILURE CASES ON THE PEC DATASET

ble V, we present some failure cases for the events concert and
birthday, which have the highest and lowest accuracies, respectively, as shown in Fig. 8. For photos of the event concert, 5%
of them are incorrectly classified as wedding. Although the true
label of the example photo for a pair of lovers is concert, it is
easily confused with only the visual content and time stamps
because the event wedding also has a number of similar photos. The remaining incorrectly classified example photos have
the same issue. For photos of the event birthday as shown in
the second row of Table V, 18% of them are confused with the
event wedding, while 16% of the photos are confused with the
event Christmas. This result occurs because these three events
are all about a party and always have similar celebration scenes.
We believe that by combining with the other clues, such as the
locations and user profiles, we will obtain a more effective event
classification method in a future work.
C. Unusual Event Detection
1) Baselines: For unusual event detection, we have the following four baseline methods: (1) Random: This baseline is to
randomly assign unusual labels to photos. Since there are always fewer unusual photos than usual photos, the performance
using this simple baseline is acceptable. (2) Sparse coding
with gradient features (SC_grad): This baseline is the unusual
event detection method using the sparse combination learning
framework in videos [83]. Here we revise it to learn sparse
combination of the 3D gradient features of photos. (3) Sparse
coding with CNN features (SC_cnn): This baseline uses the
method [83] to learn sparse combinations of the CNN features
extracted by the pretrained model in [84], [85]. (4) RNN-based
auto-encoders (RNN): The RNN-based auto-encoders are similar to [86], where denoising auto-encoders are used to detect
the acoustic unusual signals. Here, we revise the method for
unusual event detection in photos. The visual features extracted
using the pre-trained CNN model are imported to the RNNbased auto-encoders.
2) Dataset: To evaluate the proposed SEM method for the
unusual event detection task, we collect photos of four unusual
events from Instagram, including the Chattanooga, Tennessee
(CTN) shooting; the Paris attack; the United States blizzard; and
the Umpqua Community College shooting by fixed geographic
coordinates where the events occurred. For the photo collection,
we first search the nearest 33 location IDs of the geographic coordinate where the unusual event occurs on Instagram using the
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TABLE VI
EXAMPLES OF THE UNUSUAL EVENT DATASET

location search API.3 For each location ID, we download photos
created before and after the unusual events using the location
recent media API. To remove noisy photos, we remove location
IDs that have fewer than 10 photos. After downloading photos,
we manually label all photos as usual or unusual according to
whether they are relevant to the unusual events. In Table VI, we
show several exemplar photos. More details about the unusual
events and the collected photos are presented in the following.
Chattanooga, Tennessee (CTN) shooting: This event is a
shooting that occurred on July 16, 2015. “A man opened fire
on two military installations in Chattanooga, Tennessee”.4 We
collected photos uploaded by users from April, 2011, to February, 2016, at the location (geographic coordinates: 35.095011,
−85.253421) where the shooting occurred. Finally, we obtained
660 photos, and 326 of them uploaded before June 1, 2015, are
used as the training set, while the remaining are used as the test
set.
Paris attack: This event is a series of coordinated terrorist
attacks that occurred in Paris and its northern suburb on the
evening of November 13, 2015. “The attackers killed 130 people, most of them at the Bataclan theatre”.5 We collected photos
on Instagram by fixing the location at the Bataclan theatre. We
obtained 18562 photos uploaded before January 15, 2016. We
use the 8439 photos uploaded before November 1, 2015, as the
training set, and we use the remaining photos as the test set.
Times Square blizzard: This event is a major blizzard in parts
of the Northeastern United States from January 22 to 24, 2016.
“About 103 million people were affected by the storm”.6 We
collected 11848 photos uploaded from Times Square in New
York City from January 9 to February 28, 2016. We use the
8137 photos uploaded before January 20, 2016, as the training
set, and we use the remaining photos as the test set.
Umpqua shooting: This event is a shooting that occurred at
Umpqua Community College on October 1, 2015. “A 26-yearold man enrolled at the school, fatally shot an assistant professor
and eight students in a classroom”.7 For this event, we collected
photos uploaded from January 9, 2012, to February 28, 2016,
3 https://www.instagram.com/developer/
4 https://en.wikipedia.org/wiki/2015_Chattanooga_shootings
5 https://en.wikipedia.org/wiki/November_2015_Paris_attacks
6 https://en.wikipedia.org/wiki/January_2016_United_States_blizzard
7 https://en.wikipedia.org/wiki/Umpqua_Community_College_shooting
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Fig. 9.

The ROC curve on the unusual event dataset. (a) CNT shooting (b) Paris attack (c) Times blizzard (d) Umpqua shooting

at the location (geographic coordinates: 43.2888, −123.332)
where the shooting occurred. We obtained 641 photos, and 288
of them uploaded before October 1, 2015, are used as the training
set, while the remaining photos are used as the test set.
3) Results and Analysis: For the unusual event detection
task, the proposed reconstruction model is similar to an autoencoder that can predict the original visual features based on the
encoded features of the photos. As illustrated in Section III-C,
the structured reconstruction model is trained in an unsupervised form to learn usual event patterns because we only have
photos of the usual event. The trained reconstruction model will
have small reconstruction errors for the usual photos and large
reconstruction errors for the unusual photos. Thus, we directly
obtain the likelihood that a test photo will be unusual by computing the reconstruction error. In this task, we train an event
detection model for each of the events individually.
In Fig. 9, we show the receiver operating characteristic (ROC)
curves, which are created by plotting the true positive rate (TPR)
against the false positive rate (FPR) at various discrimination
thresholds. As shown, the proposed SEM method performs
better than all the baselines at most thresholds. The baseline
SC_grad performs the worst because it is designed in videos
where the temporal continuous visual information of all frames
can be captured. However, for the user-generated photos, some
visual information of the event may be lost. Although the 3D

gradient features are effective for capturing event motion patterns in videos, they cannot capture the complex event features
in photos due to the sparse sampling. For the SC_cnn method,
by replacing the gradient motion feature with the CNN feature
obtained by the pre-trained deep model, the performance can be
improved, but it is still worse than that of the proposed SEM
method, which can capture event temporal information in photo
sequences. Compared with the RNN method, the proposed SEM
method has a large performance improvement, which demonstrates its effectiveness in capturing the temporal patterns of the
unusual event in the photo sequence. We also show the unusual
photo detection accuracies by using the average reconstruction
error as the threshold to distinguish the positive and negative
samples in Table VII. With the measures of precision, recall and
F1 score, we can see that the proposed SEM method performs
the best, except for the recall on the Umpqua event, where the
sparse-coding-based method using deep features SC_cnn performs slightly better. This result occurs because the negative
samples are insufficient to train a more effective structured reconstruction model based on neural nets.
To further explore the effectiveness of the structured reconstruction model, Fig. 10(a) and (b) show the reconstruction errors calculated for the photo sequence of the Paris attack event
using the RNN method and the proposed SEM method. For
the RNN method, some photos uploaded after the Paris attack
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TABLE VII
EVENT DETECTION RESULTS ON THE UNUSUAL EVENT DATASET
Event

CTN shooting

Paris attack

Times blizzard

Umpqua shooting

Measure

Precision

Recall

F1-score

Precision

Recall

F1-score

Precision

Recall

F1-score

Precision

Recall

F1-score

Random
SC_grad
SC_cnn
RNN
SEM

0.193
0.134
0.203
0.213
0.427

0.500
0.359
0.547
0.406
0.781

0.278
0.195
0.297
0.280
0.552

0.409
0.312
0.650
0.393
0.740

0.489
0.328
0.819
0.364
0.973

0.445
0.320
0.725
0.378
0.840

0.244
0.336
0.347
0.213
0.368

0.494
0.636
0.608
0.373
0.721

0.327
0.440
0.442
0.271
0.487

0.367
0.345
0.363
0.370
0.452

0.517
0.475
0.683
0.475
0.667

0.429
0.400
0.474
0.416
0.539

Fig. 10. (a) and (b) are the reconstruction errors using RNN and SEM, respectively. (c) The filtered errors. Here, the red point denotes the position of the first
unusual photo. (d) The number of photos uploaded on each day before and after the event.

have extremely large reconstruction errors compared with the
ones before the attack. However, most of the photos still have
similar reconstruction errors. For the proposed SEM method,
most photos have larger reconstruction errors than the photos
uploaded before the attack. To more clearly illustrate this point,
we convolve the reconstruction error with an averaging filter of
size 801. The valid convolved reconstruction errors of our SEM
are shown in Fig. 10(c). We can observe a more apparent jump
in the reconstruction error after the attack.
In conventional social multimedia analysis, the number of
photos is adopted as an important tool for analysis and prediction. As shown in Fig. 10(d), the number of photos uploaded to
Instagram on the day when the Paris attack occurs is considerably higher than other time stamps. However, we cannot use the
number of photos to decide which photos are actually related
to the event. Moreover, when the number of photos decreases,
we cannot determine whether just fewer users still focus on the
event or all users no longer consider the event. Based on the
visual unusual scores obtained by the proposed SEM model,
as shown in Fig. 10(c), the uploaded photos still have higher

unusual scores for a long time after the event occurs. This type
of unusualness in visual content cannot be captured by other
metadata; thus, it can be deemed as a complementary tool for
the multimedia analysis in time series.
V. CONCLUSION
In this paper, we propose a new SEM framework for event
analysis that exploits temporal information in photo sequences.
Specifically, visual features are extracted using CNNs, and their
temporal relationships are modeled via RNNs. Moreover, a CRF
is adopted to model the temporal information of the event class.
For the multi-class event recognition and unusual event detection, we apply the proposed SEM framework for supervised
sequence labeling and unsupervised structured-autoencoders
using discrete and continuous CRFs, respectively. The experiments on the public event dataset and the unusual event dataset
collected from Instagram demonstrate the effectiveness of the
proposed SEM. In the future, we will evaluate the proposed
SEM on a larger photo dataset.
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