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ABSTRACT
Generating object proposals before object detection has become a common way. In this paper, we present a novel
method to measure the objectness of bounding boxes using
edges. The contours play an important role in object localization and detection. The number of edges that are close to the
boundary of a box has strong relationship with the likelihood
of the box covering an object. In our method, we adopt a twostep scheme to generate object proposals. In the first step, we
count the number of contours close to the box, where we use
the proposed “Tile Algorithm” to wipe off the inner edges of
a box. In the second step we re-rank the object proposals with
a linear SVM classifier across all aspect-ratios for calibration.
Experiments on the VOC2007 dataset show that we achieve
96.47% object detection rate with 1000 proposals.
Index Terms— Objectness, object proposals, edges, boxes
1. INTRODUCTION
Object detection is one of the most important fields in computer vision. And most of state-of-the-art methods exploit
“sliding window” as the search strategy. However, this will
produce a large number of potential windows (almost millions of windows) to be evaluated. Recently objectness has
gained wide attention in order to reduce the number of candidate windows. Objectness is usually represented as a value
which reflects how likely an image window covers an object of any category [1]. It significantly improves the efficiency and accuracy of object detection by taking the objectness
measurement as a pre-processing stage. When designing a
good generic objectness measure method, we must consider
high object detection rate (DR) and high computational efficiency.
Object proposal methods can be roughly classified into
two types: multi-stage classifiers methods and multi-features
fusion methods. More approaches can be found in [2].
Multi-stage classifiers: Zhang [3] used two-stage cascade SVMs to generate object proposals, where in the first
stage linear filters are learned for predefined quantized
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Fig. 1. The illustration of the output of objectness measurement. Green bounding boxes are what we need, while red is
not.
scales/aspect-ratios independently, and in the second stage
a global linear classifier is learned across all the quantized
aspect-ratios for calibration. Building on this idea, Cheng [4]
designed a binarized version of the feature (called BING).
With BING, we can accelerate the generation without loss
of accuracy. Both the above two methods are based on the
observation that the gradient information of objects with
well-defined closed boundaries has strong correlation when
these objects are resized into a small region (e.g. 8*8).
Multi-features fusion: Alexe [1] combined several image cues based on superpixels, including the innovative ”Superpixels Straddling” cue, to measure the objectnss. Selective
Search [5] generates object proposals by using a diverse set of
complementary and hierarchical grouping strategies. Due to
its high recall and efficiency, recent top detectors [6, 7] take
Selective Search as the initial stage.
Different from the two above mainstream methods, Zitnick et al. [8] creatively proposed a novel method – Edge
Boxes. The score of candidate box is based on the number of
contours wholly enclosed by the box. However, Edge Boxes
ignores two important things. Firstly, it removes the influence of the center edges by just simply subtracting the score
of the smaller inner box centered in the box, where the width
and height of the smaller box is the half of those of the box.
This strategy sometimes would delete some useful information. Secondly, it equally treats all boxes at different aspectratios, while Zhang [3] and Cheng [4] adopted a linear classifier to globally re-rank the windows at the second stage and
get high-performance output.
To address the problems presented above, we design a
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new score function based on Edge Boxes. The main contributions can be summarized as follows:
1. We design a “Tile Algorithm” to remove the influence
of the center edges, which achieve better performance
than what Edge Boxes does.
2. A reward item is introduced to distinguish good proposals from candidate boxes.

(a)

(b)

(c)

(b)

3. To re-rank the bounding boxes at different aspect-ratios
globally, we introduce a linear classifier in the second
step.
The remainder of this paper is organized as follows. In
Section 2 we introduce the proposed method, including a brief
introduction of Edge Boxes. Then we show the results of experiment in Section 3. Finally we make a conclusion in Section 4.
2. METHOD
We first present the approach of Edge Boxes [8] briefly and
then introduce our proposed method.
2.1. Edge Boxes
The first step of Edge Boxes is to detect edges with the excellent Structured Edge detector [9]. Each pixel p has an edge
strength mp and orientation θp . Then the edges are chained
into edge groups S using a simple greedy approach that combines 8-connected edges until the sum of their orientation differences is above π/2 [8], as shown in Fig. 2. After getting
the edge groups S, they define xi , θi as the mean position and
orientation of edges in group si respectively and define the
affinity of each pair of groups si , sj ∈ S using:
a(si , sj ) = | cos(θi − θij ) cos(θj − θij )|γ ,

(1)

where θij is the angle of the vector going from xi to xj , γ is
used to adjust the sensitivity of a to θ.
Given a bounding box b, Zitnick [8] computed a continuous value wb (si ) ∈ [0, 1], which represents the relative position of si with b. Edge groups overlapping the boundary of
box b are represented by Sb . If si is outside or belong to Sb ,
wb (si ) = 0. For the rest edge groups (must in b), we can get
wb (si ) using:
|T |−1

wb (si ) = 1 − max
T

∏

a(tj , tj+1 ) ,

(2)

j

where T represents the path which starts from some t1 ∈ Sb
and ends at t|T | = si , |T | is the length of T . If the path can’t
be found, wb (si ) = 1. That is to say, wb (si ) < 1 represents
that the affinity of si and certain sj ∈ Sb is greater than zero.
If a(si , sj ) is always zero for any sj ∈ Sb , we set wb (si ) to 1.
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Fig. 2. The illustration of the Edge Boxes [8]. (a) Original
image. (b) Structured Edges [9]. (c) Edge groups. (d) Correct
boxes and edge labeling. Green edges represent wb (si ) = 1
and are part of the object, red edges represent wb (si ) = 0 and
are belong to background.
A pixel p has an edge strength mp , and the pixel belongs
to some si ∈ S, which has an value wb (si ). The sum of all
mp (p ∈ si ) is mi . Using wb (si ) and mi , the score of a box b
can be computed as follows:
∑
wb (si )mi
hb = i
,
(3)
2(bw + bh )κ
where bw , bh are the width and height of the box respectively.
Larger windows have more edges averagely and κ is used to
offset this bias. In addition, Zitnick [8] observed that we could
get better results when removing the edges of a box bin (bin
w =
bw /2, bin
=
b
/2)
in
the
center
of
the
box
b.
Thus
the
final
h
h
score of box b is:
∑
p∈bin mp
in
hb = hb −
.
(4)
2(bw + bh )κ
Finally we use the sliding window strategy to get candidate boxes and find the top-ranked 1000 boxes.
2.2. Modified Edge Boxes
In order to better compute the inner edges, we design a “Tile
Algorithm” to compute the score of inner box (denoted as
hin
br ), given a box b with aspect-ratio r (Sec. 2.2.1). Besides,
we introduce a reward item R to increase the IoU (Intersection
over Union) of the bounding boxes (Sec. 2.2.2).
2.2.1. Removal of central edges
As some objects can not cover the whole bounding box uniformly, Eq. (4) may cause some useful contours to be removed, while leaving background and details as shown in

(b)

(a)

(a)

(c)

Fig. 3. (a) Original image. (b) The illustration of removing
the edges centered in bounding boxes in [8]. (c) The illustration of the ”Tile Algorithm”.
Fig. 3(b). Thus we figure out a method for finding the actual
inner edges.
We first creat a row image Rmap , a column image Cmap
and an added image Amap. The sizes of all the created images are the same with the candidate box b. The Rmap is
constructed line by line. On each row r of the Rmap, we find
the first and the last point p1 p2 , whose corresponding values
of wb (si ) and wb (sj ) is greater than zero. Then we will set
the values of the points between p1 and p2 at the Rmap to 1.
Likewise, we construct the Cmap. Then we get the intersection of Rmap and Cmap as the Amap. Finally, the Amap
is divided into 25 tiles as shown in Fig. 3(c). If the effective
area correspongding to a tile exceeds 80%, we set this tile as
an effective tile bin
n . Finally, the strength of inner edges is
computed as:
∑
N
∑
mp
p∈bin
in
n
hbr =
,
(5)
2(bw + bh )κ
n=1
where N is the total number of effective tiles, br represents a
boxb with aspect-ratio r. In practice, we use integral images
to accelerate the calculation. Then the score of each window
in the first step is computed as follows:
Ob′ = hbr − hin
br ,

(6)

where hbr is the result of Eq. (3).
2.2.2. Improvement of IoU
As a good proposal box b, the contours of the object are close
to the boundaries as shown in Fig. 4. When the box b covers
an object, we observe that the score of b will decrease rapidly
if we reduce the area of b. To account for this observation, we
introduce a reward item R into the score function:
{ ′
′
Ob · 0.5 if OB
< Ob′ · 0.5
R=
,
(7)
0
otherwise
where box B (Bw = bw · 0.8, Bh = bh · 0.8) is centred on b
′
and OB
, Ob′ are calculated by Eq. (6). Now, the score in the
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(b)

(c)

Fig. 4. (a) The original image with two bounding boxes. (b)
The edge map of the two boxes in (a). (c) The shrinked boxes
in (a). The score of a box is relevant to the green edge, and
the score of the two boxes in (c) is much smaller than boxes
in (b).

first step is modified as follows:
Ob1 = Ob′ + R .

(8)

2.2.3. Calibration through SVM
We learn from BING that some sizes (e.g.10 × 500) are less
likely than others to contain an object instance (e.g.100×100)
[4]. Thus it is necessary to re-rank the output boxes across all
of aspect-ratios.
Inspired by stage II of BING, we introduce a linear classifier trained by LibSVM [10] to solve this problem. We adopt
the same search strategy as shown in [8]. We divide the output bounding boxes from step 1 into 30 categories according
to their aspect ratios. At ratio i, we use the selected proposals
as training samples and the Ob1 in Eq. (8) as the input of SVM,
and the label is positive if the IoU exceeds 0.5 (VOC criteria).
Thus we define the score of step 2 as
Ob2 = vi · Ob1 + ti ,

(9)

where vi , ti ∈ R are the parameters w and b of the learned
SVM model respectively for each aspect ratio i. In this way,
all proposals can are re-ranked globally.
In the experiments, we would get a better performance if
1
combining the OB
and Ob2 . Thus the final score of a box is
computed by
O = Ob1 + λ · Ob2 ,

(10)

where λ is used to adjust the contribution value in the second
step. The reason is that the second step re-ranks the boxes
roughly, since we use the simple 1-D feature as the input of
SVM. And we still need the result of the first step to score the
boxes.

Table 2. Quantitative comparisons between our method and other representative methods. Our1 is the complete version of our
approach, and Our2 is the fast version as discussed in Sec 3.3.
Method
OBN [1] SEL [5] BING [4] ED [8]
Our1
Our2
Detection rate (%)
88.60
93.00
96.20
96.00
96.47
96.15
Time (second)
3.140
11.20
0.003
0.250
1.220
0.260

Table 1. Object recall with different number of proposals
(denoted as N in this table) at different IoU thresholds τ .
Recall(%)
N
100
300
500
700
1000
τ = 0.5 74.37 88.71 93.09 94.98 94.67
τ = 0.8 14.70 19.93 20.56 20.86 20.97

3. EXPERIMENTS
We evaluate our method on VOC2007 [11], which contains 9, 963 images and 24, 640 annotated objects. When evaluating object detection algorithms, an IoU threshold of 0.5
is typically used to determine whether a detection is correct
[12]. Thus we say a output box b is positive if the IoU of b
and ground truth is no less than 0.5. And we use the same
value of κ and γ with Edge Boxes: κ = 1.5, γ = 2.
3.1. Parameter Selection
The vi and ti in Eq. (9) are learned by LibSVM using
VOC2007 training set. We follow BING and take 105 randomly training samples at each size i, including no less than
50 positive samples. After experiment verification, we find
that k = 25 in Eq. (9) is the best choice and we set this value
fixed in the rest experiments.

Fig. 5. Some instances of our object proposals. Green and red
boxes are ground truth bounding boxes, with red representing
an object is missed and green representing an object is found.
Blue boxes are the best produced object proposals to each
ground truth. Results are shown with 1,000 object proposals
and IoU threshold of 0.7.

3.2. Performance in Different Situation
A good objectness method should produce as few proposals
as possible, thus we evaluate our method on different number
of proposals. As shown in Tab. 1, our approach can achieve
over 93% object recall with only 500 proposals, when the IoU
threshold is 0.5. In addition, we test our method with a strict overlap threshold of 0.8, and the results is also shown in
Tab. 1.
3.3. Comparison with Related Methods
To evaluate the performance of our method, we compare it
with four related methods: OBN [1], SEL [5], BING [4] and
ED [8]. It should be noted that these methods are usually
considered to be highly effective state-of-the-art algorithms in
the last three years. Thus a small performance improvement
will be a great progress. Since Eq. (5) is time-consuming, we
will get a fast version (Our1 in Tab. 2) of our approach with
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a small loss of accuracy, if replacing the Ob′ in Eq. (6) with
hin
b in Eq. (4). As we can see in Tab. 1, our method is both
high-accuracy and high-efficiency with 1000 proposals.
4. CONCLUSION
In this paper, we proposed a new score function based on
Edge Boxes. Our method can effectively remove the influence of inner edges. In addition, we benefit form the success
of BING and introduce a linear classifier into our method.
Experiments on VOC2007 show that our approach achieved
better performance than related methods.
For future work, we are interested in introducing other
features to get a smaller set of proposals while maintaining
the precise unchanged.
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