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Abstract—Video creation is a challenging and highly professional task that generally involves substantial manual efforts. To
ease this burden, a better approach is to automatically produce
new videos based on clips from the massive amount of existing
videos according to arbitrary text. In this paper, we formulate
video creation as a problem of retrieving a sequence of videos
for a sentence stream. To achieve this goal, we propose a novel
multimodal recurrent architecture for automatic video production.
Compared with existing methods, the proposed model has three
major advantages. First, it is the first completely integrated
end-to-end deep learning system for real-world production to
the best of our knowledge. We are among the first to address the
problem of retrieving a sequence of videos for a sentence stream.
Second, it can effectively exploit the correspondence between
sentences and video clips through semantic consistency modeling.
Third, it can model the visual coherence well by requiring that
the produced videos should be organized coherently in terms of
visual appearance. We have conducted extensive experiments on
two applications, including video retrieval and video composition.
The qualitative and quantitative results obtained on two public
datasets used in the Large Scale Movie Description Challenge
2016 both demonstrate the effectiveness of the proposed model
compared with other state-of-the-art algorithms.
Index Terms—Multimedia storytelling, video analysis, deep
learning.

I. INTRODUCTION
VIDEO is worth a thousand words, and its potential use in
many applications makes it one of the most universal types
of media content. Online video is quickly becoming a popular
way for audiences to acquire information and entertainment.
Videos are also 10 times more likely to engage the interest of
audiences over other types of content. Large companies and
publishers are taking advantage of apps such as Snapchat by
producing more short-form videos. This has had a significant
impact on the audience consumption pattern of videos on mobile
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devices. A recent study found that 76% of consumers over the
age of 18 watch short-form videos at least once per week.1
Videos have exploded on social media sites over the past few
years, resulting in a rapid increase in customers’ viewing habits.
More online videos were viewed by audiences in 2016 than ever
before, and this viewing rate is continuously increasing.
Generally, highly technical and professional endeavors are
required to create a popular video. The video creation process
typically requires highly trained professional personnel, sophisticated equipment, and vast time and budget commitments. The
majority of time and effort for producing a video are spent on
shooting and editing the video. Shooting the video consists of
capturing motion pictures and making the video have proper
visual content, and editing the video consists of organizing the
raw elements into a particular sequence to show the story. Both
tasks require substantial manual operations, which are labor intensive and require skill. To alleviate the burden of these manual
operations, we raise the following question: Is it possible to design a video production algorithm that can select the best video
segments from an existing database to match the given textual
descriptions? If this is possible, then we only need to design
an appropriate text script, which is much easier than creating a
video. Then, the video production algorithm will transform the
text into videos. Although the automatically produced videos
probably cannot be directly used, they can at least be used as
the reference for creating and editing videos.
To resolve the above problem, we should first have a database
that is large enough that any needed video materials can be
found. A considerable number of videos have already been created over the past century. As one of the largest online databases
for movies, the Internet Movie Database (IMDb)2 includes
4,216,855 videos, of which 369,722 are feature films. It is estimated that the average feature film length is 112 minutes.3 Thus,
the feature films included in the IMDb consist of approximately
60 billion frame pictures with a frame rate of 24 FPS. Moreover, every minute, thousands of hours of videos are uploaded to
popular social media sites such as Facebook and YouTube. With
the continuously increasing number of videos each year, their
video clips, each of which contains a few frames, are probably
sufficient to cover most of the scenes, actions and stories of a
new video to be produced. Clearly, automatic video production
1 http://www.ooyala.com/videomind/blog/short-form-video-continues-gaintraction-viewers
2 http://www.imdb.com/stats
3 http://www.randalolson.com/2014/01/25/movies-arent-actually-muchlonger-than-they-used-to-be/
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Fig. 1.

Example of expressing a sentence stream with videos.

can greatly reduce the workload of professional video creation
and easily convert a manually generated story script into continuous video content in an automatic manner. It not only liberates
amateurs from the burdensome video shooting and editing tasks
but also benefits professionals in terms of quick script design
and video preview.
The primary task in expressing text with videos is to produce
a video sequence based on a sentence stream. This task is practically a sequence-to-sequence problem, which is similar to the
visual description [1] and machine translation [2] tasks. Since
our work addresses learning the semantic relations between long
streams of text and video, it is more challenging than previous
studies of video retrieval based on a single sentence. Despite
this difficulty, it is possible to solve this problem with the help
of deep neural networks, which have achieved great progress in
the joint understanding of visual content and language descriptions [3], [4]. To automatically produce a sequence of videos
that best describe the essence of the input sentence stream, it is
important and necessary to consider two other factors: semantic
consistency and visual coherence. (1) The semantic consistency
is to model the correspondence between the sentences and the
video clips. The semantics described in the texts are always at a
much higher level than the visual objects or actions in existing
videos. Since the video production is a general-purpose application that is not designed for a particular video or TV show, users
can submit arbitrary and complex sentences. The created video
should precisely express the visual appearances of the scenes
and situations described in the sentences. (2) The visual coherence is to model the smoothness between video clips over time.
A professional video is able to not only show the story (i.e.,
reflected in matched semantics including scenes and characters)
but also provide a high-quality visual experience (i.e., visually
smooth shot transitions). Thus, the visual appearances conveyed
by produced videos must be arranged smoothly and naturally.
To achieve the above goal, we propose a novel end-to-end
learning framework by considering both the semantic consistency and the visual coherence with a novel multimodal
recurrent architecture, as shown in Fig. 1. In conventional captioning [5] or natural language modeling [3], the prediction target is a word sequence, and the sentence generation is performed
by predicting one word at each time step based on previously
generated words. In contrast to these models, the prediction target in the proposed video production network is a sequence of
continuous video features. At each time step, the target video
feature is predicted based on previously generated video features

2361

and the current textual input. The proposed recurrent generation
network has two major advantages: (1) It can effectively exploit
the correspondence between the sentences and the video clips
for semantic consistency modeling. To achieve this goal, we formulate the constraint that each generated video feature should
precisely depict the primary visual content of the corresponding
sentence by using a contrastive loss to preserve the neighborhood property of the original sentences in the predicted video
feature space. (2) It can model the visual coherence well by
requiring that the generated video features should be organized
coherently in terms of visual appearances. In our implementation, we formulate the video production task as a structured
model learning problem. In the online production, the nearest
neighbors of the predicted video features in the video database
are returned as the outputs of our method. Consequently, we
can automatically express a sequence of natural language sentences with a video sequence that best describes the essence of
the given text script. Fig. 2 shows more details of the proposed
video production framework.
The major contributions of this work are highlighted as
follows:
1) To the best of our knowledge, this work is the first to
address the problem of video production for arbitrary sentence streams. Although many studies have addressed the
relation between a single natural sentence and a video
clip, our work extended to considerably longer text and
video sequences.
2) We developed a multimodal architecture of a recurrent
generation network to coherently produce video features,
which integrates recurrent networks for consistent video
feature prediction and textual and visual coherence modeling for smooth transitions of videos.
3) We evaluated the proposed video production method on
a video retrieval task and on a video composition task.
Extensive results from a quantitative evaluation and user
study based on two public datasets used in the Large Scale
Movie Description Challenge 2016 demonstrated that the
proposed model performs favorably against state-of-theart methods.
The remainder of this paper is organized as follows. In
Section II, we review the related work. The proposed recurrent video production networks are introduced in Section III.
The learning and inference of the proposed video production
model are introduced in Section IV. The experimental results
are reported and analyzed in Section V. Finally, we conclude
this paper with future work in Section VI.
II. RELATED WORK
In this section, we review the work most related to our method
in the following four aspects.
Video generation: Precisely generating a dynamic video
frame by frame is extremely challenging. Although directly
generating image pixels has achieved considerable progress [6],
[7], predicting the 3-dimensional moving visual patterns is much
more complex. The current video generation methods can only
provide confused visual appearances [8].
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Fig. 2. The proposed framework for expressing text with videos. In the offline learning, the features of the sentence stream and the video sequence are first
extracted. Then, they will be used to train the multimodal recurrent video production network by considering semantic consistency and visual coherence. In the
online production, video clips can be recurrently produced based on the input sentences and existing videos.

Video annotation: Video annotation bridges high-level semantic descriptions with low-level video features [9]–[14]. Previous methods mainly rely on scene segmentation [15]–[17] and
character naming [18]–[24]. In [25], a scene transition graph
(STG) is proposed to model the visual similarity and temporal adjacency between any two shots. With the same graph
representation, [15], [16] further introduce normalized cut to
segment the above shot similarity graph. Although promising
results have been reported by these methods, the fundamental correspondence between video content variation and scene
semantics transition has not yet been fully investigated.
Semantic mapping between text and videos: As one of the
early works of semantic mapping between text and videos,
VideoStory embedding [26] learns two linear projections between videos and text. Given a video without a description, the
embedding representation can be obtained by the visual projection. Then, the embedding feature can be further translated
into text through the textual projection. There are also some approaches for addressing the problem of aligning video and text.
In [27], aligning the chapters of a book to scenes of a video is
modeled as finding the shortest path in a sparse directed acyclic
graph (DAG). In [28], given vectorial features for both video
and text, the alignment is modeled as a temporal assignment
problem with an implicit linear mapping between the two feature modalities. Recently, some methods have been reported that
learn deep language-visual embedding for video understanding

with natural language [29]–[31]. Most of these studies have
addressed the relation between a single natural sentence and a
video. In contrast to these methods, our work extends to much
longer text and video sequences.
Video composition: The early studies adopt mashup [32] and
remix [33] to collect materials from existing videos and use
interactive approaches [34], [35] to simplify the video content
organization. However, manual intervention remains an indispensable step for illustrating various ingenious story plots and
complex character interactions. The idea of showing dynamic
images while writing a story originated in [36]. However, it
requires a series of descriptive keywords, which limits its applications. The interactive narrative techniques in [34], [37] can
interact with stories and timely generate user-favorite content
by analyzing audience feedback. Storied Navigation [38] is devised to intelligently predict a group of suitable optional scenes.
To reduce the load of manual operation, in [35], AI planning
is adopted to direct the combination of video segments coming
from multiple sources. Unfortunately, due to the lack of effective
video content analysis, the above methods generally require substantial manual efforts to annotate the material content, which
are both expensive and time consuming in large-scale applications. The work that is the most related to the proposed method
is [39], which formulates video production as a constrained
matching optimization problem. A group of optimal video segments are selected to narrate the user-designed story script. This
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method can only be applied to a carefully designed script that
has the same characters and scenes as the training videos. In
contrast, the proposed method formulates video production as a
recurrent generation problem and can produce videos for arbitrary script sentences.
Deep learning: Deep models have demonstrated their effectiveness in both natural language processing and computer vision tasks. These conventional neural networks do not explicitly
model the dependencies between class labels. Thus, they may
suffer from the label bias problem [40]. To overcome this issue, many methods have been proposed to combine structured
models and deep learning [41]–[43]. In [44], depth estimation
from a single image is formulated as a deep structured model.
In [45], CNNs and CRF are combined because of their strengths
of forming feature representations and relation modeling. Both
methods focus on the spatial structure of a single image, whereas
the proposed method focuses on exploring the relationships of
video features in the temporal sequence. The work that is the
most related to the proposed recurrent video production model
is [46]. A sequence-level objective function with RNN activations as features is proposed for spoken language understanding.
Compared with this method, we mainly focus on predicting continuous video features rather than discrete semantic tags.
III. THE PROPOSED METHOD
In this section, we first present the formal formulation of the
video production problem with the definitions of consistency
modeling and coherence modeling. Then, we illustrate how to
compute the similarity matrix used in the coherence modeling.
A. Problem Formulation
Suppose that we are given a sentence stream T and a video
clip sequence V and that the two sequences have the same
length N . Each sentence in the sequence T correctly describes
the visual content of the corresponding video clip in the sequence V. The feature vectors of the N sentences are denoted
as {x1 , ..., xN }, xi ∈ RD x , and the feature vectors of the N
videos are denoted as {y 1 , ..., y N }, y i ∈ RD y . The video production task is to learn a model for generating videos of a
sentence stream. Note that we only generate the semantic video
features rather than the raw videos. We formulate the generation model by recurrent neural networks with the sentence
stream {x1 , ..., xN } as input. Each predicted video feature is
recurrently computed as
ỹ i = GRU (xi , hi−1 , y i−1 ; Θgru ), i = 1, ..., N

(1)

where GRU is the recurrent computing unit with the sentence
feature xi , the previous hidden output hi−1 and the previous
video feature y i−1 as inputs. RNNs with gated recurrent units
(GRUs) can perform as well as LSTM [47] on sequence modeling tasks [48] while being conceptually simpler.
The recurrent video feature generation scheme is considerably more challenging than the word generation scheme popularly used in the visual description task [49], [50]. This difficulty
is because the video production model needs to predict a continuous feature sequence, whereas the prediction target of the
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visual description model is a sequence of words that are are
selected from a finite discrete word set.
To learn an effective video production model, we need to consider the following two key points. On the one hand, each generated video feature must precisely depict the main visual content
of the corresponding sentence. On the other hand, the produced
video sequence should be organized coherently in both semantics and visual appearances. Thus, we solve the video production
problem by minimizing the following objective function:
L(V, T) = λL1 (V, T) + (1 − λ)L2 (V, T),

(2)

where L1 (V, T) and L2 (V, T) are the consistency loss and
coherence loss, respectively. The positive parameter λ controls
the tradeoff between these two losses. Details of the two losses
are illustrated in the following sections.
1) Consistency Modeling: To generate video features and
describe the visual content precisely, we adopt the contrastive
loss function by solving the following pairwise ranking problem
with margin α:

max{0, α − s(ỹ i , y i ) + s(ỹ i , y j )}
L1 (V, T) =
i

j,j = i

(3)
where s(ỹ, y) is a scoring function. A common similarity scorỹ  y
) ( ||y|| ), where ỹ and y are first
ing function is s(ỹ, y) = ( ||ỹ||
scaled to have unit norm. This objective function constrains that
the similarity score between the generated video feature and the
true video feature s(ỹ i , y i ) should be higher than the contrastive
pair s(ỹ i , y j ) by at least a margin of α. In the training phase,
the contrastive terms are chosen randomly from the training set
and resampled every epoch.
2) Coherence Modeling: The consistency loss in (3) is
mainly adopted to constrain that the generated video features
should preserve the neighborhood semantic relations of the input sentences. Thus, the predicted video feature has the smallest
distance from the true video feature in the common semantic
space. However, the video features for different input sentences
are predicted individually. Thus, they cannot capture the global
coherence patterns in the sentence and video sequences. To overcome this issue, we adopt structured regression to explore the
relationships of different visual objects or semantic concepts in
the sequence. Specifically, we consider the mapping from the
sentence stream to the video sequence as a structured regression
problem and model the conditional probability distribution of
the multimodal data with the density function as defined in (4).
P r(V|T) =

1
exp(−E(V, T))
Z(T)

(4)

where E is the energy function and Z is the partition function.
The energy function is formulated by the combination of unary
and pairwise potentials.

2  1

2
E(V, T) =
Rp,q yp − yq . (5)
yp − ỹp +
2
p
p,q
In the energy function, yp denotes the pth element of an N ×
Dy -dimensional column vector Y, which is obtained by concatenating all Dy -dimensional video features in {y 1 , ..., y N }.
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Similarly, ỹp denotes the pth element of the concatenated column vector Ỹ from predicted video features {ỹ 1 , ..., ỹ N }. The
Rp,q in the pairwise potential is defined as
 

S l(p), l(q) , if l(p) = l(q),
(6)
Rp,q =
0,
else,
where l(p) denotes the video clip in the video sequence V,
whose feature vector contains the element yp . S is defined as
a similarity matrix, which will be illustrated in more detail in
Section III-B. In (6), by defining Rp,q as 0 when l(p) = l(q),
only the relations of elements in the feature vectors of different
video clips are considered.
With the above definitions, the energy function can be simplified as in [51]:
E(V, T) = Y  AY − 2Ỹ  Y + Ỹ  Ỹ

(7)

where A = I + D − R, I
is an identity matrix, and D is a diagonal matrix with Dpp = q Rpq . Since A is positive definite
and the terms of Y are quadratic, the integral of the partition
function can be analytically calculated as follows:



exp − E(V, T) dV
Z(T) =
V

=

(π)

N Dy
2

|A|

1
2


exp Ỹ  A−1 Ỹ − Ỹ  Ỹ .

(8)

By replacing the energy and partition functions in (4) with (7)
and (8), the probability distribution function can be written as
1

|A| 2
P r(V|T) =
exp
− Y  AY − Ỹ  A−1 Ỹ + 2Ỹ  Y .
N Dy
2
(π)
(9)
Finally, we define the coherence loss as the negative conditional
log-likelihood.
L2 (V, T) = − log P r(V|T) = Y  AY + Ỹ  A−1 Ỹ − 2Ỹ  Y
−

1
N Dy
log(|A|) +
log(π).
2
2

(10)

B. Similarity Matrix
Here, we introduce how to compute the similarity matrix S
in (6). We mainly compute two types of pairwise similarities
to explore the coherent patterns in the sentence stream and the
video sequence. For the sentence stream, we extract the entitybased representation of discourse [52], which can be used as
an automatic assessment of the local coherence of the text. For
the video sequence, we compute the style features of videos
to capture the visual style features that are different from the
conventional visual content features. Finally, the two computed
similarity matrices will be combined. Each element of the similarity matrix S is computed by the following:






S l(p), l(q) = βSt l(p), l(q) + (1 − β)Sv l(p), l(q) ,
(11)
where St and Sv denote the textual and visual similarities of
sentences and videos. β is the fusion weight, which can be

learned during the optimization. Details of the textual and visual
similarities are presented in the following.
1) Textual Similarity: The GRU model that we adopted to
recurrently generate video features based on sentences can capture the flow of text content, but it lacks the ability to learn
the coherence of sentences, which reflects the distributional,
syntactic, and referential information between discourse entities. Thus, we explicitly include the local coherence features as
in [53]. The coherence features focus on resolving the patterns
of local transitions of discourse entities (i.e., coreferent noun
phrases) in the entire sentence stream.
We first extract parse trees for every sentence. Then, we create an entity grid for each sentence. The sentence stream is
represented by an entity grid, which is a two-dimensional array that captures the distribution of discourse entities across
sentences. The rows of the grid correspond to sentences, while
the columns correspond to discourse entities. The discourse
entity means a class of coreferent noun phrases. For each occurrence of a discourse entity in the sentences, the corresponding grid cell contains information about its grammatical role
in the given sentence. Each grid column thus corresponds to
a string from a set of categories reflecting the entity’s presence or absence in the sentences. Four role categories are
adopted: (Subject), (Object), (Neither subject nor object) and
(Absence from the given sentence). After creating the entity
grid, we replace the role symbols with four digits: 0, 1, 2 and
3. Then, we obtain a feature vector o ∈ RD o corresponding
to one row of the entity grid for each sentence. Here, Do denotes the number of discourse entities. Finally, we compute the
pairwise textual similarity of the sentences, which describes
the videos l(p)
the

 discourse

  feature vector:
 and l(q) using
St l(p), l(q) = exp − o l(p) − o l(q) .
2) Visual Similarity: To model the smoothness of the produced video sequence, we define the visual similarity matrix
based on style features of videos that are inspired by the style
loss used in the style transfer method of static images [54]. We
denote the features of a video clip as F ∈ RD F ×M , where M
denotes the number of frames in the video and DF is the dimension of the local frame features. We equidistantly sample one
per ten frames from a video to reduce the frame redundancy.
We limit the maximum number of frames to be Mm ax = 40. If
a video is too long, then we use a wider interval for uniform
sampling. The local frame features can be any visual or motion
features, such as CNN features or C3D features. Then, the style
feature matrix of the video can be defined as F F  .
Generally, the features of local frames in a video are naturally
high dimensional. For example, the lowest-dimensional features
before the classification layer in the most popularly used CNN
model have 4096 elements in AlexNet [55] and VGG [56] or
2048 elements in ResNet [57]. Directly using the style feature
matrix F F  results in prohibitively expensive computing. In
practice, a work-around is to truncate the local frame feature to
the most common or principal features using a dimensionality
reduction method, such as PCA. Unfortunately, this prevents
the style matrix from utilizing important information found in
rarer features. Rather than using a single large style matrix, we
compute multiple small style matrices and combine them as a
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tensor. Without loss of generality, we assume that the feature
dimensions of the local frames are in a random order and divide the input feature vectors as S groups [F 1 , F 2 , ..., F S ].
DF
For each feature group F s ∈ R S ×M , we compute an inDF
DF
dependent style matrix Gs = F s F s  ∈ R S × S . With this
scheme, the width and height of the style matrix can be reduced by S times without losing much local feature information. The style matrices of all feature groups are combined into
DF
DF
a tensor G = [G1 , ..., GS ] ∈ RS × S × S . This is extremely
effective for the following convolution operations. After obtaining the style tensor, it will be further transformed into
a style feature vector f = CN N (G; Θcnn ) ∈ RD f through
two convolution layers and a fully connected layer, as shown
in Fig. 2. Finally, we compute the pairwise visual similarityof the videos
l(p) and l(q)
 using
 the
 style
 feature vector:

Sv l(p), l(q) = exp − f l(p) − f l(q) .
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B. Prediction
In the online production, to generate the video clip features
of a new sentence stream T, we need to solve the maximum a
posteriori (MAP) inference:
Y∗ = argmaxY P (V|T)

= argmaxY − T r(Y AY) + 2T r(Ỹ Y)
= A−1 Ỹ.

(14)

Specifically, this means that the video features of the new sentence stream can be obtained by multiplying the output features
of the recurrent GRU model with the inverse matrix of A. After
obtaining the video features, one way to generate the final video
sequence is to retrieve the nearest neighbor videos in the training
video set. However, in the test phase, we cannot compute the
visual similarity illustrated in Section III-B1. Thus, we greedily
find the best video with the smallest loss value according to (2).

IV. LEARNING AND INFERENCE
In this section, we first illustrate the optimization of our model
in an end-to-end form. Then, we introduce how to simply predict
video features for a new sentence stream.
A. Optimization
The proposed video production model can be learned by solving the final optimization problem:
min L(V, T) +
Θ

γ
Θ22 ,
2

(12)

where Θ denotes all parameters, including Θgru , Θcnn and β.
γ is a regularization parameter.
Due to the computational cost of the matrix A ∈ RN D y ×N D y
in the coherence loss (10), directly solving the above minimization problem is slow. Therefore, we adopt an approximated solution similar to the piecewise training estimation [58].
Let Yj ∈ RN be the jth column of the feature matrix Y =
[y 1 , ..., y n ] ∈ RN ×D y , which consists of the true video features of the video sequence. Similarly, let Ỹj ∈ RN be the
jth column of the feature matrix Ỹ = [ỹ 1 , ..., ỹ n ] ∈ RN ×D y ,
which consists of the predicted video features. With these definitions, the coherence loss L2 (V, T) is simplified as follows:
L2 (V, T) =

Dy


−log P r(Yj |T)

j =1







= T r Y AY + T r Ỹ A−1 Ỹ − 2T r Ỹ Y
−

N Dy
Dy
log(|A|) +
log(π)
2
2

(13)

where the simplified A ∈ RN ×N is computed according to the
video features of the video sequence and shared for different
Yj . Using this simplification of L2 (V, T), all parameters in
the proposed video production model can be efficiently learned
using stochastic gradient descent (SGD).

V. EXPERIMENTS
In this section, we first introduce our experimental setups.
Next, we evaluate the proposed method for video retrieval and
video composition on two public datasets. Then, we present
more results from a user study. Finally, we discuss the unresolved problems.
A. Experimental Setups
Implementation details: We implement the proposed
multimodal recurrent video production method using the
Theano platform [59]. In the coherence loss introduced in
Section III-A2, exploring the relationships of different videos in
the sequence with the CRF module is time consuming. Although
a fully connected structure may result in better performance, we
only consider the local neighborhood structure in the experiment
for the purpose of efficiency. Based on the piecewise training,
the gradients of the parameters in the CNNs and RNNs can be
obtained using the simple chain rule. Thus, the cost computed in
the loss layer is back-propagated into the previous RNN layers
and the CNN layers. The training is implemented using SGD
in an end-to-end manner. For the CNNs, we initialize the parameters of the convolutional layers using the reference ResNet
model [57]. The remaining parameters are initialized with a uniform distribution in the range [−0.1, 0.1]. We set the dimension
of the output feature vector in all the CNNs to 2048. The dimension of the hidden feature vector in the RNN layer is set to
800. The learning rate is set to 0.02. The weight decay is set
to 0.0005. The weighting factor λ from (2) is set to 0.5. The
training process is stopped within 100 epochs. In the training
phase, we set the batch size to 10, and each batch contains video
subsequences with a length of 30.
Dataset: For the quantitative evaluation, we adopt two public datasets used in the Large Scale Movie Description Challenge 2016 (LSMDC2016). The first dataset is the MPII Movie
Description Dataset (MPII-MD), which was initially presented
in [60]. The video clips are collected from Blu-ray movie data.
The dataset consists of audio description and script data and
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uses sentence-level manual alignment of transcribed audio to
the actions in the video. The second dataset is the Montreal
Video Annotation Dataset (MVAD), which was initially presented in [61]. The MVAD is collected with DVD data quality
and only relies on audio descriptions. The combined LSMDC
2016 dataset contains a parallel corpus of 118,114 sentences
and 118,081 video clips sampled from 202 movies. We exactly
follow the evaluation protocols of the retrieval and description
tasks in the challenge. For more details of the dataset and challenge rules, please refer to the work [62] and the challenge
homepage.4
Baselines: Since video production based on the sentence
streams has not yet been addressed in previous research, we
extend several state-of-the-art single-sentence models for video
production. SA-G+SA-FC7 is a simple baseline by combining
the average glove features and average FC7 features [63]. The
sentence is encoded using simple average word vector representations, while the video is encoded using the simple average
of video frame feature vectors. The video representation and
sentence representation are separately linearly transformed into
joint visual-language space. LSTM+SA-FC7 [63] is a baseline
that is similar to SA-G+SA-FC7 except sentence encoding uses
the last hidden layer of LSTM. C+LSTM+SA-FC7 [63] is an
improved baseline that trains the LSTM+SA-FC7 on a combination of the COCO dataset. CT-SAN is the Concept-Tracing
Semantic Attention Network [64] for video-to-language modeling by leveraging the concept word detector and the compact
bilinear pooling [65]. This method was the winner of the video
retrieval task in LSMDC 2016. Base-SAN is the base model of
CT-SAN without the concept detector and semantic attention.
SNUVL and EITanque are two other methods that achieve
competitive performance on the video retrieval task in the challenge. In video composition, for all the baselines, we create the
final video sequence by concatenating the video clips matched
for each sentence in the sentence stream.
B. Video Retrieval
In this section, we apply the proposed model to the video retrieval task of the LSMDC2016 to verify whether it can produce
effective features to represent different sentences.
Evaluation metrics: In this task, a public test video set with
1000 sentence-clip pairs is provided. Given the query of a sentence, the objective is to find its corresponding video clip out of
1,000 candidate clips in the test video set. Each algorithm needs
to predict 1000 × 1000 pairwise rank scores between sentences
and video clips in the test set. Then, the evaluation metrics are
calculated based on the rank score matrix, including Recall@1,
Recall@5, Recall@10, and median rank (MedR). The Recall@k
means the percentage of ground-truth video clips in the first k
retrieved videos, and the MedR indicates the median rank of
ground-truth videos.
Results and analysis: We first predict the video feature for
each sentence using the learned multimodal video production
networks. Then, the ranking scores are computed by the cosine
4 https://sites.google.com/site/describingmovies
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TABLE I
RESULTS OF 8 METHODS FOR VIDEO RETRIEVAL
Method

R@1

R@5

R@10

MedR

3.0
3.3
4.3
4.3
3.8
4.7
4.5
6.7

8.8
10.2
12.6
13.0
13.6
15.9
14.1
17.0

13.2
15.6
18.9
18.2
18.9
23.4
20.9
23.4

114
88
98
83
80
64
67
62

SA-G+SA-FC7
LSTM+SA-FC7
C+LSTM+SA-FC7
Base-SAN
SNUVL (Single)
EITanque
CT-SAN (Single)
Our

distances between the predicted video features of sentences and
the true video features. The ranking results on the test set are
shown in Table I. It is clear that the proposed method outperforms all the baselines on the three metrics Recall@1, Recall@5
and MedR. On the Recall@1 metric, our method performs better
than the second best method EITanque with an approximately
40% improvement. Note that our method performs even better than the single CT-SAN method on all four metrics. The
CT-SAN method wins the LSMDC2016 by combining the results of multiple models with different parameter settings. This
strategy can also be applied in our model to obtain better performance. Although our method cannot outperform EITanque on
the Recall@10 metric, the result is still competitive compared
with all the other baselines. From this experiment, although the
primary goal of this paper is video production, we find that the
features predicted for sentences by the proposed method are also
effective in the video retrieval task.
C. Video Composition
In this experiment, we produce the video sequences for the
test sentence streams with the training videos of LSMDC2016
as the composition database.
Evaluation metrics: To evaluate the performance, each produced video sequence should be considered as a coherent
whole. Here, we use an effective and efficient similarity measurement for feature sequences through a Fourier transformation [66]. This measurement can encode the features of a video
sequence to jointly represent their appearance and temporal
order. As in Section III, the feature vectors of the groundtruth video sequence are denoted as {y 1 , ..., y N }, y i ∈ RD y ,
while the feature vectors of the produced video sequence are
denoted as {ỹ 1 , ..., ỹ N }, ỹ i ∈ RD y . As in Section IV-A, we
use Yj ∈ RN to denote the jth column of the feature matrix
Y = [y 1 , ..., y n ] ∈ RN ×D y . Similarly, let Ỹj ∈ RN be the
jth column of the feature matrix Ỹ = [ỹ 1 , ..., ỹ n ] ∈ RN ×D y .
Then, the similarity of two video sequences is defined as the
maximum value of the 1-dimensional circulate temporal encoding (CTE) [66]:
⎧
⎞⎫
⎛
Dy
⎬
⎨ 1
∗

F(Y
)

F(
Ỹ
)
j
j
⎠
(15)
F −1 ⎝
max
⎩ N Dy
F(Yj )∗  F(Yj ) +  ⎭
i=1

where ∗ denotes the conjugation,  denotes the elementwise multiplication, F is the 1-dimensional discrete Fourier
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TABLE II
RESULTS OF 4 METHODS FOR VIDEO COMPOSITION
Method
SA-G+SA-FC7
LSTM+SA-FC7
C+LSTM+SA-FC7
Our
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TABLE III
AN EXAMPLE OF VIDEO COMPOSITION BY OUR MODEL

Motion

Scene

Concept

Style

1.31
1.37
1.48
2.83

7.88
8.10
8.13
9.40

3.13
4.16
4.19
5.11

2.02
2.12
2.17
3.34

transformation, F −1 is its inverse, and  is the regularization
coefficient, which ensures the stability of the filter.
The CTE-based video similarity can be computed using any
video features. Different features may reflect different aspects
of the visual content. We extract four types of features from the
ground-truth videos and the produced videos. Motion features
are extracted through improved dense trajectories [67] to measure the similarity of the motion patterns. Scene features are
extracted through the place classification model [68] to measure the similarity of the scenes. Concept features are extracted
through the ResNet model [57] to measure the similarity of the
principle visual concepts. Style features are computed based on
the ResNet features as introduced in Section III-B2 to measure
the visual style appearances.
Results and analysis: For the produced video sequences and
the ground-truth video sequences, the average similarity scores
computed by (15) using different features are shown in Table II. Since the authors of the SNUVL, EITanque and CT-SAN
methods do not release their codes, we only present the results of the first three baselines. The results demonstrate that
the proposed method outperforms all the baselines. The three
baselines mainly focus on transforming videos and sentences
into a common feature space where the distances between the
paired videos and sentences are minimized. Compared with the
SA-G+SA-FC7 method, the result increase by improving the
textual feature representation (LSTM+SA-FC7) or adding more
training data (C+LSTM+SA-FC7) is relatively small, particularly when using the motion and style feature measurements.
In contrast, the proposed method explores the semantic and visual relationship of different video clips in the produced video
sequence; hence, it can significantly improve the quality of the
produced videos on the video composition task.
In Table III, we show a video composition example using the
proposed method. In the second column of Table III, we show an
example of a sentence stream in the test data. The corresponding ground-truth videos of these test sentences are shown in the
first column of Table III. The videos produced by the proposed
video production method are shown in the third column. For the
convenience of comparison, in the last column, we also show the
corresponding ground-truth sentences of the produced videos.
Here, each photo denotes a video clip. As shown, the produced
videos precisely and coherently express most of the visual content for the test sentences. For example, for the test sentence
“she shuts the door”, the produced video actually contains a girl
arriving at her apartment and shutting the door. For the sentence
“someone points and beams at someone”, the produced video
also includes a girl, although the sentence does not contain any
information about the gender of the character.

Fig. 3. The video composition results by the proposed method with different
experimental settings.

Model component analysis: To evaluate the effectiveness of
each component in our model, we implement several variants
of the proposed video production method, including Our-cons,
Our-tsim, and Our-vsim, which are the proposed model without the consistency loss, the textual similarity, and the visual
similarity, respectively.
For the produced videos, the average similarity scores with
the ground-truth videos computed by (15) are shown in Fig. 3.
As shown, the proposed model achieves considerably better performance than the other three variants (Our-cons, Our-tsim and
Our-vsim), which indicates that it is important and necessary to
exploit the consistency constraint, textual similarity and visual
similarity for automatic video production. The textual similarity and the visual similarity presented in Section III-B are
mainly introduced to constrain the semantic and visual coherence of the produced videos. Thus, compared with the proposed
method, the results of the Our-tsim and Our-vsim methods decrease significantly, particularly on the motion and style feature
measurements, which mainly evaluate the smoothness of the
video sequence. Furthermore, in Table IV, we show the videos
produced by the proposed method and the variants (Our-vsim
and Our-tsim). The results show that the proposed model provides much better performance, particularly on the sentence “the
shop has tables and chairs”. Here, each photo denotes a video
clip.
D. User Study
In addition to the quantitative evaluation, we also conduct a
user study to qualitatively evaluate the proposed model with the
same scheme used in [39]. We invite 15 volunteers to participate
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TABLE IV
THE VIDEO COMPOSITION RESULTS OF THREE METHODS FOR THE
USER-DESIGNED SCRIPT

Fig. 4.

User study results on the video quality.

in our experiment, and all of them are movie amateurs. The
5 volunteers are asked to design 5 new sentence streams as
test scripts. Table IV shows three example sentences in one
of the scripts. Note that we do not limit the content of the
created sentences and encourage the volunteers to think as a
true screen writer. The rules for writing a good short film script5
are presented to the users as references. These limitations reduce
the difficulty of script creation in the experiment. The remaining
10 volunteers are asked to evaluate the produced videos for the
5 new designed scripts.
The quality of the final produced video is rated according
to a 5-point Likert scale: “very good”, “good”, “acceptable”,
“bad” and “very bad”. As illustrated in Section I, a high-quality
video should (1) present a consistent visual appearance pattern
in accordance with the script and (2) contain a visually smooth
scene environment and objects. We record the feedback grade of
users over all 5 scripts. The quality evaluation results of the 10
volunteers on the 5 scripts are shown in Fig. 4. The vertical axis
records the number of users who provide relevant evaluations.
On average, there are 64% and 20% of users who think that
the produced video is of high quality or acceptable to visually
represent the script. In contrast, only 16% of users provide a
negative rating to the produced result.
E. Discussion
In the previous user study, although most users provide a positive evaluation of the results produced by the proposed video
production method, there is still inconsistency between the visual content of the produced video and the semantics that the
5 http://www.raindance.org/7-rules-for-writing-short-films

TABLE V
EXAMPLE OF SEMANTIC EDITING

user intended to express. This inconsistency is mainly caused
by two reasons. The first one is that sentences in the script are
always short; thus, they cannot completely express all objects,
scenes and actions in the video. The second one is that different
users may have different intentions and aesthetic tastes, while
the proposed method can only produce general videos for most
commonly used sentences in the script.
To alleviate the inconsistency problem, we propose a semantic
editing method to facilitate fine-tuning of the produced videos by
the user. Specifically, we add the genres and tags of movies [69]
as extra text supervision in training the video production networks. These text annotations are adopted as extra supervision
in the consistency loss, as introduced in Section III-A1. We
constrain that the predicted features not only have consistency
with the ground-truth video features but also need to be aligned
to have the smallest distances with the word embedding of the
extra annotations. The embedded transformations of these annotations are also learned with the recurrent video production
networks simultaneously. After finishing the training, we provide users with these annotations for fine-tuning the automatically produced video. For example, for the sentence “a man
pick someone up in his car”, our automatic video production
method produces the video shown in the first row of Table V.
Here, we only show three representative pictures in the video.
We can see that a man in the video actually holds a gun in his
hand. For some users, they may want soft and warm pictures
in their videos. Based on the predicted video feature, they can
achieve this goal by simply subtracting the embedded feature
of the tag “Crime” and adding the embedded feature of the tag
“Romance”. The fine-tuned video is shown in the second row
of Table V.
Subtitles: In professionally produced videos, subtitles are always dialogs of the characters. Displaying subtitles can help the
audience understand the story expressed in the video. However,
in our work, the user-designed script is composed of descriptive sentences. Moreover, the short video clips in the produced
video are always short, with a length of a few seconds. Thus,
we only show the textual sentences as subtitles in the middle of
the corresponding video clips.
Sound: The proposed video production method mainly focuses on the visual content organization. We can use the text-tospeech (TTS) technique to automatically generate audio speech
from the subtitles. However, a single TTS system can hardly imitate various pronunciations of different characters in the video.
We leave the automatic dialog design and more elegant sound
production for future work.
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VI. CONCLUSION
In this paper, we proposed a new end-to-end learning framework for video production, which can automatically convert
users’ input text into concrete video content. To support the
proposed video production, we implemented a multimodal recurrent video production model based on a video database with
abundant sentence-clip pairs. In on-line production, the video
clips in the database that have the smallest distances with the
recurrently predicted video features are selected as the output
videos for the input script. In future work, we will improve the
current method along the following two directions: (1) Since
most of the videos are still not annotated as sentence-clip pairs,
we need to enlarge the training database or resort to transfer
learning. (2) Explore more elegant dialog and sound synthesis
for the produced video.
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[48] J. Chung, Ç. Gülçehre, K. Cho, and Y. Bengio, “Empirical evaluation of
gated recurrent neural networks on sequence modeling,” Comput. Res.
Repository, 2014.

2370

[49] O. Vinyals, A. Toshev, S. Bengio, and D. Erhan, “Show and tell: A neural image caption generator,” in Proc. IEEE Conf. Comput. Vis. Pattern
Recognit., 2015, pp. 3156–3164.
[50] S. Guadarrama et al., “Youtube2text: Recognizing and describing arbitrary activities using semantic hierarchies and zero-shot recognition,” in
Proc. IEEE Int. Conf. Comput. Vis., 2013, pp. 2712–2719.
[51] F. Liu, C. Shen, and G. Lin, “Deep convolutional neural fields for depth
estimation from a single image,” in Proc. IEEE Conf. Comput. Vis. Pattern
Recognit., 2015, pp. 5162–5170.
[52] R. Barzilay and M. Lapata, “Modeling local coherence: An entity-based
approach,” in Proc. Annu. Meeting Assoc. Comput. Linguistics, 2005,
pp. 141–148.
[53] C. C. Park and G. Kim, “Expressing an image stream with a sequence
of natural sentences,” in Proc. Adv. Neural Inf. Process. Syst., 2015,
pp. 73–81.
[54] L. A. Gatys, A. S. Ecker, and M. Bethge, “Image style transfer using
convolutional neural networks,” in Proc. IEEE Conf. Comput. Vis. Pattern
Recognit., 2016, pp. 2414–2423.
[55] A. Krizhevsky, I. Sutskever, and G. E. Hinton, “Imagenet classification
with deep convolutional neural networks,” in Proc. Adv. Neural Inf. Process. Syst., 2012, pp. 1097–1105.
[56] K. Simonyan and A. Zisserman, “Very deep convolutional networks for
large-scale image recognition,” in Proc. Int. Conf. Learn. Represent., 2015,
pp. 1–14.
[57] K. He, X. Zhang, S. Ren, and J. Sun, “Deep residual learning for image
recognition,” in Proc. IEEE Conf. Comput. Vis. Pattern Recognit., 2016,
pp. 770–778.
[58] G. Lin, C. Shen, A. van den Hengel, and I. D. Reid, “Efficient piecewise
training of deep structured models for semantic segmentation,” in Proc.
IEEE Conf. Comput. Vis. Pattern Recognit., 2016, pp. 3194–3203.
[59] J. Bergstra et al., “Theano: A CPU and GPU math expression compiler,”
in Proc. Annu. Sci. Comput. With Python Conf., Jun. 2010, pp. 3–10.
[60] A. Rohrbach, M. Rohrbach, N. Tandon, and B. Schiele, “A dataset for
movie description,” in Proc. IEEE Conf. Comput. Vis. Pattern Recognit.,
2015, pp. 3202–3212.
[61] A. Torabi, C. J. Pal, H. Larochelle, and A. C. Courville, “Using descriptive
video services to create a large data source for video annotation research,”
arXiv:1503.01070 , 2015.
[62] A. Rohrbach et al., “Movie description,” Int. J. Comput. Vision, vol. 123,
no. 1, pp. 94–120, 2017.
[63] A. Torabi, N. Tandon, and L. Sigal, “Learning language-visual embedding for movie understanding with natural-language,” , arXiv:1609.08124,
2016.
[64] Y. Yu, H. Ko, J. Choi, and G. Kim, “End-to-end concept word detection
for video captioning, retrieval, and question answering,” in Proc. IEEE
Conf. Comput. Vis. Pattern Recognit., 2017, pp. 3261–3269.
[65] A. Fukui, D. H. Park, D. Yang, A. Rohrbach, T. Darrell, and M. Rohrbach,
“Multimodal compact bilinear pooling for visual question answering and
visual grounding,” in Proc. Conf. Empirical Methods Natural Language
Process., 2016, pp. 457–468.
[66] J. Revaud, M. Douze, C. Schmid, and H. Jegou, “Event retrieval in large
video collections with circulant temporal encoding,” in Proc. IEEE Conf.
Comput. Vis. Pattern Recognit., 2013, pp. 2459–2466.
[67] H. Wang and C. Schmid, “Action recognition with improved trajectories,”
in Proc. IEEE Int. Conf. Comput. Vis., 2013, pp. 3551–3558.

IEEE TRANSACTIONS ON MULTIMEDIA, VOL. 20, NO. 9, SEPTEMBER 2018
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