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Content-based image retrieval (CBIR) is one of the most important applications of computer vision. In recent
years, there have been many important advances in the development of CBIR systems, especially Convolutional Neural Networks (CNNs) and other deep-learning techniques. On the other hand, current CNN-based
CBIR systems suffer from high computational complexity of CNNs. This problem becomes more severe as
mobile applications become more and more popular. The current practice is to deploy the entire CBIR systems on the server side while the client side only serves as an image provider. This architecture can increase
the computational burden on the server side, which needs to process thousands of requests per second. Moreover, sending images have the potential of personal information leakage. As the need of mobile search expands, concerns about privacy are growing. In this article, we propose a fast image search framework, named
DeepSearch, which makes complex image search based on CNNs feasible on mobile phones. To implement
the huge computation of CNN models, we present a tensor Block Term Decomposition (BTD) approach as
well as a nonlinear response reconstruction method to accelerate the CNNs involving in object detection and
feature extraction. The extensive experiments on the ImageNet dataset and Alibaba Large-scale Image Search
Challenge dataset show that the proposed accelerating approach BTD can significantly speed up the CNN
models and further makes CNN-based image search practical on common smart phones.
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1 INTRODUCTION
Content-based image retrieval (CBIR) systems have been well studied in the multimedia community for decades. As indicated by the name of CBIR, one of the most crucial parts of CBIR systems
is the content, i.e., features extracted from images rather than text. Recent years have witnessed
the fast development of CBIR systems. Big search engine companies such as Google, Baidu, and
Yandex have published their commercial CBIR systems. CBIR systems have also been developed
in e-commerce companies, e.g., TaoBao, eBay, and Amazon. One important reason for the fast
development of CBIR systems is the feature-learning ability of deep neural networks, especially
Convolutional Neural Networks (CNNs). Compared with conventional “shallow” architectures,
deep-learning architectures consist of multiple layers and learn features from data with multiple
levels of abstraction [38]. Recent studies have showed that deep learning is superior to conventional methods in various application areas of computer vision [34, 41, 47]. Hence CNN-based CBIR
systems have attracted much attention. Another reason for the fast development of CBIR systems
is the popularity of mobile devices.
Mobile search has become more and more popular in recent years, which promotes development
of CBIR. On one hand, most modern mobile devices are constantly equipped with cameras, which
makes it convenient to take photos and search images using CBIR systems. Unlike image search
through personal computers, mobile image retrieval can be conducted almost everywhere due
to the portability of mobile phones. On the other hand, with the rapid development of mobile
phones, the computing speed and capability are advancing so quickly that some mobile phones
can be comparable to personal computers. Thus mobile devices can conduct more tasks such as
extracting features rather than merely collecting and showing pictures.
Currently, for mobile search, it is common to deploy the whole CBIR system on the server side.
Mobile devices only serve as image providers. The drawbacks of this architecture are obvious.
First, the centralized processing can put the server under pressure, because the server has to deal
with thousands of requests per second. Shifting part of the computation to the client side makes
it possible to divide the workload, and the server can focus on matching the most relevant items.
More importantly, sending images, especially through a Wi-Fi connection, may raise privacy concerns. People may accidentally send images containing some personal information such as their
face, home address, phone number, and so on. This information could also be exposed if the server
was attacked. Sending features extracted on the mobile phone could make such privacy exposure
much more difficult. Thus it is crucial to move the image processing part to the mobile side.
An apparent difficulty of deploying CNN-based CBIR systems on mobile devices is the low speed
due to the expensive computational complexity of current CNN architectures. Such a huge amount
of computation also drains the limited power of mobile devices quickly. For example, the VGG16 [50] model involves about 15 billion high-precision multiply-accumulate operations (MACs).
It takes a modern mobile phone several seconds or even tens of seconds to process one image.
Users will not be patient enough to wait for such a long time. Thus it is of practical importance to
accelerate the execution of CNN models.
Many approaches have been proposed to accelerate convolutional neural networks [15, 20, 27,
31, 36, 57, 60]. Most of these methods aim at speeding up convolutions while keeping the accuracy
of image classification comparable. Studies on accelerating CNNs for image retrieval tasks are very
limited. At the same time, it is nontrivial to investigate CNN accelerating methods for CBIR tasks.
Because deep models pre-trained on classification tasks are widely used to replace hand-designed
features for other relevant tasks, including image retrieval. However, more powerful models which
work better for classification may no longer work better for retrieval tasks. Actually, as shown in
our experiments, more powerful models sometimes attain much worse results than weaker models
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for image retrieval. One reason could be that more powerful models can extract more abstract
representations, which are appropriate for classification. However, for image retrieval, both details
and abstractions are very important for the final results. Thus the adaptability of the accelerated
model on CBIR systems need to be investigated.
In this article, we propose a fast image search framework, named DeepSearch, which makes
complex image search based on CNN models feasible on mobile devices without a GPU. Unlike
previous CBIR systems, in our DeepSearch framework, query images are processed using CNN
models on mobile side. To this end, we propose two methods to accelerate the CNN models on
mobile side.
First, we propose to use low-rank and group sparse approximation of the learned kernels, which
turns out to be the Block Term Decomposition (BTD) [10, 11, 13] of kernel tensors. Like many
previous kernel approximation accelerating methods [31, 36], the approximate error of BTD can
be accumulated for multiple layers, which results in dramatic accuracy drop when multiple layers
are processed. The authors of Reference [27] proposed the response reconstruction method, which
for each layer tried to minimize the Euclidean distance between the responses (feature maps) of
the original network and that of the accelerated network using standard backpropagation (BP).
However, response reconstruction using BP for all layers is tedious work.
Second, to solve the above-mentioned error accumulation of kernel approximation, we propose
an iterative coordinate descent algorithm to directly minimize the discrepancy of nonlinear responses between the original model and the accelerated one. The proposed nonlinear response
reconstruction method takes the approximate error of the previous layer into consideration and
corrects it during the approximation of current layer. Considering that we need to perform nonlinear response reconstruction for all layers, it is much more convenient to use the proposed method
than commonly used backpropagation.
A preliminary version of this manuscript has been presented in a conference [54], in which the
effectiveness of the proposed BTD approach for ImageNet classification has been demonstrated. In
this manuscript, we propose a novel nonlinear response reconstruction method and we extended
the applications on mobile devices from classification to CBIR which involves classification but is
more complex than it. Our contributions can be summarized as follows:
• A fast image search framework, named DeepSearch, is proposed to realize fast and accurate
image search on mobile devices. With DeepSearch, the complex deep -learning computation
involving in object detection and feature extraction can be realized on mobile side, which
can significantly reduce power consumption and lower the risk of the users’ privacy leakage.
• To reduce the computational complexity of convolutions, we propose the novel BTD accelerating approach, which benefits from both low-rank and group sparsity.
• Based on the block term decomposition approach for kernel approximation, we further
propose a novel nonlinear response reconstruction method, which efficiently suppresses
the error accumulation across layers.
• Comprehensive experiments verify that our method can achieve significant speed-up (6.1×)
with negligible loss in accuracy. For a real-world image search application, our entire framework can be accomplished within 450ms on a modern mobile phone using CPU.
2

RELATED WORK

2.1 Content-based Image Retrieval
Content-based image retrieval is one of the most important topics in multimedia research, which
has been extensively studied. CBIR aims to return the most similar images to a query image from an
image database. Unlike text-based image search systems, CBIR tries to exploit the visual features
ACM Trans. Multimedia Comput. Commun. Appl., Vol. 14, No. 1, Article 6. Publication date: December 2017.

6:4

P. Wang et al.

for image retrieval. Early works mainly used the low-level features such as color features [28],
edge features [28], shape features [2], texture features [6, 42], and so on.
Recent years have witnessed the success of deep-learning methods in various computer vision
tasks, such as image classification [34], object detection [47], image segmentation [41], and so
on. It is shown that deep learning can learn representative feature from data. As a result, deeplearning-based CBIR has attracted a great deal of attention. In 2008, Hörster et al. [22] proposed a
CBIR system using Restricted Boltzmann Machines. In 2011, Krizhevsky et al. [33] used very deep
autoencoders to map image to binary codes, which can make the retrieval extremely fast. Wan et al.
[53] investigated a framework of deep learning for CBIR by applying CNNs for feature learning.
Concurrent with Reference [53], Babenko et al. [1] also investigated the usage of CNNs within
the image retrieval application. Ng et al. [58] showed that for instance-level image retrieval, lower
layers often outperform the upper layers when convolutional neural networks are considered. Lai
et al. [35] proposed a fast image retrieval framework that simultaneously learned feature and hash
codes by deep convolutional neural networks. In spite of the high ranking speed using the learned
hash codes, the retrieval time is highly dependent on the CNN models, which are both time and
resource consuming.
2.2 CNN Acceleration
Despite the high performance of convolutional neural networks for image retrieval, the huge computational cost of the deep networks implies long inference time and heavy energy consumption,
which, on the other hand, hinders the deployment of these systems. Thus, CNN acceleration has
become a hot topic and attracted more and more attention. Here, we mainly list three kinds of CNN
acceleration methods: low-rank-based methods, pruning- (sparse) based methods, and fixed-point
quantization-based methods.
Since Denil et al. [14] pointed out that the redundancy of neural networks can be removed,
many low-rank approximation-based approaches [15, 27, 60] have been investigated. Denton et al.
[15] used biclustering and low rank decomposition of filters to achieve 1.6× speed-up for one
single layer. Zhang et al. [60] took nonlinear layers into consideration and utilized asymmetric
reconstruction method to approximate the low rank matrix, which gave a 3.8× speed-up on VGG16 model with only a 0.3% increase of top-five error for ImageNet [49] classification task.
Besides matrix decomposition, tensor decomposition is another widely used tool in computer
vision. CANDECOMP/PARAFAC (CP) decomposition [12] and Tucker decomposition [12] can be
considered to be higher-order extensions of the matrix singular value decomposition. BTD [10,
11, 13] has also been developed, which can be seen as the combination of CP decomposition
and Tucker decomposition. Low-rank tensor decomposition-based CNN accelerating methods [31,
36] are also studied by the community. Lebedev et al. [36] utilized CP decomposition to approximate the four-dimensional (4D) convolutional kernel tensor using multiple rank-one tensors. This
method can achieve 8.5× CPU speed-up for character-classification CNN, but they only processed
a single layer for AlexNet [34]. Kim et al. [31] proposed to use Tucker decomposition to reduce the
computational complexity of CNN models. Their method achieved 1.42∼ 3.68× runtime improvement on a smart phone that was equipped with a mobile GPU (ARM Mali T760). Novikov et al.
[44] used the Tensor-Train format to decompose the fully connected layer which achieved up to
200,000 times compression factor of a fully connected layer and 7 times compression factor of the
whole network.
Network pruning has a long history and is still a widely used technique for CNN compression
and acceleration [20, 40]. The main idea of these methods is to remove low-saliency parameters
or small-weight connections [20]. Han et al. [20] proposed a deep compression framework with a
three-stage pipeline: pruning, trained quantization, and Huffman coding. They showed that such
ACM Trans. Multimedia Comput. Commun. Appl., Vol. 14, No. 1, Article 6. Publication date: December 2017.

DeepSearch: A Fast Image Search Framework for Mobile Devices

6:5

a three-stage method can reduce the storage required by AlexNet by up to 35 times. Besides, the
compressed network achieved 3 to 4 times layerwise speed-up and was 3 to 7 times better in energy efficiency. Liu et al. [40] used low-rank and sparse approximation to accelerate CNN models.
These methods achieved significant compression and theoretical speed-up ratios. But the resulting unstructured sparse connections did not fit well on parallel computation. Lebedev et al. [37]
introduced a group-sparsity regularizer to tackle this problem. By using the group-sparsity regularizer, they pruned the convolutional kernel tensor in a groupwise fashion. After such pruning,
convolutional kernels can be reduced into multiple small dense matrices, which can still benefit
from the Basic Linear Algebra Subprograms (BLAS).
Fixed-point arithmetic is more efficient than floating-point arithmetic in modern computers.
Quantizing the floating-point numbers to a fixed-point format can be useful for speeding up the
whole network regardless of the network architecture. Nevertheless, the network performance
can degrade with the decrease of fixed-point bit-width. The challenge is how to reduce the fixedpoint bit-width while maintaining accuracy. Gupta et al. [19] explored the effect of fixed-point
representation on neural network training. They noticed that rounding scheme was important
during quantization. Thus they introduced a stochastic rounding scheme that was better than
the round-to-nearest scheme. They showed that neural networks can be trained using only 16bit fixed-point format with little degradation of classification accuracy. Later Qiu et al. [45] used
a dynamic-precision data quantization method and 8/4-bit quantization was achieved. They also
implemented the VGG-16 [50] model on an embedded FPGA platform. Lin et al. [39] proposed to
use different bit-widths for different layers. They showed that compared with the equal bit-width
setting, fixed-point networks with optimized bit-width allocation offered more than 20% reduction
in the model size without any loss in accuracy. Incremental Network Quantization was proposed in
Reference [61], which converted all floating-point weights to be power of two or zero without loss
of classification accuracy. Binary or ternary quantization methods were also investigated recently
[7, 8, 9, 24, 25, 30, 46, 55]. Soudry et al. [7] proposed a variational Bayes method, called Expectation
Backpropagation, to turn the whole network to binary format. In Reference [9], two versions of
the weights were used: the binary weights were used during forward and backward computation
while the floating-point weights were used for weight update. Binarized Neural Networks [8, 24]
further extended idea and also quantized the activation into a binary format. Good results were
achieved on small datasets like CIFAR-10. XNOR-net [46] turned the binary quantization step as an
optimization problem and showed promising results on the ImageNet [49] classification dataset.
Besides these methods mentioned above, there have been other approaches on CNN acceleration. Wu et al. [57] proposed to use product quantization for CNN compression and acceleration
at the same time. Methods based on Fast Fourier Transformation (FFT) [43] were also investigated.
Many works [23, 48, 59] utilized a smaller network but achieved comparable performance, which
is another widely studied stream for CNN acceleration.
3

DEEPSEARCH FRAMEWORK OVERVIEW

In this section, we will introduce the architecture of our DeepSearch framework. The whole system
mainly consists of two parts: the offline part, which is commonly equipped with high-performance
servers such as clusters, and the online part, which consists of mobile devices in our circumstance.
Each main part of the DeepSearch system consists of three modules, i.e., object detection, feature
extraction, as well as hashing. Figure 1 shows the overall framework of our DeepSearch system.
Note that the main contribution of our proposed DeepSearch system is how to move the online
part to the mobile side. A more powerful CNN-based CBIR system like in Reference [16] can also
be deployed within our DeepSearch framework. We will briefly introduce the CNN models used
in our DeepSearch system in this section.
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Fig. 1. The fast image search framework: DeepSearch.

Fig. 2. The Faster R-CNN architecture used in our DeepSearch framework.

As illustrated in Figure 1, we first adopt an object detector in our DeepSearch system. Photographs taken by users in their usual lives are quite casual. There is a lot of noise in these photos,
such as a cluttered background as well as irrelevant objects. The noise will pose a fatal threat on
retrieval accuracy. Therefore, we incorporate the object detection module into our DeepSearch
framework. Faster R-CNN [47] coupled with the VGG-16 model, which is one of the most widely
used object detection approaches, is adopted in our DeepSearch system. Figure 2 illustrates the
architecture of the Faster R-CNN model used in our system, which consists of two parts: the Region Proposal Network (RPN) and the Fast R-CNN (FRCNN) network. The RPN network is used to
generate object proposals. While the Fast R-CNN model is used to classify each object proposal as
well as to conduct regression to refine that proposal. Commonly, the Fast R-CNN network shares
feature extraction layers with the RPN network.
Once we get the bounding boxes of objects in these images using Faster R-CNN, we can use the
cropped images for feature extraction. Here we utilize commonly used ImageNet pre-trained CNN
models. Note that we mainly focus on how to move the online part to mobile side but not on how
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to develop a more powerful CNN model for image retrieval. We could use more powerful CNN
models for feature extraction like the models trained using contrastive loss in Reference [16]. For
simplicity, we use the original ImageNet pre-trained models without fine-tuning on our dataset.
The last module of our system is hashing. Hashing is one of the most widely used approximate
nearest-neighbor (ANN) searching methods. Incorporating the hashing method has two practical
merits. The first is to speed up searching time on the server side. Usually a server needs to handle
thousands of queries per second. Using hashing can massively reduce the burden on the server
side. Moreover, transferring hash codes can save energy as well as bandwidth on mobile phones.
From the discussion above, we can see that most of the computation overhead lies in two
parts: the Faster R-CNN network and the feature extraction network. We speed up the most timeconsuming part of the DeepSearch system, i.e., the object detection and the feature extraction
modules.
4

CNN ACCELERATION FOR FAST IMAGE SEARCH

In this section, we describe the CNN acceleration method used in our DeepSearch framework. Section 4.1 gives the accelerating strategies of our method, i.e., reducing computations by low-rank
and group sparse kernel approximation. In Section 4.2, we illustrate that this CNN acceleration
problem can be converted into a tensor decomposition problem, which can be efficiently solved
using an iterative method. The decomposition results can serve as a good initialization for our nonlinear feature map reconstruction method introduced in Section 4.3, which is of central importance
for the final accuracy by preventing error accumulation from previous layers.
Throughout this article, vectors are denoted by bold lowercase letters, e.g., x. Bold capital letters, e.g., X, are utilized to represent matrices. Euler script letters are used to denote higher-order
tensors, e.g., X. The symbol ×n represents n-mode product of a tensor with a matrix [32].
4.1

Low-rank and Group Sparse Kernel Approximation

The most time-consuming part of a CNN model lies in the convolutional layers. Typically, when
the stride equals to 1, the convolution operation maps an input tensor X of size H × W × S into
output tensor Y of size H × W × T as follows:
Y (h, w, t ) =

D 
S
D 


T (i, j, s, t )X(h  +i, w  +j, s).

(1)

i=1 j=1 s=1

Here T is the 4D kernel tensor of size D × D × S × T and h  = h − D/2 − 1 and w  = w − D/2 − 1.
D is the width and height of the kernel, and S/T is the number of input/output channels. For
simplicity, we combine width/height together and denote the spatial dimension as P(= D × D).
Thus the kernel tensor becomes a 3D tensor. The proposed method exploits low-rank and group
sparse representation of the 3D convolutional kernel.
Our approximation is twofold. First, we assume that the learned kernel tensors are approximately low rank along the input and output channels. The resulting architecture is called a bottleneck [21]. Bottleneck architecture consists of three layers where the first 1 × 1 convolution is used
to reduce input channel dimension, the last 1 × 1 convolution layer is responsible for restoring
output channel dimension, and the middle layer is a regular D × D convolution but with smaller
input/output dimensions.
Besides the low-rank approximation, we also assume that connections of the second layer of the
bottleneck architecture can be approximated by channelwise locally connected connections. The
resulting architecture is a layer with multiple convolutions that is (channelwise) locally connected.
We refer to this architecture as group like in the implementation of Caffe [29].
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Fig. 3. Visualization of tensor block term decomposition.

The approach presented here benefits from both low-rank and group sparse. The proposed
method has the form of tensor block term decomposition [13]. Thus we denote our acceleration
method as BTD.
4.2 Convolutional Kernel Approximation Using Block Term Decomposition
Throughout this article, we represent convolutional kernel as a 3D tensor T ∈ RS ×T ×P , where S
and T are the numbers of input and output channels and P is the spatial dimension, e.g., for a 3 × 3
kernel, P equals 9.
The low-rank and group sparse approximation of kernel tensor can be converted into a tensor
decomposition problem, i.e., the block term decomposition [10, 11, 13]. The basic idea of tensor
block term decomposition is to approximate a tensor as a sum of several low-rank tensors. Each
low-rank tensor is in the form of a core tensor multiplied by a factor matrix along each dimension.
For the convolutional kernel tensor T , the block term decomposition is
T ≈

G


Gд ×1 Aд ×2 Bд ×3 Cд ,

(2)

r =д

where Gд ∈ Rs×t ×p is the core tensor of the gth subtensor and Aд ∈ RS ×s , Bд ∈ RT ×t , and Cд ∈
RP ×p are factor matrices along each dimension. Here the lower-case letters s, t, and p represent
the rank in each dimension, respectively.
In our method, we do not exploit the low rank of the spatial dimension, and thus the decomposition can be represented by the following formulation:
T ≈

G


Gд ×1 Aд ×2 Bд

д=1

=

G


(3)
Tд ,

д=1

where Gд ∈ Rs×t ×P is the core tensor of gth subtensor and Aд ∈ RS ×s and Bд ∈ RT ×t are factor
matrices along input and output channel dimensions, respectively. We can think that the factor
matrix along spatial dimension of Equation (3) is an identity matrix. The decomposition is visualized in Figure 3.
Given the decomposition, each components of these subtensors can be concatenated. More precisely, we can concatenate A1 , . . . , AG , B1 , . . . , BG , and G1 , . . . , GG into A, B, and G, respectively.
Here the resulting big core tensor G is group sparse, i.e., non-zero values are along the diagonal
blocks, as shown in Figure 4. The matrices A and B correspond to the first and last 1 × 1 convolutional layers of the bottleneck architecture, and the core tensor G is the second convolution kernel
of size D × D, which can be constructed using multiple groups. Figure 5 shows how convolutional
layers can be replaced by new layers for speed-up.
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Fig. 4. Visualization of tensor block term decomposition with a group sparse core tensor.

Fig. 5. Kernel approximation used for speeding up a convolutional layer.
ALGORITHM 1: Kernel Tensor Approximation
Input: Kernel Tensor T , group number G
Output: T1 , . . . , TG
initialize Ti ← 0 f or i = 1, . . . , G;
repeat
for i = 1 to G do
Tr es ← T − sum(T1 , . . . , Ti−1 , Ti+1 , . . . TG );
Ti ← HOOI (Tr es );
end
Tr es ← T − sum(T1 , . . . , TG );
until Tr es ceases to decrease or maximum iterations reached;

Tensor decomposition can be seen as a generalization of matrix decomposition to a multidimensional case and has been actively studied in recent years. Many approaches have been proposed for
tensor decomposition; however, few of them consider the block term decomposition. The authors
of Reference [13] gave an alternating least squares (ALS) algorithms. But in our experiments, we
find that this method runs quite slowly due to large memory consumption, which is prohibitive.
Nonlinear least squares (NLS) algorithms are also quite slow.
An intuitive method for solving the decomposition problem of Equation (2) is in the greedy way,
i.e., greedily finding a best Tucker approximation of the residual tensor. But this greedy method
suffers from high approximation error. In our experiment, we find that a minor increase of the
approximation error can result in a huge accuracy drop. In this section, we utilize a simple but
effective iterative method, which is a generalization of higher-order orthogonal iteration (HOOI)
[32] used in the Tucker decomposition. The basic idea is to find the principle component (a subtensor) of residual tensor approximated by other components at every iteration. The details of our
utilized decomposition method is presented in Algorithm 1.
4.3

Nonlinear Response Reconstruction for Error Correction

In the previous section, we have present how to use the low-rank and group sparse approximation method for kernel reconstruction. The objective of the kernel reconstruction method is to
minimize the approximation error between the original kernel and the approximate kernel with
respect to the Frobenius norm. However, minimizing the approximation error of kernel tensors is
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not necessarily good enough for the final tasks. Response reconstruction, on the other hand, serves
as a more accurate method for deep network approximation. The authors of References [27] propose the response reconstruction method, which for each layer tries to minimize the Euclidean
distance between the responses of the original network and that of the accelerated network using
backpropagation. However, the response reconstruction using backpropagation for all layers is
tedious work. By contrast, we propose an iterative coordinate descent algorithm to directly minimize the discrepancy of the nonlinear response between the original model and the accelerated
one.
Note that both the kernel reconstruction method proposed in the previous section and the nonlinear response reconstruction method proposed in this section utilize the same decomposition
architecture, i.e., approximating the original convolutional layer with three small convolutional
layers as shown in Figure 5. The difference is that the nonlinear response reconstruction method
tries to find the best approximation by directly minimizing the discrepancy of nonlinear responses
(i.e., the feature maps) between each layer of the original model and the compressed one. The advantage is that it takes the approximate error of the previous layer into consideration and corrects
it during the approximation of the current layer. Note that although the kernel reconstruction is not
good enough, it provides a good initialization to our nonlinear response reconstruction method.
The proposed nonlinear response reconstruction method tries to minimize the approximate
error
2
(4)
E = Y − T ∗ X̂  ,
F
where  · F denotes the Frobenius norm and ∗ denotes convolution. The X̂ represents responses
from the previous layer of the compressed model. In practice, we can randomly sample some images to solve Equation (4). From Equation (4) we can see that the approximate error of the previous
layer is considered during the approximation of current layer.
Substituting Equation (3) into Equation (4) yields
2
E = Y − T ∗ X̂ 
F

2
G


= Y −
Tд ∗ X̂ 


д=1
F
2


G
 
= Y −
Zд  .


д=1
F

(5)

Here Zд represents the дth group of responses if we treat each subtensor as a new convolutional
kernel. Equation (5) indicates that the response at each spatial location of the original convolutional
layer y i can be approximated by the sum of G responses of the new convolutional layers at the
same location {zдi }. By assuming that the responses of each of the G component lie on a low-rank
subspace, and taking the nonlinear activation function and bias term into consideration, we can
get the following optimization problem:

r (y i ) − r M z i + · · · +M z i + b  2
minimize
1 1
G G
2

M 1, M 2, ..., MG ,b
(6)
i
subject to
rank(Mд ) ≤ t, ∀д = 1 . . . G.
Here t = R/G, where G is the group number and R is the rank of the decomposition. To solve the
optimization problem of Equation (6), we first introduce a set of auxiliary variables {v i } of the
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r (y i ) − r (v i )) 2 + λv i − M z i + · · · +M z i + b  2
minimize
1 1
G G
2

2

i
M 1, M 2, ..., MG ,b, {v }
i

subject to
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(7)

rank(Mд ) ≤ t, ∀д = 1 . . . G.

Here λ is a parameter that controls the weights of the two parts in the formulation above. We
also adopt an alternative method to solve this problem. The main difficulty lies in the subproblem

i
of {Mд }, b when {v i } are fixed. Clearly b is solved by b = v̄ − G
д=1 Mд z¯д when {v } are fixed.
Minimizing Equation (7) is the same as minimizing the following linear objective:
 
 v i − v̄  − M z i − z̄ i  + · · · +M z i − z̄ i   2
minimize
1 1
G G
1
G 2

M 1, M 2, ..., MG ,b
(8)
i
subject to
rank(Mд ) ≤ t, ∀д = 1 . . . G.
This optimization problem can be solved by an iterative coordinate descent algorithm, i.e., we
update each Mд while keep others fixed. At each iteration, the subproblem becomes

u i − M z i − z̄ i  2
minimize
д д
д 2

Mд
(9)
i
subject to rank(Mд ) ≤ t .
There is a close-form solution to the problem of formulation (9), i.e., the generalized singular value
decomposition (GSVD). We refer the reader to the works of References [18, 52] for more details
about GSVD. In experiments, we find that it is sufficient to randomly sample about 5,000 images
to solve Equation (4).
4.4

Differences with CP-based and Tucker-based Methods

CP decomposition [32, 36] and Tucker decomposition [31, 32] are two natural ways to generalize
the concept of matrix SVD to a multidimensional case. Recall that singular value decomposition
of a matrix M of size m × n with rank R has the following form:
M = U ΣV =
T

R


σr Ur ◦ VrT ,

(10)

r =1

where U is a m × R matrix with orthogonal columns, V is a n × R matrix with orthogonal columns
and σr is the coefficient. Here the symbol ◦ represents outer product of vectors.
CP decomposition is a generalization of matrix SVD from the viewpoint that such a decomposition factorizes a tensor into a sum of R rank-one tensors. For a three-way tensor, T ∈ RI1 ×I2 ×I3 ,
the CP decomposition is
R

T =
λ r Ar ◦ B r ◦ C r ,
(11)
r =1

where R is the rank of the decomposition, A ∈ RI1 ×R , B ∈ RI2 ×R , C ∈ RI3 ×R , and λr is the coefficient.
The Tucker decomposition is a form of higher-order SVD. It decomposes a tensor into a core
tensor multiplied by a matrix along each mode. Thus, in the three-way case where T ∈ RI1 ×I2 ×I3 ,
we have
T ≈ G ×1 A ×2 B ×3 C,
(12)
where G ∈ RR1 ×R2 ×R3 is the core tensor and A ∈ RI1 ×R1 , B ∈ RI2 ×R2 , and C ∈ RI3 ×R3 are factor matrices along each dimension. Here the R 1 , R 2 , and R 3 represent the rank along each dimension,
respectively.
ACM Trans. Multimedia Comput. Commun. Appl., Vol. 14, No. 1, Article 6. Publication date: December 2017.

6:12

P. Wang et al.
Table 1. Complexity Analysis of our BTD Method Compared
with CP and Tucker

CP Decomposition
Tucker Decomposition
BTD

W × H × R × (S + T + D 2 )
W × H × R × (S + T + R × D 2 )
W × H × R × (S + T + R × D 2 /G)

From the formulations, we can find that the block term decomposition can be seen as an extension of CP and Tucker decomposition. Comparing Equation (2) to Equation (11), we can find that
BTD allows each component in the summation to be a low-rank tensor (not necessarily with rank
one). On the other hand, BTD can be seen as a Tucker decomposition with a group sparse core
tensor, as illustrated in Figure 4.
From the viewpoint of CNN acceleration, if we combine the width/height dimensions into spatial
dimension, then the CP decomposition method can be seen as a BTD with a group number equal
to the channels, whereas the Tucker decomposition method can be seen as a BTD with only one
group. Commonly, the speed-up ratio grows with the number of groups, as well as the error rate.
Thus the CP decomposition [36] can achieve higher speed-up for a single layer, but it is not suitable
for whole model acceleration. At the same time, Tucker decomposition [31] equals the BTD with
one group. The core tensor is also very large, which limits the speed-up ratio. But our BTD-based
method can have a balance between the expressive power and the speed-up using multiple groups
(i.e., the core tensor is group sparse). Thus our BTD-based method can achieve a higher speed-up
ratio while keeping the increased error rate minimal.
If we assume that the ranks of CP [36] and Tucker [31] as well as our BTD method are the same,
i.e., R = R 1 = R 2 = R 3 , then the complexity of these three methods is illustrated in Table 1.
5 EXPERIMENTS
In this section, we will evaluate the effectiveness of our method from three aspects. First, we will
thoroughly analyze the effectiveness of our proposed nonlinear response reconstruction method.
To this end, we report layerwise accuracy of three different decomposition strategies, i.e., kernel reconstruction using BTD only (BTD-ONLY), BTD followed by response reconstruction using
backpropagation (BTD-BP), and BTD followed by our proposed nonlinear response reconstruction
method (BTD-NL).
Second, we want to verify the effectiveness of the proposed method for CNN acceleration by
comparison with previous methods. For this purpose, we report the accuracy and speed-up ratios
of different methods on a personal computer (PC) for an ImageNet [49] classification task. We also
report the absolute runtime of our accelerated models compared with the original ones on the PC
and mobile phone.
Third, we want to evaluate the proposed fast image search framework, DeepSearch. We use the
Alibaba Large-scale Image Search Challenge (ALISC) dataset, which is now available for download
from Aliyun,1 for our experiments. The task of ALISC is to find the same or similar products from a
large product image dataset for a set of real-world query images typically taken by phone cameras.
We report the accuracy and the speed of our accelerated models comparing with the original ones
on the mobile phone.
All experiments in this section are conducted on a personal computer with i7 CPU (3.4GHz)
and Samsung Galaxy S7 with a Snapdragon 820 CPU and 4GB RAM. We utilize Intel MKL and
1 https://tianchi.shuju.aliyun.com/competition/introduction.htm?raceId=231510.
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Table 2. The Accuracy of the Accelerated VGG-16 Model on ILSVRC-12 When Each Layer Is
Processed One by One Using Three Different Approximation Strategies

Layer
conv1_1
conv1_2
conv2_1
conv2_2
conv3_1
conv3_2
conv3_3
conv4_1
conv4_2
conv4_3
conv5_1
conv5_2
conv5_3
Fine-tune

BTD-ONLY
Top-1 (%) Top-5 (%)
71.11
89.93
70.60
89.63
62.15
84.17
52.33
75.67
40.90
64.16
28.50
49.28
19.17
36.45
10.29
22.65
8.11
19.43
5.58
14.87
5.00
13.50
4.53
12.34
4.46
12.14
67.28
87.70

BTD-BP
Top-1 (%) Top-5 (%)
71.11
89.93
70.38
89.65
70.46
89.67
69.04
88.71
69.51
89.05
68.92
88.51
68.71
88.34
68.60
88.37
67.54
87.80
67.63
87.96
66.82
87.56
66.26
87.18
66.23
87.10
68.81
88.89

BTD-NL
Top-1 (%) Top-5 (%)
71.11
89.93
70.82
89.81
69.93
89.28
64.11
85.65
67.20
87.50
66.07
86.73
64.99
86.00
65.35
86.60
64.05
85.57
63.18
84.98
62.54
84.62
61.22
84.09
61.14
83.97
69.10
88.90

Numbers in boldface indicate that the accuracy becomes higher than the previous layer after response reconstruction. Note that the first layer is not accelerated.

Qualcomm Snapdragon Math Libraries (QSML) for the PC and smart phone, respectively. Throughout this section, we use Berkeley’s Caffe [29] routines for our experiments.
5.1 Nonlinear Response Reconstruction for Error Correction
In this section, we want to verify the error correction ability of our proposed nonlinear response
reconstruction method. Our experiment is conducted on the ILSVRC-12 [49] image classification
benchmark, using the popular VGG-16 [50] model. We compare the following three methods using
the same decomposition rank:
• BTD-ONLY: kernel reconstruction using BTD only;
• BTD-BP: kernel reconstruction using BTD, followed by response reconstruction using
backpropagation;
• BTD-NL: the proposed nonlinear response reconstruction method.
All layers from conv1_2 to conv5_3 are processed using these three methods one by one, and
the accuracy after each layer is processed is reported in Table 2. From the results, we can see that
without response reconstruction (BTD-ONLY), the accuracy drops dramatically, especially when
more layers are processed. By contrast, when response reconstruction is adopted, the accuracy
drops a bit when another layer is processed. Moreover, for some layers, like conv3_1 and conv4_1,
the accuracy can even become higher. These results indicate that both BTD-BP and BTD-NL have
the error correction ability.
From Table 2, we can also find that, before fine-tuning, the response reconstruction using backpropagation (BTD-BP) can achieve a bit higher accuracy than our proposed nonlinear response
reconstruction method (BTD-NL). This is because in BTD-BP, all the parameters from conv1_1 to
the current processing layer are updated for the response reconstruction using backpropagation.
While in our BTD-NL, only parameters of the current layer are updated. Thus during the final
fine-tuning stage, the BTD-NL method has more room for accuracy restoration than BTD-BP. The
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Table 3. Results of VGG-S on Mobile Phone (on CPU, with QSML,
Multi-Thread)

Method
VGG-S
BTD
Comparison

Mobile-time (ms)
374.2
61.7
6.1×

Top-1 Error
36.98%
37.57%
0.59%↑

Top-5 Error
15.49%
15.88%
0.39%↑

results after fine-tuning are comparable for these two response reconstruction methods. However,
our nonlinear response reconstruction method is much more convenient to use in practice than
the response reconstruction method using backpropagation, especially for very deep convolutional
neural networks.
5.2

Experiments for CNN Acceleration on ImageNet

In this section, we verify the effectiveness of our proposed BTD method for CNN acceleration. We
evaluate our approach on the ILSVRC-12 [49] image classification benchmark. Experiments are
conducted on VGG-S [3] and VGG-16 [50], which are used later in our DeepSearch framework.
5.2.1 Whole-Model Acceleration for VGG-S. VGG-S is used as the feature extractor in our CBIR
system, where we only use features of the convolutional layers. Thus in this experiment, we only
report the computation time of layers before the first fully connected layer. Table 3 shows the
comparison before and after acceleration. Our method, denoted as BTD, can be 6.1× faster on a
mobile phone with negligible loss in classification accuracy.
5.2.2 Whole-Model Acceleration for VGG-16. In this subsection, we evaluate our approach on
a VGG-16 model for ImageNet classification. We mainly focus on the convolutional layers in our
experiments. But our approach can be directly combined with other approaches, for example, the
product quantization method [57] or SVD used in References [15, 60].
Comparison with current state-of-the-art methods are illustrated in Table 4. The different theoretical speed-up ratios result from different hyper-parameter settings, for example, the rank used
by these methods. From Table 4, we find that our method dramatically outperforms all the other
methods. Even without accelerating fully connected layers (indicated by BTD), our method still
achieves 6.6× actual speed-up, which is much higher than the 3.8× acceleration in Reference [60],
which is one of the state-of-the-art methods. After processing the fully connected layers (indicated
by BTD*), the actual speed-up ratio can rise to 7.4×, about twice the best previously reported accelerating ratio on a modern CPU.
Note that the theoretical speed-up ratios shown in Table 4 are calculated using the multiplyaccumulate operations of all convolutional layers and fully connected layers before and after accelerating. From Table 4, we can see that the actual speed-up ratios are much lower than the
theoretical ones, especially at higher speed-up ratios. This phenomenon is mainly caused by two
reasons. First, not all layers are accelerated. For example, we do not accelerate the first convolutional layer as well as the last two fully connected layers, because these layers have lower computational complexity. Other types of layers, such as pooling layers, are also time-consuming. Second,
current Basic Linear Algebra Subprograms (BLAS) routines usually work better for large matrix
operations, whereas the accelerated models tend to have much smaller weight matrices than the
original models.
5.2.3 Layerwise Analysis for VGG-16. To demonstrate the effectiveness of our method more
thoroughly, we also report the actual runtime and speed-up ratio of each layer as well as of the
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Table 4. Comparison with Other Methods for Whole-Model Acceleration
of VGG-16 on PC

Method
Jaderberg [27]
Tai [51]
Zhang [60]
Kim [31]
Q-CNN [57]
BTD
BTD*

Theoretical
3×
4×
5×
3×
4×
5×
5×
4×
12.1×
12.2×

Actual
—
3.8×
—
2.1×
3.8×
—
—
—
6.6×
7.4×

Top-5 Err. ↑
2.3%
9.7%
29.7%
0.3%
0.3%
1.0%
0.5%
0.5%
1.03%
1.28%

BTD*/BTD are obtained with/without processing the fully connected layer. Note that the
theoretical speed-up is calculated using the number of multiply-accumulate operations
of all convolutional layers and fully connected layers only. Different theoretical speed-up
ratios result from different hyper-parameters.

Table 5. Performance of Accelerating VGG-16 Model

Layer
PC (ms) PC* (ms) PC-speedup Mobile (ms) Mobile* (ms) Mobile-speedup
Conv1_1
10.9
10.95
1×
15.5
14.0
1×
Conv1_2
200.4
33.25
6.0×
242.7
38.3
6.3×
Conv2_1
86.4
9.46
9.1×
97.0
14.0
6.9×
Conv2_2
171.2
18.87
9.0×
180.6
27.0
6.7×
Conv3_1
79.0
7.58
10.4×
89
12.9
6.9×
Conv3_2
159.7
12.41
12.9×
158.3
19.5
8.1×
Conv3_3
159.9
14.01
11.4×
167.0
19.8
8.4×
Conv4_1
76.9
6.20
12.4×
81.5
9.0
9.1×
Conv4_2
154.1
10.40
14.8×
153.5
13.9
11.0×
Conv4_3
153.6
13.00
11.8×
143.7
16.9
8.5×
Conv5_1
42.8
6.64
6.4×
44.0
8.8
5.0×
Conv5_2
42.8
6.63
6.5×
46.0
8.6
5.3×
Conv5_3
42.7
6.62
6.5×
45.0
8.1
5.6×
Whole-Conv 1380.4
155.95
8.9×
1463.8
210.8
6.9×
Whole
1442.0
218.33
6.6×
1672.8
390.4
4.3×
Whole*
1442.0
194.88
7.4×
1672.8
294.8
5.7×
Runtime is in milliseconds for a single view on a PC (Intel MKL, single thread, with SSE) and on a mobile phone (on CPU,
with QSML, multi-thread). The columns with/without * represent the execution time after/before acceleration.

whole VGG-16 model on the PC and mobile phone in Table 5. Results in Table 5 are conducted on
a personal computer with i7 CPU (3.4GHz) and a Samsung Galaxy S7 with a Snapdragon 820 CPU
and 4GB RAM. All results are the average time of 50 runs. We do not process the first convolutional
layer because of the small complexity.
As can been seen from Table 5, our method can achieve about 6–15× and 5–11× CPU speed-up
on PC and mobile phone, respectively. If we consider all convolutional layers only, then the speedup ratio is 8.9×/6.9× on the PC and mobile phone (row denoted by “Whole-Conv”). Our method
obtains 6.6×/4.3× whole-model speed-up (row denoted by “Whole”) even without accelerating the
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Table 6. Object Detection mAP and the Runtime on a Mobile Phone for the ALISC Dataset

Model
Faster-320
BTD-320
Speed-up
Faster-256
BTD-256
Speed-up

scale
320
320
—
256
256
—

RPN-Time (ms)
2,712.5
447.7
6.1×
1,900.1
341.9
5.6×

FRCNN-Time (ms)
187.3
25.5
7.3×
169.9
27.6
6.2×

Total-Time (ms)
2,904.6
479.5
6.1×
2,073.2
374.6
5.5×

mAP
0.9060
0.9018
—
0.9034
0.9011
—

fully connected layers at the cost of 1% drop in accuracy. Note that the first fully connected layer
can be treated as convolution with large filters. Thus we can further improve the speed-up ratio to
7.4×/5.7× (last row denoted by “Whole*”), which is almost twice that of the best existing method
as shown in Table 4.
5.3

Performance of Accelerated Models for the Fast DeepSearch System

Current state-of-the-art content-based image retrieval systems commonly adopt CNN models,
which are slow to execute on mobile devices. Thus it is of central importance to accelerate CNN
execution for CBIR systems. In our proposed DeepSearch system, we explore CNNs in two parts,
i.e., the object detection and the feature extraction. In this subsection, we will first conduct thorough experiments for the object detection part. Then, based on the object detection results, we
further evaluate the image retrieval performance of the whole CBIR system. Our strategy is first
to accelerate CNN models for the ImageNet classification using our proposed method. Then the
accelerated models are used for object detection and image retrieval. All timing results in this subsection are conducted using multi-thread on a Samsung Galaxy S7 smart phone with a Snapdragon
820 CPU and 4GB RAM. The QSML library is utilized for matrix operations.
Dataset. In this subsection, we use the ALISC dataset for our experiments. The task of ALISC
is to find the same or similar products from a large product image dataset for a set of real-world
query images typically taken by phone cameras. This dataset consists of about 1.9M training images, 3M evaluation images, and 1,417 query images over 10 categories and 676 more fine-grained
subcategories. Because our attention is on the acceleration of CBIR systems, we only use one category of the ALISC dataset for simplicity. We choose the “tops” category, which is composed of 53
subclasses including jacket, sweater, blouse, and so on. This subset consists of 298 query images
and about 0.65M evaluation images, which are used to evaluate our DeepSearch system.
5.3.1 Results of Object Detection in DeepSearch Systems. Faster R-CNN is one of the most
widely used methods for object detection. Thus we adopt the Faster R-CNN architecture coupled
with the VGG-16 model as our cloth detector in all our experiments. In this subsection, the cloth
detection performance of the original VGG-16 model as well as our accelerated VGG-16 model is
evaluated on the ALISC dataset. For simplicity, only the tops subset of the original ALISC dataset
is used, which is composed of 53 subclasses. Because there are many overlaps among these 53 subclasses, we do not distinguish between them. Instead, we treat the cloth detection as a one-class
(i.e., tops) detection problem.
Table 6 shows the results of the accelerated models for ALISC object detection. The absolute
runtime on a mobile phone is reported, as well as the mean Average Precision (mAP) of detection,
which is one of the most commonly used evaluation metrics. The quality of the accelerated object
detection model is evaluated at two scales for comprehensive comparison, i.e., with shorter side
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of image at 320 pixels and 256 pixels. We only compare with the original Faster R-CNN model,
because there are few works that try to deal with the acceleration of detection.
We report the absolute runtime for both the RPN and the FRCNN part as well as the entire
object detection system in Table 6. For the scale of 320 (256), our accelerated model can achieve
6.1×(5.6×) speed-up for the RPN network. For the Fast R-CNN part, the speed-up is 7.3× and
6.2×, respectively. The acceleration ratio of the whole detection system is about 5.5× to 6.1× with
negligible degradation in mAP.
We also find that the performance for scales of 320 and 256 is quite similar. This is mainly due to
the property of E-commerce images. We find that the proportion of small objects in these images
is relatively small. Thus there is no need to conduct object detection at a larger scale. We use the
scale of 256 for the following experiments to reduce complexity of the system.
5.3.2 Results for Image Retrieval. In this subsection, we comprehensively evaluate the representation power of our accelerated CNN model. Our retrieval experiments are also conducted on
the tops class of the ALISC dataset. The top 20 relevant results are used to evaluate the performance of the CBIR systems, i.e., MAP@20, Precision@20, and Recall@20 are used to demonstrate
the effectiveness of our DeepSearch system.
We simply adopt the original commonly used CNN models (i.e., VGG-S and VGG-16) for feature
extraction. The images used by the retrieval system are the cropped cloth images after object
detection using Faster R-CNN illustrated in the previous section. For the baseline methods, the
original Faster R-CNN model and the original ImageNet pretrained models (i.e., VGG-S and VGG16) are used for cloth detection as well as for feature extraction. On the other hand, the accelerated
Faster R-CNN model as well as the accelerated CNN models are used for our proposed DeepSearch
system.
To verify the representation ability of our accelerated CNN models, we use activation features
from different layers. Inspired by the work of Reference [16], we add two new pooling layers,
denoted as p22 and p44, respectively, on top of pool5 layer of the original VGG-S and VGG-16
models to reduce the feature dimension. Here in this notation, the “22” and “44” represent the
spatial size of feature maps after pooling. To be specific, for the VGG-S model, the p22 is obtained
by a 3 × 3 pooling layer with stride 3, and the p44 is obtained by a 3 × 3 pooling layer with stride
1, whereas for the VGG-16 model, the pooling size is 4 × 4. The shapes of the resulting p22 and
p44 layers are 2 × 2 × 512 and 4 × 4 × 512, respectively, for both VGG-S and VGG-16.
The precision, recall, and mean average precision of our entire accelerated CBIR system as well
as the baseline CBIR system are shown in Figure 6. Several conclusions can be obtained from Figure 6. By comparing the performance of the original and the accelerated systems, we can find that
our proposed method can achieve negligible degeneration for both VGG-S and VGG-16 models.
The encouraging results indicate that the feature representation power of our accelerated model is
comparable to the original CNN models, while our accelerated modes are much faster to execute.
We also find that the results are quite different if features from different layers are considered. First, features from fully connected layers (befor ReLU) are better than the corresponding
features after ReLU. Second, features from convolutional layers (after pooling) are better than
fully connected layers. One reason can be that features from convolutional layers contain more
spatial information, which is crucial for image retrieval.
Another finding is that, for every layer, the CNN-S model outperforms the more powerful VGG16 model. It is still unclear in theory for this phenomenon. One reason may be that, for the task
of content-based image retrieval, the purpose is to return images that are visually similar to query
images. Thus the details, such as the color and texture, are of central importance. However, the
more powerful VGG-16 models learn more abstract semantic concepts at the expense of losing
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Fig. 6. Comparison between the accelerated and the original models for image retrieval.

local information. We will exploit this problem in the future work. In this work, we empirically
choose the VGG-S model as our feature extractor for the following experiments.
To further confirm the effectiveness of our DeepSearch system, we give the recall results when
different numbers of samples are returned based on the VGG-S model. The results are illustrated
in Figure 7. In Figure 7, the dashed lines (methods denoted by “*”) are the results of our accelerated CBIR system. The results show that our accelerated models are comparable to the original
counterparts. For some layers, our accelerated models can even outperform the original model.
Moreover, for the best results given by the p44 layer, we can see that the gap between our accelerated models and the original ones is smaller for the top returned samples. In other words, our
method approaches the baseline more tightly for the top returned samples, which are more likely
to be browsed by users.
The absolute runtime of our method and the baseline method as well as the speed-up ratios are
shown in Table 7. From Table 7, we can conclude that the original system takes about 2.5–3.3s on
the mobile side. By comparison, our accelerated system can be accomplished within about 0.5s,
which is about 5.6–6.1 times faster. The high speed-up ratios are of practical importance given
that mobile image search is becoming more and more popular.
5.3.3 Results for Image Retrieval Using Hashing. To further reduce the size of features needed to
transfer by data networks, hashing is incorporated. Hashing is one most widely used quantization
method for ANN. Many hashing approaches are proposed by the community [4, 5, 17, 56]. Here
we use local-sensitive hashing (LSH) [26] for our CBIR system. The bit numbers are set to be
equal to the corresponding feature dimensions for each layer, i.e., for layer p22, the bit number
is set to 2 × 2 × 512 = 2,048. Figure 8 shows the relationship between mAP and the number of
retrieved samples of our accelerated DeepSearch system as well as the original system before and
after utilizing hashing. Here hashing features are denoted with the prefix “hash_” (for example,
hash_p22 represents the results for layer p22 after hashing).
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Fig. 7. Recalls when different numbers of samples are returned. We use VGG-S and the feature extractor.
The dashed lines (methods denoted with “*”) are the results of our accelerated CBIR system.

Table 7. Absolute Runtime of the Entire DeepSearch System on a Mobile Phone (CUP) and Speed-up Ratios

Model
scale Faster R-CNN Time (ms) VGG-S Time (ms) Total Time (ms) speed-up
Faster-320 320
2,904.6
374.2
3,278.8
—
BTD-320
320
479.5
61.7
541.2
6.1×
Faster-256 256
2,073.2
374.2
2,447.4
—
BTD-256
256
374.6
61.7
436.3
5.6×
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Fig. 8. Comparison of the mAP of the proposed DeepSearch system with and without hashing. The dashed
lines (methods denoted with “*”) are the results of using hashing.

6

CONCLUSIONS

In this article, we propose a fast image search framework named DeepSearch to realize fast and
accurate image search on mobile devices. With DeepSearch, the complex deep-learning computation involved in object detection and feature extraction can be realized on the mobile side, which
can significantly reduce the burden of the server side and lower the risk of the users’ privacy
leak. For this purpose, we first propose to use tensor the Block Term Decomposition approach for
CNN kernel reconstruction, which dramatically lowers the complexity of convolutions. Based on
the decomposition, we further propose a novel nonlinear response reconstruction method that effectively suppresses the error accumulation across layers. Comprehensive experiments show the
effectiveness of our accelerating method. In particular, for a real-world image search application,
our entire framework can be accomplished within 450ms on a mobile phone.
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