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Ancient Chinese architecture 3D digitalization and documentation is a challenging task for the image based
modeling community due to its architectural complexity and structural delicacy. Currently, an eﬀective approach to ancient Chinese architecture 3D reconstruction is to merge the two point clouds, separately obtained
from ground and aerial images by the SfM technique. There are two understanding issues should be specially
addressed: (1) it is diﬃcult to ﬁnd the point matches between the images from diﬀerent sources due to their
remarkable variations in viewpoint and scale; (2) due to the inevitable drift phenomenon in any SfM reconstruction process, the resulting two point clouds are no longer strictly related by a single similarity transformation as it should be theoretically. To address these two issues, a new point cloud merging method is
proposed in this work. Our method has the following characteristics: (1) the images are matched by leveraging
sparse mesh based image synthesis; (2) the putative point matches are ﬁltered by geometrical consistency check
and geometrical model veriﬁcation; and (3) the two point clouds are merged via bundle adjustment by linking
the ground-to-aerial tracks. Extensive experiments show that our method outperforms many of the state-of-theart approaches in terms of ground-to-aerial image matching and point cloud merging.

1. Introduction
Ancient Chinese architecture is an important component of world
architecture system, and its most signiﬁcant characteristic is the timber
framework. Compared with other architectural styles, although more
delicate structures can be achieved, ancient Chinese architecture is
more vulnerable to natural disasters, e.g. ﬁre and earthquake. As a result, there is an urgent need for preservation of ancient Chinese architecture, and one of the best means is to digitally preserve it by reconstructing complete and detailed 3D models (Ikeuchi et al., 2007;
Banno et al., 2008).
3D digitalization of architecture is an intensive research topic in the
ﬁelds of computer vision and computer graphics. There are usually two
ways for data acquisition, active vision based laser scanning and passive
vision based image capturing. Laser scanning based methods (Nan
et al., 2010; Lafarge and Mallet, 2011; Li et al., 2016), which are widely
used in urban scene reconstruction, are not suitable for 3D digitalization of ancient Chinese architecture. The reasons are twofold: One is
that as ancient Chinese architecture is structurally complicated, multiviewpoint and close-range scanning are necessary to achieve a complete
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architectural model, which is inconvenient and impractical for cumbersome laser scanners, in particular for roof scanning; the other is that
projected lasers of a certain frequency may damage the materials and
paintings of ancient Chinese architecture. In contrast, image capturing
based methods possess the strengths of lowcost and ﬂexibility and are
harmless to ancient Chinese architecture. As a result, the image based
methods are preferred in this paper.
Image based architectural scene reconstruction is a classical and
fundamental problem in the research ﬁelds of computer vision (Snavely
et al., 2008; Furukawa and Ponce, 2010; Cui et al., 2015; Zheng et al.,
2014) and remote sensing (Bartelsen et al., 2012; Mancini et al., 2013;
Rottensteiner et al., 2014). Thanks to recent developments in algorithm
eﬃciency and hardware performance, reconstruction systems have
been extended from single buildings to an urban scale (Agarwal et al.,
2011), nowadays even to a worldwide scale (Heinly et al., 2015). In
order to achieve a complete 3D digitized model of ancient Chinese architecture that captures details of complex structures, e.g. cornices and
brackets, usually two diﬀerent sources of images, ground and aerial, are
needed for close-range and large-scale photography (Bódis-Szomorú
et al., 2016). When using both ground and aerial images, a common
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Fig. 1. Ground and aerial images and sparse point clouds of an ancient Chinese Buddhist temple named Nanchan Temple. (a). Example ground and aerial images. (b).
Ground and aerial sparse point clouds. The images in right column of (b) are the enlarged patches in the black rectangles of the images in the left column of (b).

original ground tracks.
This work has the following three main contributions: (1) the aerialview image is synthesized based on the ground sparse mesh, (2) the
putative ground-to-aerial point matches are ﬁltered by geometrical
consistency check and geometrical model veriﬁcation, and (3) the
ground and aerial point clouds are merged via bundle adjustment by
linking the ground-to-aerial tracks.
The rest of this paper is organized as follows: Section 2 introduces
some related works. Our proposed method is described in Section 3 and
evaluated in Section 4. Section 5 gives an extension of our proposed
method. Finally, Section 6 oﬀers some concluding remarks.

practice is to carry out the reconstruction separately for ground and
aerial point clouds at ﬁrst and then merge them afterwards. Considering
the noisy nature of reconstructed 3D point clouds from image collections and the loss of rich textural and contextual information of 2D
images in 3D point clouds, it is preferable to merge the point clouds via
2D image feature point matching rather than by direct 3D point cloud
registration, e.g. ICP (Besl and McKay, 1992). The diﬃculties of merging ground and aerial point clouds are illustrated in Fig. 1, where
Fig. 1a is an example pair of ground and aerial images and Fig. 1b are
the ground and aerial sparse point clouds reconstructed from the
images. Note that the sparse point cloud in this paper is the feature
points (e.g. SIFT features) reconstructed by the structure-from-motion
(SfM) procedure. In contrast, the dense point cloud is the points reconstructed by the multi-view stereo (MVS) procedure via pixel-wise
dense matching. In this paper, only the sparse point cloud is involved
during the point cloud merging process. Fig. 1 shows that there are two
key issues for architectural scene reconstruction from ground and aerial
images: (1) how to match the ground and aerial images with substantial
variations in viewpoint and scale (Fig. 1a), and (2) how to merge the
ground and aerial point clouds with drift phenomena and notable differences in noise level, density and accuracy (Fig. 1b).
To deal with the ground-to-aerial image matching problem, in this
paper the ground image is warped to the viewpoint of the aerial image,
by which the diﬀerences in viewpoint and scale between the two kinds
of images are eliminated. Unlike the method proposed in Shan et al.
(2014), which synthesizes the aerial-view image using the spatially
discrete ground dense point cloud, the image synthesis method here
resorts to the spatially continuous ground sparse mesh, which is reconstructed from the ground sparse point cloud. Then, the synthetic
image is matched with the target aerial image by SIFT feature point
extraction and matching. Subsequently, the putative point match outliers are ﬁltered out by the following two techniques: (1) a consistency
check of the feature scales and principal orientations between the point
matches and (2) an aﬃne transformation veriﬁcation of the feature
locations between the point matches.
After matching the ground and aerial images, rather than aligning
the point clouds by estimating a similarity transformation between
them, the point clouds are merged together by a global bundle adjustment to deal with the possible scene drift phenomenon. To achieve
that, the obtained point matches are linked to the original aerial tracks
ﬁrst, and then a global bundle adjustment is performed to merge the
ground and aerial point clouds with the augmented aerial tracks and

2. Related work
There are four main categories of works related to ours: ground-toaerial image matching; point match outliers ﬁltering; image synthesis
and rendering; and ground-to-aerial point cloud alignment.
2.1. Ground-to-aerial image matching
A straightforward way to match the ground and aerial images is to
ﬁnd point correspondences by matching the local features, e.g. SIFT
(Lowe, 2004), SURF (Bay et al., 2008) and ASIFT (Morel and Yu, 2009).
However, such local features are often proven to be inadequate at
handling the notable changes in viewpoint and scale between ground
and aerial images.
Several self-similarity descriptors (Bansal et al., 2011, 2016; Wolﬀ
et al., 2016) are proposed to deal with the ground-to-aerial image
matching problems in the urban scenes, as the facades of the urban
buildings are usually of high self-similarity. Although these descriptors
can achieve desirable results in some situations, they perform less well
in other cases because not all building facades are of an abundant selfsimilar texture, e.g. the ancient Chinese architecture considered here.
In this paper, to deal with the notable diﬀerences in viewpoint and
scale, the ground images are warped to the viewpoint of the aerial
images. Then, the synthetic image and the target aerial image are
matched by SIFT feature point matching without using the self-similar
texture.
2.2. Point match outliers ﬁltering
To ﬁlter the inevitable point match outliers, a common practice is to
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issues, in this paper, we extend our work in Gao et al. (2018). Here, the
aerial-view image is synthesized by leveraging the ground sparse mesh
instead of the ground dense point cloud. Compared with the method
Gao et al. (2018), the image synthesis method proposed in this paper
has the following advantages: (1) the visibility is easier to check, (2) the
synthetic image is hole-free, and (3) the eﬃciency is much higher.

perform a nearest neighbor distance ratio (NNDR) test (Mikolajczyk and
Schmid, 2005), by which the prominent point matches are retained.
Then, the retained point matches are further ﬁltered by the RANSAC
algorithm, which involves generating transformation hypotheses (fundamental matrix or homography) (Hartley and Zisserman, 2003) using
a minimal number of point matches and then evaluating each hypothesis based on the number of inliers among all putative point matches
under that hypothesis. However, as pointed out in Lin et al. (2016), the
NNDR test suﬀers from the true-positive point matches discarding
phenomenon.
In order to achieve more point matches, Lin et al. (2014) use the
putative point matches to train a partition function based on match
consistency (a joint measure of three attributes: match density,
smoothness, and spatial coverage) to detect the point match outliers.
Recently, a new framework named RepMatch (Lin et al., 2016) was
proposed by integrating the method in Lin et al. (2014) with RANSAC
to deal with the repeated structures. Although these two methods
achieve better performance than the NNDR test, they are hardly applicable to large-scale 3D scene reconstruction due to their large computational loads.
As the synthetic image is warped to the aerial viewpoint in this
paper, this fact can be used to guide the point match outliers ﬁltering
process. Here, the outliers are ﬁltered by two techniques: geometrical
consistency (feature scales and principal orientations) check and geometrical model (aﬃne transformation) veriﬁcation.

2.4. Ground-to-aerial point cloud alignment
Some 3D local features could be used for point cloud registration
and alignment, e.g. SI (Johnson and Hebert, 1999), FPFH (Rusu et al.,
2009) and RoPS (Guo et al., 2013). However, these 3D local features do
not appear appropriate for aligning the point clouds reconstructed from
ground and aerial image collections, as these point clouds are usually
too noisy and vary signiﬁcantly in density and accuracy.
Other possible features utilize both the textural information from
the 2D image and the structural information from the 3D point cloud. In
Wu et al. (2008), they propose a view normalization based feature that
contains both textural information (SIFT feature) and structural information (3D position and normal) of the extracted feature point. It is
invariant to viewpoint change and eﬀective for point cloud alignment
in various situations. However, as evaluated in Shan et al. (2014), its
performance is poor in ground-to-aerial point cloud alignment.
Recently, a ground-to-aerial point cloud alignment method based on
ground and aerial meshes was proposed in Zhou et al. (2017). The
meshes in their method are reconstructed from multi-view stereo (MVS)
point clouds and are iteratively aligned. Though the method occasionally achieves relatively accurate results, the iteration process is
time-consuming and the alignment accuracy heavily depends on the
quality of both ground and aerial meshes.
In this paper, the point clouds are merged (not aligned) together by
linking the ground-to-aerial point matches to their original tracks and
by bundle adjustment. Merging the point clouds by bundle adjustment
rather than the commonly used similarity transformation estimation
avoids the noise point clouds and can deal with the possible scene
drifting phenomenon and thus can achieve a more accurate result.

2.3. Image synthesis and rendering
To facilitate the ground-to-aerial image matching, Shan et al. (2014)
synthesize the aerial-view image by warping the ground image to the
aerial viewpoint based on the ground dense point cloud. Then, SIFT
matching is performed between the synthetic and target aerial images.
Finally, the 3D point correspondences are obtained by back-projecting
the 2D point matches to the dense point clouds, by which the similarity
transformation between the two point clouds is estimated (Umeyama,
1991). To achieve a more accurate and eﬃcient point cloud alignment,
recently, Gao et al. (2018) proposed to synthesize the aerial-view image
by projecting the visible points of the aerial image in the ground dense
point cloud. However, the algorithm depends heavily on the dense
point cloud also.
In Untzelmann et al. (2013), the authors use the rendering technique from Sibbing et al. (2013) to render images with new viewpoints
from sparse point clouds. When rendering images, each point in the
point cloud is expanded into a splat (a planar disc deﬁned by its center,
normal and radius). The splats are textured by their visible images and
are projected to the given viewpoint for image rendering.
The methods above suﬀer from the spatially discrete nature of the
point clouds. It is diﬃcult to check the visibility in the point cloud and
resulting holes are inevitable in the synthetic images. To deal with these

3. Proposed method
In this paper, complete architectural scene reconstruction is
achieved by ﬁrst matching the ground and aerial images and then
merging the ground and aerial point clouds. The pipeline of the proposed method is shown in Fig. 2. The inputs of the method are the
ground and aerial images, and the outputs are the merged ground and
aerial sparse point clouds. The method contains three main steps: preprocessing, ground-to-aerial image matching, and ground-to-aerial
point cloud merging, which are detailed in the following subsections.

Fig. 2. Pipeline of our reconstruction method by merging ground and aerial point clouds. The method contains three main steps: pre-processing, ground-to-aerial
image matching, and ground-to-aerial point cloud merging.
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following three key sub-steps: (1) co-visible mesh based image
matching candidate pairs selection, (2) mesh induced aerial-view image
synthesis, and (3) geometrical consistency check and geometrical model
veriﬁcation based point match outliers ﬁltering.

3.1. Pre-processing
The pre-processing step consists of three sub-steps: (1) camera and
point cloud coarse alignment, (2) ground sparse point cloud meshing
and simpliﬁcation, and (3) visible mesh extraction for ground and aerial
cameras. The purpose of the pre-processing step is to coarsely align the
ground and aerial cameras ﬁrst and to extract visible mesh for each
(ground and aerial) camera afterwards.

3.2.1. Candidate matching pairs selection
Suppose that there are Ng ground images and Na aerial images; Ng Na
exhaustive matchings between ground and aerial images should be
performed if there is no prior information available. Fortunately, the
visible ground mesh of each camera has been extracted, and the covisible mesh of each image pair can be obtained for selecting candidate
matching pairs, which is detailed in the following.
For each pair of ground and aerial cameras, their initial co-visible
mesh is obtained by intersecting their respective visible meshes.
However, there are many isolated facets within a relatively large space
of the intersected mesh. For the ground-to-aerial image matching here,
the largest connected set of facets are preferred. As a result, a facet
graph (FG) is constructed, in which each facet is a vertex and an edge
connects two facets if they share a common facet edge, and the connected components are extracted using the boost graph library (BGL2).
In each connected component, the projection area Sf of each facet f
in the aerial image is weighted to the FG because the facet with larger
Sf can provide more information for the subsequent image synthesis
and matching procedures. As a result, the weighted largest connected
component (WLCC) is extracted as the ﬁnal co-visible mesh. Suppose
that there are Ncc connected components, and each component contains
ni (i = 1,2,…,Ncc ) facets. Then, the index of the WLCC is:

3.1.1. Camera and point cloud coarse alignment
First, a structure-from-motion (SfM) (Cui et al., 2017) procedure is
performed to get the camera poses and sparse point clouds for ground
and aerial images, respectively. Since the ground and aerial SfM procedures are separated, the calibrated cameras and reconstructed point
clouds are in their respective local coordinate systems and need to be
aligned to the geo-referenced coordinate system for geographic modeling. In this paper, the aerial cameras and point cloud are geo-registered using the built-in camera GPS, and the ground cameras and point
cloud are coarsely aligned to the aerial ones manually. Speciﬁcally, we
manually select 3 pairs of (approximate) point correspondences on the
geo-registered aerial point cloud and original ground point cloud. Then,
a similarity transformation is computed by the method Umeyama
(1991) to coarsely align the ground cameras and point cloud to the
aerial ones. Note that it is hard to achieve an accurate alignment
manually due to the notable diﬀerences in noise level, density and
precision between the ground and aerial point clouds generated by SfM.
Note also that the purpose of coarse alignment here is to roughly place
the ground and aerial cameras and point clouds into the geo-referenced
coordinate system but not to accurately merge the point clouds.

ni

i∗ = arg max ∑ Sf (i,j),
where Sf (i,j ) is the projection area in the aerial image of the j-th facet in
the i-th connected component. Finally, the WLCC, i.e. the i∗-th connected component in the FG, is selected as the ﬁnal co-visible mesh for
the given image pair. By projecting the ﬁnal co-visible mesh onto the
aerial image, the bounding box of the projection can be obtained. If the
size of the bounding box is large enough (larger than 256 px × 256 px in
this paper), the image pair is added to the matching list.
3.2.2. Aerial-view image synthesis
Theoretically, each facet in the extracted co-visible mesh induces a
homography between the ground camera Cg (K g ,Rg ,tg ) and the aerial
camera Ca (K a,R a,ta) , where K ,R,t are the intrinsic parameter matrix,
rotation matrix and translation vector of the camera C after coarse
alignment, respectively. Thus, given a pair of ground and aerial images
in the matching list and their co-visible mesh, the aerial-view image can
be synthesized by warping the ground image with the facet-induced
homographies.
For each facet, a homography can be computed using the threepoint algorithm described in Hartley and Zisserman (2003). First, the
fundamental matrix between the two given views is computed as:

3.1.3. Visible ground mesh extraction
Given the ground mesh after simpliﬁcation and all the (ground and
aerial) cameras, the visible mesh of each camera should be extracted
beforehand. Note that the visible ground mesh of the aerial camera
could be extracted as well, as the ground and aerial cameras have been
coarsely aligned. The mesh extraction result is critical for the subsequent image synthesis because it determines the facet-induced
homography by which the aerial-view image is synthesized. Given a 3D
mesh and the intrinsic and extrinsic (pose) parameters of a camera,
extracting the visible facets of the camera has been studied extensively
in the literature, e.g. the z-buﬀer based method (Greene et al., 1993)
and the ray-casting based method (Ray et al., 1999). In this paper, the
visible mesh of each camera is extracted using a very eﬃcient octree
based implementation in the OpenMVS library.1

Fag = K g−T [tag ]× R ag Ka−1,
where R ag = Rg RaT and tag =

(2)
tg − R ag ta
‖tg − R ag ta ‖

are the relative rotation and

translation, respectively. Suppose that the projections of the current
facet vertices on the ground and aerial images are x g (i) and
xa (i) (i = 1,2,3) , respectively; then, the homography induced by the facet
can be computed as:

3.2. Ground-to-aerial image matching
After the above pre-processing step, the ground and aerial cameras
are coarsely aligned and the visible ground mesh of each camera is
extracted. Then, the ground and aerial images are matched by the
1

(1)

j=1

3.1.2. Point cloud meshing and simpliﬁcation
After camera and point cloud coarse alignment, surface reconstruction is performed on the ground sparse point cloud using the
meshing method (Jancosek and Pajdla, 2014). As our proposed aerialview image synthesis method does not focus on the structural details
and for eﬃciency concerns, mesh simpliﬁcation is performed on the
reconstructed mesh under the quadric error metrics (QEM) (Garland
and Heckbert, 1997) by setting the reduction percentage to 1% in our
experiments. Note that the point cloud meshing and simpliﬁcation
procedure is only performed on the ground sparse point cloud, which is
used as the intermediate for the subsequent image synthesis and image
matching procedures.

Hag = [eg ]× Fag −eg (M−1b)T ,
where b is a 3-vector with components:
2

http://cdcseacave.github.io/openMVS/.
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However, they can only provide “weak” constraints on the point matches as the camera poses are unknown or partially known in image
retrieval. In this paper, thanks to the known camera poses and coarse
alignment, the ground-to-aerial putative point matches are ﬁltered by
strict constraints, which are described in the following.
For a pair of ground and aerial images (RoIs) in the matching list,
SIFT feature points of the synthetic image are extracted and those of the
aerial image are searched in the aerial feature points dataset. The aerial
feature points dataset is generated in the SfM stage and used here as no
warping operation is performed on the aerial images. Then, the putative
point matches are obtained using FLANN. These point matches are
denoted as {xgpt(i) ,xapt(i) },(i = 1,2,…,npt ) , which means there are npt putative
point matches between this ground and aerial image pair. By the proposed image synthesis method, some geometrical attributes of the
feature points in the synthetic image, e.g. scale σ and principal orientation θ , are usually close to those of the true-positive matches in the
aerial image. Thus, the putative point matches are ﬁltered, and only the
ones satisfying the following geometrical consistency constraints are
retained:
pt
pt
⎧1/ σr < σg (i) / σa (i) < σr
, (i = 1,2,…,npt ),
⎨− θd < θgpt(i) −θapt(i) < θd
⎩

Fig. 3. Schematic diagram of the proposed aerial-view synthesis method. Cg
and Ca are a pair of ground and aerial cameras, and Fag is the fundamental
matrix between them. Mag is the co-visible mesh of Cg and Ca . f is a facet in Mag ,
and fg and fa are the projections of f in Cg and Ca , respectively. Hag is the
homography between fg and fa induced by the facet f. Note that each facet in
Mag induces a unique homography.

bi =

(x g (i) × ([eg ]× Fag xa (i) ))T (x g (i) × eg )
‖x g (i) × eg ‖2

,

(5)

where {σgpt(i) ,σapt(i) }, (i = 1,2,…,npt ) are the scales of the putative point
matches; and {θgpt(i) ,θapt(i) }, (i = 1,2,…,npt ) are the corresponding principal
orientations. In addition, σr sets the range of the ratio σgpt(i) / σapt(i) and is
set to 2 in this paper; θd is the tolerated diﬀerence θgpt(i) −θapt(i) and is set to

30° in this paper. The Nfl point matches that pass the above ﬁltering
procedure are denoted as {xgfl(i) ,xafl(i) }, (i = 1,2,…,nfl ) .
In addition, if the depth variation of an object is small compared
with its distance to the camera, the projection of the object onto the
camera can be regarded as an aﬃne projection approximately (Hartley
and Zisserman, 2003). The projection of the aerial camera satisﬁes the
above assumption as the aerial camera is usually very far from ground.
Suppose that the projection matrix of the given aerial camera is

(4)

M is a 3 × 3 matrix with rows xaT(i) , and eg is the epipole of the ground
T
eg = 0 .
image computed by Fag
For each pixel p in the synthetic image, the coordinate of the corresponding pixel p′ in the ground image is determined using the
homography induced by the covering facet of the pixel p (inverse
warping (Szeliski, 2010)). Then, the RGB value of the pixel p is computed with a bilinear interpolation in the ground image. Fig. 3 gives a
schematic diagram to make our proposed aerial-view synthesis method
clearer.

P2 × 3 p2 × 1⎞
P = ⎜⎛
⎟,
⎝ p1 × 3 1 ⎠

(6)

and p1 × 3 → 0T as the projection is approximately an aﬃne projection.
In addition, since the ground point cloud has been coarsely aligned to
sR t
the aerial one, the similarity transformation T = ⎛ T ⎞ between the
⎝ 0 1⎠
two point clouds is small, which means s → 1,R → I , and t → 0 . As a
result, for the ground point cloud, the projection matrix

3.2.3. Image matching and outliers ﬁltering
After aerial-view image synthesis, the synthetic image and the target
aerial image are cropped to the size of the projection bounding box of
the co-visible mesh because only this bounding box is the region of
interest (RoI) for ground-to-aerial image matching. Traditionally, synthetic and target aerial images after cropping are matched by (1) detecting and extracting SIFT feature points (Lowe, 2004), (2) searching
the nearest neighbor using fast library for approximate nearest neighbors (FLANN) (Muja and Lowe, 2014), and (3) ﬁltering the point match
outliers by nearest neighbor distance ratio (NNDR) test (Mikolajczyk
and Schmid, 2005) and geometrical model (fundamental matrix) veriﬁcation (Hartley and Zisserman, 2003).
However, on the one hand, though the ground image has been
warped to the aerial view, there are still some obvious diﬀerences between the synthetic and aerial images; on the other hand, traditional
matching methods do not make use of the additional information, e.g.
the ground and aerial cameras have been coarsely aligned, and the
synthetic image is computed by warping the ground image to the aerial
view. As a result, usually only a few point matches can be obtained, and
large false positives are inevitable. Thus, we propose ﬁltering groundto-aerial point match outliers with geometrical consistency check and
geometrical model veriﬁcation (without NNDR test) by leveraging the
above information. Note that in the research ﬁeld of image retrieval,
the geometrical consistency check (Jégou et al., 2010; Zeisl et al., 2015)
and geometrical model veriﬁcation (Philbin et al., 2007; Schönberger
et al., 2015) are commonly used to ﬁlter the putative point matches.

P2 × 3 p2 × 1⎞ sR t
⎞
P ′ = PT = ⎛⎜
⎟⎛
T
⎝ p1 × 3 1 ⎠ ⎝ 0 1⎠
sP2 × 3 R P2 × 3 t + p2 × 1⎞
=⎛⎜
⎟
⎝ sp1 × 3 R p1 × 3 t + 1 ⎠
becomes

approximately

0T

an

(7)
aﬃne

projection,

as

sp1 × 3 R
p1 × 3 t + 1

→ 0T

(sp1 × 3 R →
and p1 × 3 t + 1 → 1). Theoretically, the transformation
between two 2D aﬃne projection sets of one 3D point set is a 2D aﬃne
transformation. Consequently, the point matches between the synthetic
and aerial images approximately conform to a 2D aﬃne transformation.
Note that projecting the ground and aerial 3D points Xg ,Xa using the
same projection matrix P deﬁned in Eq. (6) is essentially equivalent to
projecting Xa using two diﬀerent projection matrices P and P ′ deﬁned
in Eqs. (6) and (7), respectively, as ideally Xa = TXg .
Based on the above analysis, the obtained point matches can be
further ﬁltered. Given the point matches after geometrical consistency
check, {xgfl(i) ,xafl(i) }, (i = 1,2,…,nfl ) , a RANSAC-like algorithm (Fischler and
Bolles, 1981) is performed to estimate an aﬃne transformation between
them, by which the outliers are ﬁltered out. Speciﬁcally, given the point
matches to be further ﬁltered, the minimal subset (size 3) for getting a
76
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Fig. 5. Toy example of ground-to-aerial track linking. A1 , A2 , A3 , and A 4 are 4
aerial feature points and G1, G2 , and G3 are 3 ground feature points. Ta is the
original aerial track, M1, M2 and M3 are 3 pairs of ground-to-aerial point matches. Tl is a new track by linking M1, M2 and M3 to Ta .

One is that the point clouds and the meshes reconstructed from image
collections are usually very noisy; thus, the accuracies of the obtained
3D point correspondences are rather low. The other is that due to error
accumulation and scene drifting, which are common in image based
reconstruction, a single similarity transformation may not be enough to
model the transformation between the ground and aerial point clouds.
As a result, we propose merging the ground and aerial point clouds by
bundle adjustment.
As noted in Section 3.1.1, the ground and aerial point clouds are
reconstructed in their own local coordinate systems. In order to merge
them by bundle adjustment, the constraints across the ground and
aerial point clouds should be introduced by linking the ground and
aerial feature tracks. Note that as described in Section 3.2.3, when
performing ground-to-aerial image matching, the aerial feature points
are obtained from the aerial feature points dataset. As a result, for each
pair of ground-to-aerial point match, we can access the index of the
aerial feature point and ﬁnd out to which original aerial track it belongs. Then, all these ground-to-aerial point matches (ground feature
points) are linked to the original aerial tracks.
Fig. 5 is a toy example of our ground-to-aerial track linking algorithm. Ta is the original aerial track, and M1, M2 and M3 are 3 pairs of
ground-to-aerial point matches. As the aerial feature points of the 3
pairs of point matches can be found in track Ta , these 3 ground feature
points are linked to track Ta to generate a new track Tl for the following
bundle adjustment. Fig. 6 is an example of a linked ground-to-aerial
track. Note that when performing ground-to-aerial track linking, the
original ground tracks are not involved because the ground images are
warped and the feature points are re-extracted when matching the
ground and aerial images.
After linking the ground-to-aerial point matches to the original
aerial tracks, the linked ground-to-aerial tracks are triangulated to obtain their spatial coordinates, which serve as the initial guesses for the
subsequent bundle adjustment. Here, we use a RANSAC based triangulation method similar to Schönberger and Frahm (2016). However, in
each random sampling iteration, the two sampled projections are restricted to diﬀerent (ground and aerial) image sources such that the
ground-to-aerial constraints are enforced.
Subsequently, a global bundle adjustment is performed to merge the
ground and aerial point clouds:

Fig. 4. An example of ground-to-aerial image matching result. The ﬁrst row is
the matching result between the RoIs (deﬁned in Section 3.2.3) of the aerial and
synthetic images, where the blue segments denote the point matches. The
second row is the original aerial and ground image matching pair, where the
black rectangles denote the RoIs for image matching.

2D aﬃne transformation is selected at random, ﬁrst. Then, the transformation is estimated using the direct linear transform (DLT) algorithm (Hartley and Zisserman, 2003). The inlier set of the estimated
transformation is obtained with the distance threshold setting to 4 px .
This process is repeated many times (100 times in this paper3) to obtain
the maximum consensus set, which has the maximum number of inliers,
and these inliers are the point matches after ﬁltering and are denoted as
{xgaf(i) ,xaaf(i) }, (i = 1,2,…,naf ) . Note that unlike fundamental or essential
matrix based point match ﬁltering which imposes only a point-to-line
constraint, the aﬃne transformation based one is a point-to-point
constraint; thus, it is much more eﬀective for outlier removal.
Then, the coordinates of the obtained point matches are converted
into their original image coordinate systems, denoted as
{∼
x gaf(i) ,∼
x aaf(i) }, (i = 1,2,…,naf ) . These converted point matches are considered as the ﬁnal ground-to-aerial point matches of the proposed
method. If naf ⩾ nth , where nth is the threshold number of point matches
and is set to 16 in this paper, the current ground and aerial image pair is
regarded as matched. Fig. 4 gives an example of ground-to-aerial image
matching result. From Fig. 4, we can see that notable diﬀerences in
scale and viewpoint exist between the original ground and aerial image
matching pair, but such diﬀerences are largely eliminated after aerialview synthesis of the ground image. Thus, many true-positive point
matches are obtained in the co-visible region of the image matching
pair.

3.3. Ground-to-aerial point cloud merging
Having obtained the 2D point matches between the ground and
aerial images, a straightforward way is to align the ground and aerial
point clouds by estimating the similarity transformation between them.
The similarity transformation is estimated using the 3D point correspondences, which are computed by back-projecting the point matches
to the point clouds. This operation can be easily performed by intersecting the visible ray with the spatially continuous (ground or aerial)
sparse mesh. The visible ray shoots from the (ground or aerial) camera
center to the (ground or aerial) matched feature point. However, there
are two main drawbacks in the above point cloud alignment method.

minimize ∑ δij ‖xij−γ (K g ,K a,Ri ,ti,Xj )‖huber ,
Ri,ti,Xj

i,j

(8)

where xij are the observed projections in the feature tracks; K g (K a ) is
the intrinsic parameters matrix of ground (aerial) cameras; Ri and ti are
the rotation matrix and translation vector of the (ground and aerial)
cameras; Xj are all the spatial points for optimization, including all the
points in ground and aerial sparse point clouds and the points triangulated from the linked ground-to-aerial tracks; γ (·) is the projection
function; and δij is the sign function: δij = 1 if camera i observes point j;
otherwise, δij = 0 . The Huber loss is introduced to deal with the

3
This would guarantee a probability of 1–10−5.8 for successful estimation if the inlier
ratio is 50%, which indicates that 100 iterations are suﬃcient in this work.
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Fig. 6. An example of linked ground-to-aerial track. The ﬁrst row contains three aerial and three ground image patches, where the blue segment denotes the linked
track across views. The second row contains original aerial and ground images, where the black rectangles denote the image patches in the ﬁrst row. (For interpretation of the references to color in this ﬁgure legend, the reader is referred to the web version of this article.)

inevitable false-positive ground-to-aerial point matches. Note that all
ground (aerial) cameras share the same intrinsic parameter matrix, as
the images in this paper are captured by the same ground (aerial)
camera. And the intrinsic parameters of ground and aerial cameras are
kept unchanged during bundle adjustment as they are considered accurately calibrated after their respective SfM procedures in Section
3.1.1. The optimization is solved by Ceres Solver,4 an open source library for modeling and solving large, complicated optimization problems. During the optimization procedure, as the problem considered
here is a large bundle adjustment problem, we run Preconditioned
Conjugate Gradients (PCG) algorithm on the Schur complement (reduced camera matrix), which is a standard procedure in Ceres Solver
(Agarwal et al., 2010; Wu et al., 2011). In addition, as the relatively
good initial guesses of parameters are given (because of the camera
calibration and coarse alignment step in Section 3.1.1), for eﬃciency
concern, the maximum number of iterations for the solver in this paper
is set to 16, instead of the default value 50 in Ceres Solver. And we ﬁnd
16 iterations are enough in this paper. After bundle adjustment, the
merged point clouds together with the ground and aerial cameras are
aligned to the geo-referenced coordinate system again as the coordinate
system may change during the bundle adjustment procedure.

Table 1
Metadata of the datasets for method evaluation.
Dataset

EMH

MJH

NCT

FGT

Covering aera

600 m2
2439

500 m2
2619

3100 m2
2790

34,000 m2
6978

208
0.77 mm/px

579
0.97 mm/px

772
0.73 mm/px

1596
0.88 mm/px

14.29 mm/px

16.07 mm/px

8.47 mm/px

15.96 mm/px

0.79 M

0.71 M

1.54 M

2.36 M

0.69 M

1.56 M

1.15 M

4.81 M

0.46 M

0.35 M

0.94 M

1.31 M

# ground images: Ng
# aerial images: Na
Spatial resolution of
ground images
Spatial resolution of
aerial images
# points in ground
sparse point
cloud
# points in aerial
sparse point
cloud
# facets in ground
sparse mesh

datasets are listed in Table 1. Note that the last row in Table 1 is the
number of facets in ground sparse mesh before simpliﬁcation, thus the
number of facets in ground mesh after simpliﬁcation can also be obtained as the reduction percentage is set to 1%. Note also that point
cloud meshing is not performed on aerial sparse point cloud, thus there
is no aerial sparse mesh. As shown in Table 1, there are notable changes
in scale (spatial resolution) between ground and aerial images. In addition, some example ground and aerial images are shown in the ﬁrst
column of Fig. 8, illustrating the notable diﬀerences in viewpoint and
scale between these two kinds of images.

4. Experimental results
In this section, the proposed architectural scene reconstruction
method by merging the ground and aerial point clouds is evaluated.
First, four datasets used for method evaluation are presented. Then, the
proposed methods of ground-to-aerial image matching and ground-toaerial point cloud merging are evaluated based on the evaluation datasets.

4.2. Ground-to-aerial image matching
4.1. Datasets

First, the proposed candidate matching pairs selection method is
performed on the four datasets and the results are shown in Table 2. We
can see from Table 2 that by the proposed method, the number of the
matching pairs has been substantially reduced, which would eﬀectively
boost the subsequent ground-to-aerial image matching eﬃciency.
Based on the selected matching pairs, the proposed ground-to-aerial
image matching method is evaluated on the four proposed datasets in
terms of recall rate, precision and eﬃciency. Four other methods are
compared with the proposed method: SIFT (Lowe, 2004), Warp + SIFT,
ASIFT (Morel and Yu, 2009) and RepMatch (Lin et al., 2016). The
diﬀerences between our proposed ground-to-aerial image matching
method and these four methods are shown in Table 3. The synthetic
image is generated from the ground image using the proposed aerialview image synthesis method. Matching between ground and aerial
images is only performed on their co-visible regions, e.g. the RoIs

As there is no publicly available dataset with both ground and aerial
images for the same architectural scene (Bódis-Szomorú et al., 2016),
we perform the experiments on our own datasets: two ancient Chinese
Buddhist halls named The East Main Hall (EMH) and Manjusri Hall
(MJH) and two ancient Chinese Buddhist temples named Nanchan
Temple (NCT) and Foguang Temple (FGT). They are typical ancient
Chinese temple compounds, consisting of one or more main halls and a
number of surrounding smaller temples. And in most cases, many tall
trees are present, which make the reconstruction task tougher. Note
that a temple may contain several halls with a particular layout. Thus,
its covering area is larger than a hall. The metadata of these four
4

http://ceres-solver.org.
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the fact that they operate without NNDR test which is known to suﬀer
from discarding true-positive point matches.
Precision: We manually verify whether the obtained point matches
are true positives to analyze the precision of the diﬀerent matching
methods. However, as there are too many matched image pairs, e.g.
7225 image pairs for the FGT dataset by our proposed method, it is
time-consuming and impractical to identify all the true positives from
all the point matches. As a result, a randomly sampled subset is
manually veriﬁed. More speciﬁcally, we randomly sample 10 image
pairs in each dataset, which are matched by all the matching methods
for comparison. Then, their matching precision is obtained manually
and the results are listed in Table 4. From Table 4, we can see that for
matching precision, Proposed > RepMatch (Lin et al., 2016) > ASIFT
(Morel and Yu, 2009) ≈ Warp + SIFT > SIFT (Lowe, 2004). For the
proposed method, the point match outliers ﬁltering based on the geometrical consistency check and geometrical model veriﬁcation is very
eﬀective. The method of RepMatch (Lin et al., 2016) also achieves relatively high precision as it imposes match consistency check and epipolar guided ﬁltering, which are also eﬀective for point match outliers
ﬁltering. In addition, because both ASIFT (Morel and Yu, 2009) and
Warp + SIFT resort to an image warping step to deal with the viewpoint change, they achieve similar precision, although it is higher than
that of SIFT (Lowe, 2004).
Eﬃciency: The average elapsed time of matching each image pair is
used to evaluate the eﬃciency of the matching methods and is also
listed in Table 4. As shown in Table 4, for matching eﬃciency, SIFT
(Lowe, 2004) > Warp + SIFT ≈ Proposed > RepMatch (Lin et al.,
2016) > ASIFT (Morel and Yu, 2009). The methods of RepMatch (Lin
et al., 2016) and ASIFT (Morel and Yu, 2009) are rather ineﬃcient as
both involve complicated operations: RepMatch (Lin et al., 2016) trains
a partition function based on match consistency (a joint measure of
three attributes: match density, smoothness, and spatial coverage);
ASIFT (Morel and Yu, 2009) exhaustively warps the images many times
in order to ﬁnd a pair of simulated images with similar viewpoint. SIFT
(Lowe, 2004) is the most eﬃcient method, but its matching results are
very poor because it can hardly handle the notable changes in viewpoint between the ground and aerial images. In addition, since a
RANSAC based aﬃne transformation estimation is inserted into our
proposed method, its speed is slightly slower than that of Warp + SIFT.
Overall, our proposed ground-to-aerial image matching method

Table 2
Candidate matching pairs selection and image matching results. Candidate
matching pairs are all possible image pairs for matching. Selected matching
pairs are the image pairs selected by the proposed candidate matching pairs
selection method. Matched image pairs are the image pairs matched by the
proposed ground-to-aerial image matching method.
Dataset

EMH

# candidate matching pairs: Ng Na
# selected matching pairs: Ns
Reduction percentage:

Ns
Ng Na

# matched image pairs: Nm

MJH

NCT

FGT

0.51 M

1.52 M
14.90 K
0.98%

2.15 M
6.50 K
0.34%

11.14 M

7.26 K
1.43%

2.04 K

5.17 K

2.46 K

7.23 K

45.24 K
0.41%

deﬁned in Section 3.2.3. In addition, we ﬁnd that directly matching the
original ground and aerial images always fails. To facilitate the
matching, we crop the ground and aerial images to their co-visible regions according to their extracted co-visible mesh. Then, the ground
cropped image is down-sampled to the size of the cropped aerial image.
The above operations are to eliminate the diﬀerence in scale between
these two kinds of images and remove the irrelevant information in the
images (regions of no interest).
Recall rate: As there is no ground truth for the ground-to-aerial
image matching evaluation, the number of matched image pairs Nm (the
last row of Table 2) and their point matches number naf (i) (i = 1,2,…,Nm)
under diﬀerent matching methods are used as indicators for the recall
rate, as a method with more matched image pairs and more point
matches in each matched image pair is likely to recall more true-positive point matches. The results are shown as histograms in Fig. 7, whose
y-axis is the ratio in percentage form of the number of matched image
pairs to the number of selected candidate matching pairs (Ns in Table 2)
and x-axis is the interval of the point matches number
(16–31,32–63,64–127 , and ⩾ 128). Thus, the matched image pairs with
diﬀerent point matches number by a certain method would fall into
diﬀerent bins. As shown in Fig. 7, both the number of matched pairs
and the number of point matches of the proposed method are larger
than those of the other four methods for comparison. Note that among
these four comparison methods, RepMatch (Lin et al., 2016) achieves
the best performance. The good performances in recall rate of the
proposed method and RepMatch (Lin et al., 2016) are probably due to

Table 3
Diﬀerences between our proposed ground-to-aerial image matching method and the four methods for comparison in terms of matching pair type, feature type and
outlier ﬁltering scheme.
Matching method

Matching pair type

Feature type

Outlier ﬁltering scheme

Proposed
RepMatch
ASIFT
Warp + SIFT
SIFT

Synthetic and aerial images
Ground an aerial images
Ground an aerial images
Synthetic an aerial images
Ground an aerial images

SIFT
ASIFT
ASIFT
SIFT
SIFT

Geometrical consistency check and aﬃne transformation veriﬁcation
Match consistency check and epipolar guided ﬁltering
NNDR and fundamental matrix veriﬁcation
NNDR and fundamental matrix veriﬁcation
NNDR and fundamental matrix veriﬁcation

Fig. 7. Ground-to-aerial image matching results: recall rate. From left to right: the results on EMH, MJH, NCT and FGT datasets. y-axis is the ratio in percentage form
of the number of matched image pairs to the number of selected image matching candidate pairs, and x-axis is the interval of point matches number.
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Table 4
Ground-to-aerial image matching results: precision and eﬃciency.
Dataset

EMH
MJH
NCT
FGT

Proposed

RepMatch

ASIFT

Warp + SIFT

SIFT

Precision

Speed

Precision

Speed

Precision

Speed

Precision

Speed

Precision

Speed

98.29%
98.59%
98.14%
98.50%

1.12 s
1.03 s
0.90 s
0.96 s

93.85%
92.68%
92.83%
93.11%

8.53 s
8.03 s
8.34 s
8.27 s

89.79%
87.05%
87.51%
87.83%

38.37 s
39.34 s
36.31 s
38.02 s

85.29%
88.11%
85.06%
86.31%

0.96 s
0.91 s
0.79 s
0.93 s

78.89%
74.19%
75.71%
76.52%

0.10 s
0.12 s
0.08 s
0.11 s

shown in Fig. 8. In addition, surface reconstruction is performed on the
merged point clouds, and the reconstructed meshes are shown in the
last column of Fig. 8. We can see from the merged point clouds and
reconstructed meshes that the point clouds are merged well and the
architectural completeness and structural details are both achieved by
merging the ground and aerial point clouds (see supplementary video
for clear illustration). Note that the major outputs of the proposed
method are the merged ground and aerial point clouds, and the reconstructed meshes here are only used for validating the eﬀectiveness
of our method.

achieves best performances in recall rate and precision among all the
methods for comparison with a relatively high eﬃciency.
4.3. Ground-to-aerial point cloud merging
In order to systematically evaluate the proposed ground-to-aerial
point cloud merging method, the method is tested on the four evaluation datasets. First, the qualitative point cloud merging results are
shown that validate the eﬀectiveness of the proposed method. Second,
as there are two operations, coarse alignment and mesh simpliﬁcation

Video 1.

4.3.2. Dependency on coarse alignment accuracy
The dependency of our point cloud merging method on coarse
alignment accuracy is tested on the EMH dataset as follows. As described in Section 3.1.1, only 3 pairs of point correspondences between
the ground and aerial point clouds are required for coarse alignment.
Here, we manually select 10 pairs of point correspondences and randomly sample 3 of them each time to coarsely align the ground point
cloud to the geo-registered aerial one 5 times. As the accuracy level of
the 10 pairs of point correspondences diﬀers, the accuracies of the 5
coarse alignments consequently diﬀer, as shown in Fig. 9a. Then, the
proposed point cloud merging method is performed on the 5 coarse
alignments, and the results are shown in Fig. 9b. From Fig. 9b, we can
see that although the accuracies of the coarse alignments diﬀer, the
accuracies of the point cloud merging results remain almost the same,
which demonstrates that the proposed point cloud merging method is
not sensitive to the coarse alignment result.

in Section 3.1, which could probably aﬀect the point cloud merging
results, the dependencies of the proposed method on coarse alignment
accuracy and mesh reduction percentage are assessed. Finally, the point
cloud merging results of the proposed method are quantitatively compared with several state-of-the-art point cloud alignment methods.
To quantitatively evaluate the merging accuracy of the proposed
method, we use an approximate evaluation method proposed in Zhou
et al. (2017). In their paper, for each point Xg with normal n g in the
ground point cloud, its nearest aerial point Xa is found ﬁrst. Then, the
projection distance d between Xg and Xa along n g is computed by
ng·(Xg − Xa )

. Finally, a cumulative error distribution (CED) curve is
drawn from the percentage of the ground points with ds less than nσ
(Strecha et al., 2008). For the projection distances larger than 10σ , they
are simply regarded as the same and cumulated at 11σ . Though it is not
an exact measure, as shown in Zhou et al. (2017), it can provide a
relatively eﬀective evaluation in practice. Note that when performing
the evaluation, the linked ground-to-aerial tracks are not involved. All
the results in the subsequent subsections (Sections 4.3.2–4.3.4) are
evaluated by this evaluation method.

d=

‖Xg − Xa ‖

4.3.3. Dependency on mesh reduction percentage
The dependency of our point cloud merging method on mesh reduction percentage is also tested on the EMH dataset as follows. The
ground sparse mesh is simpliﬁed with diﬀerent reduction percentages
(0.01%, 0.1%, 0.5%, 1%, and 2%) ﬁrst. Then, ground-to-aerial image
matching and ground-to-aerial point cloud merging are performed
based on the diﬀerent simpliﬁed meshes. The point cloud merging

4.3.1. Qualitative point cloud merging results
The proposed ground-to-aerial point cloud merging method is performed on the four evaluation datasets, and the qualitative results are
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Fig. 8. The qualitative ground-to-aerial point cloud merging results of the proposed method. From top to bottom: the results on EMH, MJH, NCT and FGT datasets.
From left to right: example ground and aerial images, ground point clouds, aerial point clouds, merged point clouds, and meshes reconstructed from the merged point
clouds.

Fig. 9. The result of dependency on coarse alignment accuracy on EMH dataset.
Coarsei (i = 1,2,…,5) in (a) and Proposedi (i = 1,2,…,5) in (b) are the 5 trials of
coarse alignment results and proposed ground-to-aerial point cloud merging
results, respectively. The curves are the cumulative error distributions with the
y-axis being the percentage of the ground points with errors <nσ .

Fig. 10. The result of dependency on mesh reduction percentage on EMH dataset. (a). The coarse alignment result and proposed point cloud merging results
with diﬀerent mesh reduction percentages. The curves are the cumulative error
distributions with the y-axis being the percentage of the ground points with
errors <nσ . (b). The average time for visible mesh extraction and the number of
matched image pairs with diﬀerent mesh reduction percentages.

results with diﬀerent mesh reduction percentages are shown in Fig. 10a.
From Fig. 10a, we can see that the point cloud merging result is poor
when the reduction percentage is low. There is almost no change in the
point cloud merging result when the reduction percentage is set to
0.01% compared with the coarse alignment, which means our proposed
point cloud merging method is ineﬀective. That is because the edge
contraction based QEM algorithm (Garland and Heckbert, 1997) fails to
preserve the topological structure of the input ground sparse mesh with
such a low reduction percentage. As the reduction percentage becomes
larger, the merging result becomes better and ﬁnally stabilizes. As a

result, our point cloud merging method is not sensitive to the mesh
reduction percentage when it is set to a proper range. In addition, as
shown in Fig. 10b, both the number of matched image pairs and the
average time for visible mesh extraction increase largely with the increase in reduction percentage. As a result, the reduction percentage is
set to 1% in this paper to balance the accuracy and eﬃciency of our
method.
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Fig. 11. The quantitative ground-to-aerial point cloud merging results. From left to right: the results on EMH, MJH, NCT and FGT datasets. The curves are the
cumulative error distributions with the y-axis being the percentage of the ground points with errors <nσ .

(2013)), the time consumed by sparse point cloud meshing (about 6 min
for FGT dataset by the method Jancosek and Pajdla (2014)) is negligible. As a result, the proposed method is much more eﬃcient than the
dense point cloud based ones (Shan et al., 2014; Gao et al., 2018).
4.4. Remark
Theoretically, the ground and aerial point clouds (and cameras) are
related by a similarity transformation. However, image based reconstruction is known to suﬀer from error accumulation and scene
drifting, especially for large-scale scenes. Thus, a single similarity
transformation is not suﬃcient to model the transformation between
them, and we resort to bundle adjustment to deal with this phenomenon in this work. In fact, by merging the point clouds via bundle adjustment, the relation between the ground and aerial point clouds (and
cameras) is no longer a single similarity transformation. In order to
illustrate the scene drifting in the original (aerial and ground) reconstructions, here the camera pose (rotation and location) diﬀerences
before and after point cloud merging by bundle adjustment are computed. Taking ground cameras for example: Suppose the ground camera
rotations and locations before and after bundle adjustment are Ri, ci
and RiBA, ciBA , respectively. Note that the bundle adjustment would
change the camera coordinate system; thus, the camera poses after
bundle adjustment should be aligned to the original ones by a similarity
s′R′ t ′⎞
, which is computed using RANSAC.
transformation: T ′ = ⎛ T
1⎠
⎝0
Then, the camera rotation and location diﬀerences are computed by
δ Ri = acos (‖Ri−RiBA R′ T ‖F ) and δci = ‖ci−T ′ciBA ‖. The aerial camera pose
diﬀerences are computed in the same way.
The above procedures are performed on NCT and FGT datasets, and
the cumulative error distribution (CED) curves of the camera rotation
and location diﬀerences with σ = 0.01° and σ = 0.01 m are drawn to
Fig. 12. The pose diﬀerences should approach zero if there is no scene
drifting in the original reconstruction. However, from Fig. 12, we can
see that the camera pose diﬀerences do exist and are larger on a largescale dataset, which illustrates that the reconstruction suﬀers from
scene drifting and a single similarity transformation is not adequate to
model the transformation between the ground and aerial point clouds
(particularly for the large-scale dataset, FGT). In addition, Fig. 12 shows
that the aerial camera rotation and location diﬀerences are larger than
those of ground ones for both NCT and FGT datasets, which can be
explained by the fact that the aerial camera poses are more sensitive to
the discrepancies between the observed feature points and the spatial
point projections.

Fig. 12. Camera pose diﬀerences before and after point cloud merging by
bundle adjustment on NCT and FGT datasets. (a). Camera rotation diﬀerences.
(b) Camera location diﬀerences. The curves are the cumulative error distributions with the y-axis being the percentage of (ground or aerial) cameras with
pose (rotation or location) diﬀerences <nσ .

4.3.4. Quantitative comparison results
We compare the proposed point cloud merging method with other
three point cloud alignment methods: Back-proj, Shan et al. (2014) and
Zhou et al. (2017). These three methods align the ground point cloud to
the aerial point cloud by estimating a similarity transformation between
them. For Back-proj, the similarity transformation between the two
point clouds is estimated with ground-to-aerial 3D point correspondences using RANSAC. The point correspondences are obtained by
intersecting the visible rays of the ground-to-aerial 2D point matches
with the ground and aerial sparse meshes. The point matches are obtained by the ground-to-aerial image matching method in this paper. In
addition, the dense point clouds for the method Shan et al. (2014) are
generated by the method Shen (2013), and the meshes for the method
Zhou et al. (2017) are reconstructed by the method Jancosek and Pajdla
(2014). Note that all these comparison methods resort to the noise 3D
geometries (point cloud or mesh) to get 3D point correspondences,
while only the 2D ground-to-aerial point matches are required for our
proposed point cloud merging method.
The results of the manually coarse alignment described in Section
3.1.1 and the above four methods (ours and the other three for comparison) are quantitatively evaluated, and the results are shown in
Fig. 11. We can see that the results of coarse alignment are far from
accurate, and all the four methods improve the results substantially. In
addition, our proposed point cloud merging method achieves the best
result in accuracy among these four methods. The possible reasons are
twofold: One is that in the proposed method, the point clouds are
merged by using 2D point matches instead of 3D point correspondences, which are sensitive to noise; the other is that a single similarity transformation used in the other three methods for comparison
is incapable of adequately modeling the transformation between the
ground and aerial point clouds, in particular for large-scale architectural scene reconstruction. As to the eﬃciency, compared with the
dense reconstruction (about 30 h for FGT dataset by the method Shen

5. Extension: from sparse to dense point cloud
In this section, we brieﬂy introduce how to produce an integrated
dense point cloud based on the merged sparse point clouds and cameras, which is a straightforward extension of this paper.
As the point clouds considered in this paper are sparse feature point
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Fig. 13. The dense reconstruction with merged ground and aerial point clouds on the NCT and FGT datasets. First row: results on NCT dataset; second row: results on
FGT dataset.

matching method performs better than several image matching approaches in terms of recall rate, precision and eﬃciency. And the proposed ground-to-aerial point cloud merging method achieves better
performance than many of the state-of-the-art point cloud alignment
methods in terms of accuracy and eﬃciency. In addition, the proposed
method is extended to generate a dense point cloud of the scene based
on merged sparse point clouds. Finally, we believe that the proposed
method is also practicable for urban scene reconstruction, which will be
our future work.

clouds, in order to give a complete and detailed scene reconstruction,
multiple-view stereo (MVS) should be performed to generate dense
points, which is a standard procedure in image based modeling.
Computing a depth-map for each image ﬁrst and then merging them
together is a common practice for large-scale MVS. In order to generate
high-quality depth-maps, the visibility of each sparse point, i.e. which
cameras can see this point, is required to guide the depth-maps computation (Shen, 2013) and neighboring images selection (Shen and Hu,
2014). To this end, we resort to the sparse mesh again to generate
visibility information across the ground and aerial views.
After merging the ground and aerial sparse point clouds, the sparse
mesh is reconstructed with the merged point clouds using the meshing
method in Jancosek and Pajdla (2014), and the visible mesh of each
(ground and aerial) camera is extracted using the OpenMVS library as
in Section 3.1.3. Then, for each facet, a visible camera list is generated,
and the facet is represented by its center. These sparse points (facet
centers) and their visibility information are used to select neighboring
images for each ground or aerial image using the method in Shen and
Hu (2014), and then we compute a depth-map for each image and
merge these depth-maps into a dense point cloud using the method of
Shen (2013). The dense reconstruction results on the NCT and FGT
datasets are shown in Fig. 13. From Fig. 13 we can see that the complete
architectural scene is reconstructed with highly detailed structural information. Though some work still needs to be done to further polish
the result, this is the ﬁrst time dense reconstruction is performed using
ground and aerial images in a uniﬁed framework to our knowledge.
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