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a b s t r a c t
With the development of hardwares such as mobile devices and portable depth cameras, on-line 3D
reconstruction on the mobile devices with depth streams as input turns to be possible and promising.
Most existing systems use volumetric representation methods to fuse the depth images and use ICP algorithm to estimate the poses of cameras. However, ICP tracker suffers from large drift in scenes containing
insufficient geometric information. To deal with this problem, we propose a stability based sampling
method which select different number of point-pairs in different windows according to their geometric
stability. In addition, we fuse the ICP tracker with the IMU information through an analysis of the condition number. Then we apply the stability based sampling method to the spatially hashed volumetric representation. Qualitative and quantitative evaluations of tracking accuracy and 3D reconstruction results
show that our method outperforms the current state-of-the-art systems, especially in scenes lacking sufficient geometric information. In total, our method achieves frame rates 20 Hz on an Apple iPad Air 2 and
200 Hz on a Nvidia GeForce GTX 1060 GPU.
Ó 2018 International Society for Photogrammetry and Remote Sensing, Inc. (ISPRS). Published by Elsevier
B.V. All rights reserved.

1. Introduction
Visual simultaneous localization and mapping (V-SLAM) aims
to simultaneously estimate the motion of a robot or a camera
and to reconstruct the geometric structure of the unknown environment that the device is observing. It is proposed in the robot
domain initially and then used as a key technique in both the
robotics and augmented reality (AR). After years of research,
some V-SLAM techniques such as feature-based V-SLAM tend
to be mature (Mur-Artal et al., 2015; Klein and Murray, 2007).
While these methods only construct a sparse representation of
the environment, high-resolution dense mapping needs to be
further studied. Dense mapping aims to obtain a high quality
3D reconstruction of the scenes. With the popularity of mobile
devices such as mobile phones and tablet computers, estimation
of the motion and 3D reconstruction of the environment using a
mobile device turn to be promising in the future. Dense on-line
reconstruction of indoor scenes on mobile devices opens up
many useful applications including 3D scanning of interesting
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objects and AR. However, mobile devices have limited computational resources, which makes on-line and realistic 3D reconstruction on mobile devices remain an unsolved problem. For
this reason, this work aims at on-line 3D reconstruction on
mobile devices.
Many recent systems have been put forward to obtain real-time
3D reconstruction. 3D reconstruction with monocular cameras
needs to recover depth information passively, which suffers from
high computational complexity. Besides, the calculated depth
images are quite noisy especially in regions with weak color texture. The consuming-level depth cameras as the Microsoft Kinect
(Microsoft, 2010) enable consumers to obtain depth information
actively. KinectFusion (Newcombe et al., 2011; Izadi et al., 2011)
fuses depth images into the volumetric representations (Curless
and Levoy, 1996), which proves to be a powerful method for generating dense, realistic 3D models. Thanks to its computational
efficiency and algorithmic simplicity, the volumetric representation method has been reimplemented lots of times and leads to a
wide range of further researches. Recently, devices such as Google
Tango (Google, 2014) and Occipital Structure Sensor (Occipital,
2014) make 3D reconstruction on mobile devices practicable.
Due to the convenience of capturing depth images and the concerns on geometric structure of the environment, we use the depth
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streams as the input to reconstruct geometric models of indoor
scenes in this work.
In this paper, we introduce a geometrically stable tracking and
dense mapping method which can perform 3D scanning at a speed
of up to 20 Hz on an Apple iPad Air 2 and 200 Hz on a Nvidia
GeForce GTX 1060 GPU. One of our contributions is to apply a stability based sampling method to the iterative closest point (ICP)
algorithm (Besl et al., 1992; Blais and Levine, 1995; Chen and
Medioni, 1991). Through extensive experiments we demonstrate
that our method is of higher accuracy, especially in scenes with
less geometric features compared to the current state-of-the-art
methods. Our second contribution lies in the fusion of ICP tracker
with inertial measurement unit (IMU) information through an
analysis of the condition number. The third contribution is that
we build uncertainty maps of the depth images captured by an
Occipital Structure Sensor and use them to adaptively determine
truncation distances during volumetric integration.

1.1. Related works
With the popularity of inexpensive depth cameras, Newcombe
et al. propose a dense 3D reconstruction framework named KinectFusion (Newcombe et al., 2011; Izadi et al., 2011), which opens up
an era of high-quality and real-time 3D reconstruction. KinectFusion makes use of a volumetric data (Curless and Levoy, 1996) to
represent the scenes. A truncated signed distance function (TSDF)
value and its weight are stored in every voxel of the volume. The
TSDF value is the distance between the center of a voxel and the
nearest surface of the observed object. Camera poses are determined by a frame-to-model ICP method, which is followed by a
simple weighted running average (Curless and Levoy, 1996) to fuse
the incoming depth images into the volumetric data. The surface is
encoded into an implicit function and the surface mesh is extracted
by marching cubes (MC) algorithm (Lorensen and Cline, 1987).
Though KinectFusion has many advantages such as its computational efficiency and algorithmic simplicity, it has some disadvantages of the representation method and the tracking method.
For the representation method: the 3D reconstruction lacks scalability because the volume is predefined; the occupied memory
increases with the entire space rather than with the surface area;
the voxels are uniformly divided, which cannot satisfy the multiresolution representation of the scenes. For the tracking method:
the effectiveness of ICP algorithm depends on the richness of geometric features; due to error accumulation the loop cannot be
closed.
Various methods have been put forward to overcome these disadvantages. Many researchers propose the moving volume method
(Roth and Vona, 2012; Whelan et al., 2015a). Voxels in the field of
view are stored and processed in the device memory, while other
voxels are turned into meshes and transferred to the long-term
memory. This procedure is irreversible and lossy. Other methods
aim to allocate and update the voxels around the actual surface
(Zeng et al., 2013; Chen et al., 2013; Steinbrücker et al., 2014;
Nießner et al., 2013; Kähler et al., 2015, 2016b). Octrees (Zeng
et al., 2013; Chen et al., 2013; Steinbrücker et al., 2014) and hash
tables (Nießner et al., 2013; Kähler et al., 2015, 2016b) are applied
to retrieve the allocated voxels. These methods reduce computational cost and spare memory occupation. In order to represent
the scene at multi-resolution, Henry et al. propose a patch volumes
method which divides the entire scene into several volume blocks
of various size and resolution (Henry et al., 2013). These volumes
are aligned with dominant planes. Kähler et al. propose a hierarchical voxel block hashing method (Kähler et al., 2016a). This method
is able to represent the observed space using higher resolution for
parts which require more detailed representation. In consideration
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of limited computational resources, we use the voxel hashing
method to retrieve the allocated voxels in our system.
In order to reduce accumulated error, some researchers try
to utilize other kinds of sensors such as RGB cameras and
IMUs. Fovis is based on the sparse features in the RGB images
and the tracking result is affected by the abundance of colortexture (Huang et al., 2011). Dense Visual Odometry (DVO)
uses depth information and RGB information simultaneously
to obtain camera pose (Steinbrücker et al., 2011), which is
appropriate for those cases with small relative poses. Whelan
fuses the Fovis, DVO and ICP tracking methods altogether to
lessen the dependence on color-textures and geometric features (Whelan et al., 2013). Nießner et al. use the integration
of angular velocity as the initialization of rotational components in ICP algorithm (Nießner et al., 2014). Tanskanen
et al. fuse the IMU measurements and vision measurements
with Extended Kalman Filter (EKF) (Tanskanen et al., 2015).
Li and Mourikis propose MSCKF to fuse multi-sensor measurements (Li and Mourikis, 2013). In our system we use the integration of angular velocity as the initialization of rotational
components for ICP.
Based on the above methods, some systems aim to achieve the
goal of 3D reconstruction on mobile devices using RGB-D images
and IMU information. Kähler et al. introduce a system named InfiniTAM which integrates depth images at very high frame rates
(Kähler et al., 2015, 2016b). They make substantial improvements
on the voxel hashing method (Nießner et al., 2013) and achieve a
rate of up to 20 Hz when processing IMU augmented 320  240
depth images on Apple iPad Air 2. However, InfiniTAM suffers from
large drift if the depth images contain insufficient geometric features. Klingensmith et al. propose CHISEL which enables housescale dense 3D reconstruction on a Google Tango (Klingensmith
et al., 2015). They use the voxel hashing to represent the scene
and combine visual-inertial odometry (VIO) with ICP to track the
camera.
1.2. System outline
In accordance with what is widely used in previous works, we
use the volumetric representation method to integrate depth
images. Our system is composed of four main units as what is proposed in KinectFusion, which is shown in Fig. 2.
(a) Preprocessing: When a depth image is input, a dense vertex
map and a normal map in the camera coordinate system are
generated. Additionally, an uncertainty map representing the
standard deviation (STD) of the depth noise and a gradient
map used to determine the depth discontinuities are calculated
as well.
(b) Camera Tracking: We register the input depth image and
the ray-casted depth image from the proceeding camera pose
through the well-known ICP algorithm to get a 6-DoF rigid relative transformation between them. If IMU is available, we fuse
ICP tracker with IMU information.
(c) Volumetric Integration: After estimating the camera’s global pose, depth images are integrated into a TSDF model
through running average. The truncation distance is adaptive
according to the noise level of measured depth.
(d) Surface Prediction: Ray-casting the volumetric model into
a predicted surface is the final unit. This predicted surface is
aligned with the live depth image in the tracking stage and provided to the user for visualization.
Each of the above units is elaborate in the following sections. One
example of our reconstruction result on the real-world scene is
shown in Fig. 1
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ri ðuÞ ¼ 0:003d2i ðuÞ

ð5Þ

An uncertainty map Ri is obtained by calculating ri ðuÞ of each pixel
in the depth image.
Furthermore, the depth noise on the discontinuities of depth
image is always large due to occlusion between objects or notable
variation of surface normal. In order to determine the depth discontinuities, we apply a gradient operator on each pixel of the
input depth image and generate a gradient map. The gradient of
pixel u goes as:

g i ðuÞ ¼ SobelðuÞ

ð6Þ

SobelðÞ is the Sobel gradient operator, which is chosen owing to its
robustness to noise. Thus we obtain a gradient map Gi which is used
in the later stability based sampling section. The processing in this
stage can be fully parallelized with GPU and doesn’t cost much time.
3. Camera tracking

Fig. 1. Example of our 3D reconstruction result.

2. Preprocessing
For the incoming depth image Di at time i, we back-project

every pixel u ¼ ðu; v ÞT and its depth value di ðuÞ into a 3D vertex
v i ðuÞ in the camera coordinate system,

v i ðuÞ ¼ di ðuÞK1 ½u; 1T

ð1Þ

given the pre-calibrated intrinsic matrix K (of the depth sensor).
The camera model used here is the pinhole model. In this way a vertex map Vi is formed. Meanwhile, a normal map Ni is generated
with each normal vector as:

ni ðuÞ ¼ ðv i ðu þ 1; v Þ  v i ðu; v ÞÞ
ðv i ðu; v þ 1Þ  v i ðu; v ÞÞ

ni ðuÞ ¼

ð2Þ

As is discussed in the previous section, we care about how to
generate a dense 3D reconstruction of indoor scenes given the
depth images as input. In line with KinectFusion framework, we
adopt frame-to-model tracking approach, which aligns the current
vertex map with the predicted vertex map from the proceeding
camera pose. In order to register the two vertex maps, the ICP algorithm is used. The projective data association (Blais and Levine,
1995) and the point-to-plane error metric (Chen and Medioni,
1991) are used in ICP algorithm. Here our contribution is to use a
stability based sampling method to select point-pairs with sufficient constraints for ICP, and fuse ICP tracker with IMU information
through an analysis of the condition number. By that, the camera
tracking procedure is more robust in geometrically featureless
scenes.
3.1. Point-to-plane error metric

ni ðuÞ
kni ðuÞk

ð3Þ

where ni is normalized to unit length.
The 6-DoF camera pose matrix that represents a rigid body
transformation from camera coordinate system at time i to the global coordinate system is: Tg;i ¼ ½Rg;i jtg;i , where Rg;i is a 3  3 rotation matrix and tg;i is a 3D translation vector. Given this matrix, a
vertex and its normal depicted in the camera coordinate system
are
transformed
into
global
coordinate
system
as:
v g;i ðuÞ ¼ Tg;i v i ðuÞ and ng;i ðuÞ ¼ Rg;i ni ðuÞ.
In addition to a vertex map and a normal map, an uncertainty
map representing STD of the depth noise and a gradient map used
to determine the depth discontinuities are calculated in this stage.
Many scholars have done lots of research to determine the noise
model of structured-light based Microsoft Kinect. Nguyen et al. calculate the STD of depth noise according to the distance and angle of
the Kinect to an observed surface (Nguyen et al., 2012). The function goes as follows:

ri ðuÞ ¼ 0:0012 þ 0:0019ðdi ðuÞ  0:4Þ2
0:0001
ﬃﬃﬃﬃﬃﬃﬃﬃ
þp

di ðuÞ

hi ðuÞ2

ðp2hi ðuÞÞ

ð4Þ

2

In this equation, di ðuÞ is the depth value of pixel u, and hi ðuÞ is the
angle between surface normal and the z axis. For Occipital Structure
Sensor, the relation of depth precision and observed depth is
explained in its website.1 We fit the curve and calculate the STD
of Occipital Structure Sensor’s depth noise by:

Assuming that the point-pairs have been obtained by the projective data association method, then the transformation Tg;i from
camera coordinate system at time i to the global coordinate system
is calculated by minimizing the following point-to-plane error
EðTg;i Þ:

EðTg;i Þ ¼

X

g
g
^ i1
^ Þ  ðTg;i v_ i ðuÞ  v
^ ÞÞÞ
^ i1
ðn
ðu
ðu

2

ð7Þ

u2Di

^ corresponds to u by projective data association.
where u

v_ i ðuÞ ¼ ½v i ðuÞ; 1T

is the homogeneous form of vertex v i ðuÞ in the
g
^ Þ is the predicted vertex at
^ i1
ðu
current vertex map at time i and v
g
g
^
^ Þ. They are
^
^ i1
ðu
time i  1. ni1 ðuÞ is the predicted normal of v
^
^
_
abbreviated as v i ; v i1 and ni1 respectively. Determining the global
pose of camera by minimizing EðTg;i Þ is named ICP tracker in this
paper.
If too many point-pairs come from regions with less geometric
features such as from the plane or the sphere region, the algorithm
may fail to converge due to the lack of sufficient constraints. Prior
to elaborating on how to obtain enough constraints by stability
based sampling, we need to analyze the point-to-plane error in
detail. The analysis is in line with Handa (2014).
Using the trick of linearizing the transformation around a fore g;i , the error is simplified to:
mer estimate T

EðxÞ ¼

X
2
e g;i v_ i  v
^ Ti1 ðexpðxÞ T
^ i1 ÞÞ
ðn

ð8Þ

Di

expðxÞ is the mapping from se(3) to SE(3). x is a 6  1 parameter
1

https://s3.amazonaws.com/io.structure.assets/structure_sensor_precision.pdf.

vector composed of a rotation vector r ¼ ðr x ; r y ; rz ÞT and a transla-
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Fig. 2. System flowchart.

tion vector t ¼ ðt x ; t y ; t z ÞT . The solution vector is obtained by solving
the following normal equation

XT
X T
ðJi Ji Þx ¼
Ji ei ð0Þ
Di

ð9Þ

Di

where Ji is the Jacobian matrix:
T

e g;i v_ i  n
^ Ti1 ð T
^ i1 Þ Þ
Ji ¼ ðn

ð10Þ

Then the update comes down to:

e g;i ( expðxÞ T
e g;i
T

ð11Þ

P

H ¼ ðJTi Ji Þ is a 6  6 covariance matrix. A Cholesky decomposition
is commonly used in SLAM to solve the normal equation when considering efficiency. However, normal equation method is numerically stable only if the condition number of H is small. We use
the condition number of H as a measurement of stability. We calculate the condition number under L2 norm of H. Let v 1 . . . v 6 be the
eigenvectors of H with the corresponding eigenvalues
k1 P . . . P k6 , the condition number of H is calculated as:
c ¼ k1 =k6 . Our goal of sampling is to produce a covariance matrix
H which has a smaller condition number. As is common with PCA
methods, we shift the center of the vertex set and scale the vertex
set such that the averaged distance from the origin to the vertex
set is equal to 1 to calculate the covariance matrix.
3.2. Stability based sampling

Algorithm 1. Stability based sampling method.
Input The subset of Vi which are not on the depth
discontinuities in the current depth map Di .
Output A subset of Vi of size of N.
1: Form the covariance matrix H by randomly sampling N
points from Vi and calculate its condition number c.
2: Uniformly divide Di into W windows and calculate local
condition number ck of each window.
3: If c < T max , calculate the weighting factor of window k by
wk ¼ wk;min ðck ; dk Þ; else, calculate the weighting factor of
window k by wk ¼ wk;max ðck ; dk Þ, where dk is the mean
depth of pixels in window k.
 k and randomly sample
4: Normalize the weight wk to w
 k  N points from window k.
w
5: return N sampled points.

Researchers have put forward a number of sampling methods
either to get rid of redundant point-pairs or to obtain sufficient
constraints (Rusinkiewicz and Levoy, 2001). However, these sampling methods cannot guarantee to lower the condition number
of ICP. Gelfand et al. propose a greedy method to select samples
from point-pairs to enhance the geometric stability of the point-

to-plane error metric (Gelfand et al., 2003). The method needs to
calculate and sort the constraints of every point on the eigenvectors, which is time-consuming. In order to select point-pairs efficiently, we propose a sampling method based on the local
stability. Our method has less computational cost and is able to
lower the condition number substantially when the constraints
are insufficient. The overall method is described in Algorithm 1.
Because depth noise on the discontinuities of depth image is
always large, we firstly sample the subset of Vi that are not on
the depth discontinuities and use the sampled points as input. If
the gradient of u is larger than a threshold, that is

g i ðuÞ > T edge ðuÞ

ð12Þ

the pixel u is regarded on the depth discontinuities. The threshold is
selected by T edge ðuÞ ¼ ari ðuÞ, where a is a scaling parameter and
ri ðuÞ is the STD of depth noise for pixel u.
In order to estimate the stability of the ICP algorithm, we form
the covariance matrix H and calculate its condition number c
firstly. We randomly sample a set of points in the current vertex
map to reliably determine the covariance matrix. The number of
points depend on the size of overlap region, the resolution of the
mesh, and the magnitude of noise in the input data. We randomly
sample 1% of the total points for the covariance matrix
determination.
To overcome the problem of Gelfand et al. (2003), we measure
the geometric stabilities of sub-windows and randomly sample
points from them based on their stabilities. Firstly the input depth
image is uniformly divided into several windows and the local condition number ck of each window is calculated. The local condition
number is an indicator of the geometric stability for each window.
If a window has a larger condition number, less points need to be
sampled from it. In addition, if the window is farther from the camera, which means the window contains more noise, less points
should be sampled as well. We form the weighting function
wk ðck ; dk Þ of window k as a produce of the stability weight and
the distance weight as:
dist
wk ðck ; dk Þ ¼ wstab
k ðc k Þ  wk ðdk Þ

ð13Þ

where dk is the mean depth of pixels in window k. According to the
noise model of a consumer depth camera, we set:

wdist
k ðdk Þ ¼

1
2

dk

ð14Þ

The stability weight is determined by the condition number c. If
the condition number c is less than a threshold T max , it indicates
there are sufficient constraints in the depth image. In this case
we set:

1
wstab
k;min ðc k Þ ¼ l
ck

ð15Þ

dist
wk;min ðck ; dk Þ ¼ wstab
k;min ðc k Þ  wk ðdk Þ

ð16Þ
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where l > 0 is a power factor. However, if the condition number is
larger than the threshold T max , it indicates the constraints are insufficient. Most points should be sampled from the windows with
small condition numbers. So we set:

wstab
k;max ðc k Þ ¼

1
ctk

dist
wk;max ðck ; dk Þ ¼ wstab
k;max ðc k Þ  wk ðdk Þ

where

ð17Þ
ð18Þ

t > l is a power factor. Then the weight is normalized as:

w
k ¼ P k
w
k wk

ð19Þ

 k  N points from window k. After the N
We randomly sample w
points are sampled, we obtain their corresponding points and calculate the relative pose using ICP algorithm with these sampled
point-pairs. The sampled points are fixed at each iteration of ICP
algorithm. The used parameters in our method are discussed in
the experiment section. The sampling method is parallelized to
guarantee high frame-rate processing speed on mobile devices.
3.3. Fusion of ICP tracker and IMU information
The proposed stability based sampling method enables to
obtain sufficient information to constrain the transformation in
scenes with less geometric features. However, if the condition
number is very large which means the scene contains almost no
constraints, the proposed sampling method is no longer effective.
For 3D reconstruction on mobile devices, the embedded inertial
measurement unit (IMU) can provide additional information for
tracking. It is convenient to obtain the rotational components of
camera poses with IMU. Other than utilizing IMU to get absolute
poses, we use IMU to obtain the relative poses between two consecutive images in order to reduce the IMU drift. Commonly the
IMU information is used as the initialization for the ICP tracker
to accelerate convergence. However, if the ICP is unstable, the output of ICP is worser than the initialization. We fuse the ICP tracker
with the IMU information through an analysis of the condition
number. The basic idea of our fusion method is that if the condition
number is very large, we fix the rotational component during iterations in ICP. Furthermore, the stability based sampling is used to
make ICP algorithm more stable. We propose a fusion framework
as shown in Fig. 3.
Firstly we obtain the relative rotation DRIMU through IMU information and calculate the initialization RIMU for ICP tracker by multiplying it with the camera pose of the previous frame. Then we
register the two vertex maps by applying the ICP algorithm with

random sampling. The condition number c of ICP is calculated.
There is no need to recalculate the ICP algorithm of the condition
c 6 T min because in this case the ICP algorithm is considered sufficiently constrained. The relative camera pose is obtained as
½RICP jtICP . If T min < c 6 T max , it’s necessary to apply the stability
based sampling method to the registration and obtain the relative
camera pose ½RICP jtICP . In the case that c > T max , we use the stability
based sampling method as well, but we fix the rotational component as RIMU in this case during iterations in ICP algorithm because
the IMU is of high accuracy in a short time. The relative camera
pose is denoted as ½RIMU jtICP . In this way we obtain camera pose
with the fusion of ICP tracker and IMU information during the
tracking stage.
4. Volumetric integration
In line with KinectFusion, we integrate depth images into a volumetric representation. Each voxel in the volume stores a TSDF
value and its weight. The TSDF value specifies a relative distance
to the actual surface, which is positive in front of the surface and
negative behind the surface. The use of truncation distance is to
account for the uncertainty of a depth measurement. Iso-surface
with the value of zero denotes the actual surface and is extracted
by Marching Cubes algorithm. During volumetric integration we
use an adaptive truncation distance as in Klingensmith et al.
(2015) to account for depth uncertainty and spatially hashed TSDF
to reduce memory footprint.
When a depth image is captured at time i, its pose Tg;i is calculated by the method in the previous section firstly. The inverse
matrix of Tg;i is denoted as Ti;g . For every allocated and visible voxel
with a global position v g , its position in the depth camera’s reference frame is v i ¼ Ti;g v g . The pixel corresponding to this voxel is
u ¼ pðKvi Þ, where
value as follows,

pð½x; y; zT Þ ¼ ½x=z; y=zT . We calculate the SDF

sdfi ¼ di ðuÞ  v i

ðzÞ

ð20Þ

The superscript ðzÞ means to selects Z-component of a vector.
4.1. Adaptive truncation distance
Because depth images are corrupted by noise, traditional volumetric methods update the voxels that lie within a fixed truncation
distance of the measured value on the assumption that the true
value lies in the interval. If the noise is larger than the truncation
distance, the assumption above is invalid. Using a fixed truncation
distance is not appropriate for noisy data. We use an adaptive truncation distance to account for the noisy data, the truncation distance is calculated as:

lðuÞ ¼



b  ri ðuÞ;
b  s;

ri ðuÞ P s
ri ðuÞ < s

ð21Þ

where s is the predefined resolution of voxels, b is a scaling parameter and ri ðuÞ is the STD of depth noise for pixel u. If the noise of a
depth value is large, we enlarge the truncation distance accordingly,
which ensures that the true depth value lies within the truncation
distance.
If sdfi > lðuÞ, the TSDF value is updated using a weighted running average:



i
tsdfi1 wi1 þ min 1; lsdf
ðuÞ
tsdfi ¼
wi1 þ 1
Fig. 3. Fusion of ICP tracker with IMU information.

ð22Þ

where w is the number of observations. Through these procedures,
the captured depth images are fused into a TSDF representation.
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4.2. Spatially hashed TSDF
For 3D reconstruction on mobile devices, it is necessary to store
information around the actual surface so as to reduce the memory
footprint. We adopt the scheme used in CHISEL and InfiniTAM.
They use a sparse TSDF method, which requires only to allocate
and update the voxels inside the truncation distance. Details can
be found in Kähler et al. (2015).
5. Surface prediction
The volumetric model encodes the surface of the scene and the
iso-surface with zero TSDF value represents the surface. In this
stage we aim to extract the point set on the surface for camera
tracking as well as for visualization.
Ray-casting method is commonly used in computer graphics
and is brought in the KinectFusion system. It is used as a basic
operation to extract the surface which means to find the intersection of the pixel ray with the surface. InfiniTAM makes many
improvements to this procedure in order to speed up processing
on mobile devices. The improvements are the use of minimum
and maximum searching length, various ray-casting step lengths,
efficient calculation of surface normals and approximate raycasting. These improvements are also adopted in our system and
details can be found in Kähler et al. (2015).
6. Experiments
We discuss the experimental settings in Section 6.1. In Section 6.2 we compare the tracking accuracy with some state-ofthe-art real-time 3D reconstruction systems on the ICL-NUIM
benchmark (Handa et al., 2014). We compare the quantitative
and qualitative 3D reconstruction results in Section 6.3.
6.1. Experimental settings
In order to perform a live 3D scanning, we use an Occipital
Structure Sensor to capture the depth images with a resolution of
320  240. Before 3D scanning, we calibrated the infrared camera
of the Occipital Structure Sensor. More specifically, we captured
several infrared images of a checkerboard from various view and
distance, and use the Camera Calibration Toolbox for Matlab2 to
calibrate the infrared camera.
We perform the live 3D reconstruction on-line on an Apple iPad
Air 2. The Apple iPad Air 2 uses the Apple A8X CPU which has three
cores clocked at 1.5 GHz. Besides, the Apple iPad Air 2 has 2 GB
RAM and the PowerVR GPU has 8 cores. The depth images and
the IMU are captured at 30 Hz and 100 Hz respectively. Our geometrically stable tracking and dense mapping system achieves
frame rates 20 Hz with the use of Apple Metal. We also test our
system (SS+ATD, v ¼ 2) on a desktop PC with an Intel Core i76700K CPU and a Nvidia GeForce GTX 1060 GPU. On the PC our system achieves up to 200 Hz.
We empirically determine the number of points to be sampled.
We conduct the experiment on our system given the ICL-NUIM living room kt1 and living room kt2 as input. We randomly sample
0:1%; 1%; 10%; 100% of point-pairs to perform the ICP. The sampled points are fixed at each iteration in ICP. The condition numbers of their covariance matrix are shown in Fig. 4. We notice
that sampling more than 1% of all points is sufficient to determine
the covariance matrix. The sampled points number N is set to be
1% of all points.
2

http://www.vision.caltech.edu/bouguetj/calib_doc/.
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The window size that we uniformly divide into is 40  40. For
input depth images of size 640  480, we divide them into
W ¼ 192 windows; for input depth images of size 320  240, we
divide them into W ¼ 48 windows. We set the power factors l
and t in the weighting function as 1 and 2 respectively to ensure
that more points are sampled in stable windows. Additionally we
compare the tracking accuracy and 3D reconstructions between
the results under different t values in the following sections.
Trade-offs are needed when setting the condition number
thresholds in the fusion of ICP tracker with IMU information. T min
is a balance between the processing time and the stability of the
algorithm. If T min is small, the unnecessary sampling procedure
could cost much time; if T min is large, the procedure takes less time
but ICP algorithm may be unstable. As there are inaccuracies both
in ICP algorithm and in IMU measurements, we use T max as a tradeoff between selecting the output of ICP and selecting IMU integration when determining the rotational component of the camera
pose. If the IMU is high-precision, we trust more on the IMU integration than on the ICP algorithm and T max should be smaller. If the
IMU measurements are inaccurate, T max should be larger. However,
if the IMU inaccuracies are too large, and the initialization for ICP is
too erotic such that the subsequent ICP cannot converge, our
method will fail. In our experiment we set T max ¼ 50 and T min ¼ 20.

6.2. Tracking accuracy evaluation
In order to evaluate the tracking performance of our method,
we compare the tracking trajectories obtained by our system with
the ground truth trajectories on the synthetic ICL-NUIM benchmark. The aligned trajectories are shown in Fig. 5. We also compare
the tracking accuracy with the current state-of-the-art systems.
DVO SLAM (Steinbrücker et al., 2011), RGB-D SLAM (Endres et al.,
2012), Kintinuous (Whelan et al., 2015a) and ElasticFusion
(Whelan et al., 2015b) combine depth information with color information to construct the camera tracker. For InfiniTAM, we run the
open source code3 and compare with its ITM-ICP-ARC (ICP tracker,
approximate ray-casting) tracking mode using the default parameters. Our method and ITM-ICP-ARC only use the depth information
to estimate the camera pose.
The absolute trajectory (ATE) root-mean-square error metric
(RMSE) is used to quantitatively evaluate the tracking accuracy,
which measures the root-mean-square value of the Euclidean distances between the estimated camera poses and the ground truth
poses (Sturm et al., 2012). The ATE RMSE of these methods are
shown in Tables 1 and 2. Our method has a comparable performance in most of the sequences and performs the best in living
room kt3 and office kt1 significantly. The above two sequences
are composed of insufficient geometric and color features. Other
methods suffer from large drift due to insufficient constraints for
the tracker. The comparison of condition numbers of ICP algorithm
before and after sampling for living room sequence is shown in
Fig. 6. These figures show that our sampling method effectively
lowers the condition numbers of ICP algorithm. However, if the
condition number is too large, which implies the scenes are largely
composed of featureless objects, our sampling method also
becomes ineffective as other methods. If the scene only contains
unstable information such as living room kt0, our system has a
worse result compared to ElasticFusion and RGB-D SLAM where
color information is also used to provide additional constraints.
We investigate the effects of the stability based sampling and
the adaptive truncation distance by comparing the tracking accuracy. Quantitative results are shown in Table 1. In this table, SS
stands for only using the stability based sampling and SS+ATD
3

https://github.com/victorprad/InfiniTAM.
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Fig. 4. Comparison of condition numbers when randomly sample 0:1%; 1%; 10%; 100% of points-pairs to perform the ICP on the ICL-NUIM living room kt1 and kt2. Sampling
1% of all points is sufficient for the covariance matrix to stabilize.

Fig. 5. Estimated trajectories compared against the ground truth trajectories, first row for the living room sequence from kt0 to kt3 and second row for the office sequence
from kt0 to kt3. The tracking trajectories produced by our method is close to the ground truth.

Table 1
Tracking accuracy (unit: m) on the living room sequence. Bold shows the best result. The first four methods use color and depth information while the others only use depth
information. In the table, SS stands for stability based sampling and ATD stands for adaptive truncation distance.
Method
DVO SLAM
RGB-D SLAM
Kintinuous
ElasticFusion
ITM-ICP-ARC
Ours
Ours
Ours
Ours

(SS, t ¼ 1)
(SS, t ¼ 2)
(SS+ATD, t ¼ 1)
(SS+ATD, t ¼ 2)

kt0

kt1

kt2

kt3

0.104
0.026
0.072
0.009
0.083

0.029
0.008
0.005
0.009
0.005

0.191
0.018
0.010
0.014
0.015

0.152
0.433
0.355
0.106
0.119

0.072
0.065
0.071
0.063

0.005
0.004
0.005
0.004

0.015
0.014
0.014
0.013

0.160
0.072
0.156
0.069

stands for using both of them. The results show that the stability
based sampling is to tackle the situation where the scanned scenes
contain less geometric features. The use of the adaptive truncation
distance improves the results notably if many parts of the scanned
scene contain large depth noise. We also compare the tracking

accuracy when using different t values. t ¼ 1 performs worser
than t ¼ 2 because that more points are sampled in unstable windows when t ¼ 1.
The ICL-NUIM dataset used in our experiment contains simulated depth noise. They add independent and identically dis-
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Table 2
Tracking accuracy (unit: m) on the office sequence. Bold shows the best result. All of
these methods only use depth information. In the table, SS stands for stability based
sampling and ATD stands for adaptive truncation distance.
Method
ITM-ICP-ARC
Ours (SS+ATD,
Ours (SS+ATD,

t ¼ 1)
t ¼ 2)

kt0

kt1

kt2

kt3

0.012
0.012
0.011

0.101
0.037
0.025

0.013
0.014
0.013

0.016
0.017
0.014

tributed Gaussian noise along the z-direction and along the directions perpendicular to z. In our method, we introduce a distance
weight to account for the noise along the z-direction and skip those
vertexes on the depth discontinuities to account for the noise along
the directions perpendicular to z. Experiments on the ICL-NUIM
dataset show that by the above handling, our method is robust
to these kinds of depth noise.

6.3. 3D reconstruction evaluation
We evaluate the 3D reconstruction results of our method on the
living room sequence. The ICL-NUIM benchmark provides the
ground truth 3D model of the synthetic living room for the accuracy evaluation. We compare the 3D reconstruction accuracy with
some other methods in Table 3. Qualitative results of living room
sequence kt3 are shown in Fig. 7. The details of the 3D reconstruction results show that the InfiniTAM has registration errors while
our method has a better performance. 3D reconstruction results
of ours (SS, v ¼ 2) and ours (SS+ATD, v ¼ 2) on the living room
sequence kt2 are shown in Fig. 8. Using adaptive truncation distance smooths the areas with large noise. In addition to the above
synthetic scenes, we also test our method on the real-world scenes.
Fig. 9 is the 3D reconstruction results of heads sequence from
Microsoft RGB-D Dataset 7-Scenes (Glocker et al., 2013) which is
recorded from a hand-held Kinect at 640  480 resolution. The

Fig. 6. Comparison of condition numbers of ICP algorithm before and after sampling for living room sequence. Our sampling method effectively lowers the condition numbers
of ICP algorithm.

Table 3
3D reconstruction accuracy (unit: m) on the living room sequence. Bold shows the best result. The first four methods use color and depth information while the others only use
depth information. In the table, SS stands for stability based sampling and ATD stands for adaptive truncation distance.
Method
DVO SLAM
RGB-D SLAM
Kintinuous
ElasticFusion
ITM-ICP-ARC
Ours
Ours
Ours
Ours

(SS, t ¼ 1)
(SS, t ¼ 2)
(SS+ATD, t ¼ 1)
(SS+ATD, t ¼ 2)

kt0

kt1

kt2

kt3

0.032
0.044
0.011
0.007
0.012

0.061
0.032
0.008
0.007
0.006

0.119
0.031
0.009
0.008
0.009

0.053
0.167
0.150
0.028
0.058

0.014
0.013
0.014
0.012

0.007
0.006
0.007
0.006

0.009
0.009
0.009
0.008

0.077
0.030
0.072
0.025

Fig. 7. 3D reconstruction results of the living room kt3. From left to right are details of ITM-ICP-ARC, details of ours (SS+ATD,
when the scene contains insufficient geometric information.

v ¼ 2). Our method shows the effectiveness
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Fig. 8. 3D reconstruction results of the living room kt2. From left to right are details of ours (SS,
smooths the areas with large noise.

v ¼ 2), details of ours (SS+ATD, v ¼ 2). Using adaptive truncation distance

Fig. 9. 3D reconstruction results of heads sequence from Microsoft RGB-D Dataset 7-Scenes. From left to right are overview and details of ITM-ICP-ARC, overview and details
of our result. Our method has better details.

Fig. 10. 3D reconstruction results of a 3m  5m  2m living room. From left to right are overview and details of ITM-ICP-ARC, overview and details of our result. Our method
succeeds to reconstruct the scene while InfiniTAM fails.

results show that our method has better details. Fig. 10 is the 3D
reconstruction results processed on-line on an Apple iPad Air 2
with depth images and IMU information as input. The images are
captured in a 3m  5m  2m living room. Because of the featureless
door and walls in the living room, ITM-ICP-ARC fails to reconstruct
the scene while our method reconstructs the room correctly.
We investigate the effectiveness of using condition number to
fuse ICP tracker and IMU information, by removing the stability
based sampling. We scan a desk in our office and perform 3D

reconstruction on-line on an Apple iPad Air 2. There is only a book
on the desk, which makes ICP tracker unsTable 3D reconstruction
results are shown in Fig. 11. The results show that fusing ICP
tracker with IMU information through an analysis of the condition
number is effective to improve the camera tracking. However,
there are still some reconstruction errors because the translation
vector of the camera pose needs to be obtained by ICP. Applying
stability based sampling to the fusion could improve the reconstruction results.
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Fig. 11. 3D reconstruction results of a desk in our office. From left to right are results of only using IMU integration as the initialization of ICP, results of our fusion method
without the stability based sampling, and results of our fusion method with the stability based sampling.

Table 4
Comparison between the actual lengths of five line segments on the desk with the
lengths measured in the reconstructed model.
Line segment

Length in the reconstructed model

Actual length

AB
CD
DE
FG
GH

160.9 cm
65.7 cm
71.2 cm
20.7 cm
28.7 cm

160 cm
65 cm
72 cm
20.7 cm
29.0 cm

To illustrate the reconstruction accuracy of real-world scenes,
we compare the actual lengths of five line segments on the desk
with the lengths measured in the reconstructed model. The
selected line segments and their lengths are depicted in Fig. 11
and Table 4, from which we know that our reconstruction accuracy
is fairly accurate.
7. Conclusion and future work
In this paper, we propose a geometrically stable tracking and
dense mapping method which can perform 3D scanning at a speed
of up to 20 Hz on an Apple iPad Air 2 with the depth streams captured by Occipital Structure Sensor as input. We use a geometrically stability based sampling method, which selects different
numbers of point-pairs in windows of different stability, to reduce
tracking drift in scenes with insufficient geometric features. On the
mobile devices, we propose to fuse the ICP tracker with the IMU
information based on condition number distribution. Experiments
show that our method achieve a good performance in scenes lacking sufficient geometric features.
Compared to other methods, though our method is more robust
to the scene containing less geometric features, it fails if the geometric features are too few. More specifically, computing the translational component of the camera pose by the ICP tracker is
impossible. It is necessary to fuse the ICP tracker and the IMU
information in a deeper level in the future. Furthermore, overcoming challenges such as motion effects, accumulated drift and a random lack of depth streams when performing 3D reconstruction of
the real-world scenes are directions of our future work.
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