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Abstract—Incremental Structure-from-Motion (SfM) technique is the most prevalent way for image-based reconstruction,
but its robustness is highly relying on each camera registration,
where a false calibration could make everything following fail. In
this paper, we propose a voting-based incremental SfM approach
to improve upon the camera registration process. First, the
degree of closeness between cameras is used as the vote to
determine which cameras are going to register. Then, for each
camera, two methods are simultaneously used to estimate the
camera pose, and the number of inliers is used as the vote to
determine which pose is more accurate. Finally, by estimating the
priori global camera rotations from the view-graph, the camera
poses that are consistent with the priori camera rotations are
considered as getting double votes and preferentially kept. After
all these prioritized cameras are calibrated, the other cameras
are then incrementally registered. Compared to the state-of-theart incremental SfM approaches, extensive experiments demonstrate that our system performs similarly or better in terms of
reconstruction efficiency, while achieves a better robustness and
accuracy. Especially for the ambiguous datasets, our system has
a better potential to reconstruct them.1

I. I NTRODUCTION
Structure-from-Motion (SfM) technique is commonly used
for calibrating the camera poses as well as reconstructing
the sparse scene structure from a large set of uncontrolled
image collections [1], [2]. Its pipeline usually consists of three
modules: seed reconstruction, iterative camera registration
and bundle adjustment. Based on the difference of iterative
camera registration manner, SfM could be categorized into
two classes: incremental and global.
Incremental SfM technique [3]–[7] usually starts with a seed
selection and reconstruction, then based on the reconstructed scene, the other cameras are iteratively registered. After
each camera registration, the scene structure are expanded
by the newly added cameras and then refined by the bundle
adjustment (BA). Instead of iteratively expanding from a local
reconstruction, global SfM technique [8]–[12] simultaneously
estimates the camera poses by rotation averaging [13], [14]
and translation averaging techniques [15], and then performs
a one-off tracks triangulation and bundle adjustment. While
efficient, the global manner especially for the translation
averaging part is much sensitive to the feature match outliers.
As a result, recent global SfM approaches perform epipolar
edge filtering [16] or refining [17] before the camera poses
calibration. However in this way, the completeness of scene
reconstruction usually could not be guaranteed. In comparison,
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Fig. 1. Our reconstruction result on two public ambiguous datasets: “Temple
of Heaven” [19] and “Indoor” [20], where red cones denote the calibrated
camera poses.

benefiting from the RANSAC technique and iterative BA,
incremental SfM has been considered as a more robust way
to tackle feature match outliers. Here the outliers usually refer
to the random feature matches, then by finding the largest
consistent subset in RANSAC scheme, those outliers could
be eliminated. However, since the incremental SfM treats
each camera and epipolar edge equally, when the feature
match outliers in some epipolar edges overwhelm the match
inliers, the camera registration may be degenerated locally,
then with the iterations going on, the progressively expanded
scene structure would be wrong, which is commonly called
the “scene drift” [18]. As a result, the incremental manner is
actually sensitive to each camera registration.
Thus in this paper, in order to robustly perform the camera
registration, we propose a voting-based SfM technique to
determine: (1) which pair of cameras is selected as the seed,
(2) which cameras are going to be registered, (3) how these
cameras could be calibrated, and (4) whether the calibration
result is convincing. For the seed selection, the number of
possibly calibrated cameras is considered as the vote to
determine which epipolar edges are the seed candidates. For
the second problem, the degree of closeness between the
calibrated cameras and un-calibrated cameras is considered
as the vote to determine which cameras are more likely to be
calibrated. For the third problem, given the 2D-3D correspondences, we utilize two methods to estimate the camera poses
simultaneously, and then the number of inliers is considered
as the vote to determine which one is correct. For the last
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Fig. 2. Pipeline of our voting-based incremental SfM system.

problem, we are the first to introduce the verification step. We
estimate the priori global camera rotations from the view-graph
first. When the calibrated camera rotation is consistent with
its priori camera rotation, it is preferentially kept, otherwise
discarded temporally. After all these prioritized cameras are
calibrated, the other cameras are incrementally registered. The
consistency means that this calibrated camera pose has double
votes, indicating that it is more likely to be a correct one.
Since a small number of epipolar edge outliers does not affect
the global rotation estimation, the global rotation info actually
verify the incremental calibration process and improve the
robustness of camera calibration.
Fig. 1 shows our reconstruction results on two public
ambiguous datasets: Temple of Heaven [19] and Indoor [20].
From the sampled images, we could see that for both datasets,
there are many symmetric texture patterns in both the image
captured in the front (0 deg) and the image captured in another
view (180 deg), which would result in many epipolar edge
outliers in the view-graph. Later experiments will show that
this dataset is wrongly reconstructed by both the state-of-theart SfM approaches: Theia [21] and COLMAP [7]. However,
with our voting-based SfM technique, the reconstructed scene
structure is more sensible. Especially for that each camera has
a priori rotation, which is not that accurate but most of them
have a certain degree of accuracy, then the gross calibration result in the incremental process would be discarded temporally.
With the scene structure become more complete and accurate,
those un-calibrated cameras could see more accurate 2D-3D
correspondences, which contributes to produce more accurate
camera poses.
II. R ELATED W ORK
Seed Selection Since incremental SfM progressively expands the local reconstruction, it usually selects the seeds
carefully [5], [22], [23]. VSFM [5] seeks an image pair with
sufficient feature matches but contains few homographic ones
to avoid the configuration of pure-rotation. Haner et al. [22]
fuses the covariance propagation into the seeds selection
and points out that a well-determined camera should have
both small estimated covariance and low re-projection error.
However, such methods actually do not consider the following
camera registration. To make the seed reconstruction become
more robust, we utilize the number of possibly registered
cameras to determine the seed candidates, and consider the

discrepancy between the camera poses before and after optimization in the verification.
Camera Registration The camera registration could be separated into three steps: selecting camera candidates for the
calibration, estimating camera poses based on the 2D-3D
correspondences and verifying the calibration result.
Camera Candidates Selection For the candidates selection,
there are two prevalent methods: one is to select cameras with
sufficient inliers [3]–[5], the other is to select camera with the
best spatial distribution of inliers [7]. However, when some
epipolar edge outliers has sufficient 2D-3D correspondences,
both methods could not survive from those outliers. Though
it happens sporadically, one failure could make the SfM fail.
Thus, we propose a new selection method based on the degree
of closeness between the calibrated cameras and un-calibrated
cameras.
Camera Calibration For the calibration, most of the incremental system adopt one of the Perspective-n-Points (PnP) methods to calibrate the camera pose. For example,
Bundler [3] uses the DLT [24], openMVG [4] and Theia [21]
utilizes the P3P [25]. However in fact, given sufficient 2D-3D
correspondences, there are a number of methods that could
calibrate the camera poses, such as P4P [26], EPnP [27],
P3P using the cosine law [28] and P3P without using the
cosine law [29]. Though each method has its advantages
and disadvantages, most of the SfM system only utilizes
one method. Thus, in our work, we utilize multiple methods
simultaneously for the camera calibration, and choose the best
camera pose that has the largest number of inliers.
Verification Most of incremental SfM systems [1], [5], [7],
[21] only care the number of inliers in the calibration, which is
sensitive to the epipolar edge outliers. We are the first to bring
in the verification step to preferentially reconstruct consistent
cameras between global and incremental work. Experiments
will show the importance of this verification, which has a
significant impact on the reconstruction of ambiguous datasets.
III. P ROPOSED VOTING - BASED S F M S YSTEMS
Fig. 2 shows the pipeline of our voting-based incremental
SfM system. The input of our system is a view-graph, where
the vertices corresponding to images and edges link matched
image pairs. In each edge, the epipolar geometry is estimated
by the 5-point [30] method. The output of our system is
the calibrated camera poses and corresponding sparse scene
points.

1.18 deg and 3.34 deg. For the challenging dataset ‘Temple
of Heaven’, we can see from Fig. 3b that the result produced
by L1RA [13] is wrong, indicating that the outliers dominate
in the view-graph. However, by our camera pose initialization
and edges selection, we could get more accurate results. As
a result, when the following camera registration is supervised
by such priori global rotations, which are not very accurate
but has a degree of accuracy, gross camera calibrations in the
iterative registration process could be discarded immediately.
B. Camera Seeds Reconstruction

Fig. 3. (a) is the cumulative distribution function (CDF) on the rotation errors
of Alamo [15], (b) is the CDF on the rotation errors of an ambiguous dataset
Temple-of-Heaven [20].

A. Priori Camera Rotations Estimation
In the view-graph, each edge Eij that connects camera i
and camera j has a relative geometry, namely relative rotation
Rij and relative translation tij . The relative geometry satisfies:
Rij
λij tij

= Rj RTi
= Rj (ci − cj )

(1)

where Ri and ci respectively denote the absolute rotation and
position of camera i, . Based on the Eq. 1, many global rotation
averaging [13], [31] methods could be used to estimate a priori
global camera rotations. While successful in most cases with a
small number of epipolar geometry outliers, such methods fail
when many outliers exist in the view-graph. In addition, all
these averaging methods perform a L2 optimization, resulting
in that they are sensitive to the camera pose initializations.
To get a good initialization and make more edge inliers into
the optimization, we utilize the maximum spanning tree (MST)
of view-graph to generate the initial camera rotations, where
the weighting function is set to the number of match inliers in
each edge. For each edge in the MST, we perform local bundle
adjustment to refine its epipolar geometry. Then by finding one
camera that has the largest number of neighbors in view-graph
and setting its rotation as an identity matrix, the other camera
rotations could be obtained through the chain rule. Based on
these camera rotation initializations, gross edges are filtered
by computing the geodesic distance [32]. When the geodesic
distance of some edges are larger than a preset threshold, they
are considered as the outliers and discarded in the optimization
(in our work, the threshold is set to 45 deg). By input all these
inliers into the rotation estimation work [13], the final priori
camera rotations are obtained.
Fig. 3 shows the cumulative distribution functions on the
error of priori global camera rotations, where ‘L1RA’ denotes
the result of [13], ‘MST + L1RA’ denotes our result and ‘MST’
denotes the camera rotations produced by the refined MST of
view-graph. For the dataset Alamo, it has few epipolar edge
outliers, we can see these results are comparable. The median
and mean angle error [32] for ‘L1RA’ is 2.11 deg and 4.63 deg,
while for our result, the corresponding error is respectively

In order to provide more camera candidates to the following
camera registration part, our camera seeds selection considers
the number of possible calibrated cameras in the next iteration.
The feature tracks are generated from the pairwise feature
matches by Union-Find algorithm [33]. Then for each edge, all
the connected cameras in its visible tracks may be registered
in the next iteration. Considering the robustness, when one
camera are covered by these visible tracks α times, it is
considered as a possible camera that are going to be registered
in the next iteration (in our work, α is set to 30). Thus, based
on the number of these possible cameras, the epipolar edges
are ranked in a decreasing order. Note that each epipolar edge
in the view-graph is actually a pair of camera seed candidates.
For each camera seeds in the ranking list, initializing the
camera poses with the estimated pairwise epipolar geometry,
we perform the two-view reconstruction and local bundle
adjustment. For the epipolar geometry, it is obtained by
minimizing the distance between the matched point to its
corresponding epipolar line. As a result, those outliers locating
nearby the epipolar line but far away from the real matches
would also be considered as the valid constraints to refine the
epipolar geometry. Hence, sometimes this initialization could
not get a successful reconstruction result. However, for the
bundle adjustment, it is minimizing the re-projection error between the projected points to the corresponding feature points.
In this way, those outliers locating nearby the epipolar line
could be eliminated, but it requires the estimated epipolar geometry should not be too erroneous. In our work, considering
the robustness, we take the consistency between the epipolar
geometry {Rij , tij } and the refined geometry {Rrij , trij } into
consideration. We verify the discrepancy of relative geometries
by: β1 = acos(||Rij −Rrij ||F ), β2 = acos(||tij −trij ||2 ). When
either β1 or β2 is larger than 30 deg, we consider the local
reconstruction is unstable and perform the reconstruction on
the next seed candidates.
C. Camera Registration
Given the initial reconstruction, the other camera poses
are iteratively calibrated by the camera registration. For each
iteration, it consists of three steps: selecting some cameras
to calibrate, camera calibrating and verifying the calibration
result.
1) Camera Selection: Instead of only focusing on the number of 2D-3D correspondences, we consider the connection
between the un-calibrated cameras and calibrated cameras.

The un-calibrated camera with the closest connections to the
calibrated cameras should be calibrated next.
Given calibrated cameras and the view-graph, each uncalibrated camera gets a vote from these calibrated cameras.
For each un-calibrated camera Ci , the vote is defined as the
corresponding degree of closeness, which is computed by:
Vi =

M
∑

mij

(2)

i=1

where mij denotes the number of tracks in the edge Eij , which
connects the un-calibrated camera Ci and calibrated camera
Cj , M is the number of calibrated cameras that connect to
the camera Ci . Let the maximal degree of closeness of uncalibrated cameras be Vmax , then those cameras, which has a
larger closeness than γ ∗ Vmax is selected as the candidates
for the following camera calibration.
2) Camera Calibration: Given sufficient 2D-3D correspondences, a voting scheme is proposed to get accurate camera
poses. Two methods are simultaneously used to estimated the
camera poses: the P3P algorithm [29] and EPnP algorithm [27]. Since these methods solve different objectives, they
possess different strengths and weaknesses. For each camera
candidate, all the camera poses produced by these methods are
evaluated, and the best one with the most number of 2D-3D
correspondence inliers is set the calibrated camera pose. When
two methods have the same best number of inliers, the sum of
re-projection error on all the correspondence inliers are taken
into consideration, and the one with the minimal re-projection
error is selected as the camera pose estimation {Ri , Ti }.
To make the camera pose become more accurate, we keep
both the camera intrinsic parameters Ki and 3D scene points
{Xj } fixed, then refine the camera poses by minimizing the
discrepancy between the 2D image features {xij } and the
projection of corresponding 3D scene points {Xj }:
min

Ri ,Ti

N ∑
M
∑

∥xij − ρ(Ki , Ri , Ti , Xj )∥huber ,

(3)

i=1 j=1

where ρ(·) function is the camera projecting function.
3) Camera Verification: Given the calibrated camera poses
in the current iteration, we compare these with the priori global
camera rotations estimated in Sec. III-A.
For the camera Ci , let the current calibrated camera rotation
be Ri , the corresponding priori global camera rotation be Rpi .
The residual is defined as: acos(||Rpi ∗ RTi − I||F ), where I is
the identity matrix. When the residual is larger than 30 degree,
we consider there is a large discrepancy between the global
prior and incremental calibration. At this time, we discard it
temporally and calibrate it in the following iteration.
Though most of priori global rotations are accurate, there
are usually some gross estimations because of the weak
connections or few match inliers [34]. Hence in our work,
when all of the calibrated cameras in one iteration have a large
discrepancy with the priori global rotations, we consider all
the consistent cameras has been reconstructed, and then only
perform the selection and calibration modules in the following
iterations.

TABLE I
C AMERA CALIBRATION ACCURACY ON BENCHMARKS [35]. Cerr
DENOTES THE MEDIAN CAMERA POSITION ERRORS IN MILLIMETERS .
DENOTES THE MEDIAN CAMERA ROTATION ERROR IN DEGREES .

Rerr

Method
Theia [21]
COLMAP [7]
our SfM

Accuracy (mm — deg)
Fountain-P11
Herz-Jesu-P25
Castle-P30
Cerr
Rerr
Cerr
Rerr
Cerr
Rerr
1.9
0.08
4.7
0.07
21.5
0.05
4.9
0.30
23.6
0.40
99.3
0.34
1.9
0.07
4.7
0.06
20.8
0.06

4) Bundle Adjustment: Given camera poses, the feature
tracks that have more than 2 calibrated views are triangulated.
Since the bundle adjustment (BA) is time-consuming module,
we only perform the global BA when there is a large change
compared to the last iteration. In our work, global BA is
performed when the number of calibrated cameras or the
number of scene points has a 5 percent increase. Otherwise, we
only perform a local BA, which only refines the newly added
cameras and their visible scene. Considering the robustness,
both the triangulation and bundle adjustment process are
performed again to fuse the newly refined camera poses and
get a more accurate scene structure. Note that here the bundle
adjustment is used to jointly refine the intrinsic and extrinsic
camera parameters, and the reconstructed scene points.
IV. E XPERIMENT
We evaluate our SfM system on various image datasets:
(1) benchmark datasets [35], including Fountain-P11, HerzJesu-P25 and Castle-P30; (2) sequential datasets, including
CASIA with 767 images and Campus [8] with 1040 images (3)
unordered datasets, including Montreal [15] with 474 images
and Piccadilly [15] with 2508 images; (4) ambiguous datasets,
including Cup, Temple of Heaven, and SportsArena from [20].
All the experiments are carried out on a single desktop PC running Ubuntu 14.04 operating system with Intel Xeon 2.50GHz
CPU (4 cores) and 64G memory space. The Ceres-solver
[36] package is used for our bundle adjustment. We compare
our system with two recent state-of-the-art incremental SfM
systems: Theia [21] and COLMAP [7].
A. Evaluation on Benchmark Datasets
To quantitatively evaluate our SfM system, we perform it
three benchmark datasets which have 11 images, 25 images
and 30 images respectively. For the accuracy, the reconstruction is measured by calibrated camera positions error and
the absolute error of camera orientations, in millimeters and
degrees respectively. From Table I, we can see our system
outperforms COLMAP [7] in all three datasets, while performs similarly or better than Theia [21]. Fig. 4 shows the
corresponding reconstruction results on Castle-P30.
B. Evaluation on Sequential and Unordered Datasets
To further demonstrate the scalability of our system, two
kinds of large-scale datasets are reconstructed, including the
sequential datasets: CASIA and Campus [8], and the unordered
datasets: Montreal [15] and Piccadilly [15].

Castle-P30
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SportsArena

Campus

Temple of
Heaven

Fig. 4. The qualitative reconstruction results comparison on the datasets Castle-P30, CASIA, Campus, Cup, SportsArena, Temple of Heaven. For each dataset,
from left to right, we respectively show two sampled images and the reconstructed scene produced by COLMAP [7], Theia [21] and our SfM system. Note
that the red cones denote the calibrated camera poses.

The qualitative comparison of CASIA and Campus are
shown in Fig. 4. For the dataset Campus, the camera trajectory
is nearly a loop and there are many trees in scene which could
produce many edge outliers in the view-graph. As a result, we
can see that both COLMAP and Theia could not achieve the
loop, i.e. the scene drift exist in their reconstructed scenes. For
the dataset CASIA, there are many symmetric patterns exist
in the facade of buildings, and the camera trajectory contains
three loops. Though COLMAP calibrates all the cameras, the
calibrated trajectory is mussy, where all the three loops are
not achieved, and Theia only calibrates a part of the scene.
In comparison, our method could achieve the loops in both
datasets, which owes to our prioritized camera registration. We
can see that some of the erroneous calibrated camera poses
(marked by the blue rectangle) in the result of COLMAP
actually have large discrepancies with the real ones. Hence
for this case, if the priori global camera rotations verify their
calibrations, these cameras would be put into later iterations
and use more scene points for calibration. As a result, more
accurate camera poses could possibly be obtained.
The quantitative comparison for Montreal and Piccadilly are
shown in Table II, and the corresponding reconstruction results
are shown in Fig. 5. For the calibration accuracy and timecost, our system performs similar or better than the other two
systems, while considering the number of calibrated cameras,
our method outperforms the other two ones, indicating that
our system is more robust than them.
C. Evaluation on Ambiguous Datasets
To verify the robustness of our SfM system, we perform
these methods in comparison on three challenging datasets:
Cup, SportsArena and Temple of Heaven, which have many

(a) Montreal

(b) Piccadilly

Fig. 5. Reconstruction results on the dataset Montreal and Piccadilly [15].

symmetric patterns in scene. The qualitative comparison of
their reconstruction results are shown in Fig. 4.
For the dataset Temple of Heaven, though the camera
trajectory is nearly a circle, almost every pair of cameras
has sufficient feature matches to estimate the epipolar geometry due to symmetric texture patterns. As a result, the
generated view-graph has many edge outliers. Comparing the
reconstruction results, we can see both COLMAP and Theia
could not tackle these feature match outliers, i.e. the loop
could not be achieved. While for our system, the reconstructed
scene structure and calibrated camera poses are more sensible.
The reason contains two folds. One is that our registration
candidates tend to be the most closet cameras. Though some
of candidate outliers have sufficient match inliers, most of
them do not have many edges connected to the calibrated
cameras. As a result, they are ignored by our registration
candidates selection module. The other is that the camera
rotations estimated from the maximal spanning tree (MST)
of view-graph already has a certain degree of accuracy, then

TABLE II
C AMERA CALIBRATION ACCURACY ON THE UNORDERED IMAGE DATASETS . T HE MEDIAN AND MEAN POSITION ERRORS IN METERS ARE RESPECTIVELY
DENOTED BY x̃ AND x̄. T HE NUMBER OF CAMERAS IS Ni , AND THE NUMBER OF CALIBRATED CAMERAS IS Nc . T HE TIME - COST IN SECONDS IS T .
Dataset
Name
Ni
Piccadilly 2508
Montreal
474

Nc
1824
422

Theia [21]
x̃
x̄
0.6 1.1
0.4 0.6

T
3698
1110

Nc
2132
414

by selecting convincible epipolar edges into optimization, we
get more accurate priori global rotations. Fig. 3 has shown
the accuracy of our priori camera rotations, from which we
can see that gross camera poses could be easily eliminated
in the registration iterations. Moreover, for both the Cup and
SportsAerna dataset, COLMAP fails to reconstruct the scene
while our system could reconstruct it successfully.
V. C ONCLUSION
In this paper, we introduce a voting-based approach to
make a further step towards a robust and efficient incremental
SfM system. By utilizing the degree of closeness between
connected cameras in the view-graph, we propose a robust
seed selection and reconstruction method. Then, by fusing
the global priori camera rotations estimated from the viewgraph, a prioritized camera registration work is introduced.
Extensive experiments demonstrate that the performance of
our voting-based SfM system outperforms two other state-ofthe-art incremental SfM systems.
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