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Abstract— The performance of salient object segmentation
has been significantly advanced by using the deep convolutional networks. However, these networks often produce bloblike saliency maps without accurate object boundaries. This is
caused by the limited spatial resolution of their feature maps
after multiple pooling operations and might hinder downstream
applications that require precise object shapes. To address
this issue, we propose a novel deep model—Focal Boundary
Guided (Focal-BG) network. Our model is designed to jointly
learn to segment salient object masks and detect salient object
boundaries. Our key idea is that additional knowledge about
object boundaries can help to precisely identify the shape of the
object. Moreover, our model incorporates a refinement pathway
to refine the mask prediction and makes use of the focal loss to
facilitate the learning of the hard boundary pixels. To evaluate
our model, we conduct extensive experiments. Our Focal-BG
network consistently outperforms the state-of-the-art methods on
five major benchmarks. We provide a detailed analysis of these
results and demonstrate that our joint modeling of salient object
boundary and mask helps to better capture the shape details,
especially in the vicinity of object boundaries.
Index Terms— Visual saliency detection, salient object segmentation, boundary detection, deep learning.

I. I NTRODUCTION

S

ALIENT object detection seeks to identify predominant
objects in a natural image. Visual saliency detection
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includes predicting human fixation [1], detecting bounding
boxes [2] or segmenting masks of salient objects [3], [4].
We focus on the challenging problem of salient object segmentation [5]–[10], as this task provides the most accurate
description of object shapes. Importantly, salient object masks
have been used as an important intermediate step for many
vision tasks, including video summarization [11], image segmentation [12], and visual tracking [13]. Significant progress
has been made on this topic over the last few years, largely due
to the recent advance of deep models [14], [15]. Concretely,
most previous works formulate the problem as a dense binary
labeling of pixels [10], and use deep convolutional neural
network (ConvNet) [16] for the labeling.
This formulation of dense labeling must address two key
challenges: accurate classification and precise localization.
These two tasks are contradictory under the current architecture of modern ConvNet based models. Specifically, accurate
classification requires the model to be robust to various image
transformations. This is done by stacking multiple convolutional and pooling operations. And the result is a feature
map of reduced spatial resolution. On the other hand, precise localization expects the model to be transform-sensitive,
e.g., a shift of the image should lead to a shifted mask.
However, the spatial details cannot be fully recovered given
the limited feature resolution. Therefore, many deep models
tend to output blob-like object masks without details of object
shapes.
To further demonstrate this challenge, we show sample results of a state-of-the-art deep model for saliency
detection (DSS) [5] in Fig. 1. While the method does capture
the rough shapes of the objects, it fails to generate accurate masks around object boundaries. These artifacts around
boundaries are produced by the intrinsic limitation of the deep
models. And we argue that the design and learning of deep
networks should focus on these boundary pixels.
More precisely, our key observation is that object boundaries
define the shape of the object, and thus provide complementary
cues for segmenting salient objects. To this end, we propose
a novel boundary guided (BG) network for salient object segmentation. Our BG network learns to jointly segment salient
object masks and detect salient object boundaries. This is
done via two interleaved sub-networks: the mask sub-network
and the boundary sub-network. By sharing features across
the two branches, we encourage bidirectional information
flow between the mask and boundary. We show that this
architecture can leverage the knowledge of object boundaries
to guide the learning of salient object masks.
Moreover, we make two innovations to improve our BG
network. First, we add a top-down refinement pathway [17] to

1057-7149 © 2019 IEEE. Personal use is permitted, but republication/redistribution requires IEEE permission.
See http://www.ieee.org/publications_standards/publications/rights/index.html for more information.

2814

IEEE TRANSACTIONS ON IMAGE PROCESSING, VOL. 28, NO. 6, JUNE 2019

II. R ELATED W ORK ON S ALIENCY D ETECTION
A. Salient Object Segmentation

Fig. 1. Example results of a state-of-the-art salient object segmentation
method–DSS [5]. We show its error maps against ground-truth masks. DSS
fails to preserve fine details near the boundary of salient objects. In contrast,
we propose to guide the learning of salient object masks using object
boundaries. Our method–Focal-BG (results in last column) is thus able to
precisely capture the shapes of the salient objects.

progressively fuse the features along the hierarchy of the mask
sub-network. This module helps to refine the mask prediction
by integrating multi-scale features. Secondly, we use a focal
loss [18] for the mask sub-network. This loss allows us to
focus the learning on those hard boundary pixels. It also
alleviates the challenge of imbalance samples: hard samples,
such as those pixels lie around the boundaries of salient
objects, often occupy a small portion of the data and tend
to be ignored during training. With the refinement unit and
the focal loss, we demonstrate significant performance boost
using our BG network.
To test our model, we conduct extensive experiments on
five public benchmarks. Our method surpasses state-of-the-art
methods on all five datasets. These results provide a strong
support to our model design–the joint learning of salient
object boundaries and masks. More importantly, we analyze
our results and show that our improvement comes from
the challenging boundary pixels. Finally, we summarize our
contributions into three folds.
•

•

•

We propose a novel Boundary Guided (BG) network for
salient object segmentation. Our network jointly learns
two sub-networks for masks and boundaries, and shares
features between them. With the guidance of object
boundaries, BG network is able to produce salient object
mask with fine details.
We further improve our BG network by using (1) a topdown refinement pathway to refine the mask prediction;
and (2) a focal loss to focus the learning on the hard
pixels around object boundaries.
Our final model–the Focal-BG network consistently outperforms state-of-the-art methods on five major datasets.
Moreover, we also demonstrate that is better at capturing
salient object boundaries.

Our paper is organized as follows. Section II reviews
related works. Section III presents the details of our Focal-BG
network. Section IV shows both qualitative and quantitative
results. Finally, section V concludes the paper.

Visual saliency has been well studied in computer
vision. The task of saliency detection ranges from predicting fixations [1], to identifying boxes that contain salient
objects [2], and to segmenting masks of salient objects [3].
We refer to [19] for a recent survey. In this paper,
we focus on the most challenging task of salient object
segmentation.
Early works made use of hand-crafted features for segmenting salient objects [20]–[24]. Recent work adapted ConvNet
for salient object segmentation. For example, Li and Yu [15]
proposed to extract multi-scale features via deep ConvNet,
and further enhance the spatial coherence with a refinement
method. Similarly, Zhao et al. [10] explored contextual features for segmenting salient objects. Li and Yu [9] proposed
to refine the blurry pixel-level saliency map with the segmentwise features which better models the discontinuities around
the boundaries. Liu and Han [8] presented a hierarchical
network. Their model first generates a coarse global prediction and then refines the details by gradually integrating the
local context information. Nonetheless, these methods did not
explicitly model the boundaries of the salient objects, and thus
are prone to generate blob-like object masks.
To address this issue, several recent methods looked into
using boundary information or local context for salient object
segmentation. For instance, Hu et al. [7] proposed a loss function derived from level set functions. They further employed a
superpixel based guided filter to propagate saliency information among pixels. Moreover, Hou et al. [5] proposed to add
short connections to a skip-layer network, which provides rich
multi-scale features. Wang et al. [25] equipped the ConvNet
with a multi-stage refinement mechanism to combine the
multi-level features in ConvNet. Similarly, Zhang et al. [26]
employed a bi-directional message passing model to integrate
the multi-level features in fully convolutional network. In order
to effectively exploit the contextual cues, Wang et al. [27]
introduced a global recurrent localization network.
Our method shares a similar motivation as these methods—
our goal is to generate accurate masks that stick to the
boundaries of the objects. However, our method differs significantly from previous methods. Our method provides a joint
model of object boundary and mask. Specifically, our model
learns two inter-connected branches to output object masks
and boundaries. Thus, the learning of masks and boundaries
has to be coupled. This joint learning helps to preserve
the fine details near object boundaries that are traditional
difficult to capture. Previous method either did not consider
boundary information [25], [26], [28] or did not model boundaries explicitly [7]. Perhaps the most relevant work is from
Luo et al. [6]. Their loss function, inspired by the MumfordShah functional [29] penalizes errors on the boundaries. However, their boundary map is derived from the predicted object
masks (using Sobel [30] operator, i.e. gradients on the saliency
map). Unlike [6], our model learns a sub-network that outputs
boundaries form input images, and couples its learning with
the sub-network of object masks.
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Fig. 2. An overview of the proposed BG-Focal network. Our model consists of two branches: boundary and mask sub-networks. Each sub-network follows
an encoder-decoder architecture. Each encoder produces a multi-scale feature map, which is further decoded by the corresponding decoder. We connect the
decoders of the mask and boundary sub-network, and thus encourages bidirectional information flow between these two branches. In this way, we hope that the
learning of mask and boundary is tightly coupled. The two sub-networks use encoders of the same architecture yet with separate set of parameters. We design
different decoders for each branch. Details of our networks can be found in Section III.

B. Benefits of Accurate Object Masks
Accurate salient object mask plays a central role in
many downstream vision tasks. For example, salient object
masks were considered as a proxy of ground-truth object
segmentation mask for weakly supervised object segmentation [31], [32]. These object masks can also be used to
match foreground objects for image retrieval [33], or enable
interactive editing of images [34]–[36]. All these applications
rely on accurate object shape information. Therefore, our goal
of edge-preserving salient object segmentations is critically
important.
III. F OCAL B OUNDARY G UIDED N ETWORK
Our goal is a high quality segmentation of salient objects
that preserves the boundaries of the objects. In fact, boundary
pixels are typically erroneous given the current ConvNet architecture (see also Fig 1)–the spatial details are not preserved
due to the drastically reduced feature resolution. We observe
that object boundary directly defines the shape of the object,
separates the salient object and noisy background, and provides complementary cues for mask estimation. Thus, we seek
a joint model of boundaries and masks.
Concretely, we propose a novel Focal Boundary
Guided (Focal BG) network, inspired by [17] and [37].

Our model is featured as a two branch network that
jointly learns to detect salient object boundary and mask.
An overview of our method is shown in Fig. 2. Our
network consists of two branches: the mask sub-network
and the boundary sub-network. And each branch follows a
encoder-decoder architecture. The encoder serves as backbone
feature extractor and the decoder seeks to output the desired
masks or boundaries. Importantly, we connect the decoders
of both boundary and mask sub-networks. These connections
thus force the network to couple the learning of both
boundaries and masks.
In the rest of this section, we present the details of our
model, including (1) the backbone encoder for both boundary
and mask sub networks; (2) the decoder for object boundaries;
and (3) the decoder for object masks.
A. Encoder Networks
The encoders in our boundary and mask sub-network share
the same architecture, which is derived from the Holisticallynested Edge Detection (HED) network [38]. We start by
introducing the HED and its enhanced version. We then
present details of our encoders.
1) HED Network: HED employs a single-stream ConvNet
with multiple side outputs and generates per-pixel prediction. HED leverages multi-scale representations given by the
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hierarchy of the network, computes prediction maps at all
side-outputs, and fuses these intermediate maps as the final
output. HED has been proven effective for detecting edges.
We re-purpose it for salient object segmentation.
2) Enhanced HED: As suggested by [5] and [39], we use
an improved version of HED as our encoder network. Specifically, instead of directly producing the side predictions with
the features in the backbone network of HED, we add two
additional convolutional layers at each side output. We also
employ convolutional layers with larger kernel size in the
higher layers as [5]. Concretely, for these five blocks of
HED network, we set the kernel size of the newly added
convolutional filters as 3 × 3, 3 × 3, 5 × 5, 5 × 5, 7 × 7.
In this way, the original HED is enhanced to cope with our
challenging task. This new version of HED is denoted as
Enhanced-HED.
3) Encoder Design: We use separate encoders for boundary and mask sub-networks, and each of them follows the
Enhanced HED. This is different from a standard setting
where encoders share weights. We have found that using two
set of weights for the two encoders leads to better performance. Enhanced-HED provides multi-scale features at its five
side outputs. These features have different spatial resolutions
(1, 1/2, 1/4, 1/8 and 1/16). Our decoders for boundary and
mask have different architectures that are tailored for the task.
These decoders will combine multi-scale features from their
corresponding encoders, and output boundaries and masks of
the objects.
B. Decoder Network: Boundary Decoder
We now describe our boundary decoder network. Formally,
we denote the x iB and x iM as the feature maps from the
encoder of the boundary and mask sub-network at the i th level
(i ∈ [1, ..., 5]), respectively. x 1B (x 1M ) has the same resolution
B
M ) has half the resolution of x B (x M ).
(x i+1
as x, and x i+1
i
i
Both our boundary and mask decoders share the feature maps
x iB and x iM (i ∈ [1, ..., 5]) from the encoder.
1) Bidirectional Feature Pyramid Sharing: Our boundary
decoder further constructs a feature pyramid as follows.
It starts with the feature maps in the top of the pyramid (i =
5), and concatenates the maps from both encoders together,
followed by a 1 × 1 convolutional layer. Namely, we have
x̂ 5B = f 5B (x 5B ⊕ x 5M ) where f 5B denotes the convolutions. The
fused feature, x̂ 5B , encodes the information about both salient
object mask and boundaries. We then progressively propagate
this transformed feature map to generate multi-scale fused
features into a feature pyramid. As shown in Fig. 3 (a), this
fusion module is used recursively by
B
) ⊕ f iB (x iB ⊕ x iM )),
x̂ iB = f iB (↑ (x̂ i+1

(1)

where ↑ (·) is the bilinear upsampling operator and ⊕ denotes
the concatenation of two vectors. f iB is the 1 × 1 convolution
that is used to transform the feature maps.
For each level, we first up-sample the transformed features
x̂ i+1 in the upper layer i + 1 to match the resolution of the
concatenated feature in the current layer. Then we concatenate
the two feature maps from the two sub-networks at the

Fig. 3. Network architectures of the fusion operations in (a) bidirectional
feature pyramid sharing in Eq 1 and (b) top-down refinement pathway in Eq 2.
The feature pyramid progressively fuses feature maps from the boundary and
mask encoders. And the top-down refinement unit further combines multiple
feature maps in the pyramid.

current layer, employ one convolutional layer to obtain the
transformed feature map. This new feature map is further
concatenated with the upsampled feature map, followed by
another convolutional layer to obtain the fused features. Note
that our feature pyramid is bidirectional as it combines features
from both boundary and mask encoders (x iB and x iM ).
2) Decoding the Boundaries: We add a two-layer network
on x̂ 1B –the bottom map in the fused feature pyramid. This
network has two 1 × 1 convolutions with ReLU in-between.
And the outputs pass through a sigmoid function. The decoder
is thus tasked for pixel-wise binary classification (boundary
vs. none boundary). For training, we attach a weighted binary
cross entropy loss as in HED [38]. And the boundary decoder
receives direct supervision of salient object boundaries.
C. Decoder Network: Mask Decoder
Our mask decoder builds on the same architecture as the
boundary decoder, yet uses a different set of parameters.
Specifically, our mask decoder constructs a feature pyramid
of x̂ iM (i ∈ [1, . . . , 5]) using Eq 1 but with different 1 . . . 1
convolutions fiM . More importantly, our mask decoder further
incorporates two components: (1) a top-down refinement pathway to further refine the mask prediction; and (2) a focal loss
to put more emphasis on hard pixels around object boundaries.
We now present details of our mask decoder.
1) Top-Down Refinement Pathway: As our goal is to output
accurate object masks, we propose to further stack a topdown refinement pathway [17], [40], [41] to effectively fuse
features {x̂ iM } in the pyramid. The refinement operates from
the top (i = 5) to the bottom (i = 1) of the features pyramid.
Hierarchical features are thus integrated together gradually.
More concretely, the top-down refinement pathway fuses the
feature maps in every two neighbor levels of the feature
pyramid, and produces new fusion maps as shown in Fig. 3 (b).
This operation is given by
M
f iM (↑ (
x i+1
) ⊕ x̂ iM ).

x iM = 

(2)
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TABLE I
A BLATION S TUDY ON ECSSD W ITH D IFFERENT N ETWORK A RCHITECTURES (W ITHOUT AND W ITH CRF P OST-P ROCESSING ). W E R EPORT B OTH THE
O BJECT M ASK P REDICTION R ESULTS ( Fβ W / O CRF AND Fβ W. CRF) AND THE C ORRESPONDING B OUNDARY D ETECTION R ESULTS C ONVERTED
F ROM THE O BJECT M ASK (ODS W / O CRF AND ODS W. CRF). O UR F OCAL -BG M ODEL P ERFORMS THE B EST FOR B OTH TASKS

where 
f iM is again 1 × 1 convolutions for the mask
branch. This refinement follows a similar idea as the construction of our feature pyramid. For each step, we first up-sample
M in the upper level i +1 to match the resolution
the feature 
x i+1
of the feature x̂ iM in the current level. These two feature maps
are concatenated, followed by additional convolutions 
f iM .
2) Decoding the Masks: Similar to boundary decoder,
we add a two-layer network on 
x 1M –the fused feature map that
has the same resolution as the input image. This network has
two 1 × 1 convolutions with ReLU in-between and followed
by a sigmoid function. The decoder labels each pixel as
foreground or background. And we use focal loss to facilitate
the training.
3) Focal Loss: We propose to use focal loss from [18]
for training our mask decoder. This is motivated by our
observation of previous results from ConvNet based methods.
As shown in Fig. 1, their results are erroneous around object
boundaries. In fact, the pixels near object boundaries are often
the hard samples. However, existing ConvNet based models
are not able to differentiate between hard and easy pixels. Most
pixels in the input images (about 95%) are easy to classify,
such as the background pixels and the pixels inside an object.
And there are only about 5% hard pixels which are difficult
to cope with. Due to this imbalance between hard and easy
examples, the training would be dominated by numerous easily
classified pixels, and thus unable to classify the hard pixels.
To address this issue, we replace the widely used cross
entropy loss with the focal loss to supervise the learning of
mask segmentation. Following the notation in [18], we define
pt as

p,
if y = 1
pt =
(3)
1 − p, otherwise.
where y ∈ {0, 1} refers to the ground-truth class, and p ∈
[0, 1] is the prediction confidence for the class with label y =
1. The α balanced focal loss is thus given by
F L( pt ) = −α(1 − pt )γ log( pt ).

(4)

We set α = 0.25 and γ = 2 in our experiments. This loss is
used to train our mask decoder.
D. Post-Processing Using CRF
To further smooth the predicted object masks, we adopt
a post-processing method to improve the spatial coherence
of saliency maps as in [5] and [9]. Concretely, we use the
fully connected Conditional Random Field (CRF) [42] based

smoothing method to refine the saliency maps. The energy
function of CRF is given by


δi ( pi ) +
δi, j ( pi , p j ),
(5)
E( p) =
i

i, j

where p is the initial prediction results. The unary potential δi
is computed independently for each pixel using the initial
response value of pixel pi , and the pairwise potential δi, j
encourages similar responses for pixels in similar color and
closer spatial details.
E. Training Details
We now describe the training details for Focal-BG network. Our training requires both salient object masks and
boundaries as the supervisory signals. And the boundaries
can be converted from ground-truth salient object masks.
All our models use the VGG16 [43] as the backbone, and
are trained using Caffe [44] as backend. We use Stochastic Gradient Descent (SGD) for training the networks. The
hyper-parameters, including the initial learning rate, weight
decay, and momentum, are set to be 1e−8, 2e−4, and 0.9,
respectively. All the new convolutional layers are initialized
with the Gaussian random distribution with fixed mean (0.0)
and variance (0.01). Moreover, we apply horizontal random
flipping for data augmentation during training.
IV. E XPERIMENTS AND R ESULTS
Our experiments consist of two parts. We first present an
ablation study of our model. We then compare our method
with several state-of-the-art methods on five widely used
benchmarks. Importantly, we benchmark both tasks of salient
object segmentation and salient boundary detection.
A. Datasets
We evaluate our Focal-BG network on 5 widely
used datasets: MSRA-B [2], ECSSD [23], HKU-IS [15],
DUT-OMRON [22], and SOD [45], [46]. MSRA-B contains
5000 images with mostly one salient object. The dataset is
divided into train set, validation set, and test set, containing
2,500, 500, 2,000 images respectively. This dataset is collected
from hundreds of common categories, such as “person”,
“horse” and “flower”. ECSSD is composed of 1,000 challenging images with complex background. HKU-IS is a new large
and challenging dataset created with 4447 natural images.
Dissimilar with MSRA-B dataset which typically includes a
single salient object located in the center of images, image in
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Fig. 4. Visualization of the results in our ablation study. From left to right, we show the input image, the ground-truth mask, and the results from the
Enhanced HED (backbone), BF network (base model), Refined-BG (base model with refinement unit) and our Focal-BG (full) without and with post-processing.
Our networks significantly improves over the Enhanced-HED by delineating fine object details and ignoring most background noises. Among our results,
Focal-BG (with CRF) shows the best qualitative results.
TABLE II
E VALUATION OF O BJECT B OUNDARIES D IRECTLY P RODUCED BY THE
B OUNDARY S UBNETWORK OF O UR M ODEL ON ECSSD D ATASET.
W E R EPORT ODS S CORES AND C OMPARE VARIANTS OF
O UR M ETHODS . O UR F OCAL BG N ETWORK
A CHIEVES THE H IGHEST S CORE

of its neighbors has a different label. To make our benchmark
consistent with previous works [5], [24], we train our methods
on MSRA-B training set and validation set (3000 images), and
evaluate the trained models on the MSRA-B test set, and all
other four datasets.
B. Evaluation Metric

HKU-IS dataset is more likely to contain multiple salient
objects with diverse locations. DUT-OMRON [22] consists
of 5,168 challenging images labeled by five users. SOD,
built upon Berkeley Segmentation Dataset (BSD) [47], [48],
consists of 300 images with multiple complex salient
objects.
Our model requires both mask and boundary for training.
Unfortunately, there are no available datasets with both annotations. To this end, we extract the ground-truth boundaries of
salient objects using ground-truth masks in existing datasets.
Specifically, a pixel is considered as a boundary pixel if one

For salient object segmentation, we use three evaluation
metrics: F-measure (Fβ where β = 0.3), Mean Absolute
Error (MAE), and structured similarity measure (Sλ where
λ = 0.5) [49]. For a given continuous saliency map, we can
convert it into a binary mask using a threshold. The F-measure
represents the comprehensive performance of the saliency
detection results, which takes into account the precision and
recall. Precision refers to the percentage of salient pixels
correctly predicted, and recall corresponds to the proportion of predicted salient pixels to the ground-truth salient
pixels. Instead of Fβ , the MAE computes the average perpixel difference between the ground-truth annotation and the
predicted continuous saliency map. Different from the pixelbased metrics (Fβ and MAE), Sλ is introduced to measure the
structural similarities between the saliency mask and groundtruth, which considers both region-aware and object-aware
structural similarities simultaneously.
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Moreover, we are interested in the accuracy of the output
object boundaries. In this case, we convert the predicted segmentation maps into boundary maps and evaluate the performance of salient boundary detection. Specifically, we convert
the object segmentation confidence map into boundary map by
tracking the contour of the binary thresholding segmentation
mask with the threshold varying equally in the range of [0, 1].
Each threshold will derive a boundary map. Following the
same evaluation protocol as [48], we then compare these
derived boundary maps to the ground-truth boundaries (converted from the ground-truth object mask). Finally, we choose
the threshold with the best F1 score as the optimal threshold,
and report the final boundary detection accuracy using this
best evaluation score corresponding to the optimal threshold.
We benchmark standard metrics for boundary detection: Optimal Dataset Score (ODS) and Optimal Image Score (OIS).
ODS and OIS are the F1 scores from the Precision Recall (PR)
curve by using a fixed threshold across the dataset or per-image
best threshold [48]. In our ablation study, we also report ODS
scores for the boundary maps from the boundary sub-network
of our model.
C. Ablation Study
We first evaluate different components of our Focal-BG
network to better understand the model. Specifically, we consider the following methods and summarized their results
in Table I. These results are reported on both salient object
segmentation and salient object boundary detection using the
ECSSD dataset.
• Enhanced-HED: This is the backbone of our model,
trained with the original cross entropy loss. We include
it as our baseline. Enhanced-HED achieves a Fβ
of 0.901 before the CRF post-processing. After the postprocessing, Enhanced-HED obtains 0.910 Fβ . For the
boundary detection performance, Enhanced-HED gives
an ODS of 0.602 for the segmentation mask without the CRF post-processing. After the post-processing,
Enhanced-HED achieves 0.635 ODS.
• BG Network: This is our Boundary Guided (BG) network. We did not include the top-down refinement pathway and the focal loss, and use a mask decoder similar to
our boundary decoder. By enforcing the network to learn
the concept of object boundary, BG network improves the
baseline of Enhanced-HED by 2.1% before the CRF postprocessing. With the post-processing, our BG network
improves the Enhanced-HED by 1.6%. Similar results
can be also found for the accuracy of the derived object
boundaries. Specifically, for the segmentation map without the post-processing, our BG network significantly
improves the Enhanced-HED from 0.602 to 0.706 ODS.
After the post-processing, the BG network dramatically
boosts the performance from 0.635 to 0.746.
• Refined-BG Network: We further add the top-down
refinement pathway to our BG network. This version
slightly improves the Fβ score by 0.3% and 0.2%
over the BG network before and after the CRF postprocessing. In terms of the object boundary precision, the

Fig. 5. Visualization of the boundary maps from our boundary sub-networks.
From left to right, the input image, the ground-truth boundaries, and the results
from variants of our methods. Overall, our Focal-BG model is able to detect
the boundaries accurately.

•

Refined-BG network still surpasses the BG network by
1.0% for the segmentation results without the postprocessing.
Focal-BG Network: This is our full model that replaces
the initial cross entropy loss with the focal loss, leading to another performance boost of 0.2% and 0.3%
without and with the post-processing. Our Focal-BG
network further improves the boundary detection accuracy. In particular, for the segmentation results without
the post-processing, the Focal-BG improves Refined-BG
from 0.716 to 0.722 in ODS. After the post-processing,
the Focal-BG achieves an ODS of 0.761.

The most significant performance boost of our model comes
from the boundary guided learning scheme: 2.1% and 1.6% for
salient object segmentation, and 10.4% and 11.1% for object
boundary detection, before and after the CRF post-processing.
In general, the post-processing step leads to a final improvement of less than 1% for mask prediction. We also show
the visualized comparison of the salient object segmentation
maps generated by our models with different network settings
in Fig. 4. Again, the most obvious performance improvement
is also from the boundary guided learning scheme. These
results provide strong evidences for our key idea of using
boundary cues to guide precise object segmentation.
1) Ablation Study on Boundary Sub-Network: We further
benchmark the output boundary maps from our boundary
sub-network. Their results are reported in ODS scores on
the ECSSD dataset as shown in Table II. We also include
the results of the boundaries converted from our final mask
outputs. These results help us to understand the performance
of our boundary sub-network.
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TABLE III
C OMPARISON TO S TATE - OF -A RT M ETHODS ON F IVE P UBLIC D ATASET FOR S ALIENT O BJECT S EGMENTATION . W E R EPORT Fβ , MAE AND Sλ S CORES .
T HE T OP T HREE R ESULTS A RE H IGHLIGHTED IN R ED , G REEN , AND B LUE , R ESPECTIVELY. O UR BG N ETWORK A LREADY A CHIEVES
S TATE - OF - THE -A RT R ESULTS , S IGNIFICANTLY O UTPERFORMING P REVIOUS DSS BY 1.1%, 0.9%, 0.9%, AND 0.6% ON ECSSD,
HKU-IS, DUT-OMRON, SOD FOR Fβ . O UR F INAL F OCAL -BG N ETWORK C ONSISTENTLY O UTPERFORMS P REVIOUS R ESULTS ON
A LL D ATASETS . N OTE T HAT THE DLS, A MULET A RE T RAINED ON THE 10,000 MSRA10K I MAGES , SRM, RLN, AND BMP
A RE T RAINED ON 10,553 DUTS T RAINING S ET, W HILE O THERS A RE T RAINED ON THE 3000 MSRA-B I MAGES .
W E F OCUS ON THE M ODELS T RAINED ON THE MSRA-B D ATASET FOR FAIR C OMPARISON

Fig. 6. Visualization of the results of our methods compared to state-of-the-art methods. From left to right, the input image, the ground-truth mask, our
results and results from 7 latest methods. Our Focal-BG (third column) consistently generates salient object mask with precise details near the object boundary,
and effectively suppresses most background noises (see the second and fifth row). These qualitative results further supports the our strong performance.

The BG-Boundary-Subnetwork achieves an ODS of 0.722.
Refined-BG-Boundary-Subnetwork improves the performance
to 0.726. This result indicates that the top-down refinement
pathway stacked on the mask sub-network also benefits the
learning of the boundary sub-network. Moreover, the FocalBG-Boundary-Subnetwork further boosts the performance by
another 3.6% for ODS. Thus, the focal loss applied on
the mask segmentation branch also assists the learning of the
boundary branch. We also show the visual comparison of the
object boundaries generated by the boundary sub-network of
our models with different settings in Fig. 5. Focal-BG produces
the best qualitative results.

Finally, we contrast the results from boundary sub-network
with the boundary results from the final masks. The boundaries
derived from our mask outputs often have higher ODS scores
(around 2%) than the outputs of the boundary sub-network.
The only exception is our full Focal-BG model, where the
ODS scores from both mask and boundary outputs stay fairly
close. These results further demonstrate the benefit of the
proposed joint learning scheme.
D. Salient Object Segmentation
We now compare our BG network and the best performing Focal-BG with 12 state-of-the-art methods for salient
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TABLE IV
B ENCHMARK OF B OUNDARY M APS D ERIVED F ROM S ALIENT O BJECT M ASKS . W E C OMPARE O UR F OCAL -BG W ITH P REVIOUS
B EST P ERFORMING M ETHODS (DSS, NLDF, DCL) ON A LL 5 D ATASETS . O UR R ESULTS A RE S IGNIFICANTLY
B ETTER T HAN P REVIOUS M ETHODS A CROSS A LL D ATASETS

Fig. 7. Visualization of the boundary maps created by our methods in comparison to the boundaries from state-of-the-art saliency detection methods. From
left to right, the input image, the ground-truth boundary map, the converted object boundaries (using the optimal threshold from the segmentation masks) by
previous methods and our method (Focal-BG). Our boundary maps preserve fine details of object shapes.

object segmentation. These methods include ELD [50],
MDF [15], DS [51], DHS [8], DLS [7], Amulet [28],
SRM [25], RLN [27], BMP [26], DCL [9], NLDF [6] and

DSS [5]. We report Fβ , MAE and Sλ scores on all the five
datasets in Table III. Note that DLS and Amulet are trained
on the 10,000 MSRA10K images, SRM, RLN, and BMP are
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Fig. 8. The precision recall curves of our method in comparison to stateof-the-art methods on ECSSD (top) and DUT-OMRON datasets (bottom) for
salient object segmentation. With the same recall, our model achieves better
precision than all previous methods, leading to the higher Fβ scores.

trained on the 10,553 DUTS training images, while our method
and other state-of-the-arts are trained on the 3000 MSRA-B
images. For fair comparison, we focus on the models trained
on the MSRA-B dataset.
Even without the top-down refinement and focal loss,
our BG network already outperforms state-of-the-art DSS
on ECSSD, HKU-IS, DUT-OMRON and SOD datasets, and
achieves comparable results on the MSRA-B dataset. Furthermore, our Focal-BG network consistently outperforms stateof-the-art results across all datasets in terms of Fβ score.
Specifically, our Focal-BG consistently beats the best results of
DSS (trained on MSRA-B dataset) by 0.7%, 1.6%, 1.3%, 1.0%
and 1.1% on MSRA-B, ECSSD, HKU-IS, DUT-OMRON,
and SOD datasets. This indicates an average improvement
of 1.1%. We also present the full precision recall curves of our
Focal-BG network and competing methods on ECSSD and
DUT-OMRON datasets in Fig. 8.
More importantly, our Focal-BG achieves state-of-the-art Sλ
scores on the five datasets. This result suggests that our model
goes beyond pixel predictions and is able to better capture the
structure of the objects. Finally, we provide a visualization of
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Fig. 9. The precision recall curves of the salient boundaries from our method
in comparison to previous methods on ECSSD (top) and DUT-OMRON
datasets (bottom). Our model achieves significantly higher ODS scores for
salient object boundary detection.

our results and competing methods in Fig. 6. Our model can
preserve fine details of object shapes, especially around object
boundaries. Examples include the leg of leopard (second row)
and the cell phones (fourth row) in Fig. 6. In addition, our
model also effectively eliminates most background noises,
such as the branch under leopard (second row). Overall,
our model demonstrate strong performance on salient object
segmentation across all datasets. And we attribute this performance boost to our joint learning scheme.

E. Salient Boundary Detection
We conduct further experiments on salient object boundary
detection to verify if our model can capture fine details around
object boundaries. Specifically, we pick three previous best
performing methods (all trained on MSRA-B dataset): DSS,
NLDF and DCL. And we compare their results with our full
Focal-BG network on all 5 datasets, and evaluate the accuracy
of salient boundary detection using ODS scores. As we discussed in Sec IV-B, we convert a salient object segmentation
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map into a boundary map and compare against the groundtruth boundaries (converted from ground-truth masks).
Our results are summarized in Table IV. We report ODS
and OIS scores of the boundaries derived from output masks
without and with the CRF post-processing. Without postprocessing, our Focal-BG network achieves ODS scores
of 0.740, 0.722, 0.752, 0.561, and 0.612 on MSRA-B, ECSSD,
HKUIS, DUT-OMRON, and SOD datasets, respectively. These
results significantly outperforms previous best results from
DSS by 3.9%, 7.5%, 7.7%, 5.3%, and 5.5%. A similar trend
can be found for OIS scores. With CRF post-processing,
we observe similar performance improvements. In particular,
our Focal-BG obtains the best results on all the five datasets,
improving over the DSS by 3.6%, 7.2%, 7.1%, 6.0% and 6.0%.
Moreover, we show the precision and recall curves of the
converted salient object boundaries from our Focal-BG and
state-of-the-arts in Fig. 9.
Finally, we present visualizations of the boundary detection
results in Fig. 7. The boundaries derived from the mask outputs
of our Focal-BG follow the contours of the objects. A good
example is the contours of the horses (last row). These results
demonstrate the superiority of our method for capturing the
details near the object boundaries. We believe this performance
boost is largely due to our joint learning scheme.
V. C ONCLUSION
In this work, we consider the challenging problem of
accurate segmentation of salient objects. We found that current
ConvNet based methods fail to preserve fine details around
object boundary. To address this issue, we proposed a novel
boundary guided network that learns to jointly predict object
masks and detect object boundaries. Our model further incorporates a top-down refinement unit and a focal loss. Extensive
experimental results demonstrate the superiority of our method
for both salient object segmentation and salient boundary
detection. We hope our work can provide valuable insights
into the modeling of object shapes.
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