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Abstract—Visual navigation in complex environments is crucial
for intelligent agents. In this paper, we propose an efficient deep
reinforcement learning (DRL) method to tackle visual navigation
tasks. We present the synchronous advantage actor-critic (A2C)
with generalized advantage estimator (GAE) algorithm. The
A2C enables agents to learn from multiple processes, which
significantly reduces the training time. The GAE used to estimate
the advantage function improves the policy gradient estimates.
We focus on visual navigation tasks in ViZDoom, and train agents
in two health gathering scenarios. The experimental results show
this method successfully teaches our agents to navigate in these
scenarios. The A2C with GAE agent reaches the highest score
in the first task, and a competitive score in the second task. In
addition, this agent has better average scores and lower variances
in both tasks.

I. I NTRODUCTION
Visual navigation concerns the control of the agent to
navigate in highly dynamic environments with visual inputs.
The ability to navigate efficiently in complex environments is
crucial for developing intelligent agents. In the last few years,
we have witnessed massive progresses of deep reinforcement
learning (DRL) algorithms [1] [2]. These algorithms exceed
human experts in various games, including the classic Atari
video games [3] [4], the challenging board game Go [5]
and Gomoku [6], and the unsolved real-time strategy game
StarCraft [7] [8]. In addition, we follow the recent work that
formulates visual navigation as a DRL problem, in which the
agent learns a policy to maximize rewards with visual inputs
[9]. Different from traditional methods, visual navigation with
DRL is an end-to-end approach. On the other side, learning
to navigate with DRL is also challenging, because of the
sparse and delayed rewards in partially observable dynamic
environments [9].
In this paper, we present an actor-critic DRL algorithm
with generalized advantage estimator (GAE) to teach agents
to navigate in complex environments. We focus on the visual
navigation tasks in ViZDoom, which is a first-person perspective semi-realistic environment for DRL research [10]. To
evaluate the performance of our approach, we train the DRL
agents in two health gathering scenarios. The organization of
the remaining paper is arranged as follows. In Section II,
we describe the related work about visual navigation with
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DRL methods. In Section III, we present the backgrounds of
DRL, actor-critic methods and GAE in details. In Section IV,
we introduce the ViZDoom health gathering visual navigation
tasks and the whole learning model. In Section V, we present
the experimental setup details and the analysis of results. In
the end, we draw a conclusion and discuss the future work of
our research.
II. R ELATED W ORK
In recent years, deep reinforcement learning has been used
in the visual navigation domain, showing some advantages
over traditional methods. Here we focus on related work
of visual navigation with DRL methods. Zhu et al. use an
actor-critic model to learn to navigate, and propose the AI2THOR framework to enable agents to take actions and interact
with objects. This method generalizes well to new goals and
efficiently collects plenty of training samples [11]. Oh et
al. introduce a set of visual navigation tasks in Minecraft
and propose a memory-based DRL architecture, termed as
feedback recurrent memory Q-network, that can control of
memory, active perception and action. This architecture has
a better generalization to unseen environments than existing
DRL architectures [12]. Tessler et al. provide a DRL agent
with the ability to transfer knowledge by learning reusable
skills in Minecraft, and incorporate it into a hierarchical deep
reinforcement learning network architecture [13]. This method
efficiently learns to solve visual navigation tasks by reusing
knowledge from previously learned networks, showing better
performance and sample efficiency. Mirowski et al. formulate
the visual navigation as a reinforcement learning task, and use
additional auxiliary tasks to improve the data efficiency and
learning performance. This goal-driven DRL agent learns to
navigate from raw sensory inputs in complicated 3D mazes of
DeepMind Lab, and approaches human-level performance [9].
Apart from the related work of visual navigation in
Minecraft and DeepMind Lab, there is also some work in
ViZDoom environment where agents need to navigate and
complete a series of tasks with visual inputs. Kempka et al.
propose ViZDoom as a novel testbed for DRL research. Agents
in ViZDoom learn from visual information, and interact with
the semi-realistic 3D world in a first-person perspective. In
health gathering visual navigation tasks, the deep Q-Network
(DQN) agent achieves a moderate performance [10]. Kulkarni

et al. use the successor representations to decompose the value
function into a reward predictor and a successor map, and
generalize it in the DRL architecture. This method has the
increased sensitivity to distal reward changes and the ability to
extract subgoals in ViZDoom tasks [14]. Lample et al. present
a method to augment the deep recurrent Q-network (DRQN)
model to exploit game feature information during training.
This model improves the training speed and performance
dramatically, outperforming built-in agents as well as average
humans in deathmatch scenarios [15]. Tian et al. propose a
framework that combines the asynchronous advantage actorcritic (A3C) model and curriculum learning without using
game features. This agent learns to navigate and attack via
playing against built-in agents in a progressive manner [16].
Dosoviskiy et.al propose the direct future prediction (DFP),
which utilizes a high-dimensional sensory stream and a lowerdimensional measurement stream as the inputs to provide
a rich supervisory signal, and trains a sensorimotor control
model by interacting with the environment. DFP successfully
generalizes across environments and goals, and outperforms
state-of-the-art DRL methods on challenging tasks [17].
III. ACTOR -C RITIC R EINFORCEMENT L EARNING
A. Reinforcement Learning
Reinforcement learning considers the paradigm that an
agent learns by trial and error, and determines the ideal
behavior from its own experience with the environment [18].
Here we consider an agent interacting with an infinite-horizon,
discounted Markov decision process (MDP) (𝑆, 𝐴, 𝛾, 𝑃, 𝑟). At
time 𝑡 and state 𝑠𝑡 , the agent chooses an action 𝑎𝑡 according to
the policy 𝜋(𝑎𝑡 ∣𝑠𝑡 ). After receiving the action, the environment
produces a reward 𝑟𝑡+1 and transitions to the next state 𝑠𝑡+1
according to the transition probability 𝑃 (𝑠𝑡+1 ∣𝑠𝑡 , 𝑎𝑡 ). The
process continues until the agent reaches a terminal state.
The goal of the agent is to maximize the expected discounted
cumulative rewards under the policy 𝜋 with discount factor
𝛾 ∈ (0, 1], as shown below
𝐽(𝜃) = 𝔼𝜋 [𝑅𝑡 ] = 𝔼𝜋 [

∞
∑

𝛾 𝑖 𝑟𝑡+𝑖 ].

(1)

𝑖=0

Policy gradient methods parameterize the policy 𝜋𝜃 (𝑎𝑡 ∣𝑠𝑡 )
directly and update parameter 𝜃 to maximize 𝐽(𝜃) [19]. In
its general form, the objective function of policy gradient is
defined as
𝐽(𝜃) = 𝔼𝜋 [

∞
∑

Ψ𝑡 log 𝜋𝜃 (𝑎𝑡 ∣𝑠𝑡 )].

(2)

𝑡=0

Ψ𝑡 can be one of the following forms [20]:
∑∞
1)
𝑡=0 𝑟𝑡 : total undiscounted cumulative rewards of the
trajectory.
∑∞
2)
𝑡′ =𝑡 𝑟𝑡′ : undiscounted cumulative rewards following
action
∑∞ 𝑎 𝑡 .
′
3)
𝑡′ =𝑡 𝑟𝑡 − 𝑏(𝑠𝑡 ): formula 2 subtracting a baselined
function 𝑏(𝑠𝑡 ) of the state.

4) 𝑄𝜋 (𝑠𝑡 , 𝑎𝑡 ) = 𝔼[𝑅𝑡 ∣𝑠𝑡 = 𝑠, 𝑎]: the state-action value
function.
5) 𝐴𝜋 (𝑠𝑡 , 𝑎𝑡 ) = 𝑄𝜋 (𝑠𝑡 , 𝑎𝑡 ) − 𝑉 𝜋 (𝑠𝑡 ): the advantage function.
6) 𝑟𝑡 + 𝑉 𝜋 (𝑠𝑡+1 ) − 𝑉 𝜋 (𝑠𝑡 ): temporal difference residual of
the value function.
In the first three conditions, the cumulative rewards are
used to determine the range of the updated policy. In the
following conditions, they are the general frameworks of actorcritic reinforcement learning methods. Furthermore, if we use
neural networks as the function approximator, the actor can
be called the policy network, and the critic can be called the
value network.
B. Advantage Actor-Critic
In particular, we get advantage actor-critic (A2C) method
that uses the advantage function as the Ψ𝑡 , with the objective
function being
𝐽(𝜃) = 𝔼𝜋 [

∞
∑

𝐴𝜋 (𝑠𝑡 , 𝑎𝑡 ) log 𝜋𝜃 (𝑎𝑡 ∣𝑠𝑡 )].

(3)

𝑡=0

The original A2C method uses one-step return to update the
policy and the value-function, with only one agent to interact
with the environment. Mnih et al. propose the asynchronous
advantage actor-critic method, which asynchronously executes
multiple agents on multiple instances of the environment [21].
This training mechanism can decorrelate the training data into
a more stationary process. In addition, A3C uses the mix of
n-step returns to update the policy function and the value
function. Using deep neural networks as the approximator,
multiple agents play concurrently and optimize the networks
through asynchronous gradient descent. With these improvements, A3C becomes the state-of-the-art DRL method for a
number of tasks.
A3C algorithm trains the agent on multiple CPU cores.
Here, we present the synchronous version of A3C for policy
optimization, which uses the GPU to accelerate learning
process [22]. In the synchronous A2C, the objective function
is defined as
𝑅𝑡′ =

𝑘−1
∑

𝛾 𝑖 𝑟𝑡+𝑖 + 𝛾 𝑘 𝑉𝜃𝑣 (𝑠𝑡+𝑘 ),

(4a)

𝑖=0

𝐴𝜃,𝜃𝑣 (𝑠𝑡 , 𝑎𝑡 ) = 𝑅𝑡′ − 𝑉𝜃𝑣 (𝑠𝑡 ),
(4b)
∞
∑
𝐴𝜃,𝜃𝑣 (𝑠𝑡 , 𝑎𝑡 ) log 𝜋𝜃 (𝑎𝑡 ∣𝑠𝑡 ) + 𝛽𝐻𝜃 (𝜋(𝑠𝑡 ))].
𝐽(𝜃) = 𝔼𝜋 [
𝑡=0

(4c)

𝜃𝑣 are the parameters of the value network, and 𝐻𝜃 (𝜋(𝑠𝑡 )) is
an entropy term used to favor exploration during the training
process.
C. Generalized Advantage Estimator
Traditional actor-critic methods require plenty of samples
and have a large variance of policy gradient estimates. To
address this challenge, Schulman et al. propose the generalized
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advantage estimator, which uses an exponentially-weighted
estimator of the advantage function to substantially reduce
the variance of policy gradient estimates [20]. This method
is analogous to TD(𝜆) [23]. It helps to produce an accurate
estimate of the advantage function 𝐴(𝑠𝑡 , 𝑎𝑡 ), which then is
used to construct a policy gradient estimator [20].
We ues 𝐴ˆ𝑡 to estimate 𝐴(𝑠𝑡 , 𝑎𝑡 ). The 𝑘-steps estimator of
advantage function is formulated as
(𝑘)
𝐴ˆ𝑡 :=

𝑘−1
∑

𝛾 𝑖 𝑟𝑡+𝑖 + 𝛾 𝑘 𝑉 (𝑠𝑡+𝑘 ) − 𝑉 (𝑠𝑡 ) =

𝑖=0

𝑘−1
∑

𝑉
𝛾 𝑙 𝛿𝑡+𝑙
. (5)

𝑙=0

𝛿 is the TD residual of the approximate value function 𝑉
with discount factor 𝛾
𝛿𝑡𝑉 = 𝑟𝑡 + 𝛾𝑉 (𝑠𝑡+1 ) − 𝑉 (𝑠𝑡 ).

(6)

𝐺𝐴𝐸(𝛾,𝜆)
The generalized advantage estimator 𝐴ˆ𝑡
is defined
as the exponentially-weighted average of these 𝑘-step estimators
𝐺𝐴𝐸(𝛾,𝜆)
(1)
(2)
(3)
:=(1 − 𝜆)(𝐴ˆ𝑡 + 𝜆𝐴ˆ𝑡 + 𝜆2 𝐴ˆ𝑡 + ...)
𝐴ˆ𝑡

𝑉
𝑉
=(1 − 𝜆)(𝛿𝑡𝑉 + 𝜆(𝛿𝑡𝑉 + 𝛾𝛿𝑡+1
) + 𝜆2 (𝛿𝑡𝑉 + 𝛾𝛿𝑡+1
∞
∑
𝑉
𝑉
+ 𝛾 2 𝛿𝑡+2
) + ...) =
(𝛾𝜆)𝑙 𝛿𝑡+𝑙
.
𝑙=0

(7)

GAE has a simple formula involving a discounted sum of
Bellman residual terms. This method makes a compromise
between bias and variance, which is controlled by parameter
𝜆. Using GAE, we can construct a more accurate estimator of
𝐽(𝜃). The A2C with GAE is demonstrated in Algorithm 1.
𝐽(𝜃) = 𝔼
=𝔼

∞
∑
𝑡=0
∞
∑
𝑡=0

𝐴𝐺𝐴𝐸(𝛾,𝜆) (𝑠𝑡 , 𝑎𝑡 ) log 𝜋𝜃 (𝑎𝑡 ∣𝑠𝑡 )
log 𝜋𝜃 (𝑎𝑡 ∣𝑠𝑡 )

∞
∑

Algorithm 1 Advantage Actor-Critic with Generalized Advantage Estimator
1: Initialize global step counter 𝑇 = 0, environment step
counter 𝑡 = 0, network weights 𝜃, 𝜃𝑣 , number of environments 𝑛
2: repeat
3:
𝑡𝑠𝑡𝑎𝑟𝑡 = 𝑡
4:
Get state 𝑠𝑡
5:
repeat
6:
Sample 𝑎𝑡 from 𝜋𝜃 (𝑎𝑡 ∣𝑠𝑡 )
7:
Calculate 𝑣𝑡 from 𝑉𝜃𝑣 (𝑠𝑡 )
8:
for 𝑖 = 1 to 𝑛 do
9:
Take action 𝑎𝑡,𝑖 in environment 𝑖
10:
Receive reward 𝑟𝑡+1,𝑖 and next state 𝑠𝑡+1,𝑖
11:
𝑡←𝑡+1
12:
𝑇 ←𝑇 +1
13:
end for
14:
until terminal 𝑠𝑡 or 𝑡 − 𝑡𝑠𝑡𝑎𝑟𝑡 == 𝑡𝑚𝑎𝑥
15:
if 𝑠𝑡 is terminal
16:
𝑅𝑡 = 0
17:
else
18:
𝑅𝑡 = 𝑉𝜃𝑣 (𝑠𝑡 )
19:
Initialize 𝐴𝐺𝐴𝐸(𝛾,𝜆) = 0
20:
for 𝑡 ∈ { 𝑡 − 1, ..., 𝑡𝑠𝑡𝑎𝑟𝑡 } do
21:
𝛿𝑡𝑉 = 𝑟𝑡 + 𝛾𝑉𝜃𝑣 (𝑠𝑡+1 ) − 𝑉𝜃𝑣 (𝑠𝑡 )
𝐺𝐴𝐸(𝛾,𝜆)
𝐺𝐴𝐸(𝛾,𝜆)
22:
𝐴𝑡
= 𝛿𝑡𝑉 + 𝛾𝜆𝐴𝑡+1
𝐺𝐴𝐸(𝛾,𝜆)
23:
𝑅𝑡 = 𝐴𝑡 ∑
+ 𝑉𝜃𝑣 (𝑠𝑡 )
𝑛
24:
𝑑𝜃 ← 𝑑𝜃+ 𝑖=1∑
∇𝜃 log 𝜋𝜃 (𝑎𝑡,𝑖 ∣𝑠𝑡,𝑖 )(𝑅𝑡,𝑖 −𝑉𝜃𝑣 (𝑠𝑡,𝑖 ))
𝑛
25:
𝑑𝜃𝑣 ← 𝑑𝜃𝑣 + 𝑖=1 ∇𝜃𝑣 (𝑅𝑡,𝑖 − 𝑉𝜃𝑣 (𝑠𝑡,𝑖 ))2
26:
end for
27:
Update 𝜃, 𝜃𝑣 using 𝑑𝜃 and 𝑑𝜃𝑣 respectively
28: until 𝑇 > 𝑇𝑚𝑎𝑥

(8)
𝑉
(𝛾𝜆)𝑙 𝛿𝑡+𝑙

𝑙=0

𝑅𝑒𝑚𝑎𝑟𝑘 1: GAE that uses the exponentially-weighted
average of multiple estimators, can reduce the variance at the
cost of increasing the bias. Because the advantage function
can be seen as the range of the updated policy in the objective
function, a more accurate advantage function in equation (8)
can improve the learning performance and variance.
IV. D EEP R EINFORCEMENT L EARNING M ODEL FOR
V ISUAL NAVIGATION IN V I ZD OOM
A. Visual Navigation Tasks in ViZDoom
We consider two visual navigation tasks in the ViZDoom
environment as the testbeds for our actor-critic deep reinforcement learning agents, as shown in Fig. 1.
In the first task, the agent walks in a square room with
green acidic floor, and its health declines at a constant rate at
each time step. Initially, there are some health kits that spread
uniformly in the room, and a new health kit falls from the
sky every now and then. To survive, the agent must collect as
many health kits as possible. The key point of this task is that

the agent should learn to navigate, so as to avoid walls and
keep exploring the room.
In the second task, the agent is in a complex maze environment and its health still declines at a constant rate. Apart
from collecting health kits, it must also avoid poison vials that
decrease health. This task is much more difficult because of
the room layout and the sparse health kits. The agent must
learn to navigate to explore efficiently and distinguish health
kits from poison vials.
The purpose of these two tasks is teaching the agent to navigate in complex environment with visual inputs. In both tasks,
the agent has three binary sub-actions: move forward, turn left
and turn right. In the ViZDoom platform, any combination of
these sub-actions can be used, so the agent has 8 possible
actions at each time step. An episode comes to an end when
the agent is dead or the game is over. The only measurement
that the agent can access is the health point. And the object
of the agent is to survive as long as possible.
When using reinforcement learning methods, we should pay
attention to the rewards. Basically, we give the agent a reward
of +1 for each living step. When the agent is dead, it will
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Fig. 1. Examples of the ViZDoom visual navigation tasks in the experiments, left: the basic health gathering task; right: the supreme health gathering task.

receive a penalty of -100. The episode score is calculated
according to these basic rewards. Furthermore, to accelerate
the learning process, we give additional rewards for gathering
a health kit and a poison vial, which is set to +200 and 100 respectively. In the training process, we reshape the total
reward and divide it by 1000. Each episode finishes after 2100
steps, so the best episode score is 2100.

B. Learning model for ViZDoom Visual Navigation
We use the actor-critic deep reinforcement learning model
to tackle the visual navigation tasks in ViZDoom environment.
The actor-critic method used in our experiment learns both a
policy 𝜋𝜃 (𝑎𝑡 ∣𝑠𝑡 ) and a value function 𝑉𝜃𝑉 (𝑠𝑡 ). They receive
a state observation 𝑠𝑡 , and use deep neural networks as the
approximator. The resolution of the original grey-scale visual
image is 160×120. We stack three recent observations as
the inputs to track historical traces of the agent. In the data
preprocessing, we resize the visual observation of the agent
to 84×84, and expand it to include the action and the reward
from the previous time step. This architecture has been proven
to be helpful in complex DRL tasks [9] [24].
The convolutional neural network in our model follows
the architecture in the DQN paper [3]. The network uses a
convolutional layer with 32 filters of size 8×8 with stride
4, followed by a convolutional layer with 64 filters of size
4×4 with stride 2, followed by a convolutional layer with
64 filters of size 3×3 with stride 1, followed by a fully
connected layer with 512 hidden units. All four hidden layers
are followed by a rectifier nonlinearity. Apart from the visual
inputs, we feed the previously selected action and reward
to the full connected layer. Thereafter, we use the softmax
function to output the policy 𝜋𝜃 (𝑎𝑡 ∣𝑠𝑡 ), and use one linear
output for the value function 𝑉𝜃𝑉 (𝑠𝑡 ). We share all the nonoutput layers in the actor network and the critic network. This
layer-sharing mechanism can stabilize the training process. To
balance exploration and exploitation in reinforcement learning,
we use the Boltzmann exploration method to select actions.
The details of the actor-critic DRL model for ViZDoom visual
navigation tasks are depicted in Fig. 2.

TABLE I
T HE HYPERPARAMETERS OF DEEP REINFORCEMENT LEANING MODELS
USED FOR THE VISUAL NAVIGATION TASKS .
Hyperparameter

Value

Learning rate 𝜂
Discount factor 𝛾
RMSprop optimizer 𝜖
RMSprop optimizer 𝛼
Number of steps 𝑡𝑚𝑎𝑥
Number of processes 𝑛
GAE parameter 𝜆
Entropy coefficient 𝛽
Max gradient normalization
Clip parameter

10−5
0.99
10−5
0.99
20
32
0.95
0.01
0.5
0.2

V. E XPERIMENTS
A. Experimental Setup
The experiments are performed on the two presented ViZDoom visual navigation tasks with the following setup. In the
training process, we refer to the hyperparameters of DRL model in the original A3C paper [21]. The main hyperparameters
used in this paper are presented in Table I.
In each experiment, we use 32 processes running on a
single machine with one Nvidia Titan Xp GPU. The DRL
methods perform updates after every 20 action steps. We use
the standard non-centered RMSProp optimizer to update our
model, which is given by
𝑔 = 𝛼𝑔 + (1 − 𝛼)Δ𝜃 2 ,
Δ𝜃
.
𝜃 ← 𝜃 − 𝜂√
𝑔+𝜖

(9a)
(9b)

All operations in the RMSProp are performed elementwise
[21]. We set the RMSProp decay factor 𝛼 to 0.99, 𝜖 to 10−5
and the global learning rate 𝜂 to 10−5 . In all the experiments,
we use a reward discount of 𝛾 = 0.99, an entropy coefficient
of 𝛽 = 0.01, the max gradient normalization of 0.5 and the
clip parameter of 0.2.
B. Experimental Results
In the first visual navigation task, we present the experimental results of A2C agents with and without GAE in Fig. 3. For

2018 International Joint Conference on Neural Networks (IJCNN)

Fig. 2. The architecture of the actor-critic DRL model for visual navigation tasks in ViZDoom health gathering. The model takes in recent visual inputs 𝑠𝑡 ,
previous reward 𝑟𝑡−1 and action 𝑎𝑡−1 , and produces policy 𝜋, value function 𝑉 .

TABLE II
T HE TEST RESULTS OF DIFFERENT ACTOR - CRITIC DRL METHODS FOR
VISUAL NAVIGATION TASKS .
Scenarios

A2C

A2C with GAE

Basic Health gathering
Supreme Health gathering

2096.7±10.5
1797.4±82.8

2099.6 ± 3.5
1832.5 ± 77.9

4. We can see that the curves of episode rewards rise slowly
during training, and the models start to converge after 10M
training steps.
Fig. 3. Episode rewards achieved by the agents in the basic health gathering
task during training. These rewards are calculated among 32 processes.

14

episode rewards

12
10
8
6
4
A2C
A2C with GAE

2
0

0

0.5

1

1.5

training steps

2

2.5

3
×107

Fig. 4. Episode rewards achieved by the agents in the supreme health
gathering task during training. These rewards are calculated among 32
processes.

a better view, we depict the mean and the standard deviation
of the episode rewards during training. From the results, we
can see that the episode rewards increase very fast in the early
stage, and start to converge after 300k training steps. In the
second visual navigation task, we present the results in Fig.

After 800k training steps in the first task, we test the agents
for 1000 games. The A2C agent gets scores of 2096.7±10.5,
and the A2C with GAE agent gets scores of 2099.6±3.5. In
this task, both agents can nearly reach the highest score during
test. Besides, we also test the agents for 1000 games after 30M
training steps in the second task. The A2C agent reaches scores
of 1797.4±82.8, and the A2C with GAE agent reaches scores
of 1832.5±77.9. Because this task is much more difficult, the
scores that our agents achieve are also vary competitive. The
test results of different DRL methods for the visual navigation
tasks are presented in Table II. From the experimental results,
we can see that our actor-critic methods can successfully teach
the agents to navigate in these tasks. Furthermore, the A2C
with GAE agent has better average scores and lower variances
in both tasks.
Apart from the two actor-critic DRL methods presented in
our paper, we also compare with DQN that applied to health
gathering supreme in [10]. In this task, the DQN agent reaches
an average score of 1300 at the end of training, which is much
worse than our actor-critic DRL agents. Noted that the DQN
agent spends 29 hours to train 1M steps, while our actor-critic
DRL agents complete 30M training steps in about 10 hours.
This shows that our agents learn much faster than the DQN
agent.
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VI. C ONCLUSION AND F UTURE W ORK
In this paper, we propose efficient deep reinforcement learning methods to tackle the visual navigation tasks in ViZDoom
environment. We present a synchronous advantage actor-critic
algorithm, which uses multiple processes to conduct efficient
training and stabilize learning process. In addition, we use
GAE to estimate the advantage function, which improves the
accuracy and reduces the variance of policy gradient estimates.
From the experimental results, we can see that the actor-critic
DRL methods successfully teach our agents to navigate in
complex environments. The A2C with GAE agent reaches the
highest score in the first task, and a competitive score in the
second task. In addition, the A2C with GAE agent has better
average scores and lower variances in both visual navigation
tasks.
In the future, we will improve our work in several aspects.
For the DRL methods, we will refer to the recent ACER [25],
PPO [26] and ACKTR [27]. These algorithms are also based
on the actor-critic architecture, showing stable and sample
efficient performances in challenging tasks. For the visual
navigation, we will introduce auxiliary tasks to accelerate the
training process and enhance the robustness of the learning
model, as proved in [9] [28]. Besides, apart from the visual
navigation tasks in ViZDoom, we will test our methods
in more multifarious environments, such as Minecraft and
DeepMind Lab.
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