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a b s t r a c t
Using dropout in Visual Question Answering (VQA) is a common practice to prevent overﬁtting. However,
the current way to use dropout in multi-path networks may cause two problems: the co-adaptations of
neurons and the explosion of output variance. In this paper, we propose coherent dropout and siamese
dropout mechanism to solve the two problems, respectively. Speciﬁcally, in coherent dropout, the relevant
dropout layers in multiple paths are forced to work coherently to maximize the ability of preventing neuron co-adaptations. We show that the coherent dropout is simple in implementation but very effective to
overcome overﬁtting. As for the explosion of output variance, we develop a siamese dropout mechanism
to explicitly minimize the difference between the two output vectors produced from the same input data
during training phase. Such mechanism can reduce the gap between training and inference phases and
make the VQA model more robust. With the help of the two techniques, we further design an enhanced
question encoder called Multi-path Stacked Residual RNNs which is deeper and wider and more powerful
than current shallow question encoder. Extensive experiments are conducted to verify the effectiveness of
coherent dropout, siamese dropout and the enhanced question encoder. And the results show that our methods can bring clear improvements to the state-of-the-art VQA models on VQA-v1 and VQA-v2 datasets.
© 2019 Elsevier Ltd. All rights reserved.

1. Introduction
A system of Visual Question Answering (VQA) is required to automatically generate natural language answers to totally free-form,
open-ended textual questions about unconditional images. This
is a challenging task since it needs not only the comprehensive
understanding of both structural language information and nonstructural image information but also learning semantic knowledge
from them. In recent years, VQA has attracted a lot of attention: a
number of benchmarks have been released for VQA [1–6] and a
variety of methods have been proposed [7–15]. Many of the stateof-the-art methods usually adopt a similar architecture: a convolutional neural network (CNN) [16–19] for image encoding; a recurrent neural network (RNN) [20–22] for question encoding; a
module for multi-modal feature fusion and a decoder for answer
prediction [23,24]. Since attention mechanism is essential in VQA,
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the attention module is also often included in the architecture
[7–12,25–27]. Generally speaking, there are many cases of feature
map reuse and there usually exist multiple paths between input
and output (see Fig. 1). Such a multi-path architecture is the current main stream in VQA.
As a kind of deep-learning-based methods, VQA models are
heavily data-dependent [6,28,29], and suffer serious overﬁtting.
In order to deal with this problem, many researchers introduce
dropout [30] technique into their model to improve the generalization performance [7–13]. In these methods, the dropout is used in
a simple way: where a feature is expected to be used, a dropout
layer is placed there ﬁrst. This results in that there usually exists a dropout layer in the beginning of each path, as is shown
in Fig. 1(b). However, using dropout in such way may cause some
problems in multi-path networks.
The ﬁrst problem is the co-adaptations of neurons which is
the inner reason to cause overﬁtting of neural networks [30,31].
It means that several neurons always depend on each other to ﬁt
a noise pattern. Dropout is proposed to prevent such complex coadaptations on training data [31]. And the mechanism is that, on
each presentation of each training case, the hidden units are randomly omitted from the network, so a hidden unit cannot rely
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Fig. 1. Single-path network and multi-path network.
denotes dropout layer and FC denotes fully-connected layer. In multi-path VQA model, we propose the corrent
dropout and siamese dropout to improve the ﬁnal performance. In coherent dropout, the dropout masks of different layers are force the be the same. In siamese dropout, two
outputs are produced by a siamese model with dropout layers and the difference between them is minimized by the siamese dropout loss.

on other hidden neurons. But the ability of dropout to prevent
co-adaptations may be weakened or damaged in multi-path networks, if the dropout layers are used in an unsuitable way. Take
the reuse of question feature in VQA as an example (Fig. 1(b)).
The question feature is used twice: one for visual spacial attention
module and the other for answer decoder module, in two paths,
respectively. In each path, the output of RNNs is ﬁrstly fed into a
dropout layer D1 or D2 . In general, D1 and D2 work independently
and their outputs are different. Now we consider two neurons n1
and n2 in the output layer of RNNs. Suppose that n1 is omitted
in D1 while n2 is omitted in D2 , then n1 and n2 can not depend
on each other in each of the two paths. However, since current
dropout layer doesn’t directly omit the neurons but their outputs
[30], D1 and D2 will back propagate the gradient of n2 and n1 to
RNNs, respectively. If we take D1 and D2 together as a “black box”
and see from the point of RNNs, we will ﬁnd that none of n1 and
n2 are omitted and they can still be optimized simultaneously. This
will decrease the independence of neurons and increase the possibility of overﬁtting.
Another problem is the explosion of the output variance.
Namely, for the same input, a model with dropout layers will produce different outputs in different time because the dropout masks
are changing every time in every forward pass. For VQA model,
the variance can enlarge the gap between training and inference
phases [32]. For example, assume that the output variance is very
high, then for a given input, the outputs of its two forward passes
can be very different. This is not what we want because if one
output gives the correct answer and the other one may provide a
wrong one in a high probability. Current methods usually assume
that this problem can be implicitly handled if we force the outputs
to ﬁt a ﬁxed target. But such assumption may not be so effective in
VQA, because the ground-truth answer for given input image and
question is not unique [2]. This results in that the target for a speciﬁc question during training is not ﬁxed but sampled from a set
of ground-truth labels [7–9]. Hence using dropout can make the
problem even serious in VQA.
In this paper, we propose coherent dropout and siamese dropout
mechanism to solve the above two problems.
To prevent co-adaptations of neurons, we propose coherent
dropout to force the dropout layers work coherently to reduce the
conﬂicts among dropout masks of different dropout layers. Speciﬁcally, during training, the dropout layers which share the same input must use the same randomly-sampled dropout masks. In such
case, if a neuron is omitted in one layer, then it must be omitted
in all the relevant dropout layers. This can ensure that in backward
pass, there is no gradient for this neuron. The equivalent form of

coherent dropout is placing the dropout layer in the root path instead of the branch path. In our experiments, we demonstrate that
with just a little modiﬁcation by converting common dropout to
coherent dropout, the state-of-the-art methods can achieve better
performances.
As for the explosion of output variance, the core idea behind our siamese dropout is to explicitly minimize the distance of
outputs. During training, we ﬁrst keep another identical copy of
the original VQA model. The two models share the same inputs
and weights in each iteration, but use different dropout masks.
Then we append a new constraint between their outputs, which
forces the distance between them to be as small as possible (See
Fig. 1 (b)). We show that the siamese dropout can effectively decrease the variance of outputs caused by dropout and reduce the
gap between training and inference phases.
With the proposed techniques on dropout, the VQA models can
become more generalized and enhance the performance of several
modules, especially the question encoder module. Compared with
CNN encoder for image, the question encoder (RNNs) is too simple: usually only one or two RNNs. In practice, stacking multiple
RNNs or widening their hidden size in question encoder often suffers from serious overﬁtting, which limits the representation ability
of the question encoder. In this study, we develop a novel encoding
structure called Multi-path Stacked Residual RNNs with dropout to
enhance the question encoder. Speciﬁcally, we make the encoder
deeper by stacking multiple RNNs with residual connections and
make it wider by building multiple parallel paths in the module.
We show that such enhanced encoder structure can contain more
than 24 RNNs and improve the performance signiﬁcantly. Note that
the correct dropout is essential to the Multi-path Stacked Residual RNNs because it contains more parameters and hard-optimized
modules (e.g. RNNs) and holds out high requirements on model
generalization.
To summarize, the main contributions of this study are three
folds: Firstly, we proposed a simple but effective coherent dropout
to improve the ability of dropout layers to prevent overﬁtting in
VQA model. Secondly, we develop a siamese dropout mechanism
to handle the high output variance of VQA model during training. Finally, we develop a deeper and wider encoding module
called Multi-path Stacked Residual RNNs and explore the proposed
dropout techniques to enhance the representation ability of question encoder. We conduct extensive experiments to demonstrate
the effectiveness of our methods. The results show that with the
proposed techniques, the performances of current state-of-the-art
methods such as BottomUp [13], MCB [8] and MUTAN [12] can be
improved signiﬁcantly.
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2. Related work
2.1. Visual question answering
Visual Question Answering (VQA) is a sub-problem of AIcomplete task [23,24]. Similar to Image Caption [33–35] and Automatic Visual Annotation [35], VQA needs to connect computer
vision and natural language processing. Since the questions in
VQA are totally free-form and open-ended, answering the questions usually needs several techniques such as image classiﬁcation [16,36], object detection [37,38], scene recognition [39], action
recognition [40] and so on. Recently, VQA has attracted much attention and several points have been deeply discussed and studied
such as multimodal fusion method [8,9,11,12,26], attention mechanism [7,10,25,26], attribute and knowledge [13,15,34], etc. Another
more challenging form of VQA is called video question answering [41–46]. In video question answering, the visual information
is presented by dynamic videos instead of static images, thus resulting in some researches in high order visual reasoning. For example, Zhao et al. [45] ﬁnd that jointly using spatial and temporal attention in video question answering [44,45] is more effective
than only adopting visual attention. And conducting hierarchical
interactions and dual-level interactions can also help a lot in video
question answering [43,46]. Using attention with trees to locate on
the most informative parts of visual data. Xue et al. [41] is another
effective mechanism for accurate video question answering. Different from the above researches, we focus on the problems of using dropout in multi-path VQA models to guarantee a more eﬃcient training process and provide a better way to guide the use of
dropout layers in network design.
2.2. Dropout
Dropout is thought to be an effective way to prevent overﬁtting, especially for deep neural networks. It is proposed by Hinton
et al. [31] in [30,31]. The key idea is to randomly drop units from
the neural network during training. They think this can prevent
the co-adaptations of neurons. Co-adaptation is a concept from the
theory of the role of sex in evolution [47] and the motivation of
dropout is also from it [30]. Hinton et al. [31] believe that such
process of dropout can force the neurons learn something without
the dependence on other neurons, which can be also explained as
a kind of model ensemble. They demonstrate that using dropout
in input layers and in hidden layers can both improve the neural
model signiﬁcantly. In this paper, we also follow such interpretation of the effect of dropout in [30,31] to explain the motivation of
our coherent dropout.
Now dropout has been widely used in various kinds of neural
networks, such as convolutional neural networks [16,17] and recurrent neural networks [48]. Current powerful CNNs are usually
fully-convolutional networks [18,19] without any fully-connected
layer as hidden layer, thus they seldom use dropout. Some classical CNNs such as [16,17] have several hidden fully-connected layers and need to use dropout to prevent overﬁtting. In these CNNs,
since there are only a single path from input to output, the dropout
layers can work independently and do not affect each other. However, in VQA model, it is very common that a feature is used by
several modules and thus there are usually multiple paths with
dropout, which may cause dropout can not work independently.
This is the reason why we study dropout in VQA model in this
paper.
2.3. Dropout in VQA
Dropout is widely used in VQA models to prevent overﬁtting
[7–12]. In MCB [8], Fukui et al. [8] place a dropout layer on the top

of their Compact Bilinear Pooling (CBP) module to weak the side
effects of the high-dimensional output of CBP. Besides, they also
use dropout layers in and after the LSTM encoder. Similarly, Benyounes et al. [12] use dropout technique in the proposed Multimodal Tucker Fusion Layer of MUATN model [12]. In these models,
the dropout is placed in a simple way: when one module needs
to use a feature, then the model designer places a dropout layer
before the module, which will cause the similar case in Fig. 1 (b).
There are also some methods that do not include any dropout layers, such as [13]. However, in [13], Anderson et al. [13] have to
adopt model ensemble to prevent overﬁtting while the number
of models for ensemble is quite big – 30 models for best performance! As a contrast, MCB [8] uses 7 models for ensemble, MUTAN [12] uses 5. Different from the methods above, in this study,
we demonstrate that if a VQA model introduces dropout in a coherent way, then it can achieve a higher performance. Coherent
dropout is simple but effective.
2.4. Question encoder in VQA
Different from image encoder which is usually a pre-trained
CNN model and ﬁxed during training, the question encoder must
be trained to catch more information of textual. However, the predominant approaches have found that increasing the power of
question encoder is not an easy thing in visual question answering, especially when we only use textual sequence as the input
of the encoder. Thus, the question encoders of many methods are
too simple. For example, Fukui et al. [8] use a LSTM with single
hidden layer to encode the question sequence in MCB [8], while
Ben-younes et al. [12] just use a pre-trained language model skipthought [49] and do not tune it [12]. In [15], the question encoder
is also just a GRU with a single hidden layer. The experiments in
[15] even show that it is not useful when they increase the number of hidden layers or increase the number of GRUs. In our study,
we ﬁnd that, with the help of residual connections and coherent
dropout, the question encoder can be easily improved by simply
going deeper and wider.
3. Approach
In this section, we ﬁrst describe the formulations of coherent
dropout and siamese dropout mechanism. Then we discuss how to
design a powerful question encoder which is deeper and wider.
3.1. Coherent dropout
Assume there is a hidden layer (e.g. a fully-connected layer)
with a set of neurons W = {w1 , w2 , . . . , wi , . . . , wN } where wi is
the weight vector of the ith neuron. Without loss of generality, we
assume that the bias term is contained in wi . Then the output y
of the hidden layer is fed into multiple dropout layers in multiple
paths. Let l ∈ {1, 2, . . . , L} index the dropout layers and z(l) is the
output vector of lth dropout layer. Since the current dropout layer
is implemented to drop out the output data instead of the neurons
[30], then for a given input vector x, z(l) is computed by:

y = f (W x )
z (l ) = m (l ) ∗ y

(1)

where ∗ denotes the Hadamard product, f is any activation function such as sigmoid or ReLU and m(l) is the dropout mask which
is sampled from a bernoulli distribution Ber(p). Generally speaking, when the number of neurons N is big, the probability of
m(l ) = m(n ) (l, n ∈ L, l = n) is very close to 0. Then the ith element
of z(l) can be described:
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Fig. 2. Structures of different dropouts. In incoherent dropout (a), outputs are dropped out while the neurons can still get gradient. In coherent dropout (b), all dropout layers
share the same dropout mask and the dropping of neurons is totally controlled by the mask. (c) is the equivalent form of coherent dropout which is used in implementation.

mi(l ) ∼ Ber ( p)

yi = f ( w i x )

(l )

zi

= mi(l ) yi

(2)

Now consider the co-adaptation of two neurons wi , wj ∈ W. We
know that if two neurons are not optimized simultaneously, then
there is not co-adaptation between them. During the backward
pass of neural networks, the gradient of wi can be computed by:
L

∂J
∂ J ∂ zi(l ) ∂ yi
=
(l ) ∂ y ∂ w
∂ wi
i
i
l=1 ∂ z
i

=

∂ yi
∂ wi

L

l=1

∂ J (l )
m
∂ zi(l ) i

(3)

where J is the objective function. Firstly, we can see from Eq.
(3) that dropping out output data is equivalent to dropping out
neurons for single-path network (i.e., L = 1), because when L = 1,
the gradient of ith neuron is controlled by the dropout mask mi .
However, such equivalence relation no longer holds true in the
case of multi-path networks. Eq. (3) implies that even if there are
no co-adaptations between two neurons in each of the dropout
layer (i.e., there are at last one 0 in {mi(l ) , m(jl ) }, ∀l), it is also very
possible that both of the two neurons can get non-zero gradient
and be optimized simultaneously. Thus when L > 1, if we want
L
(l )
∂J
to omit the ith neuron, there must be
(l ) mi = 0. In genl=1
∂ zi

eral, such condition is hard to be met if the dropout layers work
independently.
But in our coherent dropout (Fig. 2(b)), the dropout layers do
not work independently but share the same dropout mask during
one forward pass, which can be described as:

m(l ) = m(n ) , ∀l, n ∈ [1, L]
mi(l ) = mi(n ) , ∀l, n ∈ [1, L], i ∈ [1, N]

[15], the fusion feature of textual and visual information is used by
multiple classiﬁers to predict the correct answer. And some nonlinear layers such as the gated tanh layer [13] in VQA is also in
multi-path structure. If the dropout layers are replaced by coherent ones in these places, the model is supposed to be improved.
In Section 3.3, we further explore the way to adopt the coherent
dropout into question encoder to make it deeper and wider and
more powerful.
The coherent dropout is yet very simple in implementation.
There is no need to actually control the masks of multiple dropout
layers. Instead, the only thing need to be done is placing a dropout
layer in root path and removing the ones in branch paths, which
is shown in Fig. 2(c). In the following experiment section, we will
demonstrate that the performance can be improved signiﬁcantly
with just such simple modiﬁcation of network structure.
3.2. Siamese dropout
The output variance in VQA model is hard to be ignored.
We propose a siamese dropout mechanism to explicitly control
such variance during training. The structure of siamese dropout is
shown in Fig. 3. Consider we have a VQA model Mθ that takes as
input (Q, I) whose target label is A, where θ denotes the parameters. Let (Mθ (Q , I ), A ) be the loss value for the sample triplet (Q,
I, A). During training, we keep an identical copy of original model

Mθ as Mθ , i.e., the two networks share the same parameters θ .
For each of the two model, there is a loss for the output :

o = Mθ ( Q , I )
l = (o, A )

o = Mθ (Q , I )





l  =  o , A

(6)

(4)

Let m(1 ) = . . . = m(L ) = m, then the gradient of neuron wi is as
follow:
L
∂J
∂ yi 
∂ J (l )
=
m
∂ wi
∂ wi l=1 ∂ z(l ) i
i

= mi

L
∂ yi 
∂J
∂ wi l=1 ∂ z(l )
i

(5)

Eq. (5) implies that, the neuron’s gradients are controlled by the
dropout mask in coherent dropout. In another word, coherent
dropout is more eﬃcient to prevent the complex co-adaptations
in multi-path neural networks.
In VQA model, there are many places where coherent dropout
can be adopted. For example, both question feature and image feature are at least used twice in attention module and feature-fusion
module. In multi-glimpse attention mechanism, there exists such
case that a feature is used to product multiple attention maps. In

Fig. 3. Structure of siamese dropout for VQA. M and M denotes the main bodies of two weight-shared VQA model. FC and FC denotes two weight-shared fullyconnected layers. SDL means the siamese dropout loss and it can be applied on different feature vector such as the output feature(SDL1 ) or the fusion feature (SDL2 ).
Due to the existence of dropout, the outputs of the two models are not the same
and the variance is controlled by our siamese dropout loss.

408

Z. Fang, J. Liu and Y. Li et al. / Pattern Recognition 90 (2019) 404–414


where l, l are the loss values of Mθ , Mθ , respectively. Note that
o and o can not be same due to the existence of dropout layers.
Then the overall loss function can be deﬁned as:

L=

1
(l + l  ) + γ SDL(o, o )
2

(7)

where γ is the loss weight factor and SDL(o, o ) is the siamese
dropout loss, which is given by:

SDL(o, o ) =

1
n

 tanh(o) − tanh(o ) 2

•

(8)

where n is the length of o and tanh is used to limit the scale of
the output vector. Since the siamese dropout loss will always be
0 if there are no any dropout layers in the model, the aim of Eq.
(8) is to minimize the variance caused by dropout.
We also notice that the siamese dropout loss can be adopted
not only on the ﬁnal output vector, but also on some other feature maps produced by hidden layers. The motivation is that even
though the input units of a hidden layer are randomly dropped
out, the learned hidden representation should also be stable. Let
{v1 , . . . , vK } is a set of such suitable feature maps, then the overall
loss function can be extended as:


1
(l + l  ) + [γi SDL(vi , vi )]
2

•

•

K

Lext =

(9)

i=1

where γ i is the loss weight factor for SDL(vi , vi ).
Although the siamese dropout leads to the increase of computation (additional one forward pass), it can explicitly decrease the
output variance caused by dropout. And its effect is signiﬁcant. We
demonstrate that the siamese dropout can effectively decrease the
gap between training and inference phases and provide additional
improvements to VQA model.
3.3. Deeper and wider question encoder
In VQA, the amount of textual data is very limited. Although
there may be hundreds of thousands of question-answer pairs
in dataset, the length of questions are usually very small, typically less than 15, let alone some wh-phrases (e.g. what kind
of, where is the, etc.) without clear semantics. Thus designing a
powerful question encoder is very essential to visual question answering. Stacking multiple RNNs is often effective in some other
area such as Image Caption. However, such method is not signiﬁcant, or even causes bad effect in VQA. For example, Teney et al.
[15] report a phenomenon in [15] that stacking more than one
RNNs in question encoder in VQA model can cause performance
decrease but they don’t provide further relevant analysis. In this
paper, our experiments show that the reason may be the overﬁtting of question encoder on the limited textual training data.
Thus, using coherent dropout may help to design a better question
encoder.
In this section, we enhance the question encoder by making it
more deeper and wider and more powerful. We ﬁrst utilize our coherent dropout and residual connections to design a deeper question encoder with stacked RNNs. Then we discuss how to make
the stacked RNNs further wider. We show that, with the question
encoder going deeper and wider, the number of RNNs used in the
module can be increased from 1 to 24 or even more. And what’s
more, it results in signiﬁcant improvement in performance.
3.3.1. Going deeper by stacking GRUs
We choose GRU as the implementation of RNN and design 4
structures of stacked GRUs which are illustrated in Fig. 4. The details of them are described as follows:

•

Straight Stacked GRUs (SSG). Similar to most CNNs, in SSG, a
new GRU is simply placed on the top of the last GRU and takes
its hidden states of all time steps as the input. This may be
the most common way to stack GRUs and make the encoder
deeper. However, since there still exists problems of gradient
exploding and vanishing, the SSG is often hard to be optimized
and seldom used in VQA.
Stacked Residual GRUs (SRG). Residual connection technique
[19] is very powerful in many neural structures, especially in
CNNs. The residual connections can act as a high-way for gradient propagation thus is very effective to prevent gradient vanishing. In SRG, the residual connections cross the GRUs and
connect their input and output feature maps. Then the GRUs
are expected to learn the residual transformation rather than
common transformation. However, residual connection is designed to solve the problem of model degradation [19], and for
overﬁtting problems, it may not be so effective. Anyway, residual connection is still essential if the model is supposed to go
deeper.
Stacked Residual GRUs with Dropout (SRGD). When using
residual connections, there must be the case of feature reuse
and multiple paths. And if we introduce dropout layers into
this structure, we must consider their coherence. Note that the
dropout in SRGD is the incoherent dropout, which means that
each input feature map must be fed into two dropout layers:
one for GRU and the other for residual connection. As incoherent dropout weakens the ability of dropout technique to prevent overﬁtting, SRGD may also suffer from overﬁtting when
stacking a little more GRUs.
Stacked Residual GRUs with Coherent Dropout (SRGCD). In
this structure, we use coherent dropout instead of incoherent
dropout. Following the guidance of Fig. 2(c), we only place
dropout layers before residual connections. As we can see, in
SRGCD, one feature only has a single representation of dropout.
Such structure can be stacked for multiple times and it should
go deeper and perform better than the other structures.

Among the 4 structures, the SRG and SRGD are adopted by
some approaches such as MCB [8] and MUTAN [12] but there are
only two GRUs in those models and more GRUs can cause the
decrease of performance. We demonstrate that with the coherent
dropout, the SRGCD can have more GRUs and bring more improvement to VQA models. We believe that the SRGCD is instructive
for the using of coherent dropout in models with complex skipconnections.
3.3.2. Going wider by building multiple paths
A simple way to widen the question encoder is to increase
the number of hidden units of GRUs. However, some work has
shown that the performance resulted form wider hidden layers of
GRUs is neither signiﬁcant nor stable [15]. In this section, we make
the question encoder wider in a different way: building multiple
parallel paths in the module, as shown in Fig. 5. In the multipath question encoder, the question sequence is fed into multiple
Stacked-GRUs sub-modules. These sub-modules are in the same
network structure but their parameters are not shared. And their
outputs are concatenated as the ﬁnal feature representation of the
input question sequence. Since the sub-modules work in parallel
and independently, they can learn features which encode different textual information. We argue that there exists complementarity among these features and their union is a better representation than the single-path result. On the other hand, compared with
directly widening the hidden layers of GRUs, the multi-path architecture is easy to be optimized and robust to overﬁtting. We
demonstrate in our experiments that the multi-path architecture
outperforms the single-path encoder clearly when keeping the
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Fig. 4. Different kinds of stacked GRUs.
denotes dropout layer.
denotes element-wise sum. (a): Straight Stacked GRUs; (b): Stacked Residual GRUs; (c): Stacked
Residual GRUs with Dropout; (d): Stacked Residual GRUs with Coherent Dropout.

Table 1
The overall accuracies of models under different conﬁguration about coherent
dropout and siamese dropout. All results are reported on val split of VQA-v1.
The meanings of the abbreviations are described in the text.

Fig. 5. Multi-path question encoder. W.E. denotes word-embedding modules. There
are multiple parallel SRGCD modules in the encoder. Their outputs are concatenated
as the ﬁnal feature representation of the question sequence.

same number of hidden units (e.g., two paths with n hidden units
in each path v.s. single path with 2n hidden units),.
4. Experiment
4.1. Dataset
VQA-v1. The VQA-v1 dataset [2] consists of ∼ 200 K images
from the MS-COCO dataset [50] with approximately 3 questions
per image and 10 answers per question. All questions are divided
into three categories by the type of their answers: “Yes/No”, “Number” and “Other”. There are three splits in VQA-v1: train ( ∼ 248 K
questions), val ( ∼ 122 K questions) and test ( ∼ 244 K questions).
VQA-v2. The VQA-v2 dataset [6] is the extended version of
VQA-v1 dataset [2]. It doubles the number of questions and makes
them more balanced. Namely, in order to improve the importance
of visual images in VQA, each question in this dataset is asked
about two images with two different answers. There are ∼ 443 K
questions in train split, ∼ 214 K questions in val split and ∼ 453 K
questions in test split.
Evaluation Metric. In evaluation, the algorithm is only allowed
to product one natural language answer for one question. We use
the accuracy metric proposed in [2] to evaluate the performances
of models.

Accuracy
Yes/No

Number

Other

Overall

A

B.S.

83.25

36.89

51.17

61.39

B

B.S. w/o D.
B.S.+C.G.T.
B.S.+C.D.

82.7
83.12
83.31

36.27
35.42
37.27

50.27
51.61
52.83

60.4
61.73
62.28

C

B.S.+SDL@(O.F.)
B.S.+SDL@(F.F.)
B.S.+SDL@(O.F.+F.F.)
B.S.+SDL@(O.F.+F.F.+Q.F.)
B.S.+SDL@(O.F.+F.F.+V.F.)

83.18
83.03
83.27
83.28
83.32

37.22
36.88
36.82
37.05
36.85

52.62
52.78
52.88
52.88
52.82

62.12
62.11
62.24
62.27
62.23

D

B.S.+C.D.+SDL@(O.F.+F.F.)

83.88

37.92

53.32

62.82

We use the Adam [51] to optimize our VQA model. The learning
rate is ﬁxed as 7e-4 and no weight decay is used. We use a batch
size of 128 to train the model for 100 epochs. All experiments (except for the ones in Table 6) are conducted on VQA-v1 dataset:
the models are trained on train split and tested on val split. Before
training, we collect the top 30 0 0 frequent answers of train split as
the answer vocabulary. All dropout layers use the same dropout
ratio of 0.5.
4.3. Experiments on coherent dropout
In order to demonstrate the effectiveness of the coherent
dropout, we compare the model performances with/without our
coherent dropout. The results are listed in A,B blocks of Table 1.
There are four models:
•

•
•

4.2. Experimental setup
We adopt a typical framework [15] for our VQA model as follows: the given question and image are ﬁrst embedded into a
question feature and a image feature map by RNNs and CNNs, respectively. Then the question feature and image feature are fed into
an attention module to produce the visual attention. The attended
image feature and question feature are merged by Hadamard product and produce the fusion feature. Finally, the fusion feature is
used by the classiﬁers to predict the answers.

Method

•

B.S.: Our baseline model which is similar to that in [15]. The
only difference is that we insert a dropout layer before each
linear layer (including the ones in the gated tanh module [13]).
B.S. w/o D.: All dropout layers in B.S. are removed.
B.S.+C.G.T.: We move the dropout layers in the two branch
paths of the gated tanh [13] module to the root path, which
is termed coherent g-tanh (C.G.T).
B.S.+C.D.: All dropout layers in baseline model are replaced by
coherent dropout (C.D.).

Firstly, we notice that without dropout, the B.S. w/o D. model
suffers from overﬁtting and performs much poorer than B.S.
model. This implies that dropout is effective on preventing overﬁtting. Secondly, when the dropout is partially replaced (B.S.+C.G.T.)
and then fully replaced by coherent dropout (B.S.+C.D.), the performance keeps increasing step by step. And the ﬁnal accuracy of
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Fig. 6. Accuracies on validation set during training.

Fig. 7. The output variance with/without siamese dropout.

Table 2
Result comparison on DAQUAR dataset. All models are trained on
train split and evaluated on test split. For details of the evaluation
metrics of DAQUAR dataset, please refer to [1].

Table 3
The validation accuracies on val split of VQAv1 with different dropout status in inference phase. The gap denotes the accuracy gap
caused by the two dropout status.

Methods

Accuracy

WUPS0.9

WUPS0.0

Multi-Word [1]
Ask-Your-Neurons [52]
SAN [7]

7.9
21.7
29.3

11.9
28.0
35.1

38.8
65.0
68.6

B.S.
B.S. w/o D.
B.S. + C.D.

28.7
24.7
32.5

34.6
30.2
37.8

67.9
64.8
69.1

B.S.+C.D. is much higher than B.S. model, which proves that our
coherent dropout can beneﬁt VQA model a lot.
The similar conclusion can also be seen from the accuracy
curves during training, which are illustrated in Fig. 6. In the curves,
B.S.+C.D. model outperforms all the other models while the B.S.
w/o D. gets into overﬁtting at very beginning epochs. It is noteworthy that the performances of B.S. and B.S.+C.G.T. start to decrease
at the 40th epochs, while the accuracy of B.S.+C.D. still keeps increasing. This implies that coherent dropout is more powerful to
prevent overﬁtting in multi-path networks.
We also evaluate the effectiveness of coherent dropout on small
VQA dataset, such as DAQUAR dataset [1]. DAQUAR dataset contains 6795 question in train split and 5673 question in test split.
All models are trained on train split and tested on test split. The
results are shown in Table 2. First of all, the similar results can
be found: when removing all the dropout layers out of B.S., the
performance decreases a lot; when replacing dropout layers with
coherent dropout layers, the B.S. model is improved. Comparing
Table 2 and Table 1, we ﬁnd that the improvements on DAQUAR
is larger than on VQA-v1 dataset. The reason is that overﬁtting is
more serious on small dataset thus the model can beneﬁt more
from dropout and coherent dropout.
4.4. Experiments on siamese dropout
Table 1, Block C lists the experimental results on siamese
dropout. “SDL@(x)” stands for a siamese dropout loss (SDL) which
is computed from the feature map x. Here we choose 5 typical feature maps in VQA model:
•
•

•

•

Output Feature (O.F.): the ﬁnal output probability vector.
Fusion Feature (F.F.): the fusion result of visual feature and
question feature.
Question Feature (Q.F.): the question feature produced by
question encoder, usually LSTM or GRU.
Vision Feature (V.F.): the image feature produced by CNNs.

Dropout Status
Accuracy
Model

closed

open

gap

B.S.
B.S.+SDL@(O.F.)

61.39
62.12

57.34
60.01

4.05
2.11

Firstly, we evaluate the performance of SDL on single feature
map. When compared with B.S. model, we can see that both
SDL@(O.F.) and SDL@(F.F.) perform better, which demonstrates the
effectiveness of our siamese dropout. Then we test the model
with both of the two siamese dropout losses and the results
(SDL@(O.F.+F.F.)) show that the accuracy can be further improved.
However, the improvements of SDL@(O.F.) and SDL@(F.F.) are partially superposed. This may be because both of the two siamese
dropout losses are doing the same thing: reducing the output variance. We also notice that, the effect of adding Q.F. and V.F. to SDL
is not signiﬁcant. The reason may be that there are few dropout
layers before those two feature maps.
In order to explicitly demonstrate that our siamese dropout can
decrease the output variance, we record the values of the output distance 1n  o − o 2 in each epoch, and the result curves
are shown in Fig. 7. The curves imply that the effect of siamese
dropout is signiﬁcant: the distance between the two outputs stays
at a very low level in B.S.+SDL, while it still keeps increasing in
B.S. model. We further conduct experiments to explore whether
the decrease of output variance can reduce the gap between training and inference phase and the results are listed in Table 3. In this
table, each model is evaluated twice with different dropout status: closed or open. If dropout is closed, then it acts as an identity
layer which is the common practice in inference phase. If dropout
is open, then it will act as in training phase and conduct randomly
dropping out. Consider an idealistic case that the siamese dropout
loss is optimized to 0, and then the results of the two dropout status will be the same. Thus the difference between performances
in the two dropout status can represent the gap of training and
inference. As we can see, the gap between the two dropout status is 4.05% in B.S. model, while it is only 2.11% in B.S.+SDL. This
demonstrates that our siamese dropout can effectively reduce the
gap and make VQA model more robust. In addition, we also discuss the inﬂuence of the loss weight factor γ in Eq. (7) (see Fig. 8).
The results show that γ should not be too big or too small, or the
siamese dropout loss may cause bad effects.
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Fig. 8. The inﬂuence of the loss weight factor γ on the performance of siamese
dropout.
Table 4
The performances of different stacked-GRU structures
on VQA-v1 when they go deeper. “num_GRUs” denotes the number of stacked GRUs.
num_GRUs

SSG

SRG

SRGD

SRGCD

1
2
3
4

61.39
59.95
58.12
-

61.39
61.09
60.78
-

61.39
61.65
61.33
61.17

61.39
61.87
62.11
62.12

Using siamese dropout will increase the computational complexity of model. Thus it is necessary to evaluate the its inﬂuence on training time. We compare the training time of B.S. model
and B.S. + SDL@(O.F.) model on train-split of VQA-v1 dataset with
batch size of 128. The GPU is NVIDIA P40 device and the results are averaged among 100 epochs. When using Renset152 features, the training time is 10.3 min/epoch (minute per epoch) for
B.S. and 13.5 min/epoch for B.S.+SDL@(O.F.); When using BottomUp
features, the training is 4.3 min/epoch for B.S. and 5.5 min/epoch for
B.S.+SDL@(O.F.). From this evaluation, we can see that the time
consuming of siamese dropout is quite acceptable.
4.5. Results of enhanced question encoder
Table 4 shows the comparison of the results of different stacked
GRU structures. The experiments are based on B.S. model (i.e. the
ﬁrst row in the table). Firstly, SSG and SRG are not suitable for
stacking more GRUs because two stacked GRUs can cause decrease
on performance. However, compared with SSG, SRG shows that the
residual connections are taking positive effects. Then in SRGD, 2
stacked GRUs outperforms 1 GRU, but when it becomes deeper,
such structure of SRGD can not bring further improvements. Finally, all dropout layers are in coherent dropout format in SRGCD,
which makes it very powerful to prevent overﬁtting when stacking more GRUs. On one hand, the SRGCD can go deeper without
causing decrease on model performance than the other structures.
On the other hand, when compared with single GRU model, a deep
SRGCD question encoder can provide signiﬁcant improvement. The
results demonstrate that our coherent dropout can beneﬁt a lot for
designing deeper stacked recurrent neural networks.
In Fig. 9 we further compare the performances of multi-path
encoder and single-path encoder when the number of hidden units
of the two architecture increases. Note that the number of hidden units in each path is ﬁxed as 300 in multi-path architecture,
thus different number of units in Fig. 9 means different number of
paths (e.g. 2400 hidden units for multi-path encoder means there
are 240 0/30 0 = 8 parallel paths). From the Fig. 9, we can see:
Firstly, multi-path encoder is signiﬁcantly better than single-path
encoder. When the total number of hidden units varies, the best
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Fig. 9. Single-path v.s. Multi-path in question encoder. We compare their performances when their number of hidden units varies. In multi-path model, we ﬁx the
number of hidden units to 300 in each path thus different total number of hidden
units corresponds to different number of paths, e.g., 2400 hidden units corresponds
to 240 0/30 0 = 8 paths.
Table 5
The overall accuracies on val split of VQA-v1
when using different combinations of the three
techniques. C.D.:coherent dropout;S.D.: siamese
dropout; E.Q.E: enhanced question encoder.
No.
1
2
3
4
5
6
7
8

C.D.

S.D.

E.Q.E
















Accuracy(%)
61.39
62.28
62.12
62.61
62.79
63.06
62.97
63.51

performance of the former is 62.61% while it is only 62.29% in the
later. Secondly, when the encoder going wider (from 300 to 2400
hidden units), the multi-path architecture brings much more improvement. This implies that wider encoder can learn more powerful textual feature representations. Thirdly, when there are too
many hidden units, the performance decreases a lot in single-path
architecture, while such case doesn’t happen in multi-path encoder. This demonstrate that our multi-path encoder is more powerful to prevent overﬁtting and easier to be optimized. In fact, due
to the existence of the N × N transformation matrix in RNN (N is
its number of hidden units), the parameters of multi-path encoder
is much less than those of single-path encoder, even though they
have the same number of total hidden units.
4.6. Ablation analysis
Until now, we have proposed three techniques to improve VQA
model: coherent dropout, siamese dropout, and enhanced question
encoder. Now we conduct some ablation analysis on their joint
performances. In Table 5, we compare the performances of models with one or some of the three techniques. Here, the siamese
dropout uses the same conﬁguration of SDL@(O.F.) and the enhanced encoder includes 4 parallel paths, each of which has 3
stacked GRUs. Note that the dropout in enhanced encoder is always coherent dropout, i.e., in No. 4 and No. 7, only the dropout
in the question encoder is coherent dropout while the others are
incoherent. From experiments of No. 1–4, we can see that any of
the three techniques alone can bring much improvement to baseline model, which demonstrates their effectiveness. And the results
of No. 5–7 show that although the effects of the three techniques
can not be linearly superposed, the performance of the combination of two techniques is also higher than that of single one. This
implies that there is complementarity among the siamese dropout,
coherent dropout and enhanced encoder. In No. 8, the best model

412

Z. Fang, J. Liu and Y. Li et al. / Pattern Recognition 90 (2019) 404–414

Fig. 10. Visualization of some result examples. We compare the results of BottomUp [13] and our method on VQA-v2 dataset. For each method, we show its top 3 predictions
although only the top 1 prediction will be used in evaluation.

Table 6
The improvements brought by our method on the state-of-the-art methods.
† denotes the model uses our coherent dropout, siamese dropout and enhanced question encoder. (n) means an ensemble of n models. “Ver.” stands
for which dataset is used to train the model. “V.G” denotes using Visual
Genome [3] extra dataset as data argumentation. Note that all models are
trained on train+val split with/without Visual Genome extern data [3] and
tested on test-dev split.
Accuracy
Method

Ver.

NMN [14]
SAN [7]
FDA [53]
DNMN [54]
HieCoAtt [10]
RAU [55]
MCB [8]
MUTAN [12]
MCB†
MUTAN†

v1
v1
v1
v1
v1
v1
v1
v1
v1
v1

MCB [8]
MUTAN [12]
MCB†
MUTAN†

v1
v1
v1
v1

BottomUp [13]
BottomUp†

v2
v2

V.G.

Yes/No

Number

Other

Overall

81.20
79.30
81.10
81.10
79.70
81.90
82.50
82.70
83.00
83.90

38.00
36.60
36.20
38.60
38.70
39.00
37.60
38.70
38.80
37.90

44.00
46.10
45.80
45.40
51.70
53.00
55.60
55.60
55.90
56.80

58.60
58.70
59.20
59.40
61.80
63.30
64.70
64.90
65.10
65.50






82.30
84.08
83.20
85.16

37.20
40.00
37.60
40.17

57.40
54.82
58.00
56.60

65.40
65.23
66.10
66.54




82.20
83.37

43.90
45.40

56.26
57.79

65.32
66.92

can be obtained by using all of the three techniques. And the ﬁnal
improvement is also signiﬁcant: 2.12% higher than baseline model.
4.7. Effect on state-of-the-art methods
In order to verify the effectiveness of the proposed methods,
we adopt our coherent dropout, siamese dropout and enhanced
question encoder into some of the state-of-the-art methods to see
whether they can be further improved and compare their performances with some other state-of-the-art models. The results are
shown in Table 6 and they are summarized as three parts. Different parts denote using different training dataset. The ﬁrst, second
and third part are trained on train+val split of VQA-v1, train+val
split of VQA-v1 with extra Visual Genome dataset, and train+val
split of VQA-v2 with extra Visual Genome dataset, respectively. The
models with superscript “†” mean they are modiﬁed with our proposed methods. Speciﬁcally, for MCB†, we use coherent dropout,
SDL@(O.F.) and 3 × 4 enhanced encoder (m × n enhanced encoder
here means that there are n paths and in each path there are m
stacked GRUs or LSTMs). For MUTAN [8], since it doesn’t provide
single model performance on test split, we use its model ensemble instead. For MUTAN†, we use coherent dropout, SDL@(O.F.) and
4 × 4 enhanced encoder. For BottomUp†, we use coherent dropout,
SDL@(O.F.+F.F.) and 3 × 8 enhanced encoder.
From the results, we have three observations. Firstly, comparing the results with/without our method, we ﬁnd that our methods can still enhance the state-of-the-art models and improve the

performances. Secondly, when compared with all results in each
part, the models with our method outperform other state-of-theart models, which veriﬁes the effectiveness of our work. Finally,
our methods can take effects on different training datasets, which
demonstrate it generality. In Fig. 10, we visualize some result examples to show in which cases our method can outperform BottomUp[13]. From the examples we ﬁnd that BottomUp may predict the correct answer in its top predictions but can’t put it in the
top 1 position. This indicts that BottomUp model do learn useful
knowledge but is not generalized enough. Our method can improve
model generalization to reduce such occurrences of such case.
5. Conclusion
In this paper, we discuss how to use dropout to improve VQA
model and how to enhance the question encoder. We notice that
in multi-path networks, the current way to use dropout can cause
two problems: the co-adaptations of neurons and the increase of
output variance. In order to prevent co-adaptations, we propose
the coherent dropout which is simple in implementation but effective on preventing overﬁtting. However, using dropout can cause
output variance. As for controlling such output variance, we develop a siamese dropout mechanism in training, which can explicitly minimize the output variance and reduce the gap between
training and inference phase. After the model generalization and
variance are both in control, then it is possible to enhance the
question encoder by making it deeper and wider. We conduct extensive experiments to prove the effectiveness of the proposed
methods and verify that our approach can also bring additional improvements on the state-of-the-art methods.
6. Future work
We are currently extending the coherent dropout to some other
tasks with multi-path models, such as Image Caption and Textual
Question Answering. We think the idea of coherent dropout can
be constructive for all multi-path network designs. Besides, we are
also considering to study the effect of siamese dropout mechanism
in other networks with dropout layers. We believe that the proposed techniques of dropout may not only take effect in VQA area.
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