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a b s t r a c t
This paper gives a comprehensive study on gait biometrics via a joint CNN-based method. Gait is a kind of
behavioral biometric feature with unique advantages, e.g., long-distance, cross-view and non-cooperative
perception and analysis. In this paper, the deﬁnition of gait analysis includes gait recognition and gaitbased soft biometrics such as gender and age prediction. We propose to investigate these two problems
in a joint CNN-based framework which has been seldom reported in the recent literature. The proposed
method is eﬃcient in terms of training time, testing time and storage. We achieve the state-of-the-art
performance on several gait recognition and soft biometrics benchmarks. Also, we discuss which part of
the human body is important and informative for a speciﬁc task by network visualization.

1. Introduction
Gait is a kind of behavioral biometric feature, which is deﬁned
as the way a person walks. Unlike other biometrics like face and
iris which are limited by the distance, gait can be applied in longdistance and uncontrolled scenarios without explicit cooperation
by subjects. Gait can be used for the human identiﬁcation task,
namely gait recognition. The attributes of subjects including gender and age can also be estimated by gait, called gait-based soft
biometrics. In this paper, we focus on such gait analysis which includes both personal identiﬁcation and gait-based soft biometrics
prediction.
The accuracy of gait recognition suffers a lot when human appearance changes greatly because of viewpoint, clothing and carried objects. Among them, cross-view is unavoidable since we can
hardly record every view of a person. It should be noted that
there is a great difference between multi-view and cross-view gait
recognition. For multi-view gait recognition, we have all views registered in the gallery. In this setting, viewpoint changes can be alleviated since we can ﬁnd any corresponding angle for a probe.
Cross-view, on the other hand, means that only one gallery view
is provided. This setting often makes intra-subject variations larger
than inter-subject variations since the gallery view and probe view
are likely to be very different.
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Apart from identiﬁcation, gait can also be used for soft biometrics prediction. Jain et al. [1] deﬁned soft biometrics to be
the set of characteristics that provide some information for recognizing individuals, but that are not capable of distinguishing between individuals, mainly due to the lack of distinctiveness and
permanence. Soft biometrics can improve the recognition accuracy
of a biometric system by fusing with primary biometric traits [2].
Jain et al. [3] proposed a hybrid system that combined ﬁngerprint
identiﬁcation with soft biometric attributes to improve the overall
matching accuracy. Also soft biometrics can be used alone for nonidentiﬁcation cases because the semantic description can be provided. For example, “slim young lady” can be a good description
for video surveillance applications though we do not know who
she exactly is.
For gait analysis, previous methods mainly focus on either identiﬁcation or soft biometrics. These existing algorithms often use
different frameworks for the two tasks. Combining the two tasks
in a joint and compact framework is naturally beneﬁcial for not
only academic but also practical purposes. To our knowledge, the
only literature considering the two tasks jointly is Marin-Jimenez
et al. [4]. However, their method is based on optical ﬂow, which is
different from our method based on silhouettes.
A recent state-of-the-art gait recognition method in [5] is not
eﬃcient in spite of its high recognition accuracy. For real world
applications with thousands of subjects in the gallery, the method
in [5] takes over 1 s to recognize a single subject. Thus an eﬃcient
algorithm with a relatively high accuracy is immediately needed.
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In addition to a comprehensive study on gait biometrics, we
also hope to answer which part is potentially important for gait
analysis. Recent deep learning based methods do not pay much attention to this topic. Understanding which body part contributes
more will be helpful for network design or information fusion.
Considering the above problems, we summarize our contributions as follows:

229

similarities for any view pairs. In [14], generative adversarial network (GAN) was used to generate invariant side-view gait images
in normal clothing.
2.2. Soft biometrics prediction

In the remaining part of this paper, Section 2 summarizes related work on gait recognition and gait-based soft biometrics.
Section 3 describes the proposed method. The eﬃciency and accuracy on several benchmarks are given in Section 4. In-depth experiments on gait biometrics are conducted in Section 5. The conclusion of this paper is given in Section 7.

For gait-based soft biometrics prediction, there are several aspects to be studied including gender classiﬁcation, age group classiﬁcation, age estimation, and ethnicity classiﬁcation. Similar to
that of gait recognition, we only consider appearance-based methods in this paper. Yu et al. [21] incorporated human prior knowledge with a GEI + SVM framework and achieved state-of-the-art
performance for gender classiﬁcation. In [22], Lee and Grimson
employed features from moving human silhouettes for gender classiﬁcation. Seven regions were divided for each silhouette and an
ellipse was ﬁt to each region. The centroid, the aspect ratio of the
major and minor axes of the ellipse, and the orientation of the
major axis of the ellipse were taken as features. Huang and Wang
[23] combined the ellipse features with multiview features to improve the performance.
Age can be roughly divided into several groups, e.g., the young
or the old, children or adults. There is no strict classiﬁcation standard telling how old can be regarded as the elderly. Age estimation, on the other hand, estimates the exact age of the subject. Gaussian process regression (GPR) was introduced as a baseline algorithm by Makihara et al. [24]. And then Makihara et al.
[25] further reduced the computational time for online demonstration with an active set method. Multilabel-guided subspace (MLG)
was proposed to better characterize and correlate age and gender information of subjects in [26]. And in [27], an ordinary preserving manifold analysis approach was proposed to seek a lowdimensional discriminative subspace for the age estimation task.

2. Related work

3. Our method

2.1. Gait recognition

Fig. 1 illustrates the overall framework of our method. We consider two types of temporal fusion methods, namely (a) image
level fusion and (b) feature level fusion, to get feature representations for a sequence. After feature extraction, different loss functions are added. For the identiﬁcation task, softmax loss is used
together with center loss [28] to learn discriminative features. For
soft biometrics prediction, regression loss or softmax loss can be
used for the task-speciﬁc soft biometrics. For joint analysis, these
losses can be used jointly.

• We study gait recognition and soft biometrics in a joint
framework with convolutional neural networks (CNNs). To our
knowledge, this is the ﬁrst work to consider both identiﬁcation and soft biometrics jointly for silhouette-based gait analysis. The proposed method achieves the state-of-the-art performance on several benchmarks for both identiﬁcation and
gait-based soft biometrics prediction. The experimental results
demonstrate the feasibility and advantages of the joint framework.
• In addition to accuracy, the proposed method is eﬃcient in
terms of training time, testing time and storage especially for
large-scale gallery sets and/or probe sets. The model could be
executed real-time on an embedded device Jetson TX2 with less
computation capacity.
• Network visualization is used to ﬁnd out which part of human
body contributes more to soft biometrics prediction. We ﬁnd
that head and chest contribute a lot to gender classiﬁcation and
thigh plays an important role for age estimation.

Recent gait recognition approaches can be grouped into two
typical categories: model-based [6–9] and appearance-based [10–
17]. The ﬁrst category needs to model the underlying structure
of human body. In [6,7], the 3D structure of a human was reconstructed to generate arbitrary 2D views from the 3D model.
On the other hand, appearance-based methods extract gait representations directly from videos. In [10,11], handcrafted viewinvariant features were extracted for gait recognition. In [12,13],
cross-view projections were learned to transfer gait features from
one view to another. Pose-based gait recognition was proposed
by Liao et al. [18] to extract robust features against clothing and
carrying changes. Our proposed method belongs to appearancebased methods since we only rely on sequences of silhouettes. For
appearance-based gait recognition methods, the accuracy is inﬂuenced greatly by appearance changes due to view changes or clothing changes. We mainly focus on cross-view gait recognition in this
paper.
There are several recent works on cross-view gait recognition.
View transformation model (VTM) is the most commonly used
model, which can transform gait features from one view to another view. Multiple mapping matrices are needed for most of the
VTM methods. View angle has to be provided or accurately estimated ﬁrst for these methods. Some other works try to recognize
gait without knowing the view angles. Hu et al. [19] proposed a
method named as ViDP which extracts view invariant features using a unitary linear transform. Recently fruitful achievements have
been made by applying deep learning to the ﬁeld of gait recognition [20]. Wu et al. [5] proposed deep neural networks to learn

3.1. Gait recognition
Gait recognition is similar to face recognition and iris recognition in the sense that it should match a probe with the gallery.
The difference is that gait recognition is in the temporal domain
while the other two are not. Gait recognition should capture the
spatial-temporal feature for a sequence while the other two mainly
consider static images.
For gait recognition, the easiest case would contain no viewpoint and walking condition changes. Only computing the similarities based on the Euclidean distance can achieve pretty good
results. However, in real world applications, people have to deal
with much harder cases, namely cross-view and cross-walkingcondition. Cross-view means probe and gallery are in different
viewpoints. While cross-walking-condition considers wearing a
coat or carrying a bag for the probe and normal walking condition
for the gallery.
Gait energy images (GEI) [29] which are the average silhouettes
along the temporal dimension have been proved to be successful
for gait recognition. The advantage of GEI is that it can reduce the
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Fig. 1. Overall framework. Two types of temporal fusion methods are considered, namely (a) Image level fusion and (b) Feature level fusion. Multi-task learning is used for
the identiﬁcation and soft biometrics tasks. (c) Network architecture of the feature extraction part.

noise of silhouettes. On the other hand, GEI may lose temporal information. Despite GEI, a sequence of silhouettes can also be directly used as the input for gait recognition [30]. According to recent works in action recognition [31,32], we propose to use raw
silhouettes as the input to keep more temporal information. We
consider two types of temporal fusion methods:
• AveImage: fuse temporal information at the image level.
• AveFeature: fuse temporal information at the last fully connected layer (fc5).
Fusing temporal information at the last fully connected layer
is a basic operation for action recognition [31]. It has two advantages. First, we get the compact feature vector for each sequence.
When recognizing, we only need to compute the distance between
feature vectors. Second, the compact feature vector has semantic
meanings. For face recognition, it is stated that attributes are implicitly learned at high-level layers [33]. We believe that the last
fully connected layer should be able to capture invariant gait features.
Note that we are different from the work in [5] though we both
consider information fusion. We fuse temporal information for one
sample while the work of Wu et al. [5] fuses a pair of samples at
different spatial levels. Also note that, in [5] the authors do consider silhouettes as the input to build a 3D convolutional neural
network. However, the temporal period is limited to only 9 frames
which may be too short to cover a complete gait cycle. We, on the
contrast, introduce a longer period (T = 48 frames) of silhouettes
to learn more meaningful dynamic information.

gait recognition. Three types of soft biometrics, namely gender, age
and body shape, are investigated.
• Gender. Gender classiﬁcation is a two-class classiﬁcation problem. Note that for some datasets with unbalanced gender distribution, we need to balance the data ﬁrst.
• Age. Both age group classiﬁcation and age estimation can be
considered. We only consider age estimation in this paper.
• Body shape. For normalized silhouettes, height information can
not be estimated. We use Body Mass Index: BMI = w/h2 to
judge the body shape of a subject, where w means weight (kg)
and h means height(m). BMI can be used regardless of gender
and age. Only body shape estimation is considered in this paper.
Similar to gait recognition, two types of fusion are considered:
image level and feature level. As for cross-view and cross-walkingcondition settings, there is no need to separate gallery and probe
for soft biometrics prediction. For view changes, data from different views are used for training and testing. We report the average
accuracy for different views. For walking condition changes, similar
operations are conducted.
As stated by Lu and Tan [26], gait-based gender and age estimation are often correlated. Apart from individual soft biometrics prediction, we study joint learning of the soft biometrics. We
keep the feature extraction part shared and add different losses for
different tasks. The multi-task framework enables more supervised
information to the network.

3.2. Soft biometrics

3.3. Joint analysis

Human being can easily tell whether the subject is tall or short,
overweight or slim even only according to binary silhouettes. Due
to the fact that most publicly available datasets do not provide
RGB video frames, we only consider silhouette-based soft biometrics prediction here. We share the same network architecture as

The accuracy of gait recognition decreases when there are view
changes or walking condition changes. On the other hand, soft biometrics are relatively insensitive to these changes. Soft biometrics
can be used to reduce the search space and may potentially improve the identiﬁcation performance. Identiﬁcation may provide
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more supervision for soft biometrics to avoid overﬁtting. We investigate the relationship between gait recognition and soft biometrics
by jointly training the two tasks. As illustrated in Fig. 1, the proposed joint framework shares features among the tasks. Note that
the shared framework is also effective in face recognition and face
attribute estimation as described in [34].
Different loss functions are combined to form a multi-task
framework. The overall loss function can be written as follows:

L = Lid + λLso f t

(1)

where Lid is the loss for identiﬁcation and Lsoft for soft biometrics. λ is the weight of the loss for soft biometrics. Gait identiﬁcation and gait-based soft biometrics prediction are special cases of
Eq. (1) by tuning the value of λ. To be more speciﬁc, Lid and Lsoft
can be further written as:

Lid = LS + α LC

(2)

Lso f t = Lgender + β1 Lage + β2 Lbody

(3)

where LS and LC represent multi-class softmax loss and center loss
respectively. Gender, age and body shape are presented as Lgender ,
Lage and Lbody . The weight of each loss can be tuned by α , β 1 and
β 2.
The reason why we use three loss functions is two-folded. (1)
As pointed out by Wen et al. [28], softmax loss only learns separable features. Center loss pulls each sample to the class center
which improves the feature discrimination. (2) Soft biometrics may
help the model focus on the informative parts of the human body
such as heads and legs, which have been shown to be important
for gait identiﬁcation [35]. Two issues of Wu et al. [5] are solved
correspondingly. (1) The proposed method extracts global features
once and then only computes the similarities between these features. This avoids the duplicated computation of Wu et al. [5]. (2)
The method in [5] only relies on the pair-wise identities as the supervision. The network does not include any soft biometrics which
may lose the additional information from the soft biometrics. On
the other hand, the proposed method learns view invariant features with soft biometrics as the additional supervision in a joint
framework.
4. Preliminary experiments
4.1. Datasets
Gait recognition. For eﬃcient gait recognition, we consider the
same three datasets as [5], namely CASIA-B [36], OU-ISIR [37] and
USF [38]. CASIA-B includes 11 different views (0◦ , 18◦ , ..., 180◦ ) and
3 different walking conditions (normal walking, with a coat and
with a bag) for a total of 124 people. It is suitable for cross-view
and cross-walking-condition experiments. OU-ISIR contains 4,007
subjects (2,135 males and 1,872 females) with ages ranging from
1 to 94 years old. There are only 4 view angles (55◦ , 65◦ , 75◦ ,
85◦ ) and no walking condition changes. Because of its large subject number, the dataset enables us to better investigate signiﬁcant performance differences between gait recognition approaches.
USF gait dataset involves 32 possible combinations of ﬁve covariates. The covariates include two different shoe types (A and B),
two carrying conditions (with or without a briefcase), two surface
types (grass and concrete), two viewpoints (left and right), and
two time instants. The sequences are recorded outdoor and the
background is more complex. There is more noise in the generated
silhouettes.
Soft biometrics prediction. For soft biometrics prediction, we
consider CASIA-B and OULP-Age [39]. CASIA-B also provides gender information for the recorded 124 subjects (93 males and 31
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females). We follow the same settings as Yu et al. [21] to select
all the 31 females and 31 randomly selected males for the experiments. Different from the identiﬁcation task, only side-view sequences with normal walking condition are used. OULP-Age is an
extremely large gait database that includes 63,846 subjects (31,093
males and 32,753 females) with ages ranging from 2 to 90 years
old. The dataset is randomly divided into two disjoint subsets with
the same size (i.e., 31,923 subjects) and with a similar gender distribution. This larger dataset is very helpful to evaluate statistical
signiﬁcance of performance differences.
Joint gait analysis. For joint gait recognition and soft biometrics prediction, we consider CASIA-E [40]. It involves 1014 people
with identity and corresponding soft biometrics. The dataset includes 3 types of scenes (simple static background scene#1, complex static background scene#2, and complex dynamic background
scene#3), 2 vertical views (L: low vertical view with a height of
1.2 m and H: high vertical view with a height of 3.5 m), 13 horizontal views (from 0◦ to 180◦ at an interval of 15◦ ) and 3 different
walking conditions (NM: normal walking, CL: with a coat and BG:
with a bag). We make the following abbreviation here for convenience:
“V-S-W-H” where V: Vertical views, S: Scene types, W: Walking conditions, and H: Horizontal views. For example, “L-scene1nm-090” means low vertical view, scene#1, normal walking and
90◦ horizontal view. “L-scene1-all-090” means low vertical view,
scene#1, all walking conditions (NM, CL, BG) and 90◦ horizontal view. We divide the dataset into two parts: a training set for
ID0 01-50 0 and a testing set for ID501-10 0 0. There are at least two
sequences for each case. The ﬁrst sequence is used as gallery and
the second as probe for the identiﬁcation task. We use the two sequences for soft biometrics prediction.
4.2. Implementation details
4.2.1. Network architecture
Different from the relatively shallow networks in [5,30,41], we
propose very deep convolutional neural networks. We share the
feature extraction part and add fully connected layers for speciﬁc
tasks. That is, a C-dimension fully connected layer for identiﬁcation
where C is the number of people, a 2-dimension fully connected
layer for gender classiﬁcation and an 1-dimension fully connected
layer for age and body shape estimation respectively. Note that
although the shallow networks in [5] achieve the state-of-the-art
performance, it is not easy to be used for large-scale gallery sets
and probe sets. In [5], Wu et al. emphasized that the fully connected layers in their models lead to severe overﬁtting. We try to
avoid this by temporal data augmentation.
4.2.2. Training
For the identiﬁcation task, softmax loss and center loss are used
as our objective function. For the soft biometrics task, we use softmax loss for gender classiﬁcation and mean squared error loss for
age and body shape estimation. Due to the very long temporal period, we have to use a very small batch size of 6. We initialize
the weights by Xavier initialization. The momentum is selected as
0.9 and the weight decay is 0.0 0 05. A learning rate of 0.01 is selected as initial learning rate and we divide it by ten when the
validation accuracy does not improve. For age and body shape estimation, network initialization has to be considered carefully as
we are regressing real-valued numbers. We ﬁrst calculate the corresponding mean over the training set. The mean of age is about
32 years old and the mean of BMI is about 22.0. The last fully
connected layer is initialized with a bias using a Gaussian distribution with the corresponding mean and a standard deviation
of 0.01.
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Table 1
CASIA-E network selection experiments. Both identiﬁcation and soft biometrics are evaluated on different network depths and temporal information fusion methods.
Network design

Gait recognition(%)

Gender accuracy(%)

Age MAE(year)

BMI MAE

deep + AveImage
deep + AveFeature
shallow + AveImage
shallow + AveFeature

82.10
97.33
79.22
96.91

96.51
97.74
95.79
97.64

6.90
6.28
7.26
6.51

1.70
1.60
1.72
1.64

Table 2
CASIA-B cross-view average accuracies (%) trained by the ﬁrst 74 subjects. Identical-view cases are not included. We only
show the single model results.
0◦ -180◦

Gallery NM #1-4
◦

Probe NM #5-6

0

ViDP [19]
3D MT network [5]
proposed
Probe CL #1-2
LB network [5]
proposed
Probe BG #1-2
LB network [5]
proposed

–
87.1
87.2
0◦
37.7
46.1
0◦
64.2
73.1

18

◦

–
93.2
93.2
18◦
57.2
58.4
18◦
80.6
78.1

36

◦

–
97.0
96.3
36◦
66.6
64.4
36◦
82.7
83.8

54

◦

64.2
94.6
95.9
54◦
61.1
64.2
54◦
76.9
81.6

72

◦

–
90.2
91.6
72◦
55.2
55.5
72◦
64.8
71.6

4.2.3. Data augmentation
As pointed out by Wu et al. [5], spatial data augmentation including random cropping, random scale and random rotation does
not improve performance. We use temporal data augmentation instead which is common in the action recognition ﬁeld [31,32]. For
a sequence consisting of L frames, we randomly select a consecutive T frames of silhouettes. If the original sequence is too short
to contain more than T frames of data, we pad zero silhouettes for
the other spaces. The temporal data augmentation could generate
more samples for a sequence and thus avoid the potential overﬁtting.
4.2.4. Testing
Similar to Imagenet multi-crop voting [42], we also exact features from several chunks of a sequence and then average over
these chunks. Five uniformly-divided chunks are selected from the
whole sequence. For sequences shorter than T frames, we also pad
with zero silhouettes.
4.3. Network selection
We ﬁrst investigate which architecture to take for gait analysis
on CASIA-E. Network depth and temporal information fusion level
are considered as variables. We choose the setting of “L-scene1nm-090”, which is the easiest case. Table 1 lists the results for both
gait identiﬁcation and soft biometrics on CASIA-E. It is clear that
deep networks perform better compared with shallow networks.
For soft biometrics, there is no big difference between AveImage
and AveFeature. When it comes to identiﬁcation, the difference is
large. The reason is that GEI loses information for the diﬃcult task
of identiﬁcation. In the following experiments, we only experiment
with deep networks with feature level fusion.
4.4. Gait recognition
For CASIA-B, we follow the experimental settings as Wu et al.
[5]. The scores for other methods are directly taken from the original papers, and the comparison is only conducted between the results obtained with the same division of training and testing data.
Table 2 lists results of different methods on the CASIA-B cross-view
task. When we use the ﬁrst 74 subjects as the training set, we

90

◦

60.4
88.3
86.5
90◦
54.6
50.5
90◦
63.1
65.5

108◦

126◦

144◦

162◦

180◦

Mean

–
91.1
89.8
108◦
55.2
54.7
108◦
68.0
71.0

65.0
93.8
93.8
126◦
59.1
55.8
126◦
76.9
80.7

–
96.5
95.1
144◦
58.9
53.3
144◦
82.2
79.1

–
96.0
93.0
162◦
48.8
51.3
162◦
75.4
78.6

–
85.7
80.8
180◦
39.4
39.9
180◦
61.3
68.0

–
92.1
91.2
Mean
53.98
54.01
Mean
72.4
75.0

achieve a cross-view recognition accuracy of 91.2%. This is competitive with the state-of-the-art single model accuracy 92.1% in [5],
which votes on 16 chunks to boost performance. Note that we are
more eﬃcient at test time when the gallery and probe set are very
large as described in Section 4.6. For cross-view + cross-walkingcondition settings, we perform even better. The reason could be
that the deeper network architecture is capable of extracting more
complex features for this harder task.
For OU-ISIR, note that there are different experimental settings.
In [41], the authors only use a small subset of the data. Following
[5], ﬁve-fold experiments are conducted on all the subjects. We use
one set for testing and keep the others for training for each run.
We report the average identiﬁcation accuracies and the deviations
in Table 3. It is clear that the proposed method achieves better
performance on this dataset. This is because OU-ISIR is very large
and thus suitable for our deeper networks.
For USF, we follow the strategy proposed by Martín-Félez and
Xiang [43]. Five-fold validation is performed to get the average
performance. Only Probe A is different from gallery by viewpoint. An identiﬁcation accuracy of 98.7±1.8% is achieved for this
dataset. This is competitive with Wu et al. [5], which achieves
96.7% ± 0.5%.
4.5. Soft biometrics prediction
For CASIA-B gender classiﬁcation, we perform m-fold cross validation as the settings of Yu et al. [21]. For the selected 62 subjects,
31 disjoint sets are divided. Each set is composed of a male and a
female. We train on 30 sets and test on the last set. Note that this
kind of experimental setting is not suitable for deep learning based
methods because 31 models have to be trained. We report correct
classiﬁcation rate over all the 31 combinations.
Table 4 lists the experimental results. For the above two methods, the experimental protocol is slightly different. Other methods share the same settings. The results show that our proposed method is competitive with the state-of-the-art method and
human observers. Note that Yu et. al. [21] incorporated human
knowledge to design their model while the proposed method does
not rely on any prior knowledge. The lack in training data and the
resulting overﬁtting might be the reason for the performance gap.
For OULP-Age dataset, only GEIs are provided which means that
no temporal sequences are available for the proposed network. The
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Table 3
OU-ISIR cross-view average accuracies (%).
Probe angle

Method

Gallery angle

Identical angle

55◦

65◦

75◦

85◦

mean

55◦

Wu et al. [5]
Iwama et al. [37]
proposed

–
–
–

98.3 ± 0.1
–
99.0 ± 0.3

96.0 ± 0.1
–
98.5 ± 0.3

80.5 ± 0.4
–
97.3 ± 0.4

91.6 ± 0.2
–
98.3 ± 0.8

98.8 ± 0.1
84.7
99.0 ± 0.2

65◦

Wu et al. [5]

96.3 ± 0.2

–

97.3 ± 0.0

83.3 ± 0.3

92.3 ± 0.1

98.9 ± 0.2

Iwama et al. [37]
proposed

–
98.9 ± 0.4

–
–

–
98.9 ± 0.4

–
98.8 ± 0.5

–
98.9 ± 0.4

86.6
99.2 ± 0.4

75◦

Wu et al. [5]
Iwama et al. [37]
proposed

94.2 ± 0.2
–
98.3 ± 0.7

97.8 ± 0.2
–
98.9 ± 0.4

–
–
–

85.1 ± 0.2
–
99.1 ± 0.4

92.4 ± 0.1
–
98.8 ± 0.6

98.9 ± 0.0
86.9
99.3 ± 0.3

85◦

Wu et al. [5]
Iwama et al. [37]
proposed

90.0 ± 0.5
–
96.9 ± 0.2

96.0 ± 0.3
–
98.3 ± 0.6

98.4 ± 0.1
–
98.7 ± 0.6

–
–
–

94.8 ± 0.3
–
97.9 ± 0.9

98.9 ± 0.1
85.7
99.2 ± 0.4

Table 4
CASIA-B gender classiﬁcation by correct classiﬁcation rates.
Methods

Dataset

Lee and Grimson [22]
Huang and Wang [23]
Li et al. [44]
44 human observers [21]
Yu et al. [21]
proposed

25
25
31
31
31
31

males
males
males
males
males
males

and
and
and
and
and
and

25 females
25 females
31 females
31 females
31 females
31 females

Table 6
Eﬃciency comparison. The values of Wu et al. [5] are reproduced by us.
Accuracy (%)

Methods

Training time (h)

Testing time (min)

Storage (MB)

85.00
85.00
93.28
95.47
95.97
95.16

Wu et al. [5]
proposed

7.5
0.6

40
3

750
13.2

Table 5
Age estimation on OULP-Age. The
results for other methods are reproduced by Xu et al. [39].
Methods

MAE (year)

GPR
SVR (linear)
SVR (Gaussian)
MLG
OPLDA
OPMFA
proposed

7.30
8.73
7.66
10.98
8.45
9.08
6.27

other settings are the same as the previous settings. Table 5 lists
the performance of different methods on this very large age estimation dataset. As can be seen, the proposed method achieves the
state-of-the-art performance on this large-scale dataset.
4.6. Eﬃciency
In the above parts, we have discussed the accuracy of the proposed method for gait analysis. In the following, the eﬃciency including training time, testing time and storage will be studied. As
the joint framework shares computation of the feature extraction
part, we only evaluate eﬃciency on gait recognition.
We compare with Wu et al. [5] in terms of eﬃciency on CASIAB cross-view experiments. LB network in [5] is implemented and
the same accuracy is achieved as the paper. We then compare the
two methods in terms of training time, testing time and storage.
We use 4 GPU Titan X cards for training time evaluation. And for
testing, only inference time is measured on 1 GPU. Batch processing has been enabled to make sure the algorithm maximizes GPU
capability. The storage is calculated by the feature dimension.
Table 6 lists the comparison results. As can be seen, the proposed method is eﬃcient in all the three aspects. For training time,
Wu et al. [5] has to iterate over all possible pairs to learn the
similarities. And the network needs about 1.2 million iterations to
be trained as reported by the original paper. While the proposed

method takes advantage of state-of-the-art metric learning methods and converges quickly. For testing time, LB network in [5] is
very shallow and runs as fast as 1ms/pair. However, All possible
pairs have to be iterated. For CASIA-B cross-view experiments, this
needs about 2.4 million runs or in other words about 40 min for
evaluation. The proposed method extracts global features once and
then only compares similarities between the features. This saves
a lot of time since we have no duplicated computation. To save
testing time, Wu et al. [5] also proposed to exact and save the
mid-level features and then use a fast classiﬁer to operate on the
features. However, the feature dimension is as high as 29k. This
counts to about 750MB for CASIA-B cross-view experiments. While
the proposed method here extracts very compact features with a
dimension of only 512.
To further prove the eﬃciency and potential applications of the
proposed method, we experiment on a Jetson TX2, which is used
as the embedded controller of many on-device AI applications. It
takes about 63 min for the embedded device to test on the whole
CASIA-B dataset. The speed is about 70 fps with the batch processing. When we set the batch size as 1, the speed is still at about
25 fps, which is suﬃcient for most real-time surveillance applications.
5. In-depth experiments
In the above preliminary experiments, we have investigated gait
recognition and gait-based soft biometrics individually. In the following, we will perform in-depth experiments on CASIA-E. Since
gait recognition with appearance changes has been widely studied
by previous works, we mainly focus on gait-based soft biometrics
with scene, view and walking condition changes. Identiﬁcation and
soft biometrics are then investigated in a joint framework. We also
investigate which body part contributes more for gait analysis.
5.1. Scene changes
There are three scenes in CASIA-E: simple static background
scene#1, complex static background scene#2, and complex dynamic background scene#3. These three scenes are different in
background complexity, the setup of cameras and the quality of
videos. We ﬁrst ﬁnd out the performance difference on different
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Table 10
CASIA-E joint soft biometrics prediction performance.

Table 7
CASIA-E soft biometrics with scene changes.
Scene

Gender accuracy (%)

Age MAE (year)

BMI MAE

Experimental setting

Gender accuracy (%)

Age MAE (year)

BMI MAE

scene#1
scene#2
scene#3
mean

97.64
97.24
95.48
96.79

6.36
5.98
6.84
6.39

1.64
1.69
1.77
1.70

Individual
Joint soft biometrics

97.74
98.15

6.28
6.15

1.60
1.63

Table 11
Joint identiﬁcation and soft biometrics prediction on CASIA-E. Individual: train
different tasks separately. Baseline: the side-view angle with no appearance
changes.

Table 8
CASIA-E soft biometrics with horizontal view changes.
Horizontal view angle

Gender accuracy (%)

Age MAE (year)

BMI MAE

Experimental setting

Recognition accuracy (%)

Gender accuracy (%)

0◦
15◦
30◦
45◦
60◦
75◦
90◦
105◦
120◦
135◦
150◦
165◦
180◦
mean

96.00
96.40
96.95
97.34
97.73
97.39
98.15
97.84
97.54
97.74
97.12
97.53
96.71
97.26

7.00
7.03
6.65
6.29
6.09
6.18
6.24
6.25
6.44
6.57
6.60
6.69
7.15
6.55

1.57
1.58
1.61
1.59
1.60
1.68
1.61
1.66
1.66
1.65
1.67
1.61
1.63
1.62

Individual + Baseline
Joint + Baseline
Individual + Cross-view
Joint + Cross-view

97.33
98.15
77.78
77.94

97.74
98.25
97.26
97.30

Table 9
CASIA-E soft biometrics with bag carrying and dressing changes.
Walking condition

Gender accuracy (%)

Age MAE (year)

BMI MAE

NM
CL
BG
mean

97.94
96.79
96.37
97.04

6.46
7.04
6.93
6.81

1.59
1.76
1.81
1.72

scenes in this part. We use “L-all-nm-090” as the experimental setting which means all videos from the three scenes are used for
training.
Table 7 lists the experimental results. Generally speaking, satisfying performance has been achieved for different scenes. We ﬁnd
that Scene#3 performs worst due to the very complex background.
5.2. View changes
Only horizontal view change is considered in this part. We need
to answer which view is suitable for soft biometrics prediction. We
use the setting of “L-scene1-nm-all” which means all available horizontal views are used for training. We report the average performance for the 13 different views.
From Table 8, we can see that horizontal view does not inﬂuence soft biometrics prediction greatly. Among the views, 90◦ produces the best performance. This is consistent with the previous
experimental results.
5.3. Bag carrying and dressing
Bag carrying and dressing are very diﬃcult for gait recognition
since most GEI-based methods rely heavily on appearance. Here
we will explain the inﬂuence on soft biometrics. We consider the
setting of “L-scene1-all-090”, which means all walking conditions
are considered.
From Table 9, we can give the following conclusions: (1) Among
the walking conditions, normal walking achieves the best result
which is consistent with our expectation. (2) The performance
is relatively affected by BG and CL because of the appearance
changes.

5.4. Joint analysis
As stated by Lu and Tan [26], gender and age are often correlated. We consider joint learning for the three soft biometrics.
The motivation is that the network will learn the latent correlation
among these soft biometrics. We formulate a multi-task network
which includes 3 losses for the 3 soft biometrics. The 3 losses are
treated equally which means we do not bias on any speciﬁc soft
biometrics.
Table 10 lists the performance for joint soft biometrics prediction. As can be seen, the performance of gender and age improves
due to joint learning. However, BMI index gets a little bit worse.
We think this is probably because body shape may not correlate
with the above two soft biometrics.
In the above section, we ﬁnd that soft biometrics are not very
sensitive to scene, view and walking condition changes. But in the
gait recognition ﬁeld, these changes hurt the performance greatly.
We propose to combine these two tasks together by joint learning.
Among the soft biometrics, gender is selected because of its high
reliability and interpretability.
Table 11 lists the performance for joint learning of identiﬁcation and soft biometrics. For identiﬁcation, the experimental settings are the same as that of CASIA-B. We ﬁnd that joint learning
makes limited improvement for both tasks. Nevertheless, the network could get the identity and gender of the subject with only
one forward run, which saves much computation. Also the acquisition of gender may reduce the search space by half to accelerate
the matching speed for identiﬁcation.

5.5. Visualization
The network deconvolution algorithm in [45] is used to tell
which part of the original image gives the strongest activation in
a certain layer. We concentrate on the last fully connected layer
which has a receptive ﬁeld of the whole image. We only visualize on the GEI-based models for ID501-ID10 0 0 in CASIA-E. The
subjects are divided into 2 groups by gender (male and female),
3 groups by age (child, middle-aged and old) and 3 groups by
body shape (slim, medium and overweight). We compute GEIs over
these groups.
Fig. 2 shows network visualization of the proposed networks.
For gender classiﬁcation, the model pays more attention to chest
and head, which is consistent with the ﬁndings of Yu et al. [21]. As
for age estimation, we ﬁnd that thigh seems more important. This
could be the fact that elderly people have shorter strides compared
with young people. The body shape model does not concentrate on
any speciﬁc body part.
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Fig. 2. Network visualization of the proposed networks. Top row: GEI for male, female, child, middle-aged, old, slim, medium and overweight. Bottom row: corresponding
visualization.

6. Discussion
6.1. Gait biometrics
Gait is a kind of behavioural biometric feature to describe the
way a person walks. Previous works are mainly limited in gait
recognition. Gait-based attributes such as gender and age are not
investigated enough. A complete gait analysis system should not
only identify a subject but also provide the corresponding semantic descriptions. A comprehensive study has been conducted
with both identiﬁcation and soft biometrics. The proposed method
achieves better performance compared with the individual task,
which demonstrates the feasibility and advantages of the joint
framework. This also implies the relationship between gait recognition and soft biometric features. The proposed framework could
also be used for gait-based abnormal behaviour detection by using
the sequences of silhouettes, which is our future work. This may
provide instant warnings of falling down of the old.
6.2. Eﬃciency
Eﬃciency is important for real-time applications. It is better to
prevent suspect criminals as soon as possible. The model could be
executed real-time on an embedded device Jetson TX2 with less
computation capacity which shows its potential applications. The
two-stream network with optical ﬂow in action recognition [46],
skeleton-based action recognition methods [47,48] and the multiscale context aware network in person re-identiﬁcation [49] could
be helpful to the performance boost. However, the eﬃciency is
greatly hurt. A potential improvement might be Recurrent Neural
Networks (RNNs) which have been proved to be effective in action recognition with limited additional computation. Also unidirectional RNN is suitable for online applications, which means gait
analysis can be performed for every incoming frame.
7. Conclusion
This paper has studied an eﬃcient method on gait analysis with
convolutional neural networks. We have studied gait recognition
and gait-based soft biometrics in a joint framework. We achieve
the state-of-the-art performance on several benchmarks including CASIA-B, CASIA-E, OU-ISIR, USF and OULP-age. The experimental results demonstrate the feasibility and advantages of the joint
framework. The proposed method is eﬃcient in terms of training
time, testing time and storage. Also we ﬁnd out which body part
contributes more for gait analysis by network visualization. The
proposed method could be beneﬁcial in a complete gait analysis
system with both identiﬁcation and gait-based soft biometrics.

In spite of identiﬁcation and gait-based soft biometrics, gait can
also be used for abnormal behaviour detection, e.g., a thief hovering around a shop. In addition, the spatial-temporal modeling
in this paper is not powerful enough compared with those used
in action recognition and person re-identiﬁcation. We may further
study how to improve gait recognition accuracy while maintaining
eﬃciency.
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