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Abstract—Object detection attracts much attention for its great
value in theories and applications. The one-stage single shot
object detectors outperform the two-stage methods in running
speed with a comparable performance. In this paper, we propose
three novel strategies, to further improve the performances of
single shot detector without sacrificing their runtime efficiency.
Firstly, we design the multi-scale context aggregation module to
embeds the context information into the learned features. Sec-
ondly, we design the multi-path predicting head, which decouples
the network layers and can easily learn the effective receptive
fields of different aspect ratios, to detect objects of various aspect
ratios better. Thirdly, we adopt a top-down feature map pyramid
to detect objects using features of different semantic powers
and resolutions. Sufficient ablation experiments are conducted
to prove the efficiency of the proposed methods. We design a one
stage single detector named as ISSD, using the three strategies.
Experimental results on PASCAL VOC 2007 and 2012 shows
ISSD achieves the new state-of-the-art on accuracy with the
comparable running speed.

Index Terms—object detection, feature map enhancement

I. INTRODUCTION

General object detection is one important problem in com-
puter vision and image understanding. It aims at localizing
objects of some predefined categories and recognizing their
respective categories accurately in images or videos. The two
key concerns of this problem are the accuracy and efficiency.
With the introduction of the convolutional neural networks
(CNN), many CNN-based object detection methods [7], [8],
[18] have made impressive success in generic benchmarks.
They can be generally divided into two categories. The one
is the two-stage region-based detectors, including RCNN [8],
Fast RCNN [7], Faster RCNN [18], R-FCN [4]. The other
one is the one-stage end-to-end detectors, like SSD [15]
and YOLO [16] and their variants. The two-stage methods
usually achieve better performance on various benchmarks and
challenges. But the one-stage methods usually run much faster
and achieves the comparable performance, reaching a better
trade-off between efficiency and accuracy. Therefore one-stage
methods are more suitable for practical applications.

The drawbacks of one-stage detectors lie in three aspects.
Firstly, for each pixel of the output feature maps of CNN which
the detectors used, the effective receptive filed is focused on a
small area around the pixel in the input image, as demonstrated
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Fig. 1. Object detection results of the proposed ISSD

in [21]. Therefore, these features mainly carry the local
information, but the context information is not considered. In
this case, some ambiguity objects are hard to be distinguished.

Secondly, to detect objects with various aspect ratios, one-
stage detectors do not have the receptive fields warping
process, like ROI pooling operation of the two-stage methods.
This largely speeds up the detector’s running speed. However,
the warping process makes it easier for the two-stage methods
to detect objects of different aspect ratios. In the one-stage
methods, the network has to learn the suitable shape of effec-
tive receptive fields for various objects. However, the layers of
current methods’ network structures are highly coupled, which
means each layer takes all feature channels of its former layer
as input. This makes them less efficient to represent different
receptive fields.

Thirdly, the low-level layers neural network has less seman-
tic representative ability. However, the single-stage detectors
like SSD have to predict small objects on these low-level
layers. This makes their detection results less accurate for
small objects. Recently, DSSD [5] is proposed, which designs
complicated deconvolution modules enhances the semantic
power of low-level layers of the network. It largely improves
the detection performance on small objects. But it also sacri-
fices the running speed. According to [5], DSSD runs slower
than all two-stage detectors on the VOC2007test dataset.

In this paper, we propose an end-to-end object detector
which reaches state-of-the-art in both accuracy and efficiency.
We call it ISSD, which is short for Improved Single Shot
Detector. The overview of ISSD is shown in Fig. 2. Like SSD,
it detects different objects on different layers, according to the
sizes of the objects. We propose three strategies to handle
the problems mentioned. Firstly, we propose a novel context
information aggregation module. It consists of several parallel
convolutional layers with different dilations. They extract the
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Fig. 2. The detection pipeline of ISSD. We use ResNet-101 as our base
network and add two new stages (s conv6 x, s conv7 x). The multi-scale
context representation aggregation layers are added on top of conv5 x. The
top-down feature map pyramid is appended to the bottom-up base network.
Objects are predicted on different levels of feature maps based on their sizes.
And the prediction is accomplished by the multi-path prediction heads.

multi-scale context information to be used by the following
layers.

Secondly, we design a multi-path prediction head to predict
the object of various aspect ratios. The multi-path prediction
procedure is able to learn different effective receptive fields
on different paths adaptively. Then an additional 3×3 convo-
lutional layer is added to combine them and predict the various
objects.

Thirdly, like DSSD, we utilize the high-level layers to
enhance the semantic power of the low-level layers. Inspired
by FPN for two-stage detectors, we design the top-down up-
sampling pyramid method, which has much lower computation
complexity than DSSD. We also do experiment on using
different layers to construct the feature map pyramid and found
the layers used in FPN is not the optimal choice in ISSD.

With these three modules, we are able to reach 81% mAP
on VOC2012. The visual detection results are shown in Fig.
1.

The main contributions are listed as follows:
• We propose a multi-scale context feature extraction ap-

proach to supply context information for the detector,
which benefits the detection of ambiguity objects, espe-
cially objects of small sizes.

• We design a multi-path prediction head to make it easier
for the network to focus on effective receptive fields of
different aspect ratios.

• We design a top-down feature pyramid, which effectively
enhance the lower-level layers’ semantical representation
capability.

II. RELATED WORK

Context Information Aggregating. Considerable works
have been proposed to exploit context in object detection [6],
[2], [1]. But they are either designed for two-stage methods
or do not aggregate the multi-scale context. In this paper,
inspired by the multi-scale context aggregating operations
in semantic segmentation [3] [21], we design a multi-scale
context representation module for one-stage object detector.

Receptive Fields Aligning. There are other works also
modify the network structure of the detector and enrich
the theoretical receptive fields. Thus they can easier learn

various effective receptive fields for better representation for
objects of different sizes. PVANet [10] uses the GoogLeNet’s
structure [19], which has kernels of different size at the same
layer’s feature map output. TextBoxes [13] use irregular 1×5
convolution kernels to form rectangular receptive fields, which
is better aligned with the scene text to detect. In this work,
we use multi-path predicting heads to decouple the receptive
fields of the activations and make each path learn its distinct
effective receptive fields.

Top-down Feature Map Pyramid. The top-down feature
pyramid used in this paper can produce feature maps of
multiple resolutions, with high semantic representation power.
Similar architectures are also proposed in DSSD [5] and FPN
[14]. But DSSD runs very slow while FPN is designed for
two-stage methods.

III. OUR APPROACH

An overview of our detection network is shown in Fig. 2. We
choose ResNet-101 [9] as our base network. Similar to SSD
[15], we predict objects on different feature maps according
to their different sizes. To detect large objects, after conv5 x
block, we add some additional layers (s conv6 x, s conv7 x,
etc.) for further downsampling the feature maps, like in [5].
We apply the three proposed strategies in the following way.
Firstly, we append ResNet-101’s output features with multi-
scale context representations and then utilize the top-down
feature pyramid to further enhance the discriminative power
of the feature maps of the low-level layers. Finally, a multi-
path prediction module is used to deal with receptive fields of
various aspect ratios efficiently.

A. Multi-scale Context Extraction

Context information serves as an important role to improve
the performance of classification of small or camouflaged
objects. Although the receptive field of one pixel on feature
maps of high-level layers of ResNet-101 is already large
enough to cover the whole image, the effective receptive field
of the pixel still focuses on a small region around it, which
is demonstrated in [21]. This indicates that the feature maps’
activations still consider not enough on the surrounding scenes,
i.e. the context.

Thus in this paper, we explicitly extract the contextual
information to enhance the features extracted from ResNet-101
layers. Inspired by [3], we use multiple dilated convolutions to
extract features with multi-scale contextual representation. On
top of feature maps of conv5 x of ResNet-101, we use several
dilated convolution layers to extract context information of
different scales of fields of view. After that, the output feature
maps are concatenated together for further processing. In this
paper, we use four dilated 3×3 convolutional layers, whose
dilation values are 2, 4, 6, and 8 respectively.

The multi-scale context effectively aggregates rich context
information, while affects little on the running speed. The
multi-scale context information is passed to the subsequent
layers, including the self-added stages, the top-down feature
pyramid and multi-path predicting heads. Concurrent with our



work, [20] adopts similar context aggregation layers, but they
add this module in every predicting heads to consider context
information for detecting. Therefore, their strategy largely
increases the amount of parameters and the computation
complexity.

B. Multi-path Prediction Head

As stated in Sec. I, the end-to-end one-stage object detector
does not have the receptive fields warping process, which
explicitly adjust the network’s layer connections to form the
receptive fields required by objects of different sizes and
aspect ratios. The RoIPooling [7] and PSRoiPooling [12]
operations used in two-stage method play this role, thus
benefiting the classification and the regression tasks for each
object. But both the RoIPooling and PSRoIPooling operations
lead to a two-stage network structure. This slows down the
running speed of the detector.

We observe that most of the current networks are not
natural to learn the corresponding effective receptive fields
with suitable aspect ratios for the objects of varying shapes.
This is because that the layers of current methods network
structures are highly coupled, which means each layer takes
all feature channels of its former layer as input. This kind of
structure makes each feature map channels of the latter layer
connects to the same input set. Thus it is not natural for each
feature map channels of the network layer to learn effective
fields of different aspect ratios.

Thus we decouple the input of the network layer’s feature
map channels and design a multi-path prediction head, as
shown in Fig. 2. This head can learn different receptive fields
for objects with various aspect ratios easier. As shown in Fig.2,
we append several sub-networks to the input feature maps. The
paths of the sub-network are independent of each other, which
can implicitly learn effective receptive fields for objects with
different aspect ratios.

Specifically, on the feature maps of the layers for detection,
32 parallel paths are appended. Each path consists of three
convolutional layers with kernel sizes of 1×1, 3×3, 1×1.
Either of the first two convolutional layers has 32 channels,
while the last one has 16 channels. After that, the output
feature maps are concatenated together for the classification
and regression task. We also add a shortcut convolutional layer
for the stability of the network training. The Fig. 3 (b) gives
an illustration.

C. Top-down Feature Map Pyramid

Since feature maps from low-level layers of CNN lack
of semantic information for distinguishing object from back-
grounds, in this paper, we propose a top-down feature map
pyramid structure to enhance the feature representation ability
of the feature maps of low-level layers.

As shown in Fig. 2, we successively upsample the high-
level feature maps by a factor of 2. The upsampled feature
maps maintain strong semantic representation ability while
providing a finer solution. The pyramid construction takes
references to FPN [14]. In building the feature map pyramid,

conv [1×1×128]

conv [3×3×128]

conv [1×1×256]

conv 
[ 1*1*256]

+

conv 
[1*1*256]

+

（a） （b）

conv 
[1×1×32]

conv 
[3×3×3]

conv 
[1×1×16]

conv 
[1×1×32]

conv 
[3×3×32]

conv 
[1×1×16]

conv 
[1×1×32]

conv 
[3×3×32]

conv 
[1×1×16]

...

Feature mapFeature map

32x

Fig. 3. (a) Single-path head. (b) Multi-path head.

we design two different way. One is to choose {conv3 x,
conv4 x, conv5 x, s conv6 x, etc.} to build the pyramid, like
FPN [14]. The other way is to set the stride of conv5 x to
one, thus making the stride of the last layer of the backbone
to 16. And we choose {conv3 x, conv5 x, s conv6 x, etc.} to
build the pyramid. We call the former one FPN style and the
latter one TALLER style. The latter one has strong semantic
representation ability. The comparison of them can be found
in Sec. IV.

The upsampling procedure is much simple than DSSD [5],
leading to higher running speed. Moreover, we set the feature
map channels of the feature map pyramid module with a
smaller value (256 here vs 512 in DSSD), which further speed
up the detector.

D. Implementation Details

We use ResNet-101 model trained on ImageNet dataset as
our pre-trained model. The ResNet-101 based ISSD model
is then fine-tuned on the detection datasets using SGD. We
use the same data augmentation skills, default boxes matching
strategy, and hard negative mining strategy as in SSD.

ISSD’s anchor scales are {252, 502, 1002, 2002, ...}. Note
the smallest scale is fixed. The largest scale is set to the biggest
one not exceed the input image size.

The s conv6 x and s conv7 x are used for generating
feature maps with higher effective receptive fields as well
as lower resolution, to detect large objects. The implemental
details are the same as conv6 x and conv7 x of the original
SSD.

IV. EXPERIMENTS

We train and evaluate our method on two challenging object
detection benchmarks: PASCAL VOC 2007 and PASCAL
VOC 2012. We use their standard evaluation protocols to
calculate the mAP for fair comparisons.

A. Ablation Studies on PASCAL VOC 2007

In this part, we conduct ablation experiments on PASCAL
VOC 2007 to verify the effectiveness of the proposed three
strategies. We train the models on the union set of VOC 2007
trainval and VOC 2012 trainval (07+12), and evaluate on VOC
2007 test set. We choose ResNet-50 as our base network and
set input size of 320×320 for efficiency.



TABLE I
RESULTS ON PASCAL VOC 2007 TEST SET. W/O CONTEXT: METHOD WITHOUT MULTI-SCALE CONTEXT. SSD300* AND SSD512* ARE THE SSD
METHODS FROM THE UPDATED VERSION OF THE ORIGINAL SSD PAPER [15], WHILE SSD321 AND SSD513 ARE THE MODIFIED SSD IN THE DSSD

PAPER [5]. “07+12”: VOC07 TRAINVAL UNION WITH VOC12 TRAINVAL. -: YOLOV2 DID NOT OFFER THE AP FOR EACH SINGLE CATEGORY.
Method Train mAP aero bike bird boat bottle bus car cat chair cow table dog horse mbikepersn plant sheep sofa train tv

HyperNet [11] 07+12 76.3 77.4 83.3 75.0 69.1 62.4 83.1 87.4 87.4 57.1 79.8 71.4 85.1 85.1 80.0 79.1 51.2 79.1 75.7 80.9 76.5
Faster [9] 07+12 76.4 79.8 80.7 76.2 68.3 55.9 85.1 85.3 89.8 56.7 87.8 69.4 88.3 88.9 80.9 78.4 41.7 78.6 79.8 85.3 72.0

R-FCN [12] 07+12 80.5 79.9 87.2 81.5 72.0 69.8 86.8 88.5 89.8 67.0 88.1 74.5 89.8 90.6 79.9 81.2 53.7 81.8 81.5 85.9 79.9
YOLOv2 [17] 07+12 78.6 − − − − − − − − − − − − − − − − − − − −
SSD300* [15] 07+12 77.5 79.5 83.9 76.0 69.6 50.5 87.0 85.7 88.1 60.3 81.5 77.0 86.1 87.5 83.97 79.4 52.3 77.9 79.5 87.6 76.8
SSD512* [15] 07+12 79.5 84.8 85.1 81.5 73.0 57.8 87.8 88.3 87.4 63.5 85.4 73.2 86.2 86.7 83.9 82.5 55.6 81.7 79.0 86.6 80.0

SSD321 [5] 07+12 77.1 76.3 84.6 79.3 64.6 47.2 85.4 84.0 88.8 60.1 82.6 76.9 86.7 87.2 85.4 79.1 50.8 77.2 82.6 87.3 76.6
DSSD321 [5] 07+12 78.6 81.9 84.9 80.5 68.4 53.9 85.6 86.2 88.9 61.1 83.5 78.7 86.7 88.7 86.7 79.7 51.7 78.0 80.9 87.2 79.4
SSD513 [5] 07+12 80.6 84.3 87.6 82.6 71.6 59.0 88.2 88.1 89.3 64.4 85.6 76.2 88.5 88.9 87.5 83.0 53.6 83.9 82.2 87.2 81.3

DSSD513 [5] 07+12 81.5 86.6 86.2 82.6 74.9 62.5 89.0 88.7 88.8 65.2 87.0 78.7 88.2 89.0 87.5 83.7 51.1 86.3 81.6 85.7 83.7
ISSD320, w/o context 07+12 78.8 84.3 85.6 79.1 72.4 50.5 87.0 86.1 88.9 60.6 84.3 74.4 87.3 88.0 86.4 78.5 50.3 83.1 82.8 87.7 78.2

ISSD320, context 07+12 79.0 85.4 85.4 80.3 74.6 49.9 86.9 86.6 89.0 61.4 84.7 75.5 87.7 88.2 84.8 78.4 52.8 80.0 81.4 87.5 79.3
ISSD512, w/o context 07+12 81.6 89.1 88.1 82.6 77.7 61.9 87.7 88.4 89.5 64.6 87.7 72.1 89.4 88.6 87.8 82.3 55.8 86.8 78.1 88.8 83.6

ISSD512, context 07+12 82.0 88.9 87.5 85.4 78.2 63.7 87.8 88.4 89.9 64.7 87.7 74.2 89.1 88.8 87.5 82.6 58.3 85.2 80.0 87.9 84.3

TABLE II
ABLATION STUDY ON PASCAL VOC 2007 TEST SET. THE DETECTORS

ARE ALL BASED ON RESNET-50.
SSD ISSD

pyramid (FPN style) X X X X
pyramid (TALLER style) X X

single-path head X
multi-path head X X X X X

context X X
VOC2007 mAP 71.98 74.44 73.91 75.66 76.77 77.49 78.03 78.68

For a fair comparison, all the models are trained for 90k
iterations with the batch size of 28. The initial learning rate
is 10−3. We then decrease it by multiplying 0.1 at 40k, 60k,
70k iterations separately.

We firstly build a baseline SSD model on ResNet-50. It
achieves 71.98 mAP. The top-down feature pyramid in FPN
style improves the performance by 2.46 mAP. This indicates
that the pyramid enhances the semantic representation power
of low-level high-resolution feature maps. Our multi-path
prediction module further brings 1.93 point performance gain.
This shows the superiority of the multi-path prediction head
over the traditional single 3×3 convolution layer head. When
we combine the two modules, the mAP is improved by 4.79
(to 76.77). Thus the effects of two modifications is orthogonal.

We also construct a single-path prediction head, as shown
in Fig. 3 (a). It has roughly the same number of parameters as
the multi-path head. The single-path head only improves the
mAP by 1.22 (from 74.44 to 75.66). Which shows 1.1 points
lower than our multi-path prediction head.

We further add the contextual aggregation layers. Table II
shows it leads to another 0.72 point improvement on mAP.

In the feature pyramid setting like FPN, the low-level feature
maps are maximally reserved for providing enough detail
information. However, the semantic representation power from
higher levels may be not well utilized. To validate this analysis,
we use the TALLER style to build the feature map pyramid,
as described in Sec. III-C. This further improves the mAP by
1.19, to 78.68. This setting results in a feature map that is
with stronger semantic representation power, while the detail
information is also preserved. For the following experiments,
we use the TALLER style on selecting the layers for building

the feature map pyramid.

B. PASCAL VOC 2007

We test ISSD on PASCAL VOC 2007 dataset, which adopts
all the strategies proposed in this paper. Besides, we also
train an additional model without using the multi-scale context
module (ISSD without context), for further comparison.

We train with two different input sizes (i.e. 320×320,
512×512 separately), named as ISSD320 and ISSD512. For
ISSD320, we use a batch size of 28 and train it for 80k
iterations. The initial learning rate is set to 10−3 and is
reduced by multiplying 0.1 on 40k, 60k, 70k iterations. And
for ISSD512, the batch size is set to 24. And we train it for 10k
iterations. The initial learning rate is set to 10−3 and reduce
by multiplying 0.1 on 60k, 80k, 90k iterations.

The result on PASCAL VOC 2007 test dataset is shown
in Table I. Without using context information, ISSD already
outperforms all the listed two-stage methods. And with the
multi-scale context, ISSD outperforms state-of-the-art, i.e. R-
FCN, by 1.5 mAP. Note the multi-scale context shows the
larger effect on large input size. We think it is because the
higher-level convolutional layers of ISSD320 see the relatively
larger part of the input images. Thus ISSD320 without multi-
scale context aggregating have already considered some con-
text information. And ISSD320 and ISSD512 are better than
the corresponding SSD320 and SSD512 based on ResNet-101.

C. PASCAL VOC 2012

PASCAL VOC 2012 dataset uses online evaluation1. A
limit of submission times is set for the evaluation. Thus it
is more objective for evaluation different methods. Like most
of the other methods, we train ISSD on 07++12 dataset, which
includes VOC2007 trainval, VOC 2007 test, and VOC 2012
trainval. To sufficiently train the model, we extend the training
schedule to 12k iterations, with a batch size of 24. And the
learning rate is initially set to 10−3 and is decreased by a
factor of 0.1 at 8k, 10k, and 11k.

1http://host.robots.ox.ac.uk:8080/



TABLE III
RESULTS ON PASCAL VOC 2012 TEST SET. “07++12”: THE UNION SET OF VOC07TRAINVAL+TEST AND VOC12TRAINVAL. SSD300* AND

SSD512* ARE THE SSD METHODS FROM THE UPDATED VERSION OF THE ORIGINAL SSD PAPER [15], WHILE SSD321 AND SSD513 ARE THE MODIFIED
SSD IN THE DSSD PAPER [5].

Method Train mAP aero bike bird boat bottle bus car cat chair cow table dog horse mbike persn plant sheep sofa train tv
SSD300∗ [15] 07++12 75.8 88.1 82.9 74.4 61.9 47.6 82.7 78.8 91.5 58.1 80.0 64.1 89.4 85.7 85.5 82.6 50.2 79.8 73.6 86.6 72.1
SSD512 [15] 07++12 78.5 90.0 85.3 77.7 64.3 58.5 85.1 84.3 92.6 61.3 83.4 65.1 89.9 88.5 88.2 85.5 54.4 82.4 70.7 87.1 75.6
Faster§ [9] 07++12 73.8 86.5 81.6 77.2 58.0 51.0 78.6 76.6 93.2 48.6 80.4 59.0 92.1 85.3 84.8 80.7 48.1 77.3 66.5 84.7 65.6

R-FCN [12] 07++12 77.6 86.9 83.4 81.5 63.8 62.4 81.6 81.1 93.1 58.0 83.8 60.8 92.7 86.0 84.6 84.4 59.0 80.8 68.6 86.1 72.9
YOLO [16] 07++12 57.9 77.0 67.2 57.7 38.3 22.7 68.3 55.9 81.4 36.2 60.8 48.5 77.2 72.3 71.3 63.5 28.9 52.2 54.8 73.9 50.8

YOLOv2 [17] 07++12 73.4 86.3 82.0 74.8 59.2 51.8 79.8 76.5 90.6 52.1 78.2 58.5 89.3 82.5 83.4 81.3 49.1 77.2 62.4 83.8 68.7
DSSD513 [5] 07++12 80.0 92.1 86.6 80.3 68.7 58.2 84.3 85.0 94.6 63.3 85.9 65.6 93.0 88.5 87.8 86.4 57.4 85.2 73.4 87.8 76.8

ISSD 07++12 81.0 90.8 86.7 83.5 69.9 58.0 85.6 84.7 95.5 64.1 85.9 66.0 93.7 89.6 89.3 85.9 59.7 87.4 75.1 89.1 79.3

TABLE IV
SPEED COMPARISONS ON PASCAL VOC2007 TEST SET.

Input size mAP GPU Network FPS
Faster R-CNN [9] 1000×600 76.4 K40 VGG-16 2.4

R-FCN [12] 1000×600 79.5 TITAN X ResNet-101 9
SSD321 [5] 321×321 79.5 TITAN X ResNet-101 11.2
SSD513 [5] 513×513 77.1 TITAN X ResNet-101 6.8

DSSD321 [5] 321×321 78.6 TITAN X ResNet-101 9.5
DSSD513 [5] 513×513 81.5 TITAN X ResNet-101 5.5
YOLOv2 [17] 544×544 78.6 TITAN X Darknet-19 40

ISSD320 320×320 78.7 TITAN XP ResNet-50 31.3
ISSD320 320×320 79.0 TITAN XP ResNet-101 20.5
ISSD512 512×512 82.0 TITAN XP ResNet-101 15.1

The evaluation result2 of ISSD is shown in Table III. Our
method outperforms the former state-of-the-art single model
method by a larger margin (i.e. 3.4 mAP). This demonstrates
the good generalization ability of our method.

D. Speed Comparison

Table IV gives the speed comparison between the pro-
posed ISSD and several other state-of-the-art detectors. ISS-
D achieves the best performance as well as a competitive
inference speed. As shown in Table IV, ISSD320 based on
ResNet-50 still runs real time. We infer that YOLOv2’s high
running speed mainly comes from the fast backbone network,
i.e. Darknet-19.

V. CONCLUSION

In this paper, we propose ISSD, a one-stage object detector
that achieves state-of-the-art performance both in speed and
accuracy. Equipped with the multi-scale context aggregation
modules, the multi-path prediction heads, and the feature map
pyramid, ISSD shows a better performance than the baseline
SSD. And the method achieves state-of-the-art results on
various benchmarks without bells and whistles.
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