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a b s t r a c t
In this paper, we propose a novel high-level action representation using joint spatial-temporal attention
model, with application to video-based human action recognition. Speciﬁcally, to extract robust motion
representations of videos, a new spatial attention module based on 3D convolution is proposed, which
can pay attention to the salient parts of the spatial areas. For better dealing with long-duration videos,
a new bidirectional LSTM based temporal attention module is introduced, which aims to focus on the
key video cubes instead of the key video frames of a given video. The spatial-temporal attention network
can be jointly trained via a two-stage strategy, which enables us to simultaneously explore the correlation both in spatial and temporal domain. Experimental results on benchmark action recognition datasets
demonstrate the effectiveness of our network.

1. Introduction
Action Recognition (AR) has recently attracted a lot of attentions due to its many critical applications such as video surveillance [18] and event detection [27]. The task of action recognition
is to recognize the actions of agents from a series of observations,
i.e., video sequences. To address this problem, a commonly used
framework is (1) spatial-temporal related motion representation,
(2) high level feature encoding and (3) action classiﬁcation.
Owing to the large viewpoint changes, illumination, different poses, background clutter and occlusions, there is often large
intra-class motion variations. Thus extracting discriminative actionaware motion representation is important. Researchers have proposed lots of effective spatial-temporal motion representations,
e.g., Space Time Interest Points (STIP) [26], Dense Trajectories (DT)
[55] and improved Dense Trajectories (iDT) [56] etc. However, because most of the motion representations are based upon interesting points and different videos often contain different numbers of
interesting points, the length of motion representation varies from
video to video. A high level encoding technique is necessary for
such a task. The commonly used encoding methods include Bag
of Words (BoW) [43], Fisher Vector (FV) [33] and Vector of Locally
Aggregated Descriptors (VLAD) [19] etc. Embedding these represen-
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tations into a ﬁxed length makes using machine learning methods, e.g., Support Vector Machine (SVM) [53] for action recognition
possible. Nevertheless, this framework has three drawbacks: From
the perspective of (1) motion representation, extracting effective
spatial-temporal representation is time-consuming. From the viewpoint of (2) feature encoding, it requires large memory storage.
From the standpoint of (3) classiﬁcation, the performance of recognition accuracy relies heavily on the effectiveness of both motion
representation and the selection of machine learning methods.
Recently, various deep learning based methods, which learn
the feature extractor, the feature encoder and the action classiﬁer
simultaneously via an end-to-end convolution network, are proposed to solve these issues. The emergence of these methods is
partly due to their attractive performance in static image tasks
such as image classiﬁcation [14]. Nevertheless, a video sequence
is quite different from a series of static images, thus simply applying convolution networks at frame level [31] or using integration of multiple frames [24] lacks temporal discriminative information. Extending 2D spatial convolution networks to 3D spatialtemporal convolution networks, i.e., C3D [21,51,52], is a possible
solution. Through 3D convolution, C3D can capture correlations
both in spatial and temporal domain. Another possible solution is
regarding the temporal information (e.g., optical ﬂow) as the input
of a traditional 2D spatial network, in which the temporal correlation is exploited across multiple channels. The representative research to this solution is Two-Stream Network [11,12,42,58]. Also
there are methods utilizing Long Short Term Memory (LSTM) net-
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work [15] based on frame level features [9]. However, one main
disadvantage of these methods is that they are restricted to deal
with clean and short video clips due to the fact that most convolutional networks are global methods and they are only able to
deal with video clips with ﬁxed temporal length (e.g., 16 frames
for C3D and 10 frames for Two-Stream). They cannot emphasize
the temporal importance, which is exactly vital for untrimmed or
even trimmed videos.

1.1. Motivations
Researches on neurology and cognition have demonstrated that,
when observing the world, humans do not pay their attention to
the entire surroundings, instead, they focus on the salient parts
of the environment and the key timeline of a series of sequences
[34,39,50]. This mechanism motivates us to design a joint spatialtemporal attention model for real world action recognition.
However, existing attention based methods for action recognition mainly have two drawbacks. (1) Most spatial attention based
methods utilize LSTMs to obtain the attention score. Limited by
the input shape of LSTMs, these methods stretch the corresponding
feature maps into a continuous vector sequence. This transformation obviously omits the relationship in spatial neighbor areas. (2)
Most temporal attention based methods evaluate the importance
score of each frame. Yet the neighbor frames are usually of high
correlation, which makes the temporal attention model to assign
similar or equal attention value to each frame. To solve this problem, researches often add an extra temporal regularization to force
the temporal attention model to look at each time point of the
video clip. This strategy surely, in turn, increases the model complexity and computation cost.
Fortunately, researches have proven that an 8-frame length
video clip is enough for humans to recognize the action being
taken place [37]. In order to overcome these two drawbacks, we
aim to design a spatial attention model which can incorporate
the beneﬁts of neighbor spatial correlation, and at the same time,
a temporal attention model which can assign distinct attention
scores among video clips (instead of video frames) without any extra temporal regularization.

1.2. Contributions
In this paper, we propose a novel joint spatial-temporal attention model for video-based human action recognition. The spatial attention information can be obtained via an elaborately designed 3D convolution module in a weakly supervised manner, in
which we are not given any frame level semantic labeling but the
video level action label. The temporal importance score is obtained
through a bidirectional LSTM, which takes the previous, the current and the future video clips into consideration. The contributions of this work are summarized as follows:
•

•

•

We propose a novel spatial attention model based on 3D convolution. The spatial attention model can pay attention to the
salient areas within a video frame.
We present a new clip-level temporal attention model based on
recurrent neural networks. The temporal attention model can
focus on the key video clips instead of the entire video or the
key video frames.
We conduct a two-stage training strategy for the joint spatialtemporal attention model. Without any extra spatial or temporal regularization, the two attention networks are totally endto-end trainable.
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2. Related work
The most relevant work to this paper is visual attention model
often used in Visual Question Answering [1,13], Image Caption
[23,54] and Machine Translation [2,8]. Actually, when observing
the world, humans never take all information into consideration
but focus on speciﬁc visual areas at a glance of the scene [44]. The
related work is three-fold: Recurrent Neural Network, Typical Action Recognition and Attention based Action Recognition.
Recurrent Neural Network. Recurrent Neural Network (RNN)
learns a representation of sequential data via taking both the current and previous observations into consideration [38]. The basic
formulation of RNN is



ht = θ M

ht−1
xt



.

(1)

where xt is the current observation, ht−1 is the hidden state corresponding to previous observations, ht is the current output, M
represents an aﬃne transform and θ is a nonlinear activation. Nevertheless, RNN suffers heavily from long-term dependency and researches propose LSTM network as a substitution [15]. LSTM is formulated as

⎛ ⎞

⎛ ⎞
σ


⎜ft ⎟ ⎜σ ⎟ ht−1
⎜ ⎟ = ⎜ ⎟M
⎝ot ⎠ ⎝σ ⎠
xt
it

gt

(2)

φ
ct = ft  ct−1 + it  gt
ht = ot  φ (ct ).

Here M is a transformation matrix, it , ft and ot are the input gate,
forget gate and output gate, respectively. ct is the cell state, gt is
the controller and ht is the hidden state.  represents elementwise multiplication. σ (x ) = 1/1 + e−x is the sigmoid activation and
φ (x ) = ex − e−x /ex + e−x is the tanh activation.
Basically, video frames are temporal related sequences and
LSTM is naturally appropriate for sequential analysis, there are
many methods employing LSTM for action recognition [10,28–30].
Another advantage of employing LSTM for action recognition is
that LSTM can handle variable length video representations.
Typical Action Recognition. Basically, videos are temporal related sequences, and a typical technique for action recognition is
trajectory-based method due to the advancement of feature detection and tracking [40]. Trajectory-based methods represent human
actions as a set of spatial temporal trajectories, e.g., Dense Trajectories (DT) [55] and improved Dense Trajectories (iDT) [56]. Early
research has indicated that it is suﬃcient to distinguish human actions by the tracking of interesting points [49].
Nevertheless, trajectory detection is itself a challenging task,
which in turns will inevitably inﬂuence the accuracy of action
recognition. To eliminate this effect, a natural method is labeling spatial temporal trajectories (or body joints) manually. Usually,
these manually labeled points are able to represent a pose, and
these techniques are called pose-based methods for action recognition. The recent research [20] has report effective recognition accuracy using human pose features. Other pose-based methods include Action Conditioned Pictorial Structure (ACPS) [17], Actemes
[62], Multiview Spatio-Temporal And-Or Graph (MST-AOG) [57],
Action Bank [36] and Spatio-Temporal And-Or Graph (ST-AOG) [4].
Also there are methods explore the integration of trajectory- and
pose-based methods, e.g., ACPS+iDT+FV [17].
Attention Based Action Recognition. Motivated by the human spatial attention mechanism, Soft Attention Mechanism (SAM)
[41] ﬁrst extracts the last layer feature maps, which can be obtained by pushing the video frames through pre-trained GoogleNet
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model [48], and then calculates the attention score α via

αi = δ (wTi ht−1 ), i ∈ 1, · · · , w × h,

(3)

where wi is the weight mapping to the ith element of the location,
ht−1 is the hidden state, w and h are the corresponding size of fea×h x j
ture maps and δ (x ) = exi / wj=1
e is the softmax activation. Spatial
Channel-wise Attention CNN (SCA-CNN) [6] is another spatial attention model. And the spatial attention distribution α is obtained
by

A = φ ((Ws V  bs )  Whs ht−1 )
,
α = δ ( wT A + b )

(4)

where V is the reshaped last layer feature map, Ws and Whs are
transformation matrices, w is a transformation vector, bs and b are
model biases and  denotes vector-matrix summation of adding
a vector to each column of the matrix. Besides, Global ContextAware Attention LSTM (GCA-LSTM) [29] also illustrates a novel
Spatial−Temporal Attention model for action recognition, which
can be formulated as

α = δ (Wz φ (Wxa Xt + Wha Ht−1 + ba )),

(6)

Here ∗ represents 2D convolution.
Action recognition can be regarded as sequence classiﬁcation
and there are also methods exploiting temporal attention. Similar
to SAM, Attention based Temporal Weighted (ATW) [61] network
also explores soft attention for action recognition. Given the regularized weight mapping w, the temporal attention weight β is
obtained via

βi = wTi ai , i ∈ 1, · · · , t,

(7)

where a is the CNN feature from RGB frame, Optical Flow or
Wrapped Optical Flow, and t is the number of frames.
Extracting discriminative motion representations both spatial
and temporal is challenging. Spatial Temporal Attention Model
(STAM) [44] learns to selectively focus on the discriminative joints
of skeleton within each frame and pays different levels of attention
to different frames. The spatial attention importance is obtained as

α = σ (Us φ (Wxs x + Whs hs + bs ) + bus ),

(8)

where Us , Wxs , Whs are the learnable parameter matrices, bs , bus
are the bias vectors, hs is the hidden variable and x is the frame
representation. The temporal attention score can be computed as

β = γ (Wx xt + Wh ht + b ),

(9)

where Wx , Wh are the learnable parameter matrices, b is the bias
vector, ht is the hidden variable and γ (x) is the relu activation deﬁned by

γ (x ) = max(0, x ).

ResNet3D [52]. Given a 3D convolution cube K ∈ Rx×y×z , where x,
y and z are the kernel width, kernel height and kernel depth, respectively, the corresponding 3D convolution output is deﬁned as
x

y

z

O =V K =
c

K pqr V (i+ p)( j+q )(k+r ) ,

(11)

p=1 q=1 r=1

where  denotes 3D convolution, i, j and k are the spatial-temporal
indexes.

(5)

where Xt is the current input feature map and Ht−1 is the previous hidden state. Wz , Wxa , Wha and ba are the convolution parameters and bias. Different from GCA-LSTM, Attention LSTM (ALSTM)
[28] obtains the attention value via replacing matrix multiplication
by convolution. Speciﬁcally, the attention score α for action recognition can be formulated as

α = δ (Wz ∗ φ (Wxa ∗ Xt + Wha ∗ Ht−1 + ba )).

Fig. 1. Spatial Attention Module.

(10)

3. Joint spatial−temporal attention model
Given a variable length video clip V = {V1 , · · · , Vn }, Vi ∈
Ra×b×c , i = 1, · · · , n, where a, b, c and n are the corresponding
video width, video height, channel numbers and temporal length.
Action recognition aims to recognize the actions being taken place
in V. The proposed spatial attention model is mainly based upon

3.1. Exploiting spatial attention
Analysis. Humans often pay attention to the salient areas of a
given image when cognize the world. It is reasonable to design a
spatial attention model to emphasize the signiﬁcant spatial parts.
For a given network, feature maps themselves contain abundant
semantic information, and can be used as a salience guidance. Thus
we can design a simple 3D convolution network to highlight the
semantic information feature maps contained. In the following, the
proposed spatial attention model contains only 3D convolution and
element-wise operations, thus training such a network is eﬃcient.
We obtain the spatial attention importance given the video level
labels under a weakly supervised manner. In particular, the spatial
attention model can be regarded as a 3D residual block. The main
advantage of the proposed model is that it consists of several separated spatial-temporal branches, thus the model is more robust to
environment variation. Besides, the model has an identity branch
which links the input layer to the output layer. This ensures that
the performance of the learned attention feature map is comparable to the original inputs. We then illustrate out spatial attention
model in detail.
The proposed spatial attention model exploits the merit of
middle-level feature maps. Former researches have demonstrated
its rationality [41]. Besides, using middle-level feature maps has
two main advantages: (1) Compared with the low-level feature
maps or the raw video frames, middle-level feature maps are
smaller in spatial size and more abstract in semantics. (2) Compared with the fully connected layers or the stretched feature
maps, middle-level feature maps still preserve spatial correlations
among neighbors. These two advantages enable us to employ a relatively shallow module to obtain the attention information.
For each video sequence V, we ﬁrst split it into 8-frame
video clips. We denote its middle level feature maps as X =
{X1 , · · · , Xt }, Xi ∈ Rw×h×d , i = 1, · · · , t, where w, h and d are the
width, height and channel number of the feature map, t =  n8 
is the lower bound integer of n8 . Beneﬁting from the architecture
of ResNet3D, in our experiments w = h = 28 and d = 128, thus
Xi ∈ R28×28×128 . Using 8-frame short video clips makes exploring
spatial attention possible for that frames within a short temporal
range varies a little. Besides, short video clips augments the original videos at a great deal. The proposed spatial attention module
is illustrated in Fig. 1. In the following, we explain our spatial attention model, i.e., Fig. 1, step-by-step. Formally, for each feature
map Xi , we ﬁrst build a spatial convolution (2D) branch to obtain
the spatial attention guidance. Considering the temporal coherence
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within a short video clip, we also build an extra temporal convolution (1D) branch. The two branches can be formulated as

Si = Xi  Ws + B s
Ti = Xi  Wt + Bt

.

(12)

Herein, Ws ∈ R3×3×1 and Wt ∈ R1×1×3 are the learnable 3D convolution parameters, Bs and Bt are the convolution biases, and Si and
Ti are the corresponding output of the two branches. These two
branches are ﬁrst integrated as a spatial-temporal unit and then
be processed via softmax activation for getting a spatial attention
gate deﬁned by

Gi = δ ( Si + Ti ).

(13)

The corresponding gated output followed by relu activation is

Oi = γ (Gi  Xi ),

(14)

where  denotes element-wise multiplication.
Additionally, for better guidance, we also apply a two-layer
global attention branch denoted as

Ai = δ ((Xi  W1 + B1 )  W3 + B3 ),

(15)

R j× j× j

where W j ∈
and B j ( j = 1, 3) are learned parameters and Ai
is the addition output. Thus the ﬁnal attention output is

Oi = γ (Oi  Ai ).

(16)

This spatial attention module is illustrated in Fig. 1. In practice, for
better preservation of the former layer information, the output is
reformulated as

Fi = Oi + X i .

Fig. 2. Example of Bidirectional LSTM based Temporal Attention Model. In this ﬁgure, multilayer LSTM is utilized as the action classiﬁer. And the hidden states are
denoted as colored arrows.

(17)

This mechanism is inspired by ResNet [14]. Details of the spatial
attention network can be found in next section. Speciﬁcally, the
kernel number of the last convolutional layer is set to be 512, after global average pooling, the ﬁnal output of the spatial attention
network is of size R1×1×512 .
3.2. Exploring temporal attention
Analysis. In real world, video sequences are often untrimmed,
and there are noisy frames irrelevant to the target action. Humans
simply pick up the key frames to recognize the world [16,32,46,50],
thus a temporal attention network for automatic action recognition is necessary. Nevertheless, actions seldom change suddenly,
and the neighbor frames are nearly the same, which makes determining the importance score of each frame infeasible unless with
additional regularization. Many researches add complex regularization to enforce the model to select frames dispersed in temporal domain. We solve this problem via split the video sequences
into short video clips instead of video frames, and assign the importance score at clip level. Frames within the same clip are regarded as a unit. This simpliﬁes the learning process and reduces
the complexity of the network. After that, we can apply multilayer
LSTM for sequence classiﬁcation, i.e., action recognition. Note that
the proposed temporal attention model is quite different from the
existing models for that our temporal attention model is operated
on the video clip level, while the others are based upon the frame
level. We then explain this in detail.
Speciﬁcally, as illustrated in the end of Section 3.1, the spatial
attention output is of size R1×1×512 , which is exactly the input of
the temporal attention model, we then reformulate the spatial attention feature vectors as xi ∈ R512 , i = 1, · · · , t. Herein we aim to
evaluate the importance score to each feature vector within a video
sequence. In general, as the spatial attention is relevant to the spatial neighbors, the temporal importance score is not only relevant
to the current video clip, but to the neighbor previous and future
video clips. Based upon this assumption, we build the temporal

attention model using bidirectional LSTM. The basic formulation
of LSTM has been illustrated in Eq. (2). One major difference between the bidirectional LSTM and the basic LSTM lies in the hidden state. In bidirectional LSTM (see Fig. 2), there are two hidden
−
→
states named forward hidden state ht and backward hidden state
←
−
−
→
←
−
ht at each time step t. ht and ht are calculated as Eq. (2), and the
integrated hidden state is

−
→ ←
−
ht = ht ◦ ht .

(18)

Herein ◦ represents merge operations, e.g., concatenation, multiplication, summation or average pooling. We then get the temporal
importance score via

βt = σ (wT ht + b ).

(19)

The normalized importance is obtained via softmax activation

βt = δ (wtT βt )

(20)

3.3. Two-Stage training of spatial-temporal attention
We use cross-entropy loss to optimize our model. Typically, to
get robust video representations, most spatial models often add extra regularization such as sparse and low-rank, which increases the
diﬃculty of model optimization. And many temporal models often
add complex regularization to select frames dispersed in temporal
domain. Beneﬁtting from our network, our spatial attention model
has multiple spatial branches that can focus on the salient parts of
video frames, and our temporal attention model is clip-level, we do
not add any extra spatial or temporal regularization. Yet we consider the effect of network parameters. Thus the loss function is
deﬁned as
c

L=−

yi log yˆi + λ

w j 2 .

i=1

(21)

j

Here yi , yˆi are the corresponding groundtruth and predicted labels,
w j is the set of network parameters, and λ is the weight decay.
Besides, for faster convergence, we initialize the temporal attention
model using a modiﬁed strategy applied in Sharma et al. [41] as

c0 = finit,c ( 1t
h0 = finit,h ( 1t

)
.
)

t
i=1 xi
t
i=1 xi

(22)

Herein xi is the spatial attention feature, finit, c and finit, h represent
multi-layer perceptrons. The effectiveness of this strategy has been
discussed in Vinyals et al. [54].
During training, we adopt a two-stage strategy. At S-step, we
ﬁx the temporal attention weights and train the spatial attention
network. This equals to train  8t  3D convolution networks with
shared weights for action recognition. At T-step, we ﬁx the spatial
attention weights and train the temporal attention network. This
equals to train a temporal attention involved sequence classiﬁcation model often used in image caption except we generalize the
attention LSTM to bidirectional LSTM. The two networks are end-
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to-end trainable and this strategy helps the network to converge
faster. The process is summarized in Algorithm 1.
Algorithm 1: Two-stage training of the proposed Joint
spatial−temporal attention network.

1
2
3
4
5
6
7

Input: Training video sequences Vi ∈ Rn×a×b×c and
corresponding Action Labels yi , i = 1, · · · , N.
Output: Network parameters
Initialization: Spatial model parameters W, B;
Temporal model parameters c, h;
S-step: Train a 3D spatial attention network;
Fix c, h, update W, B;
Get the frame level feature maps Xt ;
T-step: Train a bidirectional temporal attention network;
Fix W, B, update c, h;

4. Experimental results
In this section, we evaluate the proposed algorithm on three
benchmark action recognition datasets, i.e., UCF-101,1 HMDB-512
and Penn,3 compared with other state-of-the-art algorithms including iDT with ﬁsher vector encoding [56], C3D [51] and TwoStream Network [42] etc.
4.1. Datasets and implementation details
UCF-101 [45] is a challenging action recognition dataset with
large variations in viewpoint, scale, background, illumination, camera motion and time duration. UCF-101 consists of 13,320 videos
categorized into 101 categories.
HMDB-51 [25] is a more challenging action recognition dataset
with 6849 videos divided into 51 classes. The videos are extracted
from commercial movies as well as YouTube, thus HMDB-51 is
more challenging.
Penn [62] is a rather smaller dataset, which contains 2326
video sequences of 15 action classes. Except for RGB frames, Penn
also provides human joints annotation.
Implementation Details. For each video, we extract their frames
using FFmpeg without changing its original frame rates. We split
each video into 8-frame video clips and extract their spatial attention feature. The spatial attention network is based upon ResNet3D
[52]. We denote the convolution block as Conv and the identity
block as Identity, then the architecture of ResNet3D can be denoted
as Conv1(64) - Conv2a(64) - Identity2b(64) - Conv3a(128) - Identity3b(128) - Conv4a(256) - Identity4b(256) - Conv5a(512) - Identity5b(512) - pool - fc(c), where the number in parenthesis indicates the number of kernels. Our spatial attention network can be
denoted as Conv1(64) - Conv2a(64) - Identity2b(64) - Conv3a(128)
- SA(128) - Conv4a(256) - Identity4b(256) - Conv5a(512) - Identity5b(512) - pool - reshape(512), where SA represents the spatial
attention block. The temporal attention network consists of a single
layer bidirectional LSTM with 512 hidden nodes. For action classiﬁcation, we exploit the merits of fully connected network, mixture
of experts and LSTM.
Our network is built using Caffe [22] and Keras [7]. We modify the source code of Caffe for reading multiple random selected video clips within a video. For the spatial network, Stochastic Gradient Descent (SGD) with learning rate lr = 0.001 is employed, while for the temporal network, we use Root Mean Square

Table 1
Testing Accuracy of Spatial Attention Model.
Methods

UCF

HMDB

DynamicImage [3]
MotionImage [60]
SpatialNet [42]
TemporalNet [42]
Visual Spatial Attention [41]
C3D [51]
ResNet3D∗ [52]
ResNet3D + SA∗ (ours)

70.9
72.1
74.2
82.3
81.5
82.6
85.2

35.8
49.3
47.1
51.5
41.3
46.9
55.4

∗
Note these results are re-implemented with the
same training and testing strategies. SA indicates
spatial attention module.

prop (RMSprop) with learning rate lr = 0.001. The maximum iteration of spatial attention model is 40,0 0 0, while temporal attention model stops after 10 epochs. All of the experiments are
based upon a single Titan X GPU. Codes have been released at
https://github.com/Tsingzao/JointSpatialTemporalAttention for reproduction.
4.2. Analysis of spatial attention model
We ﬁrst analyze the effectiveness of the proposed spatial attention model. An intuitive comparison, considering UCF-101 and
HMDB-51, with several state-of-the-art algorithms is illustrated in
Table 1. The ﬁrst set of method, e.g., DynamicImage, MotionImage,
SpatialNet and TemporalNet, takes the advantage of 2D convolution. These methods are feasible for static images but loss effectiveness for image sequences. The second set of method, e.g., C3D,
ResNet3D and the proposed spatial attention network, utilizes 3D
spatial−temporal convolution. 3D convolution has been proved to
be effective especially for video data [51].
Table 1 mainly illustrates three key points: (a) Generally, 3D
convolution performs better than 2D convolution for videos. The
reason is that compared with 2D spatial convolution, 3D convolution takes temporal information into consideration. (b) Speciﬁcally,
with the help of the spatial attention module, our method performs better than the original ResNet3D. This is because the spatial attention network can focus on the salient parts of the video
frames (a more intuitive illustration can be found in Fig. 3) and reduce the effect of noises. (c) Additionally, our 3D spatial attention
model outperforms traditional 2D visual attention model. The reason is two-fold. On one hand, 2D visual attention is based upon the
high-level abstract semantics while our model is built on middlelevel information. On the other hand, as illustrated in Fig. 1, our
model has a temporal branch which can boost its performance.
For better comprehension, we also provide the visualization of
feature maps on Penn dataset (as illustrated in Fig. 3). Each column represents a given video frame and its corresponding feature
maps while each row represents a visualization layer. We have resized the feature maps for better visualization. From Fig. 3 we can
see that the spatial attention output performs as the groundtruth
joints annotations. This is especially useful for that we are not
given any joints annotations but the video level labels in training stage. The spatial network performs in a weakly supervised
manner. To illustrate the robustness of the spatial attention model,
Fig. 3 also provides cases with large object shift and total backgrounds (the last two columns).
4.3. Analysis of temporal attention model

1
2
3

http://crcv.ucf.edu/data/UCF101.php.
http://serre-lab.clps.brown.edu/resource/hmdb-a-large-human-motion-database/.
http://dreamdragon.github.io/PennAction/.

We then analysis the effectiveness of the proposed temporal
attention model. Table 2 presents the results of with and with-
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Fig. 3. Examples of Spatial Attention Visualization on Penn dataset. Better zoomed in and viewed in color. (∗ Note that for better visualization, we have rescaled the range of
SA).

Table 2
Testing accuracy of with and without temporal
attention.
Method
HMDB
UCF
Penn

woTA
wiTA
woTA
wiTA
woTA
wiTA

FC

MoE

LSTM

55.2
59.8↑
85.6
88.6↑
93.1
94.7↑

55.6
57.2↑
85.6
86.6↑
92.4
94.2↑

48.3
50.1↑
77.6
79.4↑
87.5
93.9↑

Table 3
Testing accuracy of JSTA on Penn, HMDB-51 and UCF-101.

Traj
Pose

CNN

out temporal attention (denoted as wiTA and woTA in Table 2). In
general, the temporal attention features can be merged via maxpooling, average-pooling or concatenation. We report the best result
among these three strategies.
Utilizing the temporal attention module improves the testing accuracy considering the three reported datasets. Speciﬁcally,
Table 2 indicates that fully connect networks (FC) with temporal
attention is superior to mixture of experts (MoE) and LSTM. Thus
in our following experiments, we utilize fully connect network as
our ﬁnal action classiﬁer. In general, the temporal attention model
can boost the testing accuracy at about 2 percents.

4.4. Comparison with state-of-the-art methods
In this subsection, we validate the effectiveness of the proposed
Joint Spatial-Temporal Attention network (JSTA) on several datasets
compared with other state-of-the-art algorithms. ResNet3D is employed as the baseline.
Table 3 illustrates the results on Penn, HMDB-51 and UCF-101
datasets. Among these results, methods based on trajectory (denoted traj) features achieve comparable results to deep features.
Actually, iDT with ﬁsher vector encoding is the most effective
method for action recognition before CNN emerges.
Due to the fact that Penn dataset also provides human joints
annotations in each frame, there are also methods exploiting the
beneﬁts of these annotations (denoted as Pose) in Table 3. Nevertheless, these methods perform slightly worse than methods based
on trajectory. This is because these methods lack information of
body appearance. A combination of trajectory and pose gets an improvement than trajectory based methods. Typically, even though
we are not provided any joints annotations, the proposed JSTA performs better than these pose-based methods.

Single
Image
Fusion

Method

Penn

HMDB

UCF

iDT [56]
iDT + FV [56]
ACPS [17]
Actemes [62]
MST-AOG [57]
Action Bank [36]
ST-AOG [4]
ACPS+iDT+FV [17]
ConvNet [24]
LSTM [9]
C3D [51]
ResNet3D [52]
FST CN [47]
Attention Pooling [35]
TSB-C3D [5]
JSTA (ours)
Dynamic Image [3]
Single Frame [42]
Motion Image [60]
Optical Flow [12]
DynamicImage+Frame [3]
OpticalFlow+Frame [12]
MotionImage+Frame [60]
Two-Stream [42]
ST-ResNet [11]
TSN [59]
JSTA+Frame (ours)

73.4
89.7
79.0
79.4
74.0
83.9
85.5
92.9
-

51.9
57.2

76.2
85.9

-

-

44.0
46.9
58.6
52.2
52.2
59.8
35.8
47.1
49.3
51.5
42.8
52.9
54.9
59.4
62.0
64.1
65.3

63.3
75.8
81.5
82.6
87.9
82.7
88.6
70.9
74.2
72.1
82.3
76.9
85.9
86.6
88.0
91.4
93.2
93.7

86.0
86.8
87.8
92.6
94.7
-

88.9
-

For HMDB-51 and UCF-101, Two-stream is the state-of-the-art
method. It utilizes both frame level and optical ﬂow level information as input, thus it is multi-modality. Additionally, there are
methods attempt to compress the long temporal video frames into
short or single video frame representation. The main drawback
is that it lacks temporal information which distinguishes a frame
from a sequence. Dynamic Image and Motion Image learn a framelike representation for a video clip, however, the performance does
not get much improvement. Even though optical ﬂow is a feasible representation of video sequences, it requires higher precomputation. Combing these single frame representations with a
random select frame also boost their performance. Compared with
both single-modality (e.g., C3D, ResNet3D and FST CN) and multimodality models (e.g., Two-Stream), JSTA achieves a new state-ofthe-art result.
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5. Conclusion
In this paper, we have proposed a novel joint spatial-temporal
attention (JSTA) model for video based human action recognition.
Within this model, a spatial attention network is designed to exploit the salient areas of the video frame, and a temporal attention
network devotes to explore the importance score of multiple video
clips. The spatial attention model is built upon 3D convolution and
the temporal attention model is based on bidirectional LSTM. We
perform a two-stage strategy of jointly training the two attention
networks. Results show that JSTA is effective and promising for human action recognition.
Nevertheless, we have much thing to do to solve action recognition adequately. Typically, for a given video, the foreground is
usually sparse and the background is often low-rank. In future
work, we will consider a tensor-sparse and tensor-lowrank regularized method for robust video representation. These representations
can be used for tasks, e.g., object detection, background subtraction and action recognition. In addition, due to the fact that video
frames themselves contain abundant temporal information, our future work will focus on learning robust video representations in an
unsupervised manner.
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