
Accelerate Convolutional Neural Network 

 with a customized VLIW DSP 

Peng Guo 
Institute of Automation, Chinese Academy of Sciences 

University of Chinese Academy of Sciences 
95 Zhongguancun East Road,100190, Beijing, China 

iagp1991@163.com 

Hong Ma, Ruoshan Guo, Pin Li and Donglin Wang 
Institute of Automation, Chinese Academy of Sciences 
95 Zhongguancun East Road,100190, Beijing, China 

{ hong.ma & ruoshan.guo & lipin2014 & 
donglin.wang }@ia.ac.cn 

 
 

Abstract—Convolutional neural networks (CNNs) have achieved 
outstanding performance in many domains. However, the state-
of-the-art CNN models also introduce massive computation and 
huge memory footprint. To facilitate the deployment of CNN on 
embedded platforms, many existing studies focus on designing 
dedicated hardware accelerators. But there still exists many 
legacy DSP-based platforms which can also be exploited to 
accelerate the inference of CNN. In this work, we study the 
computation of CNN on MaPU, which is a customized VLIW 
DSP. MaPU is empowered with a multi-granularity parallel 
memory system and a flexible program model, which is very 
suitable for compute-intensive tasks. Through an in-depth 
analysis of CNN’s parallelism and the hardware architecture, we 
propose a kernel-expanded scheduling scheme, which can handle 
different kernel size uniformly. Based on our experiment on a 
face recognition network, MaPU achieves great performance and 
power efficiency. 
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I.  INTRODUCTION  

In recent years, convolutional neural networks (CNNs) 
have been widely adopted in many domains like computer 
vision, speech recognition, text classification [1] etc. However, 
these state-of-the-art CNNs also introduce massive memory 
and computation requirement. For example, the AlexNet [2] 
has about 1.4GOPS and 60M parameters while the VGG16 [3] 
has about 30GOPS and 138M parameters. The large size of 
such networks will severely hinder the deployment of CNN-
based algorithms, especially for the battery-constrained and 
resource-constrained embedded devices. 

On the other hand, the computational pattern of CNN also 
leaves us a lot of room for the improvement of performance 
and power efficiency [1]. First, there are multiple levels of 
parallelism in the computation of CNN, including the parallel 
between the images of one batch, the output feature maps of 
one channel, the pixels of one input feature map, etc. Second, 
there are a lot of data reuse opportunities in CNN’s calculations. 
For example, the weight parameters are shared by one feature 
map, the input feature maps are reused by different output 
feature maps. Third, the deterministic computational flow. 
Once the structure of the network is determined, the calculation 
process is also determined, without the dynamic jump 
operations. Besides, once the training phase is completed, the 
weight parameters are also fixed for all input. Fourth, even 

during the training phase, the parameters are normally float-
point number, we can quantize the parameters into the fixed-
point numbers for inference phase [4], which will significantly 
reduce the memory footprint and power consumption. 

There has been flurry of research taking advantage of these 
features to facilitate the deployment of CNN. Intel provides the 
MKL-DNN library for the inference on CNN [5]. Many GPU-
based frameworks have also been proposed to accelerate CNN 
[6]. Besides, many dedicated accelerators like DianNao [7] and 
Eyeriss [8] are also presented. However, CPU is designed for 
control-intensive tasks and can’t provide enough performance 
for real-time tasks even with SIMD instructions. Although the 
GPUs can provide sufficient performance, they normally cost 
more than one hundred watts. As for the dedicated hardware, 
they have just emerged in recent years and there are still many 
legacy platforms on the market. On the other hand, many 
modern SoC chips integrate the digital signal processor (DSP) 
as a heterogeneous computing core for the multimedia and 
communication applications. As a dedicated computing core, 
DSP typical is designed with high parallelism and energy 
efficiency, thus can also be exploited to process CNN. 

In this work, we study the computation of CNN with MaPU 
[9], which is a universal programmable VLIW DSP. It uses a 
multi-granularity parallel memory system with intrinsic shuffle 
ability and microcode pipelines with wide SIMD data paths. 
We first analyze the typical parallelism paradigm of CNN. 
Then based on the architecture of MaPU, we proposed to a 
kernel-expanded scheduling scheme. As its name implies, it 
uniforms the convolution of different kernel sizes by expanding 
them into 1x1 convolution, which avoids the difficulty of 
loading 2D input feature map block. At last, we accelerate a 
face recognition network in a real MaPU-based system and the 
experiment shows great performance and power efficiency. 

The rest of this paper is as follows: Section II is the related 
work. In section III we will analyze the general parallel 
schemes of CNN and then proposed our parallel approach to 
accelerate CNN on MaPU. Then the experiment is presented in 
Section IV. Section V is the conclusion. 

II. RELATED WORK 

There has been a significant amount of study on how to 
efficiently perform the computation of CNN on all kinds of 



hardware ranging from CPUs, GPUs, dedicated accelerators, 
and even DSPs. 

The MKL-DNN library is provided by intel to accelerate the 
CNN on CPU [5]. It optimizes the computation by utilizing the 
SIMD instructions and considering the memory hierarchical. 
Liu et al. propose a more comprehensive approach of CNN 
model inference on CPUs that employs a full-stack and 
systematic scheme of operation-level and model-level 
optimizations, leading a better latency than using MKL-DNN 
[10]. 

As for GPU, the Caffe framework is the first to implement 
the convolution as a matrix multiplication. It provides extreme 
high performance at the expense of requiring much more 
memory [6]. This can be critical when running batches. 
cuDNN take the similar method as Caffe. It leverages the 
availability of extremely optimized GEMM (general matrix 
multiplication) routine. Many famous frameworks, including 
Torch, are based on this library [11]. Cavigelli et al. accelerate 
the scene labeling with the NVIDIA Tegra K1 embedded SoC 
[12]. It fulfills all the requirement for usage in real-time 
embedded CV systems and does not require batches of multiple 
images to achieve good performance. Compared with desktop, 
it achieves better throughput with much less power budget. 

The dedicated accelerators are another research hot spot. 
DianNao implements an array of multiply-add units to map 
large DNN onto its core architecture [7]. Due to limited SRAM 
resource, the off-chip DRAM traffic dominates the energy 
consumption. Its subsequence DaDianNao reduce the DRAM 
access by storing all weights in the eDRAM. Eyeriss propose a 
row-stationary dataflow to minimize the data movement energy 
consumption on a spatial architecture [8]. This is realized by 
exploiting local data reuse of filter weights and activations in 
the high-dimensional convolutions. Tu et al. observe that 
different models should be accelerate in different data flow and 
propose a reconfigurable architecture called DNA [13]. Its data 
path and computing resources can be reconfigured to support a 
hybrid data reuse pattern for different layer sizes. 

Considering the widespread use of DSP, many works also 
seek to accelerate CNN with DSP. In [14], Jagannathan et al. 
propose optimization techniques to efficiently map CNN on TI 
C66x DSP. [15] employ the Cadence Tensilica Vision P5 DSP 
in the image recognition tasks. Even though these works can 
give us some insights, MaPU take a different structure after all 
and the parallel of CNN should be analyzed based on specific 
architecture. 

III. MAPPING THE COMPUTATION OF CNN TO MAPU 

In this section we will first propose three general parallel 
schemes of CNN. Then we will detail the key structure of 
MaPU. At last we will propose a effective scheduling scheme 
based on the MaPU architecture. 

A. Parallel scheme of CNN 

For CNN, the convolution operations are the core operation 
and account for the majority of the computation. As illustrated 
in Fig. 1 [13], a x xN H L input feature map and M 3D 
convolutional kernels ( x xK K N ) are convolved to generate  

 

 

Figure 1.  The psudo code of the convolution operation  

M xR C output map. We can come up with that the 
computation for each output pixel is essentially a loop of 
multiply-accumulate and the order of the loop can be 
exchanged without changing the final result. On the other hand, 
the pseudo code also reveals that each input channel is reused 
for the computation of all output channels, each input pixel is 
reused for the adjacent convolution blocks, and the weight 
kernel is also shared during the computation. All in all, there 
are a lot of opportunities for the data reusing. Besides, the 
modern chips are normally embedded with multi-level memory. 
The closer the memory is to the compute unit, the less power it 
costs and the faster speed it provides. So, during the 
computation, the order of the loop makes a big sense to the 
whole performance and power consumption. We list three 
typical computation schemes of CNN as follows: 

Output-Centric: This scheme can also be named as 
RCMN mode, which is the same as the code in Fig. 1. We 
calculate the output feature maps pixels by pixels. In details, 
for each output pixel, we perform the xK K convolution on the 
corresponding position of the L input channels and then add 
these partial sums up. In this way, the output feature map is in 
the inmost memory  

Input-Centric: This scheme takes the RCNM flow. It 
emphasizes on the reuse of input feature map. Recalling each 
input feature map contributes to all output feature map, it will 
calculate all these partial sums when one input channel is 
loaded. The benefit of this scheme is that the input channel 
does not need to be loaded again. The opposite side is that the 
partial sum of the output feature map may be stored in the outer 
memory. 

Weight-Centric: This scheme is essentially MNRC. 
Each xK K kernel is shared in the convolution of one 
input/output channel pair. To avoid the repeated memory 
operations of the weight parameters, it will do all convolution 
operations related to the weight matrix first. All other data 
flows are centered on the weights. 

Although all these three methods take advantage of data 
locality and will reduce the memory operations significantly, 
they cannot be applied to the DSP directly. The mainly reasons 
are as follows: 

First, the biggest problem of these schemes is that they 
ignore the complexity of the convolution block itself. In fact, 
the same network may consist of different kernel sizes like 3x3, 
5x5 and 1x1. Besides, the input data is normally stored in the 
memory sequentially, introducing a big challenge to extract the 
input block efficiently. In addition, the image loading also need 
to take the data reuse into consideration.  



Second, it omits the influence of the actual memory size. 
For example, the output of the first layer in ResNet50 is 
112x112x64, which would occupy 3.2MB when taking 32-bit 
representation. It’s impossible to store all these data in the 
inmost memory. 

At last, these three schemes are proposed for serial 
execution essentially while the MaPU is a parallel processor. 
So, these methods cannot fully exploit the computation ability 
of our hardware. 

B. Key structure of MaPU 

As an accelerator, MaPU is made up of three main 
components: the microcode pipeline, multi-granularity parallel 
(MGP) memory and scalar pipeline. The microcode pipeline is 
core computing part which works in VLIW manner. The MGP 
memory serves as a soft managed local memory system. The 
scalar pipeline is used to communicate with the SoC and 
control the microcode pipeline. Limited to the paper length, we 
mainly focus on several key features below. Detailed 
introduction can refer to [9]. 

 

Figure 2.  The microcode pipline of MaPU 

VLIW: The microcode pipeline is shown in Fig. 2. The 
IALU, IMAC FALU and FMAC are four compute units which 
are responsible for the compute operations. The SHUx units 
can extract specific bytes in the source register and write them 
into the destination register in any order. The BIUx units are 
connected to the MGP memory. The M unit has 128 internal 
registers. Except for M unit, each unit corresponds to one 
instruction slot. The M unit is controlled with 4 instructions. 
Thus, there are totally 13 instruction slots and this VLIW style 
code is also called a microcode. Besides, MaPU provides a 
state-machine based program model for the programmer to 
develop the microcodes for the applications. 

SIMD: The instructions in MaPU execute in SIMD manner. 
All registers of the compute unit and the internal buses take a 
512-bit wide and they can be configured as 16*64-bit data, 
32*32-bit data or 64*16-bit data. Take the 64*16-bit mode as 
an example, each compute unite can process 64 data per cycle.  

Hierarchical memory: Like most modern processors, 
MaPU also take a multi-level memory system. In the inmost 
level, each compute unit have four 512-bit T registers. The M 
unit is the L1 memory which can provide data to the other units 
directly. The BIUx units are connected to three local memory 
(DM), which can be seen as L2 memory. It’s noticeable that 
the BIUx module provide the ability to load matrix in row 

mode or column mode flexibly. And it can also be configured 
as different granularity. 

C. Accelerate CNN with MaPU 

In the part A, we present three typical parallel schemes and 
the difficulties to apply them to DSP directly. To tackle with 
these problems, we propose a kernel-expanded scheme here. 
As stated before, the biggest challenge is due to the complexity 
of the convolution block itself. For MaPU, although the BIUx 
units can support row/column memory operations, it still 
cannot efficiently read a 2D block. To tackle with this problem, 
we propose a kernel-expanded scheme. The core idea is that 
the convolution of any kernel sizes can be expanded into the 
sum of a set 1x1 convolution. Thus, the input feature can be 
loaded sequentially. Another design choice for MaPU is how to 
utilize the SIMD instructions. One approach is that different 
part of the 512-bit belongs to different input channels, the other 
is that we store one input channel sequentially in the register. 
In the beginning we tend to the former because the size of one 
input channel (e.g., 56x56) often cannot be divided by 512. 
However, the M unit only contain 128 registers. To store more 
partial sum of the output data, we take the latter approach. In 
addition, the three DMs in MaPU are all 256KB, which may be 
not enough to store the feature maps of one layer. Therefore, 
we propose to tile the input feature maps into several horizontal 
blocks. 

The whole compute procedure is illustrated in Fig. 3. The 
three DM are responsible for the input feature maps, weight 
parameters and output feature maps respective. All memory 
operations with DM are through the SHUx units. At the 
beginning, the BIUx forward 512-bit weight data into the SHU 
unit. Then the SHU unit will select one 32-bit weight, 
broadcast it into 512-bit, and forward it to FMAC. At the same 
time the input data is also transferred into the FMAC unit. 
After executing the multiplication, the result is sent into the M 
unit temporarily. Suppose the kernel size is xK K , this 
procedure needs to be repeated xK K times. On the other hand, 
the M unit can send the convolution results of same output data 
to the FALU unit and sum them up. Besides, the above 
procedure is convolving on one input channel. In fact, we need 
sum the partial sum of N input channel to get the final result. In 
addition, the combine and the split operation are due to that the 
DMs consist of multiple logical blocks to support the multi-
granularity operations [9]. 

 

Figure 3.  The data flow for the convolution operation 



IV. EXPERIMENT 

To demonstrate the efficiency of our method, we accelerate 
a face detection network with a real system which is shown in 
Fig. 4. The chip is implemented with a TSMC 40-nm low-
power process. It contains four MaPU cores as the computing 
part and one Cortex A8 as the controller. There are also some 
high-speed IOs like DDR3 Controller, PCIe and RapidIO. The 
microcode pipeline in APE runs at 1 GHz and the other runs at 
500MHz [9]. 

 
(a)                                                        (b) 

Figure 4.  A four-core MaPU chip (a) and the circuit board (b) 

Considering that MaPU is universal computing platform, 
it’s unfair to compare it with the dedicated CNN accelerate. So 
we take the Intel i7-6850K and Nvidia GTX 1080Ti. The 
benchmark is a facial recognition task with the network 
introduced in [16]. It consists of 4 convolutional layers, 4 
pooling layers and 1 fully connected layer. The total 
parameters are 4,095K while the total computational operations 
are 1.25 GOPs. Although the model size is less than some 
common structure like ResNet and VGG, it achieves 
comparable accuracy for the face recognition task.  

 

Figure 5.  Performance, power and power efficiency of three platforms 

As shown in Fig. 5, MaPU-based platform achieves 1.67x 
performance and 18.95x power efficiency than CPU. Even the 
absolute performance is less than GPU, it works in a much 
lower power budget and achieves 1.8x power efficiency. 

It’s worth noting that both CPU and GPU is manufactured 
with much more advanced process node. Besides, the GPU is 
tested in a batch style while MaPU work in stream style, which 
will bring better latency. At last, in this implementation we use 

the 32-bit float number, which can be further optimized with 
16-bit fixed point. 

V. CONCLUSION 

In this paper, we study on how to efficiently map the CNN 
to the MaPU, which is a customized DSP. We first analyze the 
general parallel scheme of CNN and then propose a kernel-
expanded scheme based on the concrete hardware architecture.  
At the experiment part we accelerate a face recognition 
network with a real MaPU-based system and the result shows 
great performance and power efficiency than the CPU and 
GPU platforms. 
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