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ABSTRACT
Nowadays, community-based question answering (CQA) services
have accumulated millions of users to share valuable knowledge.
An essential function in CQA tasks is the accurate matching of
answers w.r.t given questions. Existing methods usually ignore
the redundant, heterogeneous, and multi-modal properties of CQA
systems. In this paper, we propose a multi-modal attentive inter-
active convolutional matching method (MMAICM) to model the
multi-modal content and social context jointly for questions and
answers in a unified framework for CQA retrieval, which explores
the redundant, heterogeneous, and multi-modal properties of CQA
systems jointly. A well-designed attention mechanism is proposed
to focus on useful word-pair interactions and neglect meaning-
less and noisy word-pair interactions. Moreover, a multi-modal
interaction matrix method and a novel meta-path based network
representation approach are proposed to consider the multi-modal
content and social context, respectively. The attentive interactive
convolutional matching network is proposed to infer the relevance
between questions and answers, which can capture both the lexical
and the sequential information of the contents. Experiment results
on two real-world datasets demonstrate the superior performance
of MMAICM compared with other state-of-the-art algorithms.
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1 INTRODUCTION
Community-based question answering (CQA) is a crowdsourc-
ing service which enables users to ask questions and receive an-
swers later. Users can ask questions via sentences in CQA systems
rather than simply issuing queries in the form of keywords in web
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search engines. Nowadays, CQA sites such as Quora1 and Zhihu2
have become a kind of popular forum for people to seek infor-
mation and share knowledge, and have accumulated millions of
questions and high quality answers over time, which are helpful
for many applications such as knowledge mining [24], question-
answering [20, 25, 26], and expert finding [28]. The benefits of
CQA have been well-recognized today [11] and CQA has already
attracted considerable attention in information retrieval [2, 19, 20]
and multimedia analysis research [3, 9, 14, 18, 23].
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Figure 1: An Example of CQA System
Retrieving relevant historical answers in a large archive of ques-

tions and associated answers is an essential function of a CQA site.
Most CQA sites are quite open, and users can post questions and
answers with little restrictions. Therefore, it needs effort to design a
proper retrieval algorithm.Most of the existing approaches consider
the CQA retrieval as a text matching task. Deep semantic neural
matching methods are designed to learn the semantic relevance
between questions and answers. Basically, there are two major
research lines: (1) The representation based methods [1] mainly
employ deep semantic representation learning models such as Long
Short-Term Memory (LSTM) LSTM [1] and Convolutional Neural
Network(CNN)[19] to learn feature representations for questions
and answers, and the answers are ranked to the given question
based on the feature similarity. (2) The interaction based methods
learn question-answer matching patterns from word-level interac-
tions, where CNN [16, 20] and pooling [25, 26] are often leveraged
to infer the matching score based on the interactions. Although
these algorithms show promising performance in CQA retrieval
field, most of these methods only focus on the text content. In fact,
the answers of the CQA sites consist of rich unstructured data with
multiple different modalities (e.g. text, images), and these infor-
mation can be complementary to each other. Moreover, questions
and answers in CQA systems are all posted by users and may be
tagged with user-provided tags and these social context can play
important roles for the matching. For example, it is a very common
1https://www.quora.com/
2https://www.zhihu.com/
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phenomenon that answers provided by the same user are likely to
belong to the same domain. Therefore, it is critical and important
to exploit multimedia content and social context for CQA.

Recently, a novel heterogeneous social network learning frame-
work [6] is proposed to introduce the plentiful social information
to model questions, answers and answerers jointly, and can learn
high quality matching results for CQA. Zhao et al. [27] propose a
novel asymmetric multi-faceted ranking network learning method
to jointly exploit the deep semantic relevance between question-
answer pairs and the answerers’ authority to obtain the high-quality
answers. Therefore, it is reasonable to exploit additional informa-
tion such as social context to enhance the performance of question-
answering matching for CQA. However, these existing methods still
cannot deal with the following challenges well: (1) The word-pair
interactions between questions and answers have the redundant
property. Different parts of questions and answers make different
contributions for the semantic relevance, and content focus (e.g.,
important terms in questions and answers and important images
in answers) is beneficial for retrieving the answers correctly. For
example, as shown in Fig.1, the red words/images are semanti-
cally related and contribute most for the matching. Though the
blue words show some similarities between terms (”is” → ”is”,
”so f tware”→ ”Hadoop”), these similarities contribute nothing for
the matching and may mislead the algorithms. However, existing
interaction-based semantic matching approaches [16, 20, 25, 26]
always ignore such redundant and noisy word-pair interactions.
(2) CQA systems have the heterogeneous property. Real-world
CQA systems consist of heterogeneous elements, such as questions,
answers, users and tags. In addition, various relations also exist in
CQA systems. As shown in Fig.1, each answer is associated with a
user (answer-answerer relation) and each question is tagged with
user-provided tags (question-tag relation). Most network repre-
sentation learning methods employed by existing CQA retrieval
algorithms, such as Deepwalk, are specifically designed to take ad-
vantage of homogeneous social information, which cannot perform
well on heterogeneous networks. (3) The content of answers has
themulti-modal property. The content of answers of CQA sites
consists of rich unstructured data with multiple different modalities
(e.g. text, images), and these multiple modalities information can
be complementary to each other. As shown in Fig.1, images in the
answers also convey important information, such as the domain of
the answer. Based on the above discussion, it is desirable to take
into account the three properties for CQA retrieval.

In this paper, we propose a multi-modal attentive interactive con-
volutional matching method (MMAICM) to model the multi-modal
content and social context jointly for questions and answers in a
unified framework for CQA. The proposed framework takes the
multi-modal content and social context of a question-answer pair
as input and outputs the corresponding matching score, which can
explore the redundant, heterogeneous, and multi-modal properties
jointly. (1) To alleviate the redundancy of word-pair interactions
between questions and answers, we propose an attention mecha-
nism to infer the contribution of each word-pair interaction. For
each question-answer pair, we construct an attentive interaction
matrix, which can focus on useful word-pair interactions and ne-
glect meaningless and noisy word-pair interactions. (2) To deal with
the heterogeneity of CQA systems, we propose a meta-path based

network representation learning approach to exploit implicit struc-
tural relations from heterogeneous CQA social networks. Moreover,
for taking into account the social context of questions and answers
effectively, the learned social representations are integrated into the
attention mechanism. (3) To make use of multiple modalities, we
design a multi-modal interaction matrix method which considers
both textual and visual content.

The detail of our proposed approach is shown in Fig. 2. The
input consists of the multi-modal content and the social context
of question-answer pairs. A multi-modal interaction matrix is first
constructed for each question-answer pair based on their content
information. The social context of questions and answers is then
embedded into a low-dimensional latent space by the meta-path
based network representation learning approach. Based on the con-
tent and social context representations, the attentive interaction
matrix can be obtained by the attention mechanism to capture
important interactions while neglect meaningless and noisy inter-
actions. The attentive interaction matrix is then fed into a novel
convolutional matching network to infer the relevance between
questions and answers, which can capture both the lexical and
the sequential information of the content. Both the ranking-based
objective and the social-based objective are finally leveraged to
optimize the proposed framework jointly. As a result, the proposed
approach can effectively combine the multi-modal content infor-
mation and social context information of CQA networks to learn
robust matching models for questions and answers. We evaluate
our model on two real-world datasets, including Quora and Zhihu.
Experimental results show that our approach outperforms several
state-of-the-art methods. In summary, the contributions of this
work are as follows:
• We propose a multi-modal attentive interactive convolutional
matching method to model the multi-modal content and social
context jointly for questions and answers in a unified frame-
work for CQA,which can explore the redundant, heterogeneous,
and multi-modal properties of CQA systems jointly.
• We propose a well-designed attention mechanism to focus
on useful word-pair interactions and neglect meaningless and
noisy word-pair interactions. Moreover, a multi-modal inter-
action matrix method and a novel meta-path based network
representation approach are proposed to consider the multi-
modal content and social context, respectively.
• We evaluate our method on two real-world datasets. Experi-
ment results demonstrate the superior performance of the pro-
posed approach compared with other state-of-the-art methods.
Besides, we will release the two datasets3 for academic use.

2 RELATEDWORK
Most existing approaches consider CQA retrieval as a general se-
mantic matching problem. Some representation based methods
leverage deep semantic representation learning models to embed
questions and answers into continuous vectors for ranking. Hu
et al. [10] introduce the convolutional neural network models to
capture hierarchical structures of sentences and learn a fixed length
vectorial representation for questions and answers. Some interac-
tion based methods learn question-answer matching patterns based

3https://github.com/briefcopy/MMAICM
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Figure 2: The overall framework ofMMAICM. The input consists of themulti-modal content and the social context of question-
answer pairs. Based on the input data, our model can learn the matching score of each question-answer pair.

on interactions. Shen et al. [16, 20] leverage a matrix to model
word-pair interactions between questions and answers for match-
ing. Xiong et al. [25] utilize a translation matrix to model word-level
similarities via word embeddings, where a new kernel-pooling tech-
nique is proposed to extract multi-level soft match features, and a
learning-to-rank layer is combined with those features to obtain the
final ranking score. Zhang et al. [26] propose to treat different text
segments differently and design a novel attentive interactive neural
network to focus on these text segments which are useful to answer
selection. Though the above approaches obtain great performance
in CQA retrieval tasks, they do not consider the redundancy of
word-pair interactions.

Recently, social information is utilized to exploit implicit rela-
tions between questions and answers. A randomwalk basedmethod,
DeepWalk [17], is proposed by Perozzi et al. to learn latent rep-
resentations of vertices of social networks. Tang et al. propose
LINE [22] based on two carefully designed objective functions to
preserve both the local and global network structures. Fang et al.
[6] propose a semantic matching model with LSTM to encode the
content of question-answer and use the DeepWalk approach to
exploit the plentiful social interaction cues in the community to
boost the retrieval performance. However, Deepwalk and LINE are

specifically designed for homogeneous networks, which perform
poorly on heterogeneous networks. Tang et al. [21] develop a semi-
supervised representation learning method for text data, which
utilizes both labeled and unlabeled data to learn the embedding
of text from constructed heterogeneous networks. Dong et al. [5]
introduce meta-path based random walks to construct the hetero-
geneous neighbours of vertices to learn vertex represenations of
heterogeneous networks. However, these heterogeneous network
embedding methods have not been applied to CQA retrieval tasks.
Zhao et al. [27] propose a novel asymmetric multi-faceted ranking
network learning framework by jointly exploiting the deep seman-
tic relevance between question-answer pairs and the answerers’
authority to the given question. The above approaches mainly fo-
cus on the textual content, while ignore the multimedia content
information, such as images in answers.

Some researches focus on exploiting multimedia content infor-
mation in CQA systems. Chua et al. [4] propose a generalized
approach to extend text-based QA to multimedia QA for a range of
factoid, definition and "how-to" questions. Nie et al. [15] propose
a scheme that is able to enrich textual answers in CQA with ap-
propriate media data. The method automatically determines which
type of media information should be added for a textual answer
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and then automatically collects data from the web to enrich the
answer. Fukui et al. [7] first introduce the bilinear model to solve
the problem of multi-modal feature fusion in QA.

Different from existing works, we present a multi-modal at-
tentive interactive convolutional matching method (MMAICM) to
model the multi-modal content and social context jointly for ques-
tions and answers in a unified framework for CQA. The proposed
method introduces an attention mechanism to focus on useful word-
pair interactions and neglect meaningless and noisy word-pair in-
teractions, which can boost the performance of CQA retrieval.

3 METHOD
3.1 Problem Definition
As illustrated in Fig.2, each question in CQA systems consists of tex-
tual content and several user-provided tags. Each answer contains
both textual and visual content information. In terms of the user
information, we ignore the questioner information since in some
CQA sites, such as Quora, questioner information is not shown
on the question webpage. However, answerer information can be
considered since it is available in most CQA systems. Overall, both
questions and answers consist of content information and social
context information (user-provided tags and users).

Given a question, we need to retrieve the relevant historical
answers in a large archive of questions and associated answers.
From a pair-wise view, given a question q and an answer a, our
model should output the matching score score (q,a) of the question-
answer pair, which could reflect the relevance between them. It
should be noted that, in addition to the content information, the
social context information also act as a part of input information.

3.2 Multi-Modal Interaction Matrix of
Question-Answer Pair

The textual content of each question or answer can be regarded as
a sequence of words and the feature of each word is presented by a
word vector [13], which can preserve the similarity between words.
The dimension of word vectors is denoted as d .

In addition to the textual content, we exploit the visual content
to enrich the semantic information of answers. For each image in
answers, we first leverage ResNet [8] pretrained on ImageNet to
extract its visual feature r ∈ R2048 and then use a transformation
matrixWV ∈ R2048×d to project r to a d-dimension feature д ∈ Rd .
Since the projected image feature vectors and word vectors have the
same dimension, we consider each image as a visual word and treat
the projected feature as an equivalent of its word vector. Thus the
content of a question or an answer can be presented by a sequence
of words and images (visual words), where the feature of each
element can be presented by a d-dimensional vector.

By stacking the feature vectors of the elements of the sequence
into a matrix, we obtain the feature matrix of the question or answer
as shown in Fig. 2. Each row of the feature matrix corresponds to
the feature vector of a word or an image. The feature matrixes of an
question q and an answer a are denoted asMq andMa , respectively.

Similar to most interaction-based semantic matching models [20,
25], we design a multi-modal interaction matrix to capture the in-
teractions between words. Since we consider both general words
and visual words (images), the multi-modal interaction matrix can

capture multi-modal interaction information. The multi-modal in-
teraction matrix S (q,a) can be obtained as follows:

S (q, a) = cos (MqMT
a ) (1)

where cos is the element-wise cosine operation andMT
a denotes the

transpose ofMa . Thus, S (q,a)[i, j] is the cosine similarity between
the ith feature vector of the question feature list and the jth feature
vector of the answer feature list.

3.3 Meta-Path based Heterogeneous CQA
Network Representation Learning

As mentioned before, social context information associated with
questions and answers also act as a part of input of our model. We
design a meta-path based heterogeneous CQA network embedding
algorithm to learn a vector representation for each question and
answer, which can preserve the social relations among questions,
answers, users and tags. We denote the learned vector representa-
tions of a question q and an answer a as u⃗q and u⃗a , respectively.

We model the CQA network as a heterogeneous network G =
(V ,E), where V is the set of vertices and E is the set of edges. V =
Vu ⋃V t ⋃V q ⋃V a consists of four types of vertices, where Vu ,
V t ,V q ,V a are the set of user vertices, tag vertices, question vertices
and answer vertices, respectively. E = Euu

⋃
Eua
⋃

Etq
⋃

Eqa

contains the different types of relations between vertices, where
Euu depicts the following relations between users, Eua describes
the answerer information of answers, Etq represents the tags of
each question, and Eqa contains the original matching information
between questions and answers.

Since the CQA networkG is heterogeneous, it is hard to employ
traditional network representation learning approaches, such as
DeepWalk [17] and LINE [22], to learn the vertex representations
from the network structure. We employ the meta-path method to
learn some implicit structure information of the CQA network to
address the heterogeneity of the CQA network.

A meta-path is a sequence of vertices connected by edges where
the type of each vertex is constrained by a meta-path schema. A
meta-path schememps is denoted in the form of t1 → t2 → ... → tn ,
where tn is the vertex type of the nth vertex in the path. Take Fig. 3
as an example, a meta-path schema "a-u-a" represents two answers
(a) are provided by the same user (u), and "q-t-q" represents two
questions (q) share a tag (t). The relation between answer a3 and tag
t0 can be captured by a more complex meta-path schema "a-u-a-q-t".

The last vertex of a meta-path can be considered as a special
neighbor of the first vertex of the meta-path. In CQA networks, the
semantic of neighbors can be easily enriched by considering differ-
ent meta-path schemas. We focus on learning representations for
questions and answers. Thus we design several meta-path schemas
that start with question or answer type to obtain special neighbors
for question vertices and answer vertices with different semantics.

To learn embeddings that preserve the neighbor relations ob-
tained by meta-paths, we follow the second-order proximity [22]
and model the conditional neighbor distribution of vertices. In CQA
networks, given a meta-path schemamps , several meta-path based
neighbor vertices may be found for a vertex vi . We denote the
neighbor vertices set of the vertex vi in terms of the meta-path
schema mps as Nmps (vi ). The distribution of Nmps (vi ) will be
conditioned on both the vertex vi and the given meta-path schema
mps , which is defined as follows:
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pmps (vj |vi ) =
exp (u⃗′j

T
· u⃗i )∑

vk ∈Nmps (vi ) exp (u⃗
′
k
T
· u⃗i )

(2)

where u⃗i is the latent representation of vertex vi and u⃗ ′j is the
context representation of vertex vj . The core idea of the second
order proximity is that vertices with similar distributions over the
context are assumed to be similar. In CQA networks, the meta-
path based neighbors of a question vertex or an answer vertex can
be treat as its context. For example, the neighbor tag vertices of
an answer obtained by the meta-path schema "a-u-a-q-t" can be
treated as the related tags of the answer, and answers with similar
distributions over related tags are assumed to be similar.

Since we want to preserve the second-order proximity, the ob-
jective of meta-path based representation learning is defined as the
KL-divergence between the hypothetical and empirical probability:

L (s ) =
∑

mps∈MPS

KL(p̂mps ( · | ·), pmps ( · | ·)) (3)

whereMPS denotes the given meta-path schema set and KL(·, ·)
denotes the KL-divergence. For simplicity, we define the empirical
probability p̂mps (vj |vi ) as 1 if vj is a neighbor of vi in terms of
meta-path schemamps and 0 otherwise. Replacing KL(·, ·) with KL-
divergence formula and omiting some constants, the social-based
objective can be defined as follows:

L (s ) = −
∑

mps∈MPS

|V |∑
i=0

∑
vj ∈Nmps (vi )

logpmps (vj |vi ) (4)

3.4 Attentive Interaction Matrix
The cosine similarity between word vectors can reflect the seman-
tic similarity between words. However, in different context, the
similarity between a word pair may have different contributions to
the final matching score of the question-answer pair. Moreover, the
context of each word-pair is twofold: the interactions between other
word pairs of the question-answer pair and the social information
associated with the question and the answer. Therefore, we design
an attention mechanism to capture the important word-pair inter-
actions of question-answer pairs based on both the multi-modal
content and the social context.

The feature matrixes Mq and Ma are projected to the corre-
sponding attention feature matrixes Zq and Za by Eq.(5) and Eq.(6):

Zq = MqW A
q + α 1⃗u⃗q

T, (5)

Za = MaW A
a + α 1⃗u⃗a

T (6)
where W A

q ∈ Rd×d and W A
a ∈ Rd×d are the attention feature

projection matrixes for questions and answers, respectively. Both
Zq and Za consider the social information by integrating the social

representations u⃗q and u⃗a . α is a parameter which controls the
affect of the social factors.

After obtaining the attention feature matrixes, we compute the
social-aware attention matrix by Eq.(7):

A(q, a) = sof tmax (ZqZ T
a ) (7)

where the so f tmax is a row-level softmax, that is, the similarity
weights are normalized for each element of the query. A(q,a)[i, j]
is the normalized importance weight of S (q,a)[i, j].

After obtaining the social-aware attention matrix, the attentive
interaction matrix can be computed as the element-wise product
between the multi-modal interaction matrix and the corresponding
social-aware attention matrix by Eq.(8):

SA (q, a) = S (q, a) ◦ A(q, a) (8)

With the introduction ofA(q,a), the attentive interaction matrix
SA (q,a) can focus on useful word-pair interactions and neglect
meaningless and noisy word-pair interactions.

3.5 Attentive Interactive Convolutional
Matching Network

A useful property of the attentive interaction matrix is to preserve
the original sequential information. Therefore, a sliding window
SA[i : i + n − 1, j : j + n − 1] of size n × n is capable to capture
the similarity between n-grams from questions and answers. We
design an attentive interactive convolutional matching network to
extract features from n-grams and to learn the distribution of them.

The framework of the proposed network is illustrated in the
lower part of Fig. 2. Different from the general convolutional neural
network, the filter size is not fixed in the same layer. Filters with
different sizes are used simultaneously to produce feature maps for
n-grams with different n. In the first convolutional layer, filters of
window size 2 × 2 and 3 × 3 are used to extract feature maps for
2-grams pairs and 3-grams pairs, respectively. Multiple filters are
used for each window size to produce a feature map of different
features. Note that, we use two sub-networks to extract features
for 2-grams and 3-grams, respectively.

The first convolutional layer produces features for each n-grams
pairs. The following max-pooling layer is employed to avoid overfit-
ting. For each sub-network, the features after the first max-pooling
layer preserve the sequential information of n-grams such that
we utilize the second convolutional layer and max pooling layer
to further extract features. At the end of each sub-network, the
max-pooled features are flattened into a feature vector.

The feature vectors produced by sub-networks are concatenated
to one feature vector h, which contains features extracted from
2-grams pairs and 3-grams pairs. We use two full-connected layers
to produce the final matching score, which is obtained by Eq.(9):

score = tanh ((hTW1 + b1)W2 + b2) (9)
whereWi is the weight of the ith layer and bi is the bias of the ith
layer. The matching score is activated by tanh activation function
such that the matching score is between -1 and 1.

We design a pair-wise learning to rank objective to learn the
parameters for predicting the final matching score:

Lr =
∑

(q,a+,a− )∈RS

max (1 − score (q, a+) + score (q, a−), 0) (10)
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where RS denotes a set of vertex tuples sampled from the dataset.
Each sampled tuple is denoted as (q,a+,a−) where q is a question,
a+ is one of the relevant answers of q and a− is a irrelevant answer.
3.6 The Combined Objective
We suggest that the attentive interactive convolutional matching
network and the meta-path based heterogeneous CQA network
embedding algorithm can jointly affect each other. Thus we design
a combined objective as follows:

L = L (r ) + L (s ) (11)
where L(r ) and L(s ) share the latent social representations of ques-
tions and answers as common parameters. The combined objective
will be jointly optimized. The details of the optimization will be
introduce in the next section.
3.7 Model Optimization
Since the ranking-based objective L(r ) and the social-based objec-
tive L(s ) have shared parameters, optimizing each objective will
affect another objective. We optimize the two objectives in turn so
as to jointly optimize the combined objective.

3.7.1 Optimization of Social-Based Objective. Directly optimiz-
ing the social-based objective L(s ) is computationally expensive
because it involves traversing all vertices when computing the con-
ditional probability. Thus, we employ the negative sampling [12]
and transform the objective into the following form:

− logσ (u⃗′j
T
· u⃗i ) −

N∑
n=1

Evk∼Pneд (v )[logσ (−u⃗′k
T
· u⃗i )] (12)

where N is number of negative samples and σ represents the
sigmoid function. The objective function of our approach can be
efficiently optimized with gradient descent algorithm and back-
propagation algorithm.

3.7.2 Optimization of Ranking-Based Objective. The parame-
ters are optimized using back propagation through the neural net-
work. Starting from the ranking-based objective, the gradients are
propagated to the convolutional network and the learned latent
representations of vertices. The latent representations of vertices
optimized by negative sampling can be fine-tuned when optimizing
the ranking-based objective.

4 EXPERIMENTS
4.1 Data Preparation
Table 1: Statistics of datasets onCQA sites: Quora and Zhihu.

Dataset Question Answer User Tag Images
Quora 14100 23901 18152 10468 10782
Zhihu 4596 21793 13763 4024 24031

To evaluate our proposed framework, we build up two real-
world datasets from two popular CQA sites: Quora and Zhihu.
Both datasets are modeled as CQA heterogeneous networks. The
statistics of the two corresponding CQA networks are shown in
Table 1. Each dataset is splited into training set and testing set
without overlapping.
4.2 Baselines
In order to demonstrate the effectiveness of our proposedMMAICM,
We employ the following methods as baselines:

• BOW : Bag-of-words (BOW) is a simplified representation used
in NLP. The matching score of two documents is the cosine
similarity between their bag-of-words representations.
• Doc2Vec: Doc2Vec [12] is a distributed bag of words model
which can encode documents into a low-dimensional feature
space. The relevance between documents is based on distances
in the feature space.
• S-matrix: S-matrix [20] constructs a similarity matrix to model
the word-level interactions between questions and answers.
A convolutional neural network is then used to calculate the
matching score.
• HSNL: HSNL [6] is a semantic matching model with LSTM that
leverages random walk approach for network sampling.
• K-NRM: K-NRM [25] uses a translation matrix that models
word-level similarities via word embeddings, a kernel-pooling
technique that uses kernels to extract multi-level soft match
features, and a learning-to-rank layer that combines those fea-
tures into the final ranking score. K-NRM is a state-of-the-art
approach.
The following variants of MMAICM are designed for comparison:
• MMAICM-NoAttentionMMAICM-NoAttention is a variant of
MMAICM without the attention mechanism. This variant is
designed to demonstrate the effectiveness of the attentionmech-
anism.
• MMAICM-NoSocialMMAICM-NoSocial is a variant ofMMAICM
without the social information. We set α = 0 to ignore the social
information. The matching score only relies on the contents of
the question and the answer.
• MMAICM-NoVisualMMAICM-NoVisual is a variant ofMMAICM
without the visual information.

4.3 Evaluation Metrics and Parameter Setting
Normalized discounted cumulative gain (nDCG) is employed to
evaluate the matching quality. The core idea of nDCG is that highly
relevant documents appearing lower in a ranking list should be
penalised as the graded relevance value is reduced logarithmically
proportional to the position of the result. Since the general nDCG
requires a global scan of the whole answer set for each question,
which is time consuming, we follow [20] and use a variant of nDCG
based on sampling. A large set of candidate answers are created
with size F+1 (one real+F fake) for each question in the testing data,
and nDCG is evaluated for each question. The average nDCG score
is used to for evaluation. Precision@1 is also used for evaluation.
Precision@1 is the average number of times that the best answer is
ranked on the top.

In terms of parameter setting, α is set to 0.05 for MMAICM. To
be fair, we set the embedding dimension of vertices and words to
150 for all methods. The number of negative samples is set to 5.

We use p% of the data for training and the ramining 1 − p% data
for evaluation. %p varies from 10% to 70%. The number of sampled
fake answers F for each question is set to 5.
4.4 Experimental Results and Analysis

4.4.1 Quantitative Results. The results of our evaluation experi-
ments are presented in Table 2, Table 3, Table 4 and Table 5. From
these results, we have the following observations: (1) The perfor-
mance of heuristic approach BOW and unsupervised approach
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Table 2: The nDCG on Quora
%p Bow Doc2Vec S-Matrix HSNL K-NRM MMAICM-

NoAttention
MMAICM-
NoSocial

MMAICM-
NoVisual

MMAICM

%10 0.8482 0.8883 0.8236 0.7030 0.8951 0.8892 0.9201 0.9230 0.9299
%30 0.8540 0.8927 0.8565 0.7310 0.9115 0.8736 0.9250 0.9266 0.9322
%50 0.8517 0.8943 0.8502 0.7872 0.9215 0.8704 0.9345 0.9344 0.9413
%70 0.8582 0.8959 0.8811 0.8367 0.9295 0.8849 0.9470 0.9462 0.9542

Table 3: The Precision@1 on Quora
%p Bow Doc2Vec S-Matrix HSNL K-NRM MMAICM-

NoAttention
MMAICM-
NoSocial

MMAICM-
NoVisual

MMAICM

%10 0.6807 0.7508 0.6267 0.4064 0.7790 0.8151 0.8288 0.8440 0.8857
%30 0.6906 0.7635 0.6935 0.4475 0.8120 0.7335 0.8315 0.8395 0.8503
%50 0.6866 0.7659 0.6794 0.5466 0.8307 0.7219 0.8612 0.8567 0.8708
%70 0.6999 0.7679 0.7431 0.6557 0.8475 0.7568 0.8892 0.8913 0.8995

Table 4: The nDCG on Zhihu
%p Bow Doc2Vec S-Matrix HSNL K-NRM MMAICM-

NoAttention
MMAICM-
NoSocial

MMAICM-
NoVisual

MMAICM

%10 0.7096 0.7255 0.6594 0.5572 0.7239 0.6612 0.7495 0.7520 0.7596
%30 0.7222 0.7283 0.6400 0.6312 0.7677 0.7120 0.7921 0.7945 0.8061
%50 0.7263 0.7296 0.7144 0.6828 0.7735 0.7428 0.8085 0.8034 0.8174
%70 0.7249 0.7370 0.7152 0.6766 0.7879 0.7498 0.8132 0.8124 0.8219

Table 5: The Precision@1 on Zhihu
%p Bow Doc2Vec S-Matrix HSNL K-NRM MMAICM-

NoAttention
MMAICM-
NoSocial

MMAICM-
NoVisual

MMAICM

%10 0.4593 0.4441 0.3380 0.1773 0.4227 0.3422 0.4892 0.5041 0.5307
%30 0.4794 0.4529 0.3094 0.2789 0.5332 0.4326 0.5844 0.5939 0.6125
%50 0.4928 0.4582 0.4325 0.3630 0.5481 0.4813 0.6021 0.5982 0.6330
%70 0.4857 0.4736 0.4334 0.3630 0.5753 0.4961 0.6277 0.6260 0.6400
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Figure 4: The nDCG and Precision@1with different number
of dimensions d
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Figure 5: The nDCG and Precision@1with different number
of training samples during training procedure

Doc2Vec are stable with various training size. Doc2Vec obtains
better nDCG on both dataset, while its Precision@1 scores are
lower than BOW on Zhihu. This shows the embedding methods
are effective, while its performance are unstable and highly relies
on the dataset. Doc2Vec is unsupervised such that its performance
highly relies on the dataset. (2) S-Matrix and HSNL are supervised
methods and perform poorly on both datasets when only a few
training data are available. With sufficient training data, the two
approaches obtain huge improvement in both nDCG and Preci-
sion@1, which shows that the two supervised methods require
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Figure 6: Examples of Social-Aware Attention Matrixes

plenty of training data to avoid overfitting. (3) K-NRM is an state-
of-the-art deep semantic matching approaches and performs much
better than the aforementioned approaches with various training
size, showing that word-level interactions can capture the rele-
vance between questions and answers with well designed feature
learning models. (4) The proposed MMAICM consistently achieves
the best performance. Moreover, MMAICM is as stable as K-NRM
in terms of the training size. Their improvement brought by the
training size is much less than that of S-Matrix and HSNL. And
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Do cats only stay around for the food, or do they really love their owners?

K-NRM MMAICM

1

2

3

4

5

Question

They truly love their owners. I have two cats, one who is fifteen 

and one who is seven. The eldest can sense when someone is sick...

No they are not. There are some special tests made by proffessionals, more 

acurate, but none of them is perfect. Remember...

You could. But, you would probably be arrested or fined for practicing without 

proper training in the United States...

Cats demonstrate their affection for their humans in various ways, such as head 

butting, purring (also done for many...

Now when you say “misdiagnosed” do you mean by an online test? Online tests 

are notoriously inaccurate and have to potential to fall victim to false positives.

It depends. The spectrum. People evolve at different times and circumstances. I 

peaked at age 23...

Cats demonstrate their affection for their humans in various ways, such as head 

butting, purring (also done for many...

When a cat loves you, you know it. I have no doubt that Penny 

loves both me and Sabrina, although I think she prefers me to a...

When a cat loves you, you know it. I have no doubt that Penny 

loves both me and Sabrina, although I think she prefers me to a...

They truly love their owners. I have two cats, one who is fifteen 

and one who is seven. The eldest can sense when someone is sick...

Figure 7: Top-5 retrieval results over the Quora dataset by the K-NRM and the proposed MMAICM.
even with only 10% training data, MMAICM still outperforms most
baselines with 70% training data, demonstrating that the proposed
method can effectively handle the CQA retrieval task and is ro-
bust to the training size. (5) The results also show that MMAICM
consistently outperforms all its variants (MMAICM-NoAttention,
MMAICM-NoSocial, and MMAICM-NoVisual), veryfying that the
attention mechanism, social context and multi-modal content can
boost the matching algorithm. Specifically, with the introduction
of attention mechanism, MMAICM performs much better than
MMAICM-NoAttention, demonstrating that the proposed attentive
interaction matrix method can alleviate the redundancy of word-
pair interactions between questions and answers to improve the
performance of CQA retrieval.

4.4.2 parameter analysis. Results with different number of
dimensions d:We vary the number of dimensions (d) from 50 to
300 with training size %p fixed at 70% and report the results on
the two datasets in Fig. 4. There are slightly improvements when d
increases from 50 to 150, and not much difference is observed with
different number of dimensions. The results show that MMAICM
is very stable with various dimension size.

ThenDCGandPrecision@1with different number of train-
ing samples during training procedure: Fig. 5 shows the nDCG
and Precision@1 scores of MMAICM on the testing set during train-
ing procedure. Both the optimization of social-based objective and
ranking-based objective are based on sampling, thus we use the
number of training samples to represent the training progress. The
figure shows that during the entire training procedure, the nDCG
and Precision@1 increase almost monotonously. Specifically, both
the nDCG and Precision@1 increase steeply at the beginning of the
training procedure with only 100, 000 training samples and then
converge smoothly, demonstrating that MMAICM does not suffer
from the problem of overfitting.

Attention Mechanism: To show the significance of the atten-
tionmechanism on exploiting important interactions from question-
answer pairs, we visualize the heat maps of word-pair interactions
of two question-answer pairs in Fig.6(a) and Fig.6(b). Note that,
the two figures correspond to the social-aware attention matrixes
(A), rather than the attentive interaction matrix (SA). Each interac-
tion in the figure is marked with various background colors. The
stronger the background color is, the more importance the interac-
tion is. The proposed attention mechanism makes the interactions
between terms explicit and interpretable. Although the two exam-
ples present word-level interactions, we can intuitively observe the

important parts of the answers with regard to the given question.
Fig. 6(a) intuitively suggests that the important parts of the answer
are "earning", "code" and "java" with regard to the question "Can
I get income using core java?". Fig. 6(b) shows that the attentive
parts of the answer are "regression" and "machine learning models"
with regard to the question "What is logistic regression?".

As mentioned before, interactions without attentionmaymislead
the matching algorithms. As shown in Fig. 6(a) and Fig. 6(b), by
introducing the attention mechanism, meaningless interactions (e.g.
"I"↔ "I" and "is"↔ "is") are assigned with small importance values,
mitigating the affect of those meaningless interactions.

4.4.3 Qualitative Results. We retrieve the top five relevant an-
swers of the question "Do cats only stay around for the food, or
do they really love their owners?" by K-NRM and MMAICM re-
spectively and show them in Fig. 7. The groundtruth relevant an-
swers are marked with red. As shown in Fig. 7, both approaches
retrieve three groundtruth relevant answers. However, the pro-
posed MMAICM achieves better performance since more relevant
answerers are ranked before irrelevant answers. For example, the
top two answers retrieved by MMAICM are groundtruth relevant
answers, while they are ranked after two irrelevant answers with K-
NRM. This shows that it is useful to adopt the multi-modal content
and social context jointly for CQA retrieval.
5 CONCLUSIONS
In this paper, we propose a multi-modal attentive interactive convo-
lutional matching method (MMAICM) for CQA retrieval by jointly
modeling the multi-modal content and social context in a unified
framework. We propose an attention mechanism to alleviate the
redundancy of word-pair interactions and a meta-path based net-
work representation learning approach to exploit implicit structural
relations from heterogeneous CQA social networks. To make use of
multiple modalities, we design a multi-modal interaction method
which considers both textual and visual content. Experimental re-
sults on two real-world datasets have verified the effectiveness and
robustness of our proposed framework. In the future, we plan to
apply our approach to more CQA applications, such as question
retrieval and expert finding.
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