Hierarchical Graph Semantic Pooling Network for Multi-modal
Community Question Answer Matching
Jun Hu1 , Shengsheng Qian2,3 , Quan Fang2,3 , Changsheng Xu1,2,3,4

2 National

1 Hefei

University of Technology
Laboratory of Pattern Recognition, Institute of Automation, Chinese Academy of Sciences
3 University of Chinese Academy of Sciences
4 Peng Cheng Laboratory, ShenZhen, China
hujunxianligong@gmail.com,{shengsheng.qian,qfang,csxu}@nlpr.ia.ac.cn

ABSTRACT
Nowadays, community question answering (CQA) systems have
attracted millions of users to share their valuable knowledge. Matching relevant answers for a specific question is a core function of
CQA systems. Previous interaction-based matching approaches
show promising performance in CQA systems. However, they typically suffer from two limitations: (1) They usually model content
as word sequences, which ignores the semantics provided by nonconsecutive phrases, long-distance word dependency and visual
information. (2) Word-level interactions focus on the distribution
of similar words in terms of position, while being agnostic to the
semantic-level interactions between questions and answers. To address these limitations, we propose a Hierarchical Graph Semantic
Pooling Network (HGSPN) to model the hierarchical semantic-level
interactions in a unified framework for multi-modal CQA matching.
Instead of viewing text content as word sequences, we convert
them into graphs, which can model non-consecutive phrases and
long-distance word dependency for better obtaining the composition of semantics. In addition, visual content is also modeled into
the graphs to provide complementary semantics. A well-designed
stacked graph pooling network is proposed to capture the hierarchical semantic-level interactions between questions and answers
based on these graphs. A novel convolutional matching network is
designed to infer the matching score by integrating the hierarchical
semantic-level interaction features. Experimental results on two
real-world datasets demonstrate that our model outperforms the
state-of-the-art CQA matching models.
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• Information systems → Question answering.
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1

INTRODUCTION

Community-based question answering (CQA) websites are crowdsourcing services which enable users to share knowledge online by
submitting questions and answers. Over time, CQA websites such
as Quora1 and Zhihu2 have accumulated millions of crowd-sourced
high-quality question-answer pairs, which are beneficial for applications such as knowledge mining [28], question-answering [8, 24,
29, 32], and expert recommendation [26, 27].
Matching relevant answers for a given question is a fundamental
function in CQA systems, which can benefit many applications.
For example, many users tend to submit new questions without
searching for existing questions and answers. Some of the submitted
questions may be answered immediately by matching relevant answers from existing answers. CQA systems are quite open and users
can post information with little restrictions. Moreover, most CQA
systems allow users to post multi-modal answers which consist
of both text and images. Therefore, it requires efforts to design an
effective CQA matching model that can capture the latent semantics
and take full advantage of the multi-modal content.
Most recent approaches consider CQA matching as a text matching task and employ deep semantic neural matching methods to
capture the semantic relevance between questions and answers. Existing neural CQA matching models mainly fall into two groups: (1)
The representation-based methods mainly employ deep representation learning models such as Long Short-Term Memory (LSTM) [1]
and Convolutional Neural Network (CNN) [20] to embed questions and answers into low-dimensional continuous vectors and
infer the matching scores based on their embeddings’ similarities.
They focus on learning an appropriate neural embedding model
to generate document-level representations that can preserve the
global semantic information of a question/answer. However, in
real-world CQA systems, answers may contain many redundant
and noisy information, which may suppress the semantics of relevant parts in the learned embedding. (2) The interaction-based
methods mainly model word-level or sentence-level interactions
1 https://www.quora.com/
2 https://www.zhihu.com/
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Figure 1: An Example of CQA System.
between questions and answers, instead of learning document-level
representation vectors. Specifically, interactions are strong signals
for matching and some handcraft interaction features, such as the
exact match of words, are widely used by traditional matching
models. Interaction-based methods use neural embedding models
to capture implicit interaction features and usually leverage convolutional neural networks [17, 24] or pooling operations [29, 32] to
learn question-answer matching patterns based on the features.
Although existing interaction-based approaches show promising performance, they typically suffer from the following three
limitations: (1) There are many long answers in CQA systems and
understanding the semantics of them requires the modeling of nonconsecutive phrases and long-distance word dependency [18]. For
example, in Figure 1, the words "eating", "foods" and "restaurants"
do not co-occur in a small window. However, the combination of the
three words indicates that the semantics may be related to "restaurant food". Existing interaction-based approaches usually model
content as word sequences. Although some of them utilize convolutional networks to consider semantics behind n-grams, they can
only capture local semantic features in small sliding windows. (2)
The content of answers may consist of data from multiple modalities
(e.g., text, images), which may be complementary to each other. As
shown in Figure 1, the cups and forks in the left image and the cat in
the right image can provide important semantics for the matching.
However, most existing interaction-based approaches only consider
text information and ignore valuable visual information. (3) Existing
interaction-based approaches focus on the distribution of similar
words in terms of position, while being agnostic to the semanticlevel interactions between questions and answers. Figure 2 shows
a typical word-level interaction matrix and the element Si j is the
similarity between the i t h word of the question qw i and the jth
word of the answer aw j . However, the word information (qw i and
aw j ) is transparent to the word-level interaction matrix. Since the
word-level interaction matrix only preserves the similarity information and discards the word information of each position, the
model’s output only depends on the distribution of similar words
in terms of position, rather than the semantic-level interactions
between the input question-answer pair. Therefore, an appropriate
way of modeling semantic-level interaction is expected for the CQA
matching task. Based on the above discussion, it is desirable to take
into account the three limitations for CQA matching.
In this paper, we propose a hierarchical graph semantic pooling
network (HGSPN) to model the hierarchical semantic-level interactions for multi-modal CQA matching. The input is composed of
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Figure 2: Word-level Interaction Matrix.
the multi-modal content of a question-answer pair. (1) To capture
non-consecutive and long-distance semantics for better content
representations, we model text content as graphs rather than word
sequences. (2) To make use of the multi-modal information, visual
content is also modeled into the graphs to provide complementary
semantics. (3) To obtain the semantic-level interactions between the
question-answer pair, we propose a stacked graph pooling network
to use multiple graph pooling blocks to hierarchically detect latent
semantic clusters in different semantic levels. The learned representations of semantic clusters are used to build a semantic-level
interaction matrix at each semantic level. A novel convolutional
matching network is designed to infer the matching score by integrating the hierarchical semantic-level interaction features.
HGSPN can effectively exploit the latent hierarchical semanticlevel interactions to learn a robust matching model for CQA systems.
We conduct experiments on two real-world datasets, including
Quora and Zhihu. The proposed approach outperforms several stateof-the-art CQA matching approaches, verifying the effectiveness of
HGSPN. In conclusion, the contributions of our work are as follows:
• We propose a hierarchical graph semantic pooling network
to model the hierarchical semantic-level interactions in a
unified framework for multi-modal CQA matching.
• We are among the first to model the multi-modal content as
graphs in CQA matching, which can capture non-consecutive
and long-distance semantics, as well as visual information.
• A well-designed stacked graph pooling network is proposed
to capture the hierarchical semantic-level interactions between questions and answers. Moreover, a novel convolutional matching network is designed to infer the matching
score by integrating the hierarchical semantic-level interaction features.
• We evaluate our method on two real-world datasets, and
experimental results demonstrate our CQA approach outperforms the baseline methods.

2 RELATED WORK
2.1 Representation-based CQA Matching
The representation-based approaches usually map both the questions and the answers into a common semantic space and calculate
the matching scores based on the distances between the vectors
in the space. DSSM [9] takes high dimensional raw bag-of-words
feature vectors of questions and answers as inputs and employs a

multilayer perceptron (MLP) to encode them into low-dimensional
concept feature vectors. C-DSSM [23] and ARC-I [6] employ convolutional neural networks to capture local word order information
for encoding. LWBiLSTM [22], HSNL [4] and Attentive LSTM [25]
utilize LSTM to learn a fixed-size vector for each question/answer.
In summary, the core idea behind representation-based approaches
is to generate good document-level representations for questions
and answers, which can reflect the semantic relevance between
them. However, representation-based approaches suffer from the
redundant and noisy segments in answers, which may suppress the
relevant semantics in the learned representations.

2.2

Interaction-based CQA Matching

Instead of learning document-level representations, interactionbased approaches capture word-level or sentence-level interactions
between questions and answers, which are strong signals for matching. Different from traditional matching models which usually exploit handcraft interaction features, such as the exact match of
words, recent neural approaches usually can automatically capture
soft interaction features based on word embedding techniques. The
learned interaction features are usually passed to a convolutional
neural network [17, 24] or a pooling model [29, 32] to infer questionanswer matching patterns. Shen et al. [17, 24] leverage a matrix
to model word-pair interactions between questions and answers
for matching. Xiong et al. [29] utilize a translation matrix to model
word-level similarities via word embeddings, where a new kernelpooling technique is proposed to extract multi-level soft match
features, and a learning-to-rank layer is combined with those features to obtain the final ranking score. Zhang et al. [32] propose to
treat different text segments differently and design a novel attentive
interactive neural network to focus on these text segments which
are useful to answer selection. MMAICM [8] proposes an attention
mechanism to focus on useful word-pair interactions and ignore
redundant and noisy interactions. Although existing interactionbased approaches show promising performances in CQA matching,
they mainly focus on the distribution of similar words in terms of
position, while being agnostic to the semantic-level interactions
between questions and answers.

2.3

Multi-modal CQA Matching

Similar to many other applications[7, 19] that exploit the multimodal content information in social multimedia systems, some
existing CQA matching models also benefit from the visual content information. Chua et al. [3] propose a generalized approach to
extend text-based QA to multimedia QA for a range of factoid, definition and "how-to" questions. Nie et al. [16] propose a strategy to
enrich the text content of answers with proper media data collected
from the Web. The strategy can automatically decide which type
of media information should be added for answers. Fukui et al. [5]
propose a bilinear model to address the multi-modal feature fusion
problem in QA. MMAICM [8] considers images as visual words
in content word sequences and employs RestNet to learn image
embeddings. These approaches usually encode visual content independently without considering the complementary information
provided by text content, and vice versa. Different from existing
multi-modal CQA approaches, our model puts the text content and
the visual content together into a graph for each question/answer
and employs graph neural networks for encoding. The graph neural

networks can take advantage of the graph structure to extract complementary semantics from the other modality for better content
representations.

2.4

Graph Neural Networks

Recently, graph neural networks have been applied to NLP tasks to
learn text representations. Bastings et al. [2] employ graph convolutional networks (GCNs) [11] to incorporate syntactic structure
into neural attention-based encoder-decoder models for machine
translation. Marcheggiani et al. [15] incorporate information about
predicate-argument structure of source sentences, and use GCNs to
inject a semantic bias into sentence encoders. Text GCN [30] builds
a single text graph for a corpus based on word co-occurrence and
document word relations, then learns a Text Graph Convolutional
Network for the corpus to learn word and document embeddings.
Peng et al. [18] propose a GCN-based deep learning model to first
convert texts into graph-of-words, and then use graph convolution
operations to convolve the word graph for text classification. SEGCN [14] is a long document matching approach which builds concept graphs for documents and employs a siamese encoded graph
convolutional network to generate the matching results. Different
from approaches that model content as word sequences, Graphbased approaches can capture non-consecutive and long-distance
semantics in documents. However, to the best of our knowledge,
there are no interaction-based CQA matching approaches that use
graphs for text modeling.
To take advantage of the multi-modal content information for
CQA matching, we present a hierarchical graph semantic pooling
network to model the hierarchical semantic-level interactions in a
unified framework. The proposed approach converts multi-modal
content into graphs and uses a well-designed stacked graph pooling
network to capture the hierarchical semantic-level interactions
between questions and answers, which outperforms the state-ofthe-art baselines.

3 METHOD
3.1 Problem Definition
Given a question and a set of candidate answers, we aim to learn a
scoring function to determine the relevance degree of each answer
with regard to the question. By sorting the candidate answers in
descending order with the output matching scores, we can produce
a ranking list as the retrieval result. From a pair-wise view, given a
question-answer pair (q,a), our model should infer the matching
score between q and a (score (q,a)), which can reflect the relevance
between the question and the answer.

3.2

Overall Framework

Our purpose is to calculate the matching score for a given questionanswer pair. To this end, we present a hierarchical graph semantic
pooling network (HGSPN) to model the hierarchical semantic-level
interactions in a unified framework. Figure 3 shows the framework
of HGSPN, which mainly consists of the following components:
• Graph Construction of Multi-modal Content (Section 3.3):
We model the multi-modal content of the input questionanswer pair as graphs based on the PMI score of word pairs.
Specifically, we utilize object detection techniques to extract
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Figure 3: The overall framework of HGSPN. The input consists of the multi-modal content of a question-answer pair. (1) Our
model first converts the multi-modal input into graphs. (2) Then, a stacked graph pooling network that consists of multiple
graph pooling blocks is used to capture the hierarchical semantic-level interactions between questions and answers based
on these graphs. (3) Finally, the hierarchical semantic-level interaction features are integrated by a convolutional matching
network to infer the matching score.
objects in visual content as visual words and model them
into the graphs.
• Stacked Graph Pooling Network (Section 3.4): Based on
the constructed graphs, a stacked graph pooling network
that consists of multiple graph pooling blocks is used to obtain hierarchical semantic-level interaction features. (1) The
network employs a special GCN model called Graph Convolutional Network with Approximate Personalized Propagation (APPNP) to learn high-order features (Section 3.4.1). (2)
With APPNP, each graph pooling block in the network can
learn latent semantic cluster representations at a semantic
level (Section 3.4.2). (3) We stack multiple blocks together to
build a hierarchical semantic model. At each semantic level,
we can build a semantic-level interaction matrix based on the
learned representations of semantic clusters (Section 3.4.3).
• Convolutional Matching Network (Section 3.5): The hierarchical semantic-level interaction features are integrated
by a novel convolutional matching network to infer the final
matching score of the input question-answer pair.

3.3

Graph Construction of Multi-modal
Content

Our model creates an undirected graph for each question/answer to
model its multi-modal content information. Given a question/answer,

the content words are taken as the graph vertices. We employ pointwise mutual information (PMI) to calculate the weights of edges,
which preserves the global word co-occurrence information. In
detail, we employ a fixed-size sliding window on all questions and
answers for gathering word co-occurrence statistics. Then, we calculate the PMI of word pairs as follows:
p(w i ) = W (w i ) / |W |
(1)
p(w i ,w j ) = W (w i ,w j ) / |W |
(2)
PMI (w i ,w j ) = log(p(w i ,w j ) / p(w i )p(w j ))
(3)
where |W (w i )| is the number of sliding windows that contain the
word w i , |W (w i ,w j )| is the number of sliding windows that contain
both the word w i and w j , and |W | is the total number of sliding
windows. Note that the statistics are based on the global corpus
rather than a specific question or answer. PMI scores can reflect
the correlation between words, and positive PMI scores implies
high semantic correlations. Therefore, we only preserve edges with
positive PMI scores and discard those with non-positive PMI scores:
(
PMI (w i ,w j )
PMI (w i ,w j ) > 0
Ai j =
(4)
0
PMI (w i ,w j ) ≤ 0
In addition to the text content, we utilize the visual content to
facilitate the CQA matching model by extracting semantic objects
in images as visual words. We employ the YOLOv3 detector [21] pretrained on the COCO dataset to search objects in the image content.

For each answer in CQA systems, we may obtain several images
and the YOLOv3 detector may detect several semantic objects in
each image. The labels of detected objects, such as "cup" and "fork",
are treated as words occurred in answers and are modeled together
with the text content into the graphs.

3.4

Stacked Graph Pooling Network

In this section, we first introduce a special GCN model called Graph
Convolutional Network with Approximate Personalized Propagation (APPNP). Then we describe how we use APPNP models to
build graph pooling blocks for capturing hierarchical semanticlevel interaction features.
3.4.1 Graph Convolutional Network with Approximate Personalized
Propagation. A graph convolutional network is a multilayer neural
model that takes an undirected graph as input and outputs embedding vectors for vertices based on vertex features and relations.
Formally, given an undirected graph G = (V ∪E), where V is the set
of vertices and E is the set of edges. We use |V | to denote the number
of vertices. Each vertex is associated with a l (0) -dimensional feature
(0)
vector and we use a feature matrix X ∈ R |V |×l to represent the
features of all vertices, where the i t h row corresponds to the feature
vector of the i t h vertex. The edge set E is usually presented by an
adjacency matrix A ∈ R |V |× |V | , where Ai j is the weight of the
edge between the i t h vertex and the jt h vertex. The degree matrix
D ∈ R |V |× |V | is an important concept in GCN models, where D is
P
a diagonal matrix and D i j = j Ai j . Based on the adjacency matrix
and the degree matrix, each GCN layer transforms the input feature
(j )
matrix Z (j ) ∈ R |V |×l (the raw feature matrix or the output of the
previous GCN layer) and generates a higher-order feature matrix
(j+1)
Z (j+1) ∈ R |V |×l
for vertices as follows:
Z (0) = X
Z

(j+1)

= σ (D

− 12

(I + A)D

− 12

(5)
Z

(j )

θ)

(6)

(j )
(j+1)
Rl ×l

where θ ∈
is a transformation matrix and σ is an activation function which adds nonlinearity to the GCN layer.
Note that the original GCN model only considers vertices that
are a few propagation steps away and the size of this utilized neighborhood is hard to extend. Thus, we leverage the approximate
personalized propagation of neural predictions (APPNP) [12] to
address the issue. APPNP introduces the concepts of personalized
PageRank and topic-sensitive PageRank into GCN models to derive
an improved propagation scheme. APPNP can achieve linear computational complexity by approximating topic-sensitive PageRank
via power iteration. Each power iteration is calculated as follows:
Z

(0)

= H = f (X )
1

1

(7)

Z (j+1) = (1 − α )D − 2 (I + A)D − 2 Z (j ) + αH
(8)
where f denotes a multilayer perceptron and α is the restart probability.
3.4.2 Graph Pooling Block. Following DIFFPOOL [31], we design a
graph pooling block to detect semantic clusters in each question and
answer. Our model uses multiple stacked blocks to hierarchically
detect semantic clusters in different semantic-levels. Here we use
the superscript k (k ≥ 1) to denote the block index, as well as the
index of the semantic level. The input of the kt h block is a graph
(H (k−1) ,A(k −1) ) that contains |H (k −1) | vertices, where H (k −1) is the

feature matrix of vertices and A(k −1) is the adjacency matrix. The
first block takes the aforementioned constructed graph (H (0) ,A(0) )
as input, where the vertex feature matrix H (0) ∈ R |V |×d uses the
corresponding word embeddings as features. The word embeddings
are d-dimensional vectors, which will be optimized in the training
step. Note that when k > 1, the input graph of the kth block is
dynamically generated by the k − 1th block, which will be discussed
later.
In each graph pooling block, we use two APPNP models to extract vertex features that are useful for vertex classification, as well
to learn vertex representations to generate higher-order semantic
representations for the hierarchical semantic modeling. The graph
pooling block can learn a soft semantic cluster assignment matrix
over vertices and produce the representation of each semantic cluster based on the assignment matrix. Each entry of the assignment
matrix indicates the probability that a vertex belongs to a semantic cluster. We use C (k ) to denote the set of semantic clusters and
|C (k ) | to denote the number of semantic clusters. We generate the
(k −1) |×|C (k ) |
assignment matrix P (k ) ∈ R |H
by a APPNP model:
P (k ) = so f tmax (APPN Passiдn (H (k −1) ,A(k −1) ))

(9)

where so f tmax denotes the row-level softmax operation and Pi j
represents the probability that the i th input vertex belongs to the
jth semantic cluster. Note that all the questions and answers are
passed to the same APPNP model to obtain the semantic assignment
matrix, such that the semantics of clusters in the output assignment
matrixes are independent of input and are shared by all input data.
That is, the jth columns of all output semantic assignment matrixes
correspond to same semantics.
In addition to the assignment matrix, we apply a separate APPNP
(k −1) |×d (k )
to learn a representations of vertices F (k ) ∈ R |H
in the
semantic space:
F (k ) = APPN P f eatur e (H (k −1) ,A(k −1) )

(10)

where d (k ) denotes the dimension of semantic representation vectors in the kth semantic level.
After obtaining the P (k ) and F (k ) , each block coarsens the input
(k )
(k )
graph, generating a new feature matrix H (k ) ∈ R |C |×d and a
(k
)
(k
)
new adjacency matrix A(k ) ∈ R |C |×|C | for the detected higherorder semantic clusters:
T

H (k ) = P (k ) F (k )

(11)

T

(12)

A(k ) = P (k ) A(k −1) P (k )

In this way, each block can dynamically generate a higher-order
semantic cluster graph (H (k ) ,A(k ) ) as the input of the next block.
3.4.3 Hierarchical Semantic-level Interaction Modeling. Our model
stacks K graph pooling blocks together to form a hierarchical semantics extractor for learning a hierarchical semantic model which
consists of the representation matrixes of semantic clusters in K
different semantic levels.
For an input question-answer pair (q,a), we extract their semantic features with the same hierarchical semantics extractor and
obtain {H (k ) (q)|1 ≤ k ≤ K } and {H (k ) (a)|1 ≤ k ≤ K }. In each
semantic level, we can obtain a semantic-level interaction matrix

S (k ) ∈ R |C

(k ) |× |C (k ) |

Table 1: Statistics of CQA Datasets.

based on the extracted semantic features:
S (k ) = H (k ) (q)H (k ) (a)T

Dataset
Quora
Zhihu

(13)

(k )

where the entry Si j denotes the interaction between the i th semantic cluster of the question and the jt h semantic cluster of the
answer. As mentioned before, the semantic of the i t h semantic
cluster in the kt h semantic level is independent of the input and
is shared by all input data. Although the semantics of semantic
clusters are invariant, different input data will lead to different
representations in the same semantic cluster, such that different
question-answer pairs will produce different semantic interaction
matrixes.
Note that the semantic invariance property of the semantic interaction matrix is the essential difference between our model and
previous interaction-based models. In existing interaction-based
models, the semantics of the entry (i, j) in the interaction matrix
usually depends on the i t h word/sentence of the question and the
jth word/sentence of the answer. The semantics of the interaction
matrix varies with different input question-answer pairs. Therefore,
existing interaction-based models mainly focus on the distribution
of interaction degrees in terms of positions, while our model can
capture the distribution of interactions with regard to semantics.

3.5

Convolutional Matching Network

We design a novel convolutional matching network to integrate the
learned semantic interaction features in multiple semantic levels
for inferring the matching score. Formally, the input of the convolutional matching network is {S (k ) |0 ≤ k ≤ K }. Note that when
k = 0, S (k ) becomes the word-level interaction matrix. As shown in
Fig 3, our model integrates the word-level interaction matrix S (0)
together with semantic-level interaction matrixes {S (k ) |1 ≤ k ≤ K }
to infer the matching score.
For each interaction matrix, we use convolutional kernels of size
[|C (k ) |,д] to capture the interaction patterns between the semantic
clusters of the question and the answer. Each kernel can obtain
|C (k ) | −д +1 features from the input interaction matrix. The |C (k ) | −
д + 1 features are then aggregated by the max-pooling operation
and become one feature, such that the shape of the feature map
does not depend on the input size. We use multiple kernels for each
kernel size to extract stable interaction pattern features. The output
feature map of the convolutional layer u⃗ (k ) ∈ Rt is a fixed-length
vector, where t denotes the number of kernels.
The K + 1 feature maps are then concatenated into one feature vector and a fully-connected layer is utilized to infer the final
matching score based on it:
⃗ + b)
score (q,a) = σ (concat ({⃗
u (k ) |0 ≤ k ≤ K })T w

(14)

Rt (1+K )

⃗ ∈
where w
and b ∈ R are the weights and the bias of the
fully-connected layer respectively. The sigmoid activation function
σ is leveraged to limit the matching score between 0 and 1.

3.6

Pair-wise Objective and Model
Optimization

We employ cross-entropy to define the objective from a pair-wise
view:
X
L=
−[log(score (q,a + )) + log(1 − score (q,a − ))] (15)
(q,a +,a − ) ∈RS

Question
14100
4596

Answer
23901
21793

User
18152
13763

Tag
10468
4024

Images
10782
24031

where RS denotes a set of vertex tuples sampled from the dataset.
Each sampled tuple is denoted as (q,a + ,a − ) where q is a question,
a + is one of the relevant answers of q and a − is a irrelevant answer.
All the parameters are optimized using back propagation through
the neural model. At each training step, we sample multiple tuples and use the mini-batch training strategy. We use the Adam
optimizer [10] to update parameters.

4

EXPERIMENT

In this section, we conduct experiments to evaluate our model
against state-of-the-art models on two real-world datasets. Furthermore, we give detailed experimental analysis to show more insights
on our model.

4.1

Data Preparation

We use two public real-world CQA datasets released by MMAICM [8]3 .
The two datasets consists of multi-modal question-answer pairs
from two popular CQA websites: Quora and Zhihu. Table 1 shows
the statistics of the two datasets. Each dataset is split into a training
set and a testing set without overlapping.

4.2

Baselines

The experiments on the two datasets use the same baselines listed
as follows:
• BOW : Bag-of-words (BOW) is a traditional representation
used in NLP. The cosine similarity between the bag-of-words
features of two documents is used as the matching score.
• Doc2Vec: Doc2Vec [13] learns low-dimensional distributed
representation for documents. The relevance between documents is based on the distance between the corresponding
embeddings.
• HSNL: HSNL [4] is a representation-based matching method
that models CQA systems as social networks and leverages
random walk approach to sample social context. LSTM is
employed to learn the representation of text content based
on the sampled social information.
• S-matrix: S-matrix [24] constructs a similarity matrix to
capture the word-pair interaction between questions and
answers, which is then passed to a convolutional neural
network to infer the matching score.
• K-NRM: K-NRM [29] uses a translation matrix that models word-level similarities via word embeddings, a kernelpooling technique that uses kernels to extract multi-level soft
match features, and a learning-to-rank layer that combines
those features into the final ranking score.
• MMAICM: MMAICM [8] proposes an attention mechanism
to capture useful word-pair interactions, and constructs an
attentive interaction matrix that considers both the multimodel content and social information.
K-NRM and MMAICM are two state-of-the-art interaction-based
approaches.
3 https://github.com/briefcopy/MMAICM

Table 2: nDCG@6 and Precision@1 on Quora and Zhihu.
(a) The nDCG@6 on Quora
p%
30%
50%
70%

Bow
0.8540
0.8517
0.8582

Doc2Vec
0.8927
0.8943
0.8959

p%
30%
50%
70%

Bow
0.7222
0.7263
0.7249

Doc2Vec
0.7283
0.7296
0.7370

HSNL
0.7310
0.7872
0.8367

S-Matrix
0.8565
0.8502
0.8811

K-NRM
0.9115
0.9215
0.9295

(b) The Precision@1 on Quora
MMAICM
0.9322
0.9413
0.9542

HGSPN
0.9597
0.9619
0.9676

p%
30%
50%
70%

Bow
0.6906
0.6866
0.6999

Doc2Vec
0.7635
0.7659
0.7679

MMAICM
0.8061
0.8174
0.8219

HGSPN
0.8273
0.8406
0.8613

p%
30%
50%
70%

Bow
0.4794
0.4928
0.4857

Doc2Vec
0.4529
0.4582
0.4736

(c) The nDCG@6 on Zhihu
HSNL
0.6312
0.6828
0.6766

S-Matrix
0.6400
0.7144
0.7152

K-NRM
0.7677
0.7735
0.7879

Evaluation Metrics and Parameter Setting

We employ normalized discounted cumulative gain (nDCG) and
Precision@1 for the evaluation of the matching approaches [8, 24].
nDCG is a popular measurement widely used in search engine performance evaluation. The intuition behind nDCG is to add a penalty
to situations where highly relevant documents are ranked behind
irrelevant documents. The nDCG scores are between 0 and 1 and a
higher nDCG score shows better matching performance. To avoid a
global scan of the global answer set for each question, which is time
consuming and infeasible, we follow [8, 24] and utilize a sampling
based nDCG. We collect F + 1 candidate answers (1 relevant and F
irrelevant) for each question in the testing set. The nDCG for each
question is evaluated on the corresponding candidate answer set
and we take the mean nDCG score for evaluation. The Precision@1
is the probability that the relevant answer is ranked the first. Similar
to the nDCG score, the Precision@1 score is also between 0 and 1
and a larger Precision@1 score indicates better performance.
In terms of parameter setting, we use 2 graph pooling blocks in
our model and set C (0) = 20, C (1) = 5, d (0) = d (1) = d = 150,α =
0.1. The window size for PMI statistics is set to 20. To be fair, we set
the embedding size of words to 150 for all approaches. We use p% of
the data for training and the ramining (1 − p)% data for evaluation.
The dataset is randomly split and p% varies from 30% to 70%. The
number of sampled fake answers F in the candidate set for each
question is set to 5, such that the nDCG score can be denoted by
nDCG@6.
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S-Matrix
0.6935
0.6794
0.7431

K-NRM
0.8120
0.8307
0.8475

MMAICM
0.8503
0.8708
0.8995

HGSPN
0.9104
0.9168
0.9272

MMAICM
0.6125
0.6330
0.6400

HGSPN
0.6506
0.6762
0.7118

(d) The Precision@1 on Zhihu

In addition to the above baselines, we design several variants to
demonstrate the effectiveness of each component in our model. We
will introduce these variants in the detailed analysis section.

4.3

HSNL
0.4475
0.5466
0.6557

Performance Analysis

The experimental results are shown in Table 2. From the results,
we have the following observations:
(1) The heuristic approach BOW performs stably under various
training sizes. In some cases, BOW can achieve comparable
performance or even outperform some of the deep learning
models, such as HSNL and S-Matrix. The results show that
the automatically learned features in deep learning models
are not necessarily better than the handcraft features for the
CQA matching task.
(2) The unsupervised approach Doc2Vec performs as stable as
BOW with various training sizes. Results on Quora show that
the feature representation automatically learned by Doc2Vec
is much better than BOW and some of the deep learning
models. However, the Precision@1 scores of Doc2Vec on
Zhihu dataset are even slightly lower than those of BOW,

HSNL
0.2789
0.3630
0.3630

S-Matrix
0.3094
0.4325
0.4334

K-NRM
0.5332
0.5481
0.5753

which shows that the embedding methods are unstable and
highly rely on the dataset.
(3) HSNL employs a LSTM model to learn representation features and S-Matrix employs a CNN model to learn interaction
features for matching. With only 30% data for training, they
obtain poor performance on both datasets. As the training
size increases, the two approaches obtain huge improvements in both nDCG@6 and Precision@1, showing that the
two supervised methods require sufficient training data to
avoid overfitting.
(4) K-NRM and MMAICM employ RBF kernels and attention
techniques to build high-order interaction features, respectively. Both of them perform much better than previous approaches on both datasets and do not rely on a lot of training
data to achieve the considerable performances. This shows
that well-designed interaction feature learning models are
important for capturing the relevance.
(5) The proposed HGSPN consistently beats all the baselines
on both datasets with various training sizes. Note that in
addition to text content and visual content information,
MMAICM also leverages social context information to boost
the performance. However, HGSPN still outperforms MMAICM
by only considering the multi-modal content information.
Moreover, HGSPN is as stable as K-NRM and MMAICM in
terms of training size. The performance gain brought by the
amount of training data is much less than that of HSNL and
S-Matrix. Even with only 30% data as training set, the performance of HGSPN is better than that of other approaches
trained with 70% data. Overall, HGSPN can effectively utilize
the multi-modal content to learn stable interaction features
for CQA matching.

4.5

Detailed Analysis

4.5.1 Impact of Hierarchical Semantic Model. HGSPN uses two
graph pooling blocks to obtain hierarchical semantic interaction
features for matching. In order to show the superiority of the hierarchical semantic model, we design a variant model GSPN, which only
captures the semantic interaction feature in one semantic level. The
only difference between GSPN and HGSPN is that GSPN uses only
one graph pooling block instead of multiple stacked graph pooling
blocks. The comparison between GSPN and HGSPN is shown in Figure 4. From the listed results, we can see that the nDCG@6 scores
are improved with various training sizes when multiple stacked
graph pooling blocks are used, showing the effectiveness of the
hierarchical semantic model.
4.5.2 Impact of Visual Information. To demonstrate the impact of
the visual information in HGSPN, we conduct experiments with

GSPN

HGSPN

GSPN

0.97

HGSPN

nDCG@6

0.87

0.96

0.84

0.95

0.81

0.94

0.78
30%

50%
Training Size

70%

30%

(a) nDCG@6 on Quora

50%
Training Size

0.9

0.7

0.8

0.5

HGSPN-NoVisual

0.97

0.3

0.7

50

0.84

0.95

0.81

0.94

0.78
30%

50%
Training Size

70%

(a) nDCG@6 on Quora

50%
Training Size

Masked-HGSPN-NoVisual

Masked-HGSPN-NoVisual

0.84

0.95

0.81

0.94

0.78
30%

50%
Training Size

70%

(a) nDCG@6 on Quora

30%

HGSPN-NoVisual

50%
Training Size

300

50

100

150

200

250

300

Number of Feature Dimensions

(b) Zhihu

Ranked Answers

0.87

0.96

250

Why do cats like to play with paper bags?

70%

(b) nDCG@6 on Zhihu

HGSPN-NoVisual

200

(a) Quora

Figure 5: Impact of Visual Information.
0.97

150

Number of Feature Dimensions

Question
30%

100

Figure 7: The nDCG@6 and Precision@1 with different feature dimensions.

HGSPN

0.87

0.96

Precision@1

70%

(b) nDCG@6 on Zhihu

HGSPN

nDCG@6
0.9

Figure 4: Impact of Hierarchical Semantic Model.
HGSPN-NoVisual

Precision@1

1

1

Indeed they do. And boxes, plastic bags and their carriers.
Anywhere they can hide in. Although paper bags have a…

2

Oh, YES! Definitely. My cat has over the years, travelled miles scooting around
head in a paper bag. She collides with everything, but it doesn’t faze her, she …

3

My cat likes bags, period. I came home one evening and was talking to my husband
in the hall when we heard the most ungodly yowling. We turned to see the cat…

4

Having a pet cat is like having a little affectionate furry companion.
Like Luna, your cat would be mainly motivated by hedonistic…

5

I wanted to talk to an expert on the subject, so I went out looking
for Penny. I found her snoozing on top of a coat. I picked her…

70%

(b) nDCG@6 on Zhihu

Figure 6: Impact of Graph Construction.
another variant named HGSPN-NoVisual, which only considers
the text content and ignores the visual content information. As
shown in Figure 5, the removal of visual information leads to declines in performance on both datasets with various training sizes.
Although the introduction of visual content information does not
bring huge performance improvement, it can consistently provide
complementary information to benefit our model.
4.5.3 Impact of Graph Construction. As mentioned before, we convert text content into graphs to model non-consecutive phrases and
long-distance word dependency for better obtaining the composition of semantics. To verify this, we design a variant called MaskedHGSPN-NoVisual which only models relations between words in a
small sliding window. Masked-HGSPN-NoVisual utilizes masks to
remove edges between words with distance large than a given value
DIS. We set DIS to 4 such that Masked-HGSPN-NoVisual cannot
capture non-consecutive phrases and long-distance word dependency. We compare the results of Masked-HGSPN-NoVisual and
HGSPN-NoVisual in Figure 6. By considering the non-consecutive
and long-distance semantics, HGSPN-NoVisual consistently outperforms Masked-HGSPN-NoVisual on both datasets, showing the
importance of using graph for text content modeling.
4.5.4 Results with different number of feature dimensions d. As
mentioned in the parameter setting section, we set the number
of feature dimensions of semantic representations as the same as
that of word embeddings at each semantic level. That is, the word
embeddings and the semantic representations are all d-dimensional
feature vectors. We vary d from 50 to 300 with the training size %p
fixed at 30% and report the results on the two datasets in Figure 7.
When d increases from 50 to 150, there are obvious improvements
in nDCG@6 and Precision@1 on both datasets. Furthermore, only
slight differences can be observed with different d and the increase
of d does not necessarily result in performance improvements. The

Figure 8: Top-5 retrieval results by HGSPN (relevant answers
are marked in red).
results show that with sufficient feature dimensions (d ≥ 150),
HGSPN is stable with the number of feature dimensions.
4.5.5 Qualitative Results. We use HGSPN to retrieve the top five
relevant answers of the question "Why do cats like to play with
paper bags?" over the Quora dataset and list the results in Figure 8.
The groundtruth relevant answers are marked in red. As shown
in Figure 8, HGSPN retrieves three groundtruth relevant answers.
Moreover, the three relevant answers are ranked before the two
irrelevant answers, showing that HGSPN can effectively capture
the relevance information.

5

CONCLUSION

In this paper, we propose a novel hierarchical graph semantic pooling network to model the hierarchical semantic-level interactions
in a unified framework for multi-modal CQA matching. We use
graphs to model the multi-modal content of questions and answers.
A well-designed stacked graph pooling network is proposed to capture the hierarchical semantic-level interactions between questions
and answers based on these graphs. A novel convolutional matching network is designed to infer the matching score by integrating
the hierarchical semantic-level interaction features. Experimental
results on two real-world datasets demonstrate that our model outperforms the state-of-the-art CQA matching models. In the future,
we plan to apply our approach to more CQA applications, such as
question retrieval and expert finding.

ACKNOWLEDGMENTS
This work was supported in part by the National Key Research
and Development Program of China (No. 2017YFB1002804), the National Natural Science Foundation of China under Grants 61432019,
61702509, 61802405, 61832002, 61572503, 61872424 and 61720106006,
the Key Research Program of Frontier Sciences, CAS, Grant NO.
QYZDJ-SSW-JSC039, and the K.C.Wong Education Foundation.

REFERENCES
[1] Yoram Bachrach, Andrej Zukov Gregoric, Sam Coope, Ed Tovell, Bogdan Maksak,
Jose Rodriguez, and Conan McMurtie. 2017. An Attention Mechanism for Answer
Selection Using a Combined Global and Local View. CoRR abs/1707.01378 (2017).
arXiv:1707.01378
[2] Joost Bastings, Ivan Titov, Wilker Aziz, Diego Marcheggiani, and Khalil Sima’an.
2017. Graph Convolutional Encoders for Syntax-aware Neural Machine Translation. In Proceedings of the 2017 Conference on Empirical Methods in Natural
Language Processing, EMNLP 2017, Copenhagen, Denmark, September 9-11, 2017.
1957–1967.
[3] Tat Seng Chua, Richang Hong, Guangda Li, and Jinhui Tang. 2009. From text
question-answering to multimedia QA on web-scale media resources. In ACM
Workshop on Large-Scale Multimedia Retrieval and Mining. 51–58.
[4] Hanyin Fang, Fei Wu, Zhou Zhao, Xinyu Duan, Yueting Zhuang, and Martin
Ester. 2016. Community-Based Question Answering via Heterogeneous Social
Network Learning. In AAAI. AAAI Press, 122–128.
[5] Akira Fukui, Dong Huk Park, Daylen Yang, Anna Rohrbach, Trevor Darrell,
and Marcus Rohrbach. 2016. Multimodal Compact Bilinear Pooling for Visual
Question Answering and Visual Grounding. (2016).
[6] Baotian Hu, Zhengdong Lu, Hang Li, and Qingcai Chen. 2014. Convolutional
Neural Network Architectures for Matching Natural Language Sentences. In
Advances in Neural Information Processing Systems 27: Annual Conference on
Neural Information Processing Systems 2014, December 8-13 2014, Montreal, Quebec,
Canada. 2042–2050.
[7] Jun Hu, Shengsheng Qian, Quan Fang, Xueliang Liu, and Changsheng Xu. 2019.
A2 CMHNE: Attention-Aware Collaborative Multimodal Heterogeneous Network
Embedding. TOMCCAP 15, 2 (2019), 45:1–45:17. https://doi.org/10.1145/3321506
[8] Jun Hu, Shengsheng Qian, Quan Fang, and Changsheng Xu. 2018. Attentive
Interactive Convolutional Matching for Community Question Answering in
Social Multimedia. In 2018 ACM Multimedia Conference on Multimedia Conference,
MM 2018, Seoul, Republic of Korea, October 22-26, 2018. 456–464.
[9] Po-Sen Huang, Xiaodong He, Jianfeng Gao, Li Deng, Alex Acero, and Larry P.
Heck. 2013. Learning deep structured semantic models for web search using
clickthrough data. In 22nd ACM International Conference on Information and
Knowledge Management, CIKM’13, San Francisco, CA, USA, October 27 - November
1, 2013. 2333–2338.
[10] Diederik P. Kingma and Jimmy Ba. 2015. Adam: A Method for Stochastic Optimization. In 3rd International Conference on Learning Representations, ICLR 2015,
San Diego, CA, USA, May 7-9, 2015, Conference Track Proceedings.
[11] Thomas N. Kipf and Max Welling. 2017. Semi-Supervised Classification with
Graph Convolutional Networks. In 5th International Conference on Learning
Representations, ICLR 2017, Toulon, France, April 24-26, 2017, Conference Track
Proceedings.
[12] Johannes Klicpera, Aleksandar Bojchevski, and Stephan Günnemann. 2018. Personalized Embedding Propagation: Combining Neural Networks on Graphs with
Personalized PageRank. CoRR abs/1810.05997 (2018). arXiv:1810.05997
[13] Quoc V. Le and Tomas Mikolov. 2014. Distributed Representations of Sentences
and Documents. In Proceedings of the 31th International Conference on Machine
Learning, ICML 2014, Beijing, China, 21-26 June 2014. 1188–1196.
[14] Bang Liu, Ting Zhang, Di Niu, Jinghong Lin, Kunfeng Lai, and Yu Xu. 2018.
Matching Long Text Documents via Graph Convolutional Networks. CoRR
abs/1802.07459 (2018). arXiv:1802.07459
[15] Diego Marcheggiani, Joost Bastings, and Ivan Titov. 2018. Exploiting Semantics in
Neural Machine Translation with Graph Convolutional Networks. In Proceedings
of the 2018 Conference of the North American Chapter of the Association for Computational Linguistics: Human Language Technologies, NAACL-HLT, New Orleans,
Louisiana, USA, June 1-6, 2018, Volume 2 (Short Papers). 486–492.
[16] Liqiang Nie, Meng Wang, Yue Gao, Zheng Jun Zha, and Tat Seng Chua. 2013.
Beyond Text QA: Multimedia Answer Generation by Harvesting Web Information.
IEEE Transactions on Multimedia 15, 2 (2013), 426–441.
[17] Liang Pang, Yanyan Lan, Jiafeng Guo, Jun Xu, Shengxian Wan, and Xueqi Cheng.
2016. Text Matching as Image Recognition. In Proceedings of the Thirtieth AAAI
Conference on Artificial Intelligence, February 12-17, 2016, Phoenix, Arizona, USA.
2793–2799.
[18] Hao Peng, Jianxin Li, Yu He, Yaopeng Liu, Mengjiao Bao, Lihong Wang, Yangqiu
Song, and Qiang Yang. 2018. Large-Scale Hierarchical Text Classification with
Recursively Regularized Deep Graph-CNN. In Proceedings of the 2018 World Wide
Web Conference on World Wide Web, WWW 2018, Lyon, France, April 23-27, 2018.
1063–1072.
[19] Shengsheng Qian, Tianzhu Zhang, Changsheng Xu, and Jie Shao. 2016. MultiModal Event Topic Model for Social Event Analysis. IEEE Trans. Multimedia 18,
2 (2016), 233–246. https://doi.org/10.1109/TMM.2015.2510329
[20] Xipeng Qiu and Xuanjing Huang. 2015. Convolutional Neural Tensor Network
Architecture for Community-based Question Answering. In Proceedings of the
24th International Conference on Artificial Intelligence (IJCAI’15). AAAI Press,
1305–1311.

[21] Joseph Redmon and Ali Farhadi. 2018. YOLOv3: An Incremental Improvement.
CoRR abs/1804.02767 (2018). arXiv:1804.02767
[22] Andreas Rücklé and Iryna Gurevych. 2017. Representation Learning for Answer
Selection with LSTM-Based Importance Weighting. In IWCS 2017 - 12th International Conference on Computational Semantics - Short papers, Montpellier, France,
September 19 - 22, 2017.
[23] Yelong Shen, Xiaodong He, Jianfeng Gao, Li Deng, and Grégoire Mesnil. 2014.
Learning semantic representations using convolutional neural networks for
web search. In 23rd International World Wide Web Conference, WWW ’14, Seoul,
Republic of Korea, April 7-11, 2014, Companion Volume. 373–374.
[24] Yikang Shen, Wenge Rong, Zhiwei Sun, Yuanxin Ouyang, and Zhang Xiong.
2015. Question/Answer Matching for CQA System via Combining Lexical and
Sequential Information. In Proceedings of the Twenty-Ninth AAAI Conference on
Artificial Intelligence (AAAI’15). AAAI Press, 275–281.
[25] Ming Tan, Cícero Nogueira dos Santos, Bing Xiang, and Bowen Zhou. 2016.
Improved Representation Learning for Question Answer Matching. In Proceedings
of the 54th Annual Meeting of the Association for Computational Linguistics, ACL
2016, August 7-12, 2016, Berlin, Germany, Volume 1: Long Papers.
[26] Jian Wang, Jiqing Sun, Hongfei Lin, Hualei Dong, and Shaowu Zhang. 2017.
Convolutional neural networks for expert recommendation in community question answering. SCIENCE CHINA Information Sciences 60, 11 (2017), 110102:1–
110102:9.
[27] Xianzhi Wang, Chaoran Huang, Lina Yao, Boualem Benatallah, and Manqing
Dong. 2018. A Survey on Expert Recommendation in Community Question
Answering. J. Comput. Sci. Technol. 33, 4 (2018), 625–653.
[28] Yu Wu, Wei Wu, Zhoujun Li, and Ming Zhou. 2015. Mining Query Subtopics from
Questions in Community Question Answering. In Proceedings of the Twenty-Ninth
AAAI Conference on Artificial Intelligence (AAAI’15). AAAI Press, 339–345.
[29] Chenyan Xiong, Zhuyun Dai, Jamie Callan, Zhiyuan Liu, and Russell Power.
2017. End-to-End Neural Ad-hoc Ranking with Kernel Pooling. In Proceedings
of the 40th International ACM SIGIR Conference on Research and Development in
Information Retrieval (SIGIR ’17). ACM, New York, NY, USA, 55–64.
[30] Liang Yao, Chengsheng Mao, and Yuan Luo. 2018. Graph Convolutional Networks
for Text Classification. CoRR abs/1809.05679 (2018). arXiv:1809.05679
[31] Zhitao Ying, Jiaxuan You, Christopher Morris, Xiang Ren, William L. Hamilton,
and Jure Leskovec. 2018. Hierarchical Graph Representation Learning with
Differentiable Pooling. In NeurIPS. 4805–4815.
[32] Xiaodong Zhang, Sujian Li, Lei Sha, and Houfeng Wang. 2017. Attentive Interactive Neural Networks for Answer Selection in Community Question Answering.
In Proceedings of the Thirty-First AAAI Conference on Artificial Intelligence, February 4-9, 2017, San Francisco, California, USA. 3525–3531.

