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Incremental Structure-from-Motion (SfM) techniques have exhibited superior practicability in many recent
studies; however, efficiency and robustness remain key challenges for these techniques. In this work, we propose
a new incremental SfM method that overcomes these problems in a united framework that contains two iteration
loops. The inner loop is a track selection loop, where a well-conditioned subset of the feature tracks is iteratively
selected to accelerate the time-consuming bundle adjustment. The outer loop is a camera registration loop,
where the a priori camera rotations are estimated via rotation averaging on multiple orthogonal maximum
spanning trees (OMSTs) of the view-graph and used as weak supervision for the registration. The calibrated
camera poses that agree with the a priori camera rotations are preferentially registered, and after all the consistent cameras have been calibrated, the remaining cameras are incrementally registered. The results of extensive experiments demonstrate that our system can reconstruct both general and ambiguous image datasets,
and our system outperforms many state-of-the-art SfM systems in terms of efficiency and robustness.

1. Introduction
Structure-from-Motion (SfM) is used to estimate sparse scene
structures and corresponding camera poses from large uncontrolled
image collections (Agarwal et al., 2011; Heinly et al., 2015). During the
reconstruction process, each image is typically treated as a separate
camera. According to the different strategies employed to estimate the
camera poses, the SfM pipeline can be divided into three classes: incremental, hierarchical and global.
Incremental SfM (Snavely et al., 2008; Wu, 2013; Schönberger and
Frahm, 2016) typically begins from a minimal reconstruction that is
based on two or three views, and it grows the reconstruction by iteratively registering new views. As the reconstruction increases in size, the
bundle adjustment is repeatedly performed to refine the reconstructed
scene. Although accurate, this approach may suffer from scene drift
(Cornelis et al., 2004) and inefficiency problems when used for largescale scene reconstruction. Hierarchical SfM (Havlena et al., 2009;
Havlena et al., 2010; Toldo et al., 2015) creates atomic 3D models and
combines them progressively. For large-scale reconstruction, the
number of atomic 3D models is extremely large, and the quality of the

reconstruction result is sensitive to the model growing scheme. Global
SfM (Jiang et al., 2013; Cui and Tan, 2015; Goldstein et al., 2016; Zhu
et al., 2018) utilizes a view-graph to estimate all camera poses simultaneously. Although the rotation averaging (RA) technique has been
well studied in the literature (Hartley et al., 2013; Chatterjee and
Govindu, 2018), translation averaging (Wilson and Snavely, 2014;
Ozyesil and Singer, 2015; Zhuang et al., 2018) is more sensitive to
feature match outliers, which may cause some cameras to be uncalibrated. Consequently, the reconstruction completeness cannot be
guaranteed. In this paper, we use the incremental approach to accurately reconstruct a complete scene.
Although incremental SfM uses the RANSAC strategy to discard bad
feature matches and uses repeated bundle adjustment to refine the
camera poses, three problems are encountered when this approach is
used for large-scale reconstruction. The first problem is that the conventional system focuses too heavily on the next-view selection and
only registers one or several cameras at each iteration. Consequently,
bundle adjustment is performed many times, resulting in excessive
computation times. The second problem is that all visible tracks are
triangulated and refined in each iteration, which is redundant for
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camera calibration. The redundancy refers to the case in which more
observations than necessary to solve the camera calibration task are
used in the system. The third problem is that pairwise epipolar geometries are typically ignored during the camera registration. The
camera registration is to compute new camera poses and register them
in the reconstruction. Although epipolar geometry outliers are inevitable, the RA technique is more likely to produce accurate camera
rotations, as demonstrated in Chatterjee and Govindu (2018). Hence,
these rotation estimates could be used as weak supervision for the
camera registration. To overcome these problems, we propose a batched incremental SfM method, which contains three corresponding
solutions: (1) batched camera calibration, (2) track selection and (3)
camera prioritization.
Batched camera calibration means that in each iteration of incremental SfM, a large number of cameras are simultaneously calibrated,
rather than a handful of carefully selected cameras. In other words, all
cameras that have sufficient 2D-3D correspondences are treated
equally. Since error accumulation is an inherent problem in the incremental approach, the correspondences that are generated in earlier
iterations are more reliable than those that are computed in later
iterations. Thus, our batched strategy aims to use more accurate correspondences for camera pose estimation.
Track selection is defined as follows: in each camera registration,
rather than using all visible tracks, only a well-conditioned subset of
tracks is refined in the bundle adjustment. Since feature match outliers
are inevitable, redundant feature tracks may contain many outliers,
which may degrade the performance of the reconstruction system.
Thus, track selection is crucial for both SfM efficiency and robustness.
To guarantee the success of incremental reconstruction, the selected
tracks should cover both calibrated cameras and the cameras that will
be registered in the next iteration. In our system, the track selection is
performed after track triangulation, and longer tracks are preferred
because they are more consistent than short tracks.
In camera prioritization, by comparing the calibrated camera rotations with the corresponding a priori camera rotations, we preferentially register the consistent cameras and subsequently register the
inconsistent cameras. Here, the a priori camera rotations are produced
via the RA technique. During incremental registration, erroneous edges
(e.g., edges that are produced by incorrect feature matches) are likely to
degrade the performance of the SfM system; however, they do not
substantially degrade the RA result because many other edges constrain
the optimization. When the calibrated camera rotation is consistent
with its corresponding a priori rotation, the current calibration is
considered more reliable. Via this approach, our system inherits the
robustness of RA and the drift risk is mitigated.
To obtain accurate a priori camera rotations, rather than considering the full view-graph, we perform RA on multiple OMSTs of the
view-graph. As demonstrated in Wilson et al. (2016), the accuracy of
RA depends on two factors: the connection tightness of the nodes in the
view-graph and the accuracy of the pairwise epipolar geometry. In most
works (Martinec and Pajdla, 2007; Hartley et al., 2013; Chatterjee and
Govindu, 2018), RA is performed on the full view-graph, which maximizes the connection tightness but ignores the accuracy. In our work,
we construct a subgraph by selecting multiple OMSTs from the viewgraph, which not only has sufficient connection tightness but also more
accurate epipolar geometries. By performing RA on the subgraph, the
estimated camera rotations are more accurate than those produced by
the full view-graph.
In summary, this work makes the following contributions to research on the incremental SfM problem: (1) we propose a novel incremental SfM framework that simultaneously calibrates a batch of
cameras in each camera registration; (2) to accelerate the camera registration process and reduce the memory footprint of bundle adjustment, we select a subset of tracks for refining the calibrated camera
poses; and (3) by optimizing multiple OMSTs of the view-graph, we
obtain a more accurate RA result, based on which the camera

prioritization is performed.
This work is an extension of our previous work (Cui et al., 2017).
The technical upgrades mainly consist of the introduction to camera
prioritization and the approach to obtain accurate a priori camera rotations. These upgrades enable our system to reconstruct both general
and ambiguous datasets. Compared to our original work, extensive
experiments are performed on sequential, unordered and ambiguous
datasets, and the results demonstrate that our new system outperforms
many state-of-the-art SfM systems. In addition, new ablation experiments are performed to show the sensitivity of key parameters and the
importance of camera prioritization. We also discuss the redundancy
problem in SfM and conclude that both edge selection and track selection are crucial for SfM efficiency and robustness.
2. Related work
Camera Seed Selection: To produce an accurate initial scene
model, the camera seed should be selected carefully in the incremental
SfM system (Beder and Steffen, 2006; Haner and Heyden, 2012; Wu,
2013). For example, Wu (2013) prefers image pairs with more feature
matches. To avoid purely rotational camera pairs, the number of
homographic matches should be as small as possible. Haner and
Heyden (2012) require the camera seeds to have a low reprojection
error and small covariance. However, they do not consider the subsequent camera registration. To register more cameras in the first
iteration, a well-conditioned camera seed should densely connect with
the other nodes in the view-graph.
Camera Registration: Based on 2D-3D correspondences, the
camera pose can be estimated by solving the Perspective-n-Point (PnP)
problem, e.g., via the P3P methods that are proposed in Gao et al.
(2003) and Kneip et al. (2011) or the EPnP method that is proposed in
Lepetit et al. (2009). Conventional incremental systems (Dunn and
Frahm, 2009; Wu (2013); Schönberger and Frahm, 2016) register one
or several cameras in each registration, and these systems use bundle
adjustment to refine the camera poses and local scene structure. For
example, COLMAP (Schönberger and Frahm, 2016) simultaneously
considers the number of correspondences and their spatial distribution
and registers the camera that has the largest distribution score. Although accurate, this approach gradually accumulates error and performs time-consuming bundle adjustment many times. In our work, a
batched camera registration approach is proposed to improve the efficiency and reduce the error accumulation. In contrast to the distributed
camera model in Sweeney et al. (2016), we still use the standard
camera model, where each camera has a separate camera pose.
Track Triangulation & Selection: After each camera registration,
the scene grows via track triangulation (Hartley and Sturm, 1997; Li,
2007; Lu and Hartley, 2007; Aholt et al., 2012). The state-of-the-art
incremental systems (Snavely et al., 2008; Wu, 2013; Schönberger and
Frahm, 2016) refine all tracks in the bundle adjustment, which is a
time-consuming and memory-consuming process. In addition, redundant tracks may contain many outliers, which would severely degrade the performance of SfM systems. Some global SfM approaches
(Crandall et al., 2013; Cui et al., 2015b) use track selection to accelerate
the translation averaging module; however, without any known camera
poses, such approaches are more likely to select many outliers. For
incremental SfM, the camera poses are gradually obtained. In our work,
by simultaneously considering the cameras in the current iteration and
the next iteration, a well-conditioned subset of tracks is iteratively selected for bundle adjustment.
Rotation Averaging: RA is the estimation of global camera rotations from pairwise relative rotations, and it has been widely studied in
the literature (Govindu, 2004; Martinec and Pajdla, 2007; Chatterjee
and Govindu, 2013; Hartley et al., 2013; Wilson et al., 2016). For example, Martinec and Pajdla (2007) solve this problem under the Frobenius norm, and Govindu (2004) transform this problem into a Liealgebraic averaging problem and obtain more accurate results by using
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Fig. 1. This figure shows the pipeline of our system. The input is a collection of pairwise feature matches and the output are 3D scene points and calibrated camera
poses.

an iteratively reweighted least squares (IRLS) formulation (Chatterjee
and Govindu, 2018). According to Wilson et al. (2016), both the
structure of the view-graph and the accuracy of the relative geometry
impact the RA accuracy, and a satisfactory view-graph should have
nodes with dense connections and edges with accurate relative geometries. However, most works do not explicitly consider both factors.
For the accuracy, Moulon et al. (2013) refine the relative geometry via
local bundle adjustment, Jiang et al. (2013) verify the relative geometry
by checking the image triplet consistency, and Sweeney et al. (2015)
improve the relative geometry accuracy by considering the consistency
of longer tracks. In addition, Shah et al. (2018) pose view-graph selection as a minimum-cost network flow (MCNF) problem. Although
effective for the reconstruction of some medium-scale datasets, for RA,
it ignores the structure constraints and uses different priors for general
and ambiguous datasets. In contrast, our approach does not require any
assumptions about the scene and jointly considers the structure of the
view-graph and the accuracy of the epipolar geometry.

trade-off between these two constraints.
Without ground-truth camera poses, it is impossible to determine
which edges have a better relative geometry; however, we can judge
this from a statistical perspective. Since the essential matrix is estimated
from feature matches, more feature matches produce a more accurate
estimate, and a more accurate epipolar geometry can be decomposed
from this estimate. To satisfy the accuracy constraint, each edge is
weighted by its number of feature matches. Considering the structure
constraint, edges that have larger weights should be progressively selected until the subgraph is sufficiently tight. Hence, we select multiple
OMSTs in our work.
Two MSTs are orthogonal if no edges are shared between them. For
example, the first MST connects all nodes with the maximal total
weight, and the second MST connects all nodes with the maximal total
weight such that it is orthogonal to the first MST. Similarly, the k th MST
is orthogonal to the (k 1)th MST through the first MST. By progressively selecting OMSTs, the structure of the subgraph becomes increasingly tight. Cui et al. (2018) terminate the selection by checking
the convergence of the SfM task. In contrast, to accelerate the computation of RA, we evaluate the structural tightness of the subgraph. The
structural tightness of the subgraph is evaluated by two factors: the
number of selected OMSTs and the modularity value proposed in
Clauset et al. (2005). If either of these factors satisfies the corresponding constraint, then the selected subgraph is considered to be
sufficiently tight.
Regarding the first factor, selecting more OMSTs makes the graph
tighter; however, more selections may introduce more edge outliers. To
balance the accuracy and the structure constraints, the maximum
number of OMSTs is set to K1 (in our work, K1 = 10 ).
Regarding the second factor, the modularity value is typically used
for camera clustering (Clauset et al., 2005), and it indicates the
grouping characteristic of the graph. The larger the modularity value is,
the more significant the grouping characteristic is; namely, a large
modularity value corresponds to the graph not being sufficiently tight.
Let Vij be an element of the adjacency matrix of the current graph. If an
edge exists between camera i and camera j, Vij is set to 1; otherwise,
1
Vij = 0 . Then, m = 2 ij Vij is the total number of edges. The degree of
node i is the number of connected cameras, which is denoted as
di = j Vij . If the view-graph is randomized, then the probability of an

3. Batched incremental SfM
Fig. 1 illustrates the pipeline of our batched incremental SfM
system. Given feature matches, the view-graph is constructed, where
the nodes represent images and the edges link matched pairs of images.
For each edge, we use the 5-point algorithm (Nistér, 2004) to estimate
the two-view epipolar geometry, which contains a relative rotation R ij
and a relative translation tij . To realize camera prioritization, global RA
is conducted on the multiple OMSTs of the view-graph. Then, the feature tracks are created by the Union-Find algorithm (Moulon and
Monasse, 2012), after which two loops are executed for efficient and
robust camera calibration. The inner loop iteratively runs the track
selection and bundle adjustment, and the outer loop performs the
iterative prioritized camera registration. When the inner loop converges, the next iteration of camera registration begins to run.
Given images, pairwise feature matches could be obtained via many
state-of-the-art methods, such as cascaded hashing (Cheng et al., 2014),
vocabulary-based matching (Nister and Stewenius, 2006) and randomized k-d forest (Muja and Lowe, 2014). In this work, we focus on
robustly obtaining accurate camera poses and the sparse scene structures. In the following parts, each module of the SfM pipeline is introduced in detail.

dd

edge existing between camera i and camera j is i j . To measure the
2m
difference in the fraction of intracommunity connections between the
current graph and the random graph, Clauset et al. (2005) propose the
modularity indicator Q. Suppose that camera i belongs to a community
Sp and camera j belongs to a community Sq . Then, Q is defined as:

3.1. Rotation averaging on multiple OMSTs
In RA, an estimate = {R1, R2, …, RN } – that is most consistent with
the observed relative rotations R ij – is sought, and its solution is typically obtained by minimizing a cost function that penalizes the discrepancy between R ij and the rotation that corresponds to the estimate
Rj R Ti .
To obtain accurate camera rotation estimates, the input graph for
RA should satisfy the following two constraints (Wilson et al., 2016):
the structure of view-graph should be tight, and the pairwise relative
rotations R ij should be accurate. Conventionally, most state-of-the-art
methods (Martinec and Pajdla, 2007; Chatterjee and Govindu, 2018)
directly optimize on the full view-graph, which satisfies the structure
constraint; however, the accuracy constraint is ignored. Hence, we
propose a greedy algorithm to construct a subgraph that realizes a

Q=

1
2m

(Vij
ij

d i dj
2m

) (Sp, Sq),

(1)

where (Sp, Sq) = 1 if Sp = Sq and 0 otherwise. To compute the modularity value, each node is initially assumed to be a sole community,
and is subsequently iteratively combined with other communities such
that the amalgamations yield the largest increase in Q. The modularity
value has a single peak, namely, Qmax , over the generation of the dendrogram (Clauset et al., 2005), and in practice, if Qmax < 0.6 , the viewgraph is considered to be sufficiently tight.
In summary, to obtain an accurate RA result, the OMSTs are progressively selected until either of following two conditions is satisfied:
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graph + Filtering” denote the CDF before and after the filtering step,
respectively. The percentage of edge inliers increases after the filtering
step. In addition, since the local relative rotation estimate R ij is sensitive to feature match outliers, we recompute it by using the a priori
camera rotations: Rj R Ti . The corresponding CDFs are shown as blue
curves in Fig. 3, according to which the percentage of edge inliers increases further. In summary, via the filtering step and the recomputation of relative rotations, a more accurate subgraph is obtained, which
contributes to accurate camera seed reconstruction.
To ensure reliable ray intersection, the baseline of the camera seed
should be sufficiently wide. The median of the triangulation angle is
used to measure the width of the baseline. For each edge, if its median
of the triangulation angle is larger than 2.0 degrees, we consider this
edge to be well-conditioned. Considering the scene visibility, the
camera seed should have as many neighbors as possible in the viewgraph. To this end, each edge is tagged with an additional property ij ,
which denotes the density of neighboring cameras. Let ni be the number
of neighbors of camera i. Then, ij is measured by min{ni , nj} .
Overall, a batch of camera seed candidates is selected via the following steps. First, edges that have a small baseline or an erroneous
relative rotation are filtered. Then, the relative rotation R ij on each
edge is recomputed according to the relationship between the corresponding a priori camera rotations: Rj R Ti . Finally, based on the density
indicator ij , the camera seed candidates are ranked in decreasing order,
and the seed reconstruction is performed along the ranking list. For
each reconstruction, when the number of scene point inliers exceeds an
empirical threshold (e.g., 100), it is considered to be a successful reconstruction; otherwise, we check the next candidate.
Let A and B be the camera indices of the seed reconstruction. The
coordinate system of seed reconstruction is typically located in camera
A, while camera B is associated with a refined pose {RB, tB} . Considering
the following camera prioritization, the coordinate system of camera
seed reconstruction should be transformed into that of the a priori
camera rotations. Since the rotation of camera A is the identity matrix,
the transformation between these two coordinate systems is the a priori
rotation of camera A. Let TR be the transformation matrix and X s be the
scene points of seed reconstruction. The transformation of seed reconstruction is performed as follows:

Fig. 2. This figure shows the cumulative distribution functions (CDFs) of relative rotation errors on the dataset Castle-P30 (Strecha et al., 2008) and
Temple-of-Heaven (Shen et al., 2016), where the x-axis denotes the rotation
error and the y-axis denotes the cumulative probability.

(1) the number of selected OMSTs exceeds K1, or (2) the modularity
value Qmax of the current graph is smaller than 0.6. By embedding selected OMSTs into a state-of-the-art RA approach (Chatterjee and
Govindu, 2018), the a priori camera rotations are obtained and used as
weak supervision for the camera registration.
Fig. 2 shows the relative rotation accuracy of two datasets. The
rotation error of each edge in the view-graph is computed as
gt
trace (RT
ij Rij )

1

acos (
) , where R ijgt is the ground-truth value of relative ro2
tation R ij . According to Fig. 2, both datasets have many relative geometry outliers in the full view-graph. For the dataset Temple-of-Heaven,
nearly 50% of the edges are incorrect, and the RA fails on this dataset.
However, for the sampled first, second and third MSTs, the relative
rotation accuracy is sufficient for RA.
3.2. Batched seed reconstruction
The camera seed typically refers to an initial pair of cameras that is
used to start the incremental reconstruction. A suitable camera seed
should satisfy three conditions: accurate relative geometry, wide
baseline, and wide scene visibility. The first two conditions are used to
produce a robust reconstruction, and the third condition aims to register more cameras in the first iteration. In this work, we select the best
camera seed from the view-graph, where each edge can be treated as a
camera seed candidate.
Given the a priori camera rotations, the residual of each edge in the
trace (RTj R ijR i)

Rnew
A = TR;
Rnew
B = RB TR;
Xnew
= TTR X s.
s

(2)

3.3. Prioritized camera registration

1

) . Then, the edges that
view-graph is computed as acos (
2
have a large residual are ignored in the camera seed selection. Fig. 3
shows the cumulative distribution functions (CDFs) of the relative rotation error on two public datasets: Alamo and RomanForum (Wilson
and Snavely, 2014), where “Full View-graph” and “Full View-

Given the seed reconstruction and a priori camera rotations, the
camera registration module begins to register other cameras, which
constitutes the outer loop of our SfM pipeline. In the outer loop,
through comparison with the a priori camera rotations, the cameras
that have consistent camera pose estimates are initially retained. If all
the camera poses that are estimated in the current iteration are inconsistent with their corresponding a priori camera rotations, we begin
to register cameras without considering the prioritization. In the following parts, we will introduce the batched camera registration and
present the verification of camera rotation consistency.
The cameras that have more than 2D-3D correspondences are simultaneously registered in our outer loop (in our work, is set to 15).
Given initial camera intrinsic parameters and sufficient 2D-3D correspondences, many PnP methods can be used to register cameras. Since
these methods differ in terms of the objectives that they solve, they also
differ in terms of their strengths and weaknesses. Hence, to realize a
more robust camera pose estimation, three methods are simultaneously
used in our work: the P3P algorithm that uses the cosine law (Gao et al.
(2003), the P3P algorithm with algebraic solution Ke and Roumeliotis,
2017) and the EPnP algorithm (Lepetit et al., 2009). For each camera,

Fig. 3. This figure shows the cumulative distribution functions (CDFs) of relative rotation error on the dataset Alamo and RomanForum (Wilson and
Snavely, 2014), where the x-axis denotes the rotation error and the y-axis denotes the cumulative probability.
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all the poses that are estimated by these methods are evaluated, and the
one with the most inliers is set as the current camera pose estimate. If
two or three camera poses have the same largest number of inliers, the
sum of reprojection errors on all the inlier correspondences are computed, and the camera pose that has the minimum sum of the reprojection errors is selected as the final estimate.
To increase the accuracy of camera pose estimation, we fix both the
camera intrinsic parameters Ki and 3D scene points {Xj} , and we refine
the camera poses {R i, t i} by minimizing the discrepancy between the 2D
image features {x ij} and the projection of the corresponding 3D scene
points {Xj} :

ignored in the current iteration. However, the track inliers are still redundant for the bundle adjustment. For example, a typical camera
model (Snavely et al., 2008) has nine parameters: six parameters for the
camera pose and three parameters for the camera intrinsic model. To
refine such a camera model, the minimum number of 2D-3D correspondences in the bundle adjustment is only 5, but the feature tracks
typically cover each camera hundreds of times. In most cases, directly
refining on such a large number of tracks does not improve the camera
calibration accuracy, and redundant tracks may contain many outliers.
Thus, to improve the efficiency and robustness, we select a subset of
tracks to cover each camera multiple times.
Since our SfM approach is incremental, the selected tracks should
cover not only the calibrated cameras but also the cameras that will be
calibrated in the next iteration. Let Sc be the camera set that we must
cover. For each track, the effective camera set Ec is computed as follows:

M

min
R i, ti

ij

xij

(Ki, R i, t i, Xj)

huber ,

j=1

(3)

where (·) is the camera reprojection function, ij = 1 if camera i observes Xj , and ij = 0 otherwise. Since the registration is independent
among cameras, our batched registration step is performed in parallel,
and its time cost is negligible compared to that of bundle adjustment.
Given calibrated camera pose{R e, t e} , the consistency residual between R e and the corresponding a priori camera rotation Rp is comtrace (RT Rp)

Ec = Vc

(6)

Sc ,

where Vc is the visible camera set of the track. To minimize the number
of selected tracks, the tracks are weighted by the number of corresponding effective cameras and ranked in descending order. If multiple
tracks have the same weights, they are reranked according to the corresponding number of visible cameras. Along the sorted list, a track is
selected if one of its effective cameras has not been covered K2 times.
This selection process converges when all cameras in Sc have been
covered K2 times or all tracks have been evaluated. In our work, the
parameter K2 is set to 100. Moreover, since the PnP algorithms used in
Section 3.3 only require 3 or 4 points, covering each camera K2 times is
sufficient for the robust camera pose estimation.
Fig. 4 shows the reconstruction results of dataset Building (Zach
et al., 2010), where three iterations are performed in our outer loop.
From these results, the selected tracks are extremely sparse compared to
the full tracks.

1

e
) . The camera rotation R e is estimated by
puted as: = acos (
2
the PnP method, while the a priori rotation Rp is computed via RA.
Since these two methods differ in terms of the objectives that they
solve, they also differ in terms of the accuracy of estimated rotations.
Thus, if is smaller than a relatively loose threshold (e.g., 30 degrees),
we consider the current camera pose estimate to be consistent with its a
priori camera rotation.
Although most of the a priori camera rotations are accurate, some
estimates may be erroneous because erroneous feature matches are
inevitable. Hence, when all the estimated camera rotations in the current iteration are inconsistent with their corresponding a priori rotations, we begin to register the other cameras without considering the
consistency verification.

3.4. Track triangulation and selection

3.5. Bundle adjustment

After camera registration, newly registered cameras extend the
scene via track triangulation. For each track that covers two or more
calibrated cameras, we use a RANSAC-based triangulation method to
compute the 3D position of the corresponding scene point.
Consider the feature track = {Tk |k = 1…NT } as a set of measurements, where each element Tk consists of the normalized image observation x̄k and the corresponding camera pose Pk . The Pk denotes the
projection from the world scene to the camera frame: Pk = [R k tk]
3 . In our work, the objective is to maximize
with R k SO(3) and tk
the number of measurements that are consistent with a well-conditioned two-view triangulation

To refine the sparse scene structure and the corresponding camera
pose estimates, bundle adjustment is performed after each camera registration. To utilize the consistency of the camera models, the cameras
are clustered according to their initial intrinsic parameters, and in each
cluster, we consider the inside cameras to have the same intrinsic
model.
The reprojection function in the bundle adjustment is:

Xab = (x¯a , x¯b , Pa , Pb) with

a

b,

ij x ij

Without changing the reprojection error, this function can be reexpressed as:

(4)

ij x ij

where
is the DLT triangulation method (Hartley and Zisserman,
2003). A well-conditioned triangulation should satisfy two constraints.
First, the triangulation angle should be large enough to ensure a reliable
ray intersection. The triangulation angle is computed as follows:

= acos (

( RT
a ta
RT
a ta

X ab)·( RT
b tb

X ab)

RT
b tb

X ab

X ab

).

(7)

= Ki (R iXj + t i).

= Ki (R iR h*RTh Xj + t i),

(8)

where R h can be any matrix in SO(3) . Although the reprojection error is
not changed, the coordinate system of camera rotation could have
changed, that is, the bundle adjustment may change the scene coordinate system. Considering the camera prioritization, the rotation of
one camera should be fixed in the bundle adjustment to ensure that the
orientation of the coordinate system remains unchanged. In our work,
the rotation of the camera that has the greatest number of constraints is
fixed in the bundle adjustment. Finally, our bundle adjustment is formulated as:

(5)

Second, the chirality constraint (Hartley, 1998) of a track should be
positive, namely, the triangulated point should be in front of all the
visible calibrated cameras.
Given a triangulated scene point, a measurement Tk is considered to
be consistent when its reprojection error is smaller than an empirical
threshold. For each track, the corresponding scene point is set as the
point that has the largest number of consistent measurements.
Considering the robustness, the tracks that cannot produce a wellconditioned two-view triangulation are considered to be outliers and

U

N

M

min

Ku, Ri / Rf , ti, Xj

ij
u=1 i=1

j=1

x ij

(Ku, R i, t i, Xj)

huber ,

(9)

where U is the number of camera intrinsic models, Rf is the fixed
camera rotation, ij = 1 if camera i observes Xj , and ij = 0 otherwise.
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Fig. 4. This figure shows an illustrative reconstruction process of our system, where the outer loop contains 3 iterations. To show the sparsity of selected tracks, the
full tracks are triangulated by the final calibrated camera poses, and the corresponding result is shown in the last subfigure. Note that this full triangulation step is not
necessary in our system, it is only used to better show the scene structure.

3.6. Iterative retriangulation and reselection

IJK
) . For each image
this product and the identity matrix: acos (
2
triplet in the view-graph, if the composition error is larger than 5.0
degrees, the edges of this triplet are considered to be outliers. After
eliminating edge outliers, the optimized view-graph is embedded into
(Chatterjee and Govindu, 2018). This optimization and outlier filtering
method is implemented in the system openMVG (Moulon et al., 2013).
For simplicity, it is denoted as “LBA + Filtering + RA”.
The RA results are shown in Table 1. The result produced by
“LBA + Filtering + RA” is comparable with that produced via the original system (Chatterjee and Govindu, 2018), while our method performs the best in most cases. For the ambiguous datasets in particular,
our system provides more accurate a priori camera rotations. For example, for the dataset Temple-of-Heaven, there are many erroneous
edges in the full view-graph, which cause the original RA system to fail.
Although the method “LBA + Filtering + RA” filters some gross outliers, the RA result is still incorrect. In contrast, by selecting multiple
OMSTs from the view-graph, the edge inliers are dominant, and consequently, more accurate camera rotations are obtained via our system.
With edge selection, the number of edges in RA is greatly reduced.
For example, for the large-scale image datasets Piccadilly and Trafalgar,
only approximately 7 percent of the edges are involved in our RA. In
this way, our method significantly accelerates the camera RA process.
As shown in Table 1, our method is approximately 30 times faster than
the original system for the dataset Piccadilly, and it is approximately 18
times faster for the dataset Trafalgar.
In summary, by selecting multiple OMSTs from the full view-graph,
our method significantly improves the performance of RA (Chatterjee
and Govindu, 2018) in terms of both accuracy and efficiency.

trace (R

After bundle adjustment, the camera poses become more accurate.
Hence, we propose an inner loop that iteratively performs retriangulation and reselection on tracks. Since the retriangulation uses
more accurate camera poses, the newly computed track inliers are more
likely to be real inliers, which are beneficial for the subsequent camera
pose optimization. As the iteration proceeds, the camera poses become
increasingly accurate, and the error accumulation is reduced.
The convergence criterion of the inner loop is defined to evaluate
the intersection over union (IoU) score of selected tracks:

IoU =

Hi Hi
Hi Hi

1
1

,

(10)

where H i denotes the selected track set in the ith iteration. If the IoU
score exceeds 0.9 , our inner loop is considered to have converged.
3.7. Filter point and camera outliers
Based on the refined camera poses, the scene points that have large
reprojection errors are considered to be erroneous and are filtered accordingly. Then, for each camera, the number of visible scene points is
recomputed. If a camera observes few points in the reconstructed scene,
it is considered to be a failed camera. Failed cameras are considered to
be unregistered and will be reregistered in subsequent iterations.
4. Experiments
Our system is evaluated on real image datasets, including benchmark datasets, sequential datasets, unordered datasets and ambiguous
datasets, and it is compared with many state-of-the-art SfM methods.
For a fair comparison, all methods in the comparison use the same
feature matches for reconstruction. The Ceres-solver package (Agarwal
et al.) 2 is used for our bundle adjustment. There are two key parameters in our system: the number of maximum OMSTs, namely, K1,
which is defined in Section 3.1, and the camera coverage time K2 , which
is defined in Section 3.4. In our work, K1 = 10 and K2 = 100 . The sensitivities of both parameters will be discussed in Section 4.7. For simplicity, our system is abbreviated as “BSfM”.

1

4.2. Evaluation of benchmark data
To evaluate the accuracy of our system, we apply it to four benchmark image datasets: three medium-scale datasets from Strecha et al.
(2008) and one large-scale dataset from Crandall et al. (2013). Our
system is compared with four state-of-the-art incremental SfM methods:
Bundler Snavely et al. (2008), VSFM Wu (2013), Theia Sweeney (2015),
and COLMAP Schönberger and Frahm (2016).3 We also compare with a
hybrid SfM system HSfM (Cui et al., 2017).
The calibration results on the medium-scale datasets are listed in
Table 2. In terms of the camera pose accuracy, our system is similar to
Theia but superior to other SfM systems.
For the dataset Quad (Crandall et al., 2013), there are 348 groundtruth camera positions, which are measured by a survey-quality differential GPS. Our method achieves the highest camera position accuracy according to the following results: DISCO (Crandall et al., 2013)
realizes an accuracy of 1.16 m, Bundler 1.01 m, VSFM 0.87 m, Theia
0.78 m, COLMAP 0.85 m, HSfM 1.03 m and our BSfM 0.69 m. To evaluate the performance of our track selection, our system is applied to the
dataset Quad without the track selection module. In this case, the
camera position accuracy is also 0.69 m. The reconstruction results in

4.1. Evaluation of rotation averaging
To evaluate the performance of multiple OMSTs, we embed the
selected subgraph into the state-of-the-art RA approach (Chatterjee and
Govindu, 2018). To compare with an optimized view-graph, we first
perform local bundle adjustment (LBA) to refine the relative geometry
of the view-graph. Then, the erroneous edges are filtered by computing
the composition error of image triplets (Zach et al., 2010). For an image
triplet (I , J , K ) , the product RIJK of relative rotations is defined as
RIJ RJK RKI . Ideally, this product is an identity matrix. Hence, the composition error of an image triplet is defined as the difference between
2

)

3
For Theia, we use its incremental system of the latest version 0.7; for
COLMAP, we use its latest version 3.6-dev.2.

The latest version 1.14 is used in our system.
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Table 1
This table shows the performances of RA when the system uses different view-graphs. LBA is short for local bundle adjustment. The testing datasets contain the
unordered datasets from Wilson and Snavely (2014) and Crandall et al. (2013) and ambiguous datasets from Strecha et al. (2008) and Shen et al. (2016). re and rē
denote the median and mean error in degrees, respectively. The time-cost of RA is denoted as T. The best results are shown in bold.
Dataset

# camera

Alamo
EllisIsland
Metropolis
Montreal N.D.
NotreDame
NYC Library
Piazza del Popolo
Piccadilly
RomanForum
Tower of London
UnionSquare
Vienna Cathedral
Yorkminster
Trafalgar
Quad
Castle-P30
Temple-of-Heaven

577
227
341
450
553
332
338
2152
1084
472
789
836
437
5058
5530
30
338

# edges

# selected edges

97015
20010
23594
52340
103932
20569
24676
309418
70081
23782
24627
103198
27691
678715
222044
331
9507

# OMSTs

4545 (4.68%)
1343 (6.71%)
2621 (11.11%)
3539 (6.76%)
3298 (3.17%)
1957 (9.51%)
1971 (7.99%)
20972 (6.78%)
10395 (14.83%)
4498 (18.91%)
6815 (27.67%)
7888 (7.64%)
4108 (14.84%)
44917 (6.62%)
49130 (22.13%)
116 (35.05%)
3354 (35.28%)

Chatterjee and Govindu (2018)

8
6
8
8
6
6
6
10
10
10
10
8
10
10
10
4
10

rē

T

re

rē

T

re

rē

T

2.1
1.0
3.2
0.7
1.0
1.4
2.6
2.7
1.6
2.4
3.9
4.7
1.6
2.1
2.5
32.4
24.4

4.6
2.5
7.8
1.7
3.8
3.2
4.9
5.9
3.0
4.0
6.8
11.4
3.6
3.6
4.0
51.8
29.9

20s
2s
2s
7s
20s
2s
3s
288s
9s
2s
3s
22s
2s
986s
1384s
1s
2s

1.8
0.9
3.0
0.8
1.0
1.4
2.4
2.6
1.6
2.4
3.8
4.5
1.6
2.1
2.5
24.9
24.0

4.6
2.5
7.8
1.7
3.6
3.0
4.8
5.4
3.0
3.9
6.8
11.5
3.6
3.5
3.8
39.0
29.6

16s
1s
2s
7s
16s
2s
2s
200s
8s
2s
3s
20s
2s
808s
1201s
1s
2s

1.2
0.9
1.2
0.8
0.8
1.3
1.9
1.5
1.7
2.1
3.8
3.3
1.6
1.8
1.6
0.3
0.8

3.2
2.5
4.2
1.7
1.7
2.8
3.9
4.1
3.0
3.7
6.7
8.0
3.7
3.4
3.1
0.3
0.9

1s
1s
1s
1s
1s
1s
1s
8s
1s
1s
1s
1s
1s
52s
92s
1s
1s

1040 images from Cui and Tan (2015); CASIA, which contains 767
images that were captured by a mobile phone; and StreetView, which
contains 2468 images from Cui et al. (2015a). Fig. 7 shows their reconstruction results.
For the dataset Building, the feature matches are clean, and most
methods successfully reconstruct the scene. By comparing the test
methods in this paper, our method achieves the highest reconstruction
efficiency: Bundler requires 3.60 h, VSFM 0.12 h, Theia 0.60 h,
COLMAP 0.51 h, HSfM 0.11 h and our BSfM 0.08 h. In addition, we plot
the IoU (Eq. 10) score and the number of selected tracks in Fig. 6. When
the IoU score exceeds 0.9 , the inner loop is considered to have converged, and we start a new round of camera registration. Fig. 6 (left)
shows that the outer camera registration is performed 3 times during
the SfM process, and in each camera registration, the track selection is
also performed 3 times, namely, each inner loop converges by 3 iterations. In each inner loop, the IoU score increases progressively, indicating that the selected tracks between consecutive iterations become
increasingly similar. As the outer camera registration loop proceeds,
increasingly many cameras are calibrated, and the number of effective
cameras of tracks becomes larger. Consequently, the number of selected
tracks decreases. The median track lengths for these three outer iterations are 17, 19 and 21, respectively.
For the dataset Campus, the camera motion trajectory is a loop.
According to the reconstruction results, VSFM, Theia and COLMAP fail
on this dataset, while Bundler, HSfM and our system successfully
complete the loop. However, for the result produced by HSfM, the area
marked by the blue ellipse is shorter than the real scene, which is
commonly referred to as the scale drift. For the dataset CASIA, the

Accuracy (mm—deg)
FountainP11

Bundler
VSFM
Theia
COLMAP
HSfM
our BSfM

HerzJesuP25

CastleP30

ce

re

ce

re

ce

re

7.0
36.0
1.9
2.0
2.0
1.9

0.28
0.28
0.08
0.08
0.06
0.06

21.9
55.0
4.7
4.4
4.4
4.7

0.25
0.29
0.07
0.07
0.07
0.06

206.1
264.0
21.5
47.0
34.2
21.2

0.36
0.40
0.05
0.07
0.09
0.06

Our result

re

Table 2
Camera calibration accuracy on benchmark images (Strecha et al., 2008). ce
denotes the median camera position errors in millimeters. re denotes the
median camera rotation error in degrees.
Method

LBA + Filtering + RA

The best results are shown in bold.

Fig. 5. This figure shows the reconstruction result of Quad (Crandall et al.,
2013), where 5971 images are registered out of 6514 images. The subfigure (a)
shows the result produced by our system, where the number of 3D points is
232 K. The subfigure (b) shows the result produced by our system without track
selection, where the number of 3D points is 3048 K.

Fig. 5 show that although our system only uses approximately 10% of
the full tracks, our scene structure is similar to that produced by using
full tracks. In other words, under the premise of ensuring high calibration accuracy, our track selection approach significantly improves
the scalability of SfM and saves a large amount of the memory footprint.
4.3. Evaluation of sequential data
Fig. 6. The left figure shows the change of IoU score and the right figure shows
the number of selected tracks in camera registration.

Our system is evaluated on four sequential datasets: Building, which
contains 128 images from Zach et al. (2010); Campus, which contains
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Fig. 7. This figure shows the reconstruction results of four sequential image datasets. The camera poses are shown in red, and the blue eclipses mark some erroneous
results. To better show our reconstruction result, all tracks are triangulated by our camera poses and the corresponding result is shown in the last column. The ellipses
mark some erroneous reconstruction results. (For interpretation of the references to colour in this figure legend, the reader is referred to the web version of this
article.)

camera trajectory contains three loops, which is more challenging for
the incremental SfM system. Although COLMAP successfully calibrates
all cameras, the calibrated trajectory is messy. In comparison, our
method completes three loops, which is mainly due to our prioritized
camera registration. For example, some of the calibrated camera poses
(marked by a blue eclipse) in the result of COLMAP have large discrepancies with the real poses. If these cameras are verified by the
corresponding a priori camera rotations, they will be ignored in the
current iteration and reregistered in later iterations. In this way, more
scene points will be used for the calibration and more accurate camera
poses can be obtained.
For the dataset StreetView, the feature matches are contaminated by
many symmetric textures in the facades of buildings. In addition, since
the speed of the street view car is typically fast, the connection between
adjacent images is weak, which is more challenging for the incremental
SfM system. Bundler fails on this dataset, and the reconstructed scene is
incomplete in the result of VSFM. Although Theia and COLMAP reconstruct the complete scene, the camera poses in the marked area are
incorrect. In comparison, HSfM and our system reconstruct the scene
successfully. Comparing the SfM efficiency, the time cost of HSfM is
approximately 1.5 h, while our system only spends 1.0 h.
We also apply our system on two large-scale aerial datasets, which
include images that are captured by a DJI unmanned aerial vehicle
(UAV) and by an oblique aerial system that has a single NADIR flight
and four oblique flights. The dataset captured by the DJI UAV has
17900 images in total and the number of full tracks is approximately
349 M, which is extremely memory consuming for the bundle adjustment. In comparison, due to our track selection module, the number of
involved tracks in the bundle adjustment is only 2.4 M, and the reconstruction result is shown in Fig. 8. The oblique dataset has 3720
images in total and covers an area of one-hundred square kilometers.
Both the reconstructed scene and the estimated camera poses are shown
in Fig. 9. According to the enlarged camera poses, the orientations of

Fig. 8. This figure shows the reconstruction result of a large-scale aerial image
dataset captured by a DJI UAV.

Fig. 9. The left figure shows the reconstruction result of an oblique aerial dataset and the right figure shows the enlarged camera poses.

the calibrated cameras conform with those in the real aerial capturing
system.
4.4. Evaluation of unordered data
To further evaluate the scalability of our system, we apply it to the
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Table 3
Calibration results of unordered image data. The median position error in meters is denoted by ce . The median rotation error in degrees is denoted by re . The number
of cameras is denoted by No , and the number of calibrated cameras is denoted by Nc . The time-cost in seconds is denoted by T. The number of tracks is denoted by Nt ,
and the number of selected tracks is denoted by Ns . The times of camera coverage is denoted by K2 .
Dataset

Theia

COLMAP

BSfM (K2 = 100)

BSfM (K2 = 300)

Name

No

Nt

Nc

ce (re )

T

Nc

ce (re )

T

Nc

ce (re )

T

Ns

Nc

ce (re )

T

Alamo
EllisIsland
Metropolis
Montreal N.D.
NYC Library
Piazza del Popolo
Piccadilly
RomanForum
Tower of London
UnionSquare
Vienna Cathedral
Yorkminster
Trafalgar

577
227
341
450
332
338
2152
1084
472
789
836
437
5058

244 K
86 K
122 K
278 K
128 K
88 K
568 K
520 K
232 K
193 K
516 K
300 K
1078 K

520
210
301
422
291
290
1824
942
439
626
738
370
3873

0.4(1.8)
1.7(0.3)
1.0(0.5)
0.4(0.1)
0.4(0.3)
0.8(0.4)
0.6(0.3)
0.6(0.1)
1.0(0.4)
1.9(0.9)
1.8(0.8)
1.2(0.4)
2.6(0.4)

1271
213
294
1110
453
292
3698
2004
975
698
3183
858
10210

546
226
307
441
314
320
2040
1033
434
713
779
415
4685

0.4(1.9)
0.6(0.3)
1.5(0.5)
0.2(0.1)
0.3(0.3)
0.4(0.4)
0.3(0.3)
0.3(0.1)
0.9(0.4)
1.1(1.1)
0.8(0.8)
0.5(0.4)
1.3(0.4)

20820
1980
625
2881
797
799
20524
4950
2710
3853
4990
2560
19420

560
222
336
448
330
334
2116
1073
458
754
799
428
4955

0.4(1.8)
0.6(0.3)
1.5(0.5)
0.2(0.1)
0.3(0.3)
0.4(0.4)
0.3(0.3)
0.3(0.1)
0.9(0.4)
1.3(1.1)
0.8(0.8)
0.5(0.4)
1.4(0.4)

968
142
379
1191
227
348
3733
1794
585
411
3215
596
8878

9K
5K
7K
8K
8K
7K
45 K
23 K
10 K
17 K
17 K
10 K
110 K

560
222
336
448
330
335
2116
1073
458
754
799
428
4954

0.4(1.8)
0.6(0.3)
1.6(0.5)
0.2(0.1)
0.3(0.3)
0.4(0.4)
0.3(0.3)
0.3(0.1)
0.8(0.4)
1.3(1.1)
0.8(0.8)
0.5(0.4)
1.4(0.4)

1075
275
444
1790
387
554
4911
2001
699
665
4481
786
14266

The best results are shown in bold.

symmetric patterns exist in all of the views. The most common problem
for such a scene is only reconstructing a partial scene because the back
of the scene is nearly the same as the front, as observed in the result of
Theia. For the result of COLMAP, although all cameras are calibrated,
the trajectory of the calibrated camera positions is not reliable because
it does not form a loop. Since there are many erroneous edges in the full
view-graph, the global RA method in HSfM produces incorrect a priori
camera rotations. Due to the usage of erroneous camera rotations, HSfM
fails to reconstruct this scene. In comparison, the a priori camera rotations in our system are more accurate, and the calibrated camera pose
with a nearly reverse orientation would not be considered in the camera
registration. As the iterations proceed, more track inliers appear and are
selected for the camera pose estimation. Both the calibrated camera
poses and the scene structure in our result are more reliable. For the
dataset Cup, the ambiguity problem severely degrades the reconstruction results of Theia, COLMAP and HSfM.
The dataset Indoor corresponds to an indoor scene, where the inside
corridors contain many similar texture patterns. According to the reconstruction results, both COLMAP and HSfM reconstruct only half of
the scene structure, and some cameras are incorrectly registered on the
opposite side. In comparison, both Theia and our system reconstruct the
complete scene, and the calibrated camera poses are similar. For the
dataset SportsArena, some cameras are uncalibrated in the result of
COLMAP (as shown in the blue marked area), while Theia, HSfM and
our system calibrate all the cameras successfully.
Conventional hybrid methods (Cui et al., 2017; Zhu et al., 2017) use
the a priori camera rotation estimates directly, while we use them as a
verification after the camera is registered. Since edge outliers in the
view-graph are unavoidable, a priori camera rotations typically contain
some erroneous estimates. The experimental results show that by embedding the camera prioritization strategy, our system is more robust
than the conventional systems.

unordered image datasets in 1DSfM (Wilson and Snavely, 2014). The
corresponding reconstruction results are shown in Table 3. For these
datasets, the work 1DSfM (Wilson and Snavely, 2014) considers the
results of Bundler as the reference ground-truth. In terms of camera
calibration accuracy, our system performs similarly to COLMAP and
outperforms Theia. The number of calibrated cameras is considered as
an indicator of the system robustness. Benefiting from the track selection and prioritized camera registration, our system performs the best
among the considered methods. Moreover, for all the testing datasets,
only approximately 10% of the tracks are used in our system. To show
the memory usage, we test our system with a final global bundle adjustment. Table 4 shows the camera pose accuracy and memory footprint of two large-scale datasets: Piccadilly and Trafalgar. From these
results, the global final bundle adjustment spends considerable extra
memory, but the camera pose accuracy is not improved.
To qualitatively evaluate the convergence of our SfM system, the
iterative reconstruction results of the dataset Piccadilly are shown in
Fig. 10. Since the camera spatial distribution is considered in our
camera seed selection, hundreds of cameras are simultaneously registered in the first outer iteration. As the iteration proceeds, more cameras are calibrated, and the scene structure becomes increasingly
complete.
4.5. Evaluation of ambiguous data
To evaluate the robustness of our SfM system, we test it on six
challenging datasets: Temple from Cui et al. (2015a), Gendarmarket
from Wilson and Snavely (2014), and Indoor, Cup, SportsArena and
Temple-of-Heaven from Shen et al. (2016). The sampled images and a
qualitative comparison of the reconstruction results are presented in
Fig. 11.
For the dataset Temple, there are two similar buildings in the scene.
Both Theia and COLMAP reconstruct one building in an incorrect location, as shown in the blue marked area. The reason for this failure is
that some feature track outliers (e.g., those that are produced by the
symmetric patterns) are used for the camera registration, which produces many incorrect camera poses. As the iteration proceeds, the error
accumulation problem becomes increasingly severe, resulting in drift of
the scene structure. In comparison, both HSfM and our system can
successfully reconstruct the scene, indicating that the error accumulation problem is alleviated by the a priori camera rotations. For the
dataset Gendarmarket, the scene also has two similar buildings. Both
COLMAP and our system can reconstruct the scene structure successfully; however, Theia and HSfM fail.
The dataset Temple-of-Heaven is more challenging because

4.6. Evaluation of camera prioritization
To evaluate the importance of camera prioritization, we use the
original system in Cui et al. (2017) to reconstruct three ambiguous
datasets: Temple-of-Heaven, Indoor and Cup, and a challenging dataset
CASIA. The corresponding reconstruction results are shown in Fig. 12.
For each ambiguous dataset, the original system only reconstructs a
part of the scene. Since many symmetric patterns exist in the scene, the
feature match outliers degrade the performance of the original system.
For the sequential dataset CASIA, the structure of the reconstructed
scene is incorrect. The drift problem in the result of CASIA is severe,
and the calibrated camera poses do not form three loops.
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Table 4
The difference of our system to our system with a final global BA. Nc denotes the
number of calibrated cameras. ce denotes the median camera position errors in
meters. re denotes the median camera rotation error in degrees. mf denotes the
size of memory footprint.
Method

Accuracy and Memory Footprint
Piccadilly

BSfM
BSfM + final BA

Trafalgar

Nc

ce (re )

mf

Nc

ce (re )

mf

2116
2116

0.3(0.3)
0.3(0.3)

1.4 GB
2.5 GB

4955
4955

1.4(0.4)
1.4(0.4)

3.2 GB
4.8 GB

Fig. 12. This figure shows the reconstruction results of four challenging datasets, including Temple-of-Heaven, Indoor, Cup and CASIA. These results are
produced by our original system (Cui et al., 2017).

4.7. Discussion
In this section, we discuss how the key parameters, namely, K1 and
K2 , affect the performance of our system. From the results of various
image datasets, redundant edges for RA do not improve the camera
rotation accuracy, and redundant tracks for camera registration do not
improve the SfM robustness. In contrast, redundant edges and tracks
may introduce many outliers, which degrade the performance of SfM.
Thus, mining useful data from redundant information is important for
SfM tasks.
To evaluate the sensitivity of parameter K1, we compare RA results
in Table 5. A single MST is not sufficient for RA. As the selection proceeds, the modularity value decreases, thereby indicating that the
graph structure becomes increasingly tight. However, redundant edges
may include many erroneous edges, which are not conducive to RA.
According to the result comparison, the best result is typically obtained
when K1 = 10 or the modularity value is smaller than 0.6. By comparing
the results produced using the selected OMSTs and those produced

Fig. 10. This figure shows the first four iterative reconstruction results of the
dataset Piccadilly, where the calibrated camera poses are shown in red. (For
interpretation of the references to colour in this figure legend, the reader is
referred to the web version of this article.)

In contrast, with the camera prioritization, our system reconstructs
all these challenging datasets successfully, as shown in Figs. 7 and 11. A
comparison of these results shows that our camera prioritization
strategy is vital for solving the SfM ambiguity problems.

Fig. 11. This figure shows the reconstruction results of six ambiguous datasets. For each dataset, from left to right, we show two sampled images first, then show the
reconstructed scene produced by COLMAP, Theia, HSfM and our BSfM system, respectively. The ellipses mark some erroneous reconstruction results.
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OMSTs can produce an accurate RA result, and as shown in Fig. 13, the
corresponding calibrated camera poses are also incorrect. In other
words, if we set a fixed number for the selection of OMSTs, the system is
unstable. Computing clustering statistics provides an adaptive approach
for the selection of OMSTs, which improves the system robustness.
For the track selection, the parameter K2 is used to select sufficiently
many tracks for the SfM task. The performances under different values
of K2 are listed in Table 3. Although additional tracks are selected in the
SfM system, both the calibration accuracy and the number of calibrated
cameras remain similar. In summary, using a subset of tracks does not
impact the overall quality of scene reconstruction but accelerates the
SfM process considerably.
To demonstrate the necessity of incremental track selection, we
compare with the global selection method (Crandall et al., 2013), where
the camera coverage time is also set to 100. Let Gs be the globally selected tracks, and let Isi be the tracks selected in the ith iteration of incremental reconstruction. To measure the difference between the global
and incremental selection methods, we compute the ratio of intersection between globally selected tracks and incrementally selected tracks
to the globally selected tracks. In the ith iteration, the ratio rsi is defined
as:

Table 5
This table shows the performances of RA when we use different settings of K1,
where re and rē respectively denote median and mean error in degrees; Q denotes the modularity value.
Settings

K1=1
K1=5
K1=8
K1=10
K1=30
K1=50
K1=100
K1 =

Metropolis

Vienna

Piccadilly

re |rē

Q

re |rē

Q

re |rē

Q

23.6|35.1
2.1|5.6
1.2|4.2
3.0|5.5
1.4|4.9
1.6|5.5
3.2|7.8
3.2|7.8

0.89
0.69
0.58
0.54
0.45
0.39
0.19
0.19

17.1|21.3
3.4|8.0
3.3|8.0
3.3|8.0
3.3|8.1
4.4|10.8
4.1|11.0
4.7|11.4

0.92
0.66
0.57
0.53
0.45
0.34
0.21
0.11

20.9|33.7
2.0|4.5
1.8|4.3
1.5|4.1
1.6|4.7
2.1|5.7
2.5|5.6
2.7|5.9

0.96
0.70
0.64
0.63
0.55
0.44
0.37
0.23

The best results are shown in bold.

rsi =

Isi

Gs
Gs

.

(11)

Fig. 14 shows the ratio results of four testing datasets, Temple,
Temple-of-Heaven, Indoor and Campus, where the x-axis denotes the
index of iteration and the y-axis denotes the corresponding ratio. For
each dataset, the intersection between the global selection and our incremental selection is lower than 50% of the global selection. For the
dataset Temple-of-Heaven in particular, the symmetric textures exist
around the scene; hence, longer tracks are more likely to be incorrect.
Without any known camera poses, the global selection method prefers
longer tracks; hence, it may select many erroneous ones. In contrast, the
camera poses are progressively obtained during the incremental reconstruction process. Our incremental selection method uses calibrated
camera poses to select well-conditioned tracks for the bundle adjustment. Consequently, the corresponding ratio has been low during the
entire reconstruction process.
To further show the performance of the global selection method
(Crandall et al., 2013), our system is tested by only using globally selected tracks for reconstruction. The reconstruction results are shown in
Fig. 15. For the datasets Temple, Temple-of-Heaven and Campus, the
reconstructed scenes are incomplete. For the dataset Indoor, although
the scene structure appears to be correct, some camera poses are incorrectly calibrated, which are marked by an ellipse. From these results,
we can conclude that the globally selected tracks are incompetent for a
robust scene reconstruction.

Fig. 13. This figure shows the reconstruction results of two datasets, where the
numbers of selected OMSTs are set to 5, 8 and 10, respectively.

using the full view-graph (K1 = ), we can conclude that edge selection
is important for improving the accuracy of RA.
To demonstrate the necessity of computing the modularity value,
our system is tested using a preset number of OMSTs. Fig. 13 shows the
reconstruction results of two ambiguous datasets, Indoor and Templeof-Heaven, where the numbers of selected OMSTs are set to 5, 8 and 10,
respectively. The corresponding RA results are shown in Table 6. For
the dataset Temple-of-Heaven, all three of the tests produce sufficiently
accurate RA results, and the corresponding reconstruction results are
correct. However, for the dataset Indoor, only the test that selects 5
OMSTs produces an accurate RA result and reconstructs a reasonable
scene structure. Since all the modularity values of the dataset Indoor
are smaller than 0.6, the subgraph produced by selecting 5 OMSTs is
already sufficiently tight for RA. Selecting 8 or 10 OMSTs may introduce many edge outliers into RA. From Table 6, neither 8 nor 10
Table 6
This table shows the performances of RA when we use different settings of K1,
where re and rē denote the median and mean error in degrees, respectively. Q
denotes the modularity value.
Settings

K1 = 5
K1 = 8
K1 = 10
K1 =

Indoor

Temple-of-Heaven

re

rē

Q

re

rē

Q

1.4
88.1
90.0
90.0

2.1
88.3
90.0
90.1

0.58
0.47
0.47
0.25

0.9
0.8
0.8
24.4

0.9
0.9
0.9
29.9

0.66
0.60
0.57
0.41

Fig. 14. This figure shows the ratio of the intersection between globally and
incrementally selected tracks to the globally selected tracks, where the x-axis
denotes the index of iteration and the y-axis denotes the corresponding ratio.

The best results are shown in bold.
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Fig. 15. This figure shows the reconstruction results when our system only uses
the globally selected tracks for reconstruction. The ellipse marks some erroneous reconstruction results.

Overall, the track selection module selects a part of the accurate
tracks to accelerate the reconstruction, and edge selection is used to
produce more accurate camera rotations for camera prioritization. Both
selection techniques improve the robustness of SfM.
5. Conclusion
In this paper, a novel SfM algorithm is proposed as a step toward a
robust and efficient incremental reconstruction system. Using track
selection and camera prioritization techniques, our method outperforms many state-of-the-art SfM methods in terms of both robustness
and efficiency. The track selection significantly reduces the number of
tracks used in the bundle adjustment, which improves the efficiency
and scalability of the SfM system. The a priori camera rotations that are
computed from multiple OMSTs of the view-graph enable our system to
reconstruct both general and ambiguous image datasets. The results of
extensive experiments demonstrate the efficiency, scalability and versatility of our system.
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