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MFR-CNN: Incorporating Multi-Scale Features and
Global Information for Traffic Object Detection
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Abstract—Object detection plays an important role in intelligent
transportation systems and intelligent vehicles. Although the topic
of object detection has been studied for decades, it is still challenging to accurately detect objects under complex scenarios. The
contributing factors for challenges include diversified object and
background appearance, motion blur, adverse weather conditions,
and complex interactions among objects. In this paper, we propose
a new convolutional neural network (CNN) model for traffic object
detection, by using multi-scale local and global feature representation (MFR). The proposed model consists of two components: a
region proposal network that generates candidate object regions
and an object detection network that incorporates multi-scale features and global information, namely MFR-CNN. These two components are jointly optimized. Once the system is trained, it can
detect real-world traffic objects accurately, especially small objects
and heavily occluded objects. We evaluate the proposed method on
four benchmark datasets, achieving consistent improvements over
the state of the art.
Index Terms—Traffic object detection, convolutional neural network, multi-scale features, global information.

I. INTRODUCTION

I

NTELLIGENT transportation systems (ITS) are envisioned
to bring great benefits to the development of smart cities
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Fig. 1.

Some example images with object detection challenges.

and human societies, including improving traffic management
and safety, reducing environmental pollution, and increasing the
benefits of transportation to commercial users and the public in
general. Therefore, more and more efforts from academic and
industrial communities are paid to ITS. Some national and international projects [1]–[10] have been launched over the past
years, to explore new technologies for improving traffic efficiency and preventing accidents. Visual perception plays an
essential role in ITS and intelligent vehicles [11], as it endows
machines the ability to perceive the surroundings and boosts
a range of practical applications including traffic surveillance,
situational awareness, and anomaly identification [12], [13].
Visual perception methods have attracted a great deal of attention and made a great progress. For example, intelligent systems can achieve a lower error rate than human on the ImageNet
classification task. However, in complex traffic scenes, object
detection still has many difficulties and challenges, due to the
following reasons. First, complex outdoor environments are difficult to tackle, such as different illumination states, various
weather conditions and so on, as shown in Fig. 1(a). Second, the
style of vehicles varies widely, so do the size, shape, and posture
of various objects. As a result, objects of the same class may
appear distinctly, as shown in Fig. 1(b). Third, the motion blur
and severe occlusion due to rapid movement and high density
of traffic objects, as shown in Fig. 1(c).
To overcome these challenges, many object detection systems have been proposed. Encouraged by the success of face
detection model proposed by Viola et al. [14], Feris et al. [15]
presented a similar methodology for detecting multiple types of
vehicles using Haar-like features and the AdaBoost classification algorithm. Negri et al. [16] proposed an on-board vehicle
detection method by fusing Harr-like and HOG features. Despite achieving some improvements, the performance is still far
from satisfactory.
Recently, deep learning has been used in object detection
with preferable results. The most remarkable success is using
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convolutional neural network (CNN) for large scale object
recognition [17] in the ImageNet Large Scale Visual Recognition Challenge (ILSVRC). Other excellent object detection
models, such as OverFeat [18], R-CNN [19], Fast R-CNN [20],
and Faster R-CNN [21], are emerging. However, fewer efforts
have been devoted to applying deep learning into research of
detecting pedestrians and various vehicle types. In addition,
objects are subject to scale variations without restrictions in
traffic scenes. The feature from the last layer of CNN cannot
deal with this variation. As pointed out by Zeiler et al. [22], the
information gathered from different layers of a CNN model has
different abstraction of features and scales. The last layer which
is often applied in many recognition schemes [17], [19]–[21] is
not sufficient to represent multi-scale objects.
In this paper, we propose a novel CNN-based approach for
traffic object detection. To fit the scale variations of objects,
we rely on a multi-scale feature representation (MFR) idea that
combines low-resolution but semantically strong features with
high-resolution but semantically weak features. Our proposed
approach is called MFR-CNN for short. Specifically, our main
contributions can be summarized as follows:
1) Multi-scale features from multi-level convolutional blocks
are extracted to capture the local information of candidate objects, and feature from the full region proposal is also extracted
to capture global information of the traffic scenes.
2) A simple but effective method for incorporating local and
global information within the convolutional layers is proposed,
in order for better feature representation.
3) The effectiveness of MFR-CNN is verified on multiple
datasets with significantly boosted detection accuracy, especially for small objects and heavily occluded objects, which
is beneficial to traffic surveillance and intelligent vehicles.
The remainder of this paper is organized as follows. In
Section II, we present a brief introduction to related works.
The technical framework of MFR-CNN is presented in
Section III. Section IV details experimental procedures and results over four benchmark datasets. Finally, the conclusion is
drawn in Section V.
II. RELATED WORKS
Generally, the procedures of object detection include image
preprocessing, feature extraction, classifier training and bounding box regression. Han et al. [23] used extended histogram
of oriented gradient (HOG) feature and support vector machine
(SVM) for classifying objects into people and vehicles. Xu et al.
[24] proposed a method for people and vehicle classification by
extracting straight lines of edges of objects and constructing
hough line feature. The motion feature, shape feature, and other
appearance feature are also used to detect vehicles, persons,
and other objects [25]–[27]. To achieve higher detection performance, Felzenszwalb et al. [28] proposed an object detection
system based on mixtures of multi-scale deformable part models
(DPM). Their method applies HOG feature with trained SVM
to form gradient model of objects. Similar methods have been
used for vehicle detection [29]–[31]. Using DPM can achieve
deformable object detection even when the target is partially
occluded.

However, the aforementioned strategies for object detection
exploit hand-crafted features, which have very limited feature
representation ability and are typically not robust enough to
detect and recognize vehicles and pedestrians. Furthermore, inventing hand-crafted features needs to accumulate abundant expertise and consume a lot of time. The quality of hand-crafted
features depends heavily on experience and luck. An important
view is that manually designing feature descriptors, as the first
step in visual information processing, often loses useful information early. By contrast, learning task-related feature description directly from images is more effective than hand-crafted
features. Many machine learning methods were proposed and
yielded high performance, such as SVM, AdaBoost, and neural
networks [32]–[35]. Even a few years ago, many researchers
were focusing on designing reliable features for supervised
learning models that have shallow architectures.
Recently, deep learning methods have been widely concerned
and often achieved the highest detection accuracy, as they have
a strong characterization and modeling capability to learn hierarchical feature representation by supervised or unsupervised
manner automatically. With the well-known success of deep
neural network in image classification [17], [22], [36]–[41], the
research on CNN-based vision systems has attracted many prestigious IT companies, such as Google, Facebook, Microsoft,
IBM, and Baidu. Researchers have also paid more attention
to learning deep feature description than to using traditional
hand-crafted features. Girshick et al. [19] proposed the regionbased convolutional neural network (R-CNN), which has been
an important object detection reference method in recent years.
R-CNN combines region proposals with CNNs. The convolutional networks are applied to bottom-up region proposals in
order to identify and localize objects. To increase the detection speed and break the constraint of inputting fixed-sized images, He et al. [42] proposed spatial pyramid pooling network
(SPP-net) to eliminate the above limitation. This model makes
it possible to generate representations from arbitrarily sized images. However, SPP-net has notable drawbacks. Training is still
a multi-stage pipeline that involves region proposal, feature extraction, region classification, and bounding box regression. In
light of that, Girshick et al. [20] proposed an end-to-end training algorithm, called Fast R-CNN, to fix the disadvantages of
R-CNN and SPP-net. Fast R-CNN adopts a Region-of-Interest
(RoI) pooling layer and multi-task loss to estimate object classes
and predict the bounding box positions. Furthermore, Faster
R-CNN [21] employs a region proposal network (RPN) that
shares full image convolutional features with the detection network, thus tackles the bottleneck of speed in the stage of region
proposal which consumes a lot of time throughout detection process. Due to these advantages, our research is conducted over
Faster R-CNN.
There appeared some approaches that improve object detection and segmentation by combining features from different
layers recently. Long et al. [43] combined semantic information
from a deep, coarse layer with appearance information from a
shallow, fine layer to produce accurate and detailed segmentations. Ben et al. [44] presented the Inside-Outside Net, which
extracts information at multiple scales and levels of abstraction
by using skip pooling and spatial recurrent neural networks.
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Structure of the proposed MFR-CNN model.

SSD [45] and MS-CNN [46] predict objects at different layers
of feature hierarchy. Our work follows a similar philosophy
of gathering expressive features from multiple layers to detect
pedestrians and vehicles.
III. MFR-CNN FRAMEWORK
The structure of the proposed MFR-CNN model is illustrated
in Fig. 2. An input image is forwarded through the convolutional
layers and the activation maps are produced. Then, a RPN is
constructed to generate region proposals. We extract local feature information from multi-scale activation maps using spatial
pyramid pooling [42] for each object proposal. The global information is produced by global pooling operation. In order to
get more robust and discriminative feature representation, we
fuse the multi-scale local features and global context information within the feature maps. Finally, the classifier outputs a
score for each class and predicts a precise object localization
via bounding box regression. In the following subsections, we
will describe the details of our proposed method.
A. Region Proposal Network
Ren et al. [21] proposed a fully convolutional network which
performs well on the feature map. Following their findings, we
generate a set of rectangular region proposals by sliding a small
network. This small network takes the 3 × 3 sliding window
of the convolutional feature map as input. Each window is
encoded into a lower-dimensional feature at every spatial
location. This feature is then fed into two sibling output layers
– scoring and bounding box regression (bbox regression). At
every spatial location, the RPN considers 3 scales and 3 aspect
ratios, yielding k = 9 candidate boxes (anchors) and learns
to classify them as either object or background based on the

Intersection-over-Union (IoU) between the estimated object
boxes and the ground-truth boxes. For object boxes, the bbox
regression layer outputs their coordinate offsets and learns to
predict the closest ground-truth boxes.
B. Multi-Scale Feature Representation
1) Multi-Scale Local Information: Recently, many successful detectors (such as SPP-net [42], Fast R-CNN [20], and Faster
R-CNN [21]) pool features from the last convolutional layer. The
information from the last layer is effective when the task is to
generate class labels for images because the last layer is most
sensitive to semantic information [47]. However, when the task
of interest involves fine-grained information, features from only
the last layer are not enough to describe the image information.
In addition, small traffic objects are difficult to identify based
only on the last convolutional layer. We take the VGG-16 as
the base network for example. Faster R-CNN uses VGG-16
conv5 layer to pool feature descriptors of each RoI. At this
layer, features have been downsampled by an overall stride of
16. If the area of an object is less than 32 × 32 pixels, the
feature will be downsampled to less than 2 × 2 pixel in this
layer. In other words, most spatial information has been lost
and the corresponding receptive field is too large to capture the
essential information of small objects in traffic scenes.
The lower-level layers can provide higher spatial resolution
information, which is especially important for precise localization of small objects. However, these layers are much less sensitive to semantics than higher-level layers. Therefore, an effective
solution is to integrate the features from both low-level layers
and high-level layers. The incorporation of features from different layers not only spans multiple spatial resolutions, but also has
multiple levels of feature abstraction. Consequently, this incor-
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poration can be regarded as a better representation for objects.
These layers are also termed as blocks, as illustrated by Fig. 2.
As blocks of different scales have different resolutions, we
carry out RoI-pooling [42] over multi-scale feature maps. With
RoI-pooling, each RoI feature map in blocks of different scales
can be divided into a fixed number of spatial bins followed
by applying max pooling in each bin. As a result, each RoI
has a fixed length of feature representation in blocks of different
scales. As shown in Fig. 2, we extract features for each candidate
bounding box from the feature maps of block 1, block 2, and
block 3, respectively. This can be expressed as
δij = P ooli (σj ) , j ∈ {1, 2, 3}

(1)

where σj represents the feature map of block j, and δij is the
local feature representation for candidate bounding box i after
RoI-pooling in block j.
2) Global Context Information: Multi-scale features discussed above focus mainly on local characteristics of the images,
regardless of some important global context information. From
the information theory perspective, the more types of features
are considered, the more likely higher detection accuracy is obtained. The global information has been proved to be beneficial
to object detection [48]. In this work, the global context information can improve the performance even though multi-scale
features are an effective representation for objects, which will
be evaluated by extensive experiments in Section IV. To capture
the structured context information, we compute the global feature by using global spatial pyramid pooling which can maintain
spatial information by pooling in local spatial bins [42]. Given
an arbitrary size of the input image, we get the feature map of the
entire image. The global context feature is generated by taking
the whole image’s bounding box as RoI and applying spatial
pyramid pooling on the entire feature map. It can be given as
δ 0 = GlobalP ool (σ2 ) ,

(2)
0

where σ2 represents the feature map of block 2, and δ is the
global context feature representation.
3) Incorporation of Local and Global Information: RoIpooling generates a fixed length of multi-scale features and
global context information. There is a potential problem that
the scales for different features are wildly different. The
higher-level layers often have larger scale than the lower-level
layers. This slows down the training by requiring smaller
learning rates and careful parameter initialization, and makes
it notoriously hard to train the model. In addition, there will
be a knock-on effect on model ability because the model will
be biased towards large scale feature values. As shown in [44],
the problem can be solved by using L2-normalization after
RoI-pooling. The L2-normalization is performed on all the
pixels of the feature maps to get all the pixels on the same
scale, ensuring standardized feature values implicitly weight
all features equally in the representation.
After that, we concatenate these features along the channel
axis. In order to match the original shape of features, we use a
dimension reduction network (DRN) to correspondingly reduce
the feature dimension so that we can apply fully connected layers
in original network. This DRN consists of several convolutional
layers. These reduced features are fed into two fully connected

layers followed by two separate layers−a bounding box classification layer (bbox classification) and a bbox regression layer.
C. Object Detection Network
The detection network has two sibling output layers. One
computes a discrete probability p = (p0 , ..., pN ) over N + 1
classes, where N is the number of object classes, and 1 stands for
background. Another outputs bounding box regression offsets
b = (bx , by , bw , bh ) over N object classes.
We minimize a multi-task loss (each loss term is normalized
by its number of samples and weighted by a balancing parameter), which can be expressed as
1 
1 
Lcls (pi , p∗i ) + λ
Lr eg (bi , b∗i ) ,
L(pi , bi ) =
Ncls i
Nr eg i
(3)
where i is the index of a candidate box, pi is the estimated
probability of the candidate box belonging to each class, given
as follows,



(4)
pi = Sof tmax{F c3 F usion δ 0 , δi1 , δi2 , δi3 },
where F usion denotes the operation that is showed in the last
subsection, F c3 is the output after passing through three fully
connected layers, and Sof tmax stands for calculating the probability. p∗i is the ground truth label, the corresponding category
is 1 and the rest is 0. bi is a vector representing the 4 parameterized coordinates of the predicted bounding box. It can be
given as



 
(5)
bi = F c3 F usion δ 0 , δi1 , δi2 , δi3 .
b∗i is that of the ground-truth box associated with a positive
anchor. The classification loss Lcls is the softmax loss of N + 1
classes, which is denoted by
Lcls (pi , p∗i ) = −

N
+1




pi,k logp∗i,k + (1 − pi,k )log(1 − p∗i,k ) ,

k =1

(6)
where pi,k and p∗i,k are the element of pi and p∗i in the position
of k respectively. The second task loss Lr eg is bounding box
regression loss for positive boxes. It can be expressed as
Lr eg (bi , b∗i ) = fL 1 (bi − b∗i ) ,

(7)

where
fL 1 (x) =

0.5x2 ,
|x| − 0.5,

if |x| < 1
otherwise.

(8)

For bounding box regression, we adopt the parameterizations
of the four coordinates in [19]:
bx = (Cx − Ax ) /Ax , by = (Cy − Ay ) /Ay ,
bw = log (Cw /Aw ) , bh = log (Ch /Ah ) ,
b∗x = (Gx − Ax ) /Ax , b∗y = (Gy − Ay ) /Ay ,
b∗w = log (Gw /Aw ) , b∗h = log (Gh /Ah ) ,

(9)

where C = (Cx , Cy , Cw , Ch ) denotes the predicted bounding
box’s coordinates and its width and height, while A = (Ax ,
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Ay , Aw , Ah ) and G = (Gx , Gy , Gw , Gh ) are specified in the
same way for anchor boxes and ground truth boxes respectively.
D. Training Details
To train the RPN, we assign a binary class label (of being
object or not) to each bounding box. If the bounding box has an
IoU threshold higher than 0.7 with any ground truth box, we assign positive label to it. Otherwise, if its IoU threshold is lower
than 0.3 with all ground truth boxes, we assign negative label
to it. Both RPN and detection network are trained by minimizing the multi-task loss using stochastic gradient descent (SGD)
[49]. And we optimize scoring and bounding box regression
losses with the same weight. In each SGD iteration, a forward
pass through all the shared convolutional layers produces block
2 feature map, as shown in Fig. 2. RPN operates on this feature to produce a series of region proposals which are used to
train the object detection network. The backward propagation
takes place as described in [50], gradients are accumulated at
block 2 feature map and back-propagated through the shared
convolutional layers. We use a learning rate of 0.001 for the first
60k mini-batches, and 0.0001 for the next 20k mini-batches on
the PASCAL VOC dataset. At each mini-batch, 256 RoIs are
sampled from an image. We use the momentum of 0.9 and the
weight decay factor 0.0005. The weights of all new layers are
initialized from a zero-mean Gaussian distribution with standard
deviation 0.01.
IV. EXPERIMENTAL EVALUATION
In this section, we evaluate the performance of the proposed
MFR-CNN framework on four benchmark datasets: PASCAL
VOC [51], MS COCO [52], KITTI [53] and Caltech [54]. The
model is trained on the TensorFlow platform, whose core library
is implemented in C++ for portability and performance.
A. Implementation Details
1) Datasets: We evaluate the proposed framework on four
datasets, which are as follows:
PASCAL VOC: Everingham et al. [51] collected this dataset
for visual object category recognition and detection. The dataset
consists of annotated photographs compiled from the flickr
photo-sharing website and has great variability in object size,
orientation pose, illumination position, and occlusion. The
PASCAL VOC 2007 dataset is split into trainval (5011 images)
and test sets (4952 images). The original annotations of the
dataset consist of 20 classes. In our experiment, we reserve only
five concerned traffic object categories: ‘bicycle’, ‘bus’, ‘car’,
‘motorbike’ and ‘person’, which correspond to 2776 trainval
images and 2795 test images. We use the same approach for
PASCAL VOC 2012 dataset.
MS COCO: Lin et al. [52] presented the dataset by gathering
images of complex everyday scenes containing common objects
in natural context. The dataset contains photos of 91 objects
and 2.5 million labeled instances in 328k images. We extract
six concerned classes in this paper from the original object
categories. Therefore, we have 49252 training images and 2968
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mini validation (minival) images. There is a new evaluation
metric used by COCO. In addition to the AP that is computed at
a single IoU of 0.5, there is a primary challenge metric, specifically using 10 IoU thresholds of 0.5 : 0.05 : 0.95. Averaging
over IoUs places a significantly larger emphasis on localization
compared to the PASCAL VOC metric that requires only IoU
of 0.5 [44].
KITTI: This dataset includes a variety of real-world traffic
situations, ranging from freeways in rural areas to urban scenes
with many kinds of objects [53]. It can be used to evaluate
the performance of an object detection system in traffic scenes.
There are three object classes: ‘car’, ‘pedestrian’ and ‘cyclist’.
Evaluation is done in three regimes: easy, moderate and hard,
containing objects at different occlusion and truncation levels.
The moderate regime is used to rank the competing methods
in the benchmark. Since the ground-truth labels in test set are
not available, the KITTI training set is splited into training and
validation set following [55]. In total, 3712 images are used
for training and 3769 for validation. We use the training set for
learning, and then evaluate the performance of the trained model
on the validation set.
Caltech: This Dataset consists of approximately 10 hours of
640 × 480 30 Hz video taken from a vehicle driving through
regular traffic in an urban environment. About 250,000 frames
with a total of 350,000 bounding boxes and 2300 unique pedestrians were annotated. It consists of 11 sessions (S0-S10), each
filmed in one of five city neighborhoods. Dollar et al. [54] divided the data roughly in half, setting aside 6 sessions for training (S0-S5) and 5 sessions for testing (S6-S10). We transform
the annotations into PASCAL VOC format to train our models.
Then the standard evaluation procedure is executed using the
official Matlab evaluation code.
2) Network Architectures: Although the improvements to
the Faster R-CNN architecture are not constrained by the type of
the network, our design choose two classic networks: VGG-16
[36] and ResNet-101 [41].
The VGG-16 network has 16 convolutional layers (conv1,
conv2, conv3, conv4, conv5), which is outlined in Table I(a).
Based on this VGG-16, we add additional convolutional layers
conv6, which resemble to conv5 and are illustrated in Table I(a).
We use the last convolutional layers of conv4, conv5 and conv6
as block 1, block 2, block 3 to generate a fixed-length of multiscale feature descriptors, as illustrated in Fig. 2. The block 2 is
applied to generate the global context feature. The lower-level
network layer, such as block 1, have smaller receptive fields
but is more suitable for detecting small traffic objects. On the
contrary, the higher-level layer, such as block 3, is beneficial
to detect large traffic objects. This feature fusion at different
layers, coupled with global context feature, form a strong fused
representation for object detection.
ResNet-101 has totally 100 convolutional layers (conv1,
conv2_x, conv3_x, conv4_x, and conv5_x), as shown in
Table I. We consider these layers as analogous to the VGG16 network that is mentioned above. Similar to VGG-16, we
compute the multi-scale feature descriptors using the last convolutional layers of conv3_x, conv4_x, and conv5_x, and extract
global context feature on that of conv4_x layer.
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TABLE I
CONVNET CONFIGURATIONS (THE ADDED LAYERS ARE SHOWN IN BOLD)

The convolutional layer parameters are denoted as “con v < r ecepetiv e f ield siz e > − < n u m ber of chan n els > .” The max pooling
layer parameters are denoted as “pool < r ecepetiv e f ield siz e > − < str ide > .” The ReLU activation function is not shown for brevity.

B. Experimental Results
1) Experiments on PASCAL VOC: The experimental procedures can be further explained as follows.
At the first step, a set of region proposals are generated by
RPN. The number of top scoring regions to reserve is 2000 per
image, which have higher possibilities of containing objects of
interest. We then train the proposed CNN model using groundtruth annotations and the generated region proposals. During
training, a fixed overlap value is set to collect the positive samples. The proportion of positive samples and negative samples
is set to 1 : 3. The model is pretrained with ImageNet and then
fine-tuned on our own task. The popular SGD algorithm is applied for training.
After training, we evaluate detection performance using the
PASCAL VOC evaluation toolkit. We conduct the following
comparison experiments with some baseline approaches.
Performance of VGG-16. We first compute the Recall-to-IoU
metric [56] to evaluate the performance of RPN. This metric
indicates, for certain overlap ratios between detected boxes and
ground-truth regions, how many true positive samples can be
recalled. A higher recall rate means the RPN is more likely to
locate the objects, which contributes to a higher AP value and
is significant to object detection. Our proposed detection framework is evaluated by comparing with four strong baselines on
PASCAL VOC 2007 test set, which are SSD [45], Faster R-CNN
[21], MS-CNN [46], and ION [44]. SSD adopts a small convolutional filter to predict object categories and offsets in bounding
box locations and applies different aspect ratio filters to multiple
feature maps in order to perform detection at multiple scales.
The most germane comparison is with the Faster R-CNN system
[21], since both Faster R-CNN and our MFR-CNN adopt the
same RPN. To classify regions, Faster R-CNN builds on the last
convolutional layer to detect multi-scale objects. MS-CNN detects objects through several detection branches, each focusing
on objects within a certain scale range. ION exploits information both inside and outside the region of interest for object
detection. Different from the strategy in above methods, we extract multi-scale features from multi-level convolutional blocks
and incorporate local and global information to detect objects
at different scales. To present a fair comparison, we choose
the top-300 ranked proposals based on the confidence generated by proposal-based methods, such as Faster R-CNN. As
illustrated in Fig. 3, our proposed MFR-CNN produces a more

Fig. 3.

Recall of objects over different IoU on PASCAL VOC 2007 test set.

effective and better RPN, achieving 98.4% recall rate when the
IoU is 0.5, higher than other methods. SSD achieves poor recall
performance, as it produces the detected boxes without RPN.
Therefore, we also choose the top-1000 ranked proposals for
SSD, and for each class, the selected proposal number is 200.
Even so, it achieves lower recall than ours. MS-CNN trains
a model for car detection and another for pedestrian/cyclist
detection. Each model can produce a Recall-to-IoU curve for
corresponding class(es). The “MS-CNN (car)” in Fig. 3 means
the Recall-to-IoU curve for car while “MS-CNN (ped/cyc)”
is the Recall-to-IoU curve for pedestrian and cyclist. ION
uses selective search [57] by greedily merging superpixels to
generate region proposals. Compared with the efficient detection network, selective search is an order of magnitude slower,
at 2 seconds per image in a CPU implementation. While RPN
in our proposed MFR-CNN shares convolutional layers with
the detection network, it is an efficient way to accelerate the
region proposal generation, so that the time cost for generating
proposals is about 10 ms per image. In addition, our proposed
MFR-CNN produces more accurate region proposals than MSCNN and ION, as shown in Fig. 3. ION achieves nearly 82.2%
recall rate when the IoU is 0.5, whereas MFR-CNN achieves
about 98.4%. The better performance of RPN contributes to
higher detection accuracy.
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TABLE II
RESULTS ON PASCAL VOC 2007 TEST SET

Legend: M: include multi-scale local information, G: include global context information.

Fig. 4.

Precision-Recall curve on the PASCAL VOC 2007 test set.

We then compute the mean Average Precision (mAP) to
evaluate our model. Results using multi-scale local information
are shown in Table II. Our method is significantly better
than SSD300, with mAP values of 79.3% and 75.3% on the
PASCAL VOC 2007 test set, respectively. After adding global
context information, our mAP rises from 79.3% to 79.8%. This
improvement in mAP suggests that the detection system can
benefit from global context information. Compared to Faster
R-CNN, the mAP shows large gains as the multi-scale features
and global information are used. We also evaluate MFR-CNN
by comparing with MS-CNN, which trains a separated model
for each class [46] (a model is trained for car detection and
another for pedestrian/cyclist detection). As these models are
trained only for car, pedestrian and cyclist, we fine-tune these
models and evaluate only the three classes on PASCAL VOC
dataset. Even for the sophisticated training process, MS-CNN
achieves a relatively poor performance, especially on car detection, where AP is 71.3%, with 15.7% lower than MFR-CNN.
We further train the model on the union set of PASCAL VOC
2007 trainval and 2012 trainval. The mAP is 82.6%, exceeding

Faster R-CNN by 3.2%. ION applying multiple features
pooling from different layers and contextual feature gathering
from spatial recurrent neural networks, obtains an mAP of
81.0%, which is 1.6% lower than MFR-CNN. As can be seen
from Table II, MFR-CNN achieves a lot of improvement on
bicycle and person classes. Specifically, the AP on person class
with our framework is 81.7%, which is 6.4% higher than that
of ION, and on bicycle class it is 82.4%, which is 3.2% higher
than that of ION. Besides, ION is significantly less efficient
than MFR-CNN. It takes 0.8 seconds per image on an NVIDIA
TITAN X GPU (excluding proposal generation), while MFRCNN achieves 0.105 seconds per image including proposal
generation. Precision-Recall (PR) curve has a wide range of use
in classification, object detection and other fields. It is often used
to evaluate the performance of classification or detection. Fig. 4
shows the PR curve for these methods under each class. The
area below the PR curve is the AP value. As illustrated in this
figure, our model has a much better performance than others.
To understand our model in more details, we use the detection
analysis tool from Hoiem et al. [58]. A minor difference in
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Fig. 5. Comparison of performance for MFR-CNN and Faster R-CNN on bus, car, and motorbike from VOC2007 test. This shows the cumulative fraction of
detections that are correct (Cor) or false positive due to poor localization (Loc), confusion with similar categories (Sim), with others (Oth), or with background
(BG). The solid red line reflects the change of recall with “strong” criteria (0.5 jaccard overlap) as the number of detections increases. The dashed red line is using
the “weak” criteria (0.1 jaccard overlap). The top row is the performance for Faster R-CNN, and the bottom row is for MFR-CNN.

this paper is that we consider all vehicles in our datasets to
be semantically similar. For other finer details, we encourage
readers to consult [58] to have a full understanding of the
analysis tool. Fig. 5 displays our model’s error modes and error
types as compared with Faster R-CNN. Our model can detect
objects with high quality, with larger white areas than Faster
R-CNN. The recall is much higher under the criteria of “weak”.
In addition, MFR-CNN has less errors in localization and
similar categories. It is mainly because the multi-scale feature
representation and the global context feature are beneficial to
identification of different object categories.
Performance of ResNet-101: Similar to the experimental procedures for VGG-16, we first generate a set of region proposals and evaluate the performance by plotting the Recallto-IoU curve. As indicated by Fig. 3, our proposed method
has already achieved a higher recall than MS-CNN and Faster
R-CNN. When we train our model using ResNet-101, the recall
gets higher, surpassing Faster R-CNN by 1.5% with IoU 0.5.
We then perform testing with the detection network. In Fig. 4,
it is obvious that our method has a higher AP value than other
methods on each class. Table II shows the detailed AP values on
the PASCAL VOC 2007 test set. Our method has AP values of
85.6%, 2.9% higher than Faster R-CNN trained on the PASCAL
VOC 07 + 12 datasets.
2) Experiments on MS COCO: To further validate the
MFR-CNN framework, We present our evaluation results on

TABLE III
RESULTS ON MS COCO DATASET

the MS COCO object detection dataset using the VGG-16 and
ResNet-101 network. There are a few minor changes to our
training details. We use a learning rate of 0.001 for the first
240k iterations and 0.0001 for the next 80k iterations. Because
MS COCO involves a substantial number of small objects, the
RPN considers 3 aspect ratios and 4 scales (adding 642 ). The rest
of implementation details are the same as for PASCAL VOC.
Table III shows the results on MS COCO dataset. Similar to what we have observed on the PASCAL VOC dataset,
MFR-CNN is better than SSD300 in both mAP@.5 and
mAP@[.5,.95]. SSD500 has 51.3% mAP@.5 and 28.5%
mAP@[.5,.95] by increasing the image size to 500 × 500. Our
proposed framework on VGG-16 achieves 52.9% mAP@.5 and
30.5% mAP@[.5, .95], which is slightly better than SSD500.
When trained on ResNet-101, the proposed framework can
achieve 54.7% mAP@.5 and 34.4% mAP@[.5, .95]. We also
conduct evaluations on Faster R-CNN. Compared with the
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TABLE IV
RESULTS ON KITTI VALIDATION SET

Faster R-CNN with VGG-16 backbone network, MFR-CNN
is significantly better, with a 2.0% increase for mAP@.5 and
a 2.8% increase for mAP@[.5, .95]. A similar improvement is
also achieved on ResNet-101.
In addition, we have evaluated our proposed framework in
the joint datasets, as the join of different datasets can further
improve the detection performance. Therefore, the evaluation is
performed on MS COCO and PASCAL VOC datasets, where
the model is trained on MS COCO firstly and then fine-tuned
on PASCAL VOC. The categories that are exclusive on MS
COCO are ignored in this experiment, and the softmax layer
is performed on the 5 categories plus background that we have
narrated in section IV.A. By doing this, our proposed framework
on VGG-16 achieves 83.8% mAP on the PASCAL VOC 2007
test set, as shown in Table II. This result is 1.2% higher than
that trained on VOC07+12, which is 82.6%. We have extended
similar evaluation to ResNet-101. As can be seen in Table II, an
improvement on each type of traffic object is achieved. For example, our framework achieves 87.3% AP on motorbike, which
is 2.0% higher than that trained on VOC07+12 and 86.8% AP on
person, which is 2.9% higher than that trained on VOC07+12.
Therefore, our framework achieves 87.4% mAP on ResNet-101
in the joint datasets, which is 1.8% higher than model trained
on VOC07+12.
3) Experiments on KITTI: We evaluated the proposed
framework using VGG-16 for this dataset. The evaluation is
conducted only on car and pedestrian classes as a result of
the fact that MS-CNN only evaluate these two classes on this
dataset. The AP results on KITTI validation set are shown
in Table IV. As for the evaluation result on pedestrian and
car classes under the three evaluation regimes, our proposed
method achieves a large improvement over Faster R-CNN due
to incorporation of multi-scale features and global information.
Compared with MS-CNN, MFR-CNN achieves a slightly
improvement although the sophisticated training process
of MS-CNN. We have experimented with ResNet-101 and
achieved similar results, perhaps because deeper models benefit
from more training data, but this dataset is relatively small.
4) Experiments on Caltech Pedestrian: The MFR-CNN detector is also evaluated on the Caltech Pedestrian dataset. Fig. 6
shows the performance on the entire test set under medium
and far conditions. We plot miss rate versus false positives per
image (lower curves indicate better performance) and use logaverage miss rate for summarizing performance as described in
[54]. Legend entries display and are ordered by log-average
miss rate from worst to best. The proposed model is com-

Fig. 6.

Comparison to the state-of-the-art on Caltech.

pared with a lot of methods including VJ [59], HOG [60],
ACF [61], LDCF [62], Checkerboards [63], DeepParts [64],
CompACT-Deep [65], SpatialPooling [66], Faster R-CNN [21],
and MS-CNN [46]. Results for medium and far scale pedestrians, corresponding to heights of 30–80 pixels and of less than
30 pixels, respectively, are shown in Fig. 6(a) and (b). The
medium scale pedestrians, which account for over 68% of
ground truth, are most numerous and most essential for automotive applications. Under this condition, MFR-CNN performs
much better than other methods with 40% log-average miss rate.
On the far scale, most methods perform very worse, around all
pedestrians are missed, while our method outperforms the other
detectors. These results indicate that our method preforms very
well for small objects, mainly due to the incorporation of multiscale features and global information. This incorporation helps
reduce false alarms and improve detection rates.
Fig. 7 illustrates some examplar results of object detection
on the above datasets. It can be observed that Faster R-CNN
cannot handle small objects and partially occluded objects well
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Fig. 7. Comparison of detection results between MFR-CNN and Faster R-CNN: The red boxes are the detected boxes with the corresponding label and the
detection score in blue (On the left, the top row is the detected results using Faster R-CNN and the bottom row is that using our MFR-CNN on the MS COCO
and PASCAL VOC 2007 datasets. On the right KITTI dataset, every two images compose a group, with the top image using Faster R-CNN and the bottom image
using our MFR-CNN.) Note that the yellow arrows indicate where our MFR-CNN detects objects successfully but Faster R-CNN fails.

TABLE V
COMPARISON OF COMPUTATIONAL EFFICIENCY ON KITTI DATASET

is achieved at the expense of detection accuracy. The detection
accuracy of one-stage methods is usually lower than that of
two-stage methods.
V. CONCLUSION AND FUTURE WORK

in traffic scenes, as a lot of spatial information have been lost
at the last layer of CNN. With the benefit of incorporating
multi-scale features and global information, the difficult objects
can be detected at higher accuracy despite severe occlusion and
small size of objects in some images. In addition, our model
has higher accuracy and lower detection error rate for blurred
instances. For example, misclassifying other object as person
by the original Faster R-CNN is avoided by our method in the
last demo image of the MS COCO dataset, as shown in Fig. 7.
5) Computational Efficiency: All experiments are conducted on the TensorFlow [67] platform, whose core library is implemented in C++ for portability and performance.
The server has 128G memory and two NVIDIA TITAN X
(PASCAL) graphics cards. It is worth mentioning that compared
with conventional Faster R-CNN, our MFR-CNN leads to much
higher detection accuracy without the expense of computational
efficiency, as shown in Table V. MFR-CNN and Faster R-CNN
are two-stage methods. Different from them, SSD is a one-stage
method, which eliminates region proposal generation and encapsulates all computation in a single network. One-stage methods
are much faster than two-stage methods, however, higher speed

In this paper, we propose a framework for object detection in
traffic scenes, namely MFR-CNN. The incorporation of multiscale features and global information is able to accurately detect traffic objects. Extensive experiments show that MFR-CNN
achieves a much better performance on traffic object detection,
which is significant for traffic surveillance and intelligent vehicles. MFR-CNN is especially effective for detecting small objects and heavily occluded objects, which are difficult to detect
using the conventional models.
We still need to increase the accuracy and efficiency of object
detection for real-world traffic applications. Currently, there is
a lack of large-scale diversified datasets for object detection
research, and even the largest public dataset does not satisfy the
demand of sufficient diversity. It requires massive manpower
and time to collect and annotate large-scale diversified data.
To address this difficulty, we intend to use the Parallel Vision
methodology, which was proposed by Wang et al. [68]–[70].
The core of Parallel Vision is to use artificial scenes to simulate
complex real scenes and generate precise ground-truth annotations automatically. Based on the artificial scenes, a variety
of computational experiments can be carried out to evaluate
the performance of traffic vision models. Most importantly, we
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can operate the vision model in the actual and artificial scenes
concurrently, and implement the training and evaluation of
models online and for a long term, so that the vision system
gets optimized continuously. This methodology is expected to
promote further improvement of traffic object detection.
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