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Abstract: Images can be considered as the combination of two parts: the content and the style. The authors’ approach can
leverage this property by extracting a certain unique style from the reference images and combining it to generate images with
new contents. With a well-defined style feature extraction module, they propose a novel framework to generate images with
various styles and the same content. To train the style specific image generation model efficiently, a double-cycle training
strategy is proposed: they input two natural-content pairs simultaneously, extract their style features, and exchange them twice
to obtain the reconstruction of the input natural images. What is more, they apply the triplet margin loss to the style feature
extracted from the images before and after style exchange and an adversarial discriminator to force the style-exchanged images
to be real. They perform experiments on licence-plate image, Chinese characters, and shoes or handbags images generating,
obtain photo-realistic results and remarkably improve the corresponding supervised recognition task.
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Introduction

Images can be considered as the combination of two parts: the
content and style. The contents contain clear semantic information
while the styles determine other information, which reflects the
appearance changes, e.g. colours or distortions. If the content and
style of an image are specified, then the image is determined with a
unique appearance. The definitions of content and style vary from
task to task and can be expressed in various ways. For example, in
the popular CIFAR-10 dataset [1], the contents are limited to ten
categories, e.g. 1–10 as the class labels. On the other side, in the
problem of generating images from text [2], the contents can be
expressed as the text form, for example, inputting the text ‘A
yellow bird sits on a tree’ to generate an image conforming to it.
Then, the text is the content and other information such as the
position of the bird in the image can be considered as the style.
Once we can extract the specific style from one image and combine
it with different contents, then we can potentially generate many
new natural images with the given style features.
A direct way to do that is to train a model to map the input
image into two different representations, one with more relation to
the content and the other with less such as InfoGAN [3], which use
mutual information to disentangle different factors influencing the

Fig. 1 Single templates to be stitched as the whole content images and
some examples of the whole content images
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images. However, the contents can be much more forms such as
images and texts. It is difficult for existing methods to make an
extension to them.
In this paper, we define a novel image generation problem:
given a content image such as the licence-plate templates in Fig. 1,
the edges of a natural image etc., and a style reference natural
image, then the aim is to generate a new image combining the
content of the former and the style from the latter. Note that the
content images can be easily synthesised in a simple way and will
be preserved in the procedure, while the style is transferred from
the reference image.
To settle the problem, we build a novel framework as illustrated
in Fig. 2. We apply a style encoder network to extract the style
feature from a reference image and another generator network to
combine it with the content image. The generated images can be
further used to enhance the following recognition models.
During the training procedure, we find that if the style feature
extracted from the reference image is combined with a different
content image, the expected result image is different from all the
existing images, so it is impossible to construct a consistency loss
directly. As a consequence, we proposed the novel double-cycle
training strategy, which will be explained in Section 3.
Our method can generate new images by combining content and
style, and then the generated images can be used to train
recognition models. It improves the performance remarkably to
augment the training set in the vehicle licence recognition task by
using the generated vehicle licence-plate images. Besides, we also
apply our method to the Chinese character generation and
generating images from edges, and obtain realistic results in these
tasks.
The main contribution of this paper can be summarised as
follows:
• We propose a novel framework to generate new images by
combining the content and the unique style from a reference
image.
• We propose a double-cycle training strategy to make it possible
to build a structure loss and apply the triplet margin loss in style
feature encoding to force the style feature extracted from each
reference image to be unique.
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collapse, Zhu et al. [15] propose a framework called BicycleGAN
to settle this one-to-many problem. This method realises picking up
a random vector and generating different style images from the
same input. However, the style in this method is decided by a
random vector sampled from a priori distribution and cannot be
controlled before generating images.
2.3 Image style transfer
Fig. 2 Pipeline of our model, the style encoder E extracts style feature
from the reference image and the generator G combines it with the content
image to generate new images. The new images can be used to train other
recognition models

• The images generated by our method can be used as training
data to further improve the performance of the supervised
recognition tasks.
This paper is organised as follows: in Section 2, we introduce some
related work in conditional generative methods, image-to-image
translation, and image style transfer; in Section 3, we introduce the
training pipeline of our methods, where the double-cycle training
strategy is the most important; in Section 4, we demonstrate the
experiments on vehicle licence-plate images, Chinese character
images etc.; and at last, the conclusion is given in Section 5.

2

Related work

2.1 Conditional generative methods
In recent years, variational auto-encoder (VAE) [4, 5] and
generative adversarial networks (GANs) [6] have been introduced
for generating desired images. VAE imposes a Gaussian
distribution on the latent representation in the training stage and it
can generate images by sampling the data from Gaussian prior
distribution and feeding it into the VAE's decoder.
GAN simultaneously trains two models: a generative model to
synthesise samples by sampling from a priori distribution, and a
discriminative model to differentiate between natural and
synthesised samples. The two models play a min–max ‘game’, the
generative model aims to generate samples similar to the natural
and the discriminative model aims to distinguish them.
Since VAE and GAN can only generate images of a specific
domain, but cannot control the content of the samples, there are
several works to add some additional information to the generator
in VAE [7], GAN [2, 8–11] or combining VAE and GAN [12]. The
information can be category label [9, 12], text [2] or image [8, 10,
11].
2.2 Image-to-image translation
Image-to-image translation [8, 13–15] is a class of vision and
graphics problems, where the goal is to learn the mapping from an
image in one domain to the image with the same content in another
domain such as translating the aerial images to maps [8], zebras to
horses [13], and so on. Training data may be a set of aligned image
pairs [8] or unpaired images [13].
Isola et al. [8] first introduced the image-to-image translation
problem, and they proposed a framework ‘pix2pix’ to tackle it,
which uses a conditional generative network to learn a mapping
from input to output images. Similar ideas have been applied to
several other tasks such as generating natural images from sketches
[16, 17] or face attribute manipulation [18].
Owing to the difficulty of obtaining image pairs, several works
were proposed to use unpaired data [13, 19, 20]. The key point of
these methods is using two generators: one maps the image of the
first domain to the second and the other maps it back to the first,
then the structure loss can be added to the objective.
To concentrate more domains into one model, Choi et al. [14]
added a domain category label to the generator to control the target
domain.
All of the above methods have a shortcoming to generate
different images by inputting the same image. Observing injecting
a latent code into the generator of pix2pix will cause mode
2

Image style transfer [21–23] is a popular sub-field in computer
vision area recently, whose aim is to transfer the image from one
domain to another with the style of a reference image such as
change one normal image into the style of Van Gogh's paintings.
Gatys et al. [21] perform artistic style transfer by jointly
minimising the feature reconstruction loss and style reconstruction
loss provided by a pretrained convolution networks. However, it is
too time-consuming to generate a style-transferred image by using
this method because it needs to optimise a model when generating.
Johnson et al. [22] improve the method by training a feedforward
network to do the transfer task and can train one model to transfer
the images to one style. So the image transfer procedure is just a
pass forward of one network, which substantially saves processing
time.
However, the current image style transfer methods can only
generate images that share the same texture features with the style
reference images. However, these methods can only generate one
image by optimising once or train once to transfer images to the
style of one reference image. In other words, they cannot transfer
an image to various styles by training once.

3 Adversarial image generation with double-cycle
training strategy
As illustrated in Fig. 2, our framework uses a style encoder E to
extract the style feature and an image generator G to generate the
natural image by combining the style with a content image. While
training, we apply the double-cycle training strategy and add a
discriminator D to force the generated images to be similar to real
images, as illustrated in Fig. 3.
3.1 Details of each network
3.1.1 Style encoder and generator: The style encoder E
encodes the style feature code z from an image pair of a real image
y and its corresponding content image x
z = E(y, x)

(1)

Moreover, the generator generates a fake image y^ by the style code
z and a content image x
y^ = G(z, x)

(2)

3.1.2 Discriminator: We apply the patch discriminator [8] in our
method, which tries to determine if each patch in the input image is
real or fake, and the output of the discriminator is a feature map
where each pixel corresponds to an image patch. Meanwhile, we
also utilise the least-squares GAN framework [24] and apply the
feature matching loss in our method, which will be explained in
Section 3.3.
3.2 Double-cycle training strategy
To train the style encoder E and the image generator G, here we
need three inputs for training: a content image x and a naturalcontent image pair (ys, xs) as a style reference, where ys represents
the natural image and xs represents the corresponding content
image. It is unreasonable to directly compute the consistency loss
ℒy = ∥ G[E(ys, xs), x] − ys ∥ if x is different from xs while
training.
As a result, in order to train the networks efficiently, in this
paper, we propose a double-cycle training strategy to tackle the
problem. As illustrated in Fig. 3, during the training process, we
IET Image Process.
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Fig. 3 Illustration of our proposed adversarial image generation framework with the double-cycle training strategy. Here, ys represents the real or generating
natural images, xs represents the content images, and zs represents the style feature. When inputting yi into the block E or D, the corresponding xi are inputted
together. The details of training procedure are explained in Algorithm 1 (Fig. 4). Note the two trapezoids with the same text and colour in the illustration
indicate the same networks such as the two Ds, Es, and Gs

3.3 Objective functions
The objective function of the style encoder E and the generator G
consists of the following four parts: (i) the conditional GAN Loss
ℒcGAN; (ii) the adversarial feature matching loss ℒFM; (iii) the
image reconstruction loss ℒy; and (iv) the style feature triplet
margin loss ℒtri. When training the discriminator D, only the
conditional GAN loss is used. The goal of our approach is to
minimise the following loss functions:
ℒ(G, E) = ℒcGAN(G, E) + λFMℒFM + λyℒy + λtriℒtri

(3)

ℒ(D) = ℒcGAN(D)

(4)

3.3.1 cGAN loss: The cGAN loss forces the discriminator D to
distinguish the input is real or generated and the generator G to
generate images which can cheat the discriminator. The objective
of a conditional least-square GAN can be expressed as
ℒcGAN(G, E) = ∥ D(y2′, x2) − 1 ∥2 + ∥ D(y1′, x1) − 1 ∥2
ℒcGAN(D) = ∥ D(y′2, x2) ∥2 + ∥ D(y′1, x1) ∥2
+ ∥ D(y1, x1) − 1 ∥2 + ∥ D(y2, x2) − 1 ∥2

(5)
(6)

3.3.2 Feature matching loss: We regard the patch discriminator
as a feature extractor, and features of the natural images with the
same content should be similar
Fig. 4 Algorithm 1: The pipeline of double-cycle training strategy

input two natural-content image pairs simultaneously, extract their
styles, and exchange them twice to obtain the reconstruction of the
input natural images. Meantime, the triplet margin loss is applied
to the style feature extracted from the origin and style-exchanged
images; the adversarial loss from the discriminator is applied to the
style-exchanged images to force it to be more realistic. The whole
training procedure is described in Algorithm 1 (see Fig. 4).
During the testing process, only the style encoder E and
generator G are used, for a given content image x, we select a
natural-content pair (ys, xs) from the training set, obtain the style
feature z = E(ys, xs) and generate the new image y = G(z, x) as
illustrated in Fig. 2.
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ℒFM = ∥ D(y2′, x2) − D(y2, x2) ∥2 + ∥ D(y1′, x1) − D(y1, x1) ∥2
(7)
3.3.3 Image reconstruction losses: Here, y1′′ and y2′′ are the
reconstructions of y1 and y2 and the image reconstruction error is
donated by L1-loss to encourage less blurring [8]
ℒy = ∥ y1′′ − y1 ∥1 + ∥ y2′′ − y2 ∥1

(8)

3.3.4 Style feature triplet margin loss: It is supposed that each
natural image has a unique style and y2′ should share the same style
with y1, so z1 and z1′ should be much closer than z1 and z2′, which is
similar to z2, z2′, and z1′. We apply the triplet margin loss [25] to the
style feature z1, z1′, z2′ and z2, z2′, z1′

3

Table 1 Architecture of the generator G, style encoder E, and discriminator D
Type/stride
Filter shape
Generator G
Conv/s2
Conv/s2
Conv/s2
Conv/s2
Deconv/s2
Deconv/s2
Deconv/s2
Deconv/s2
Style encoder E
Conv/s2
Conv/s2
Conv/s2
Conv/s2
fully connected
fully connected
First patch discriminator of D
Conv/s2
Conv/s2
Conv/s2
Conv/s1
Second patch discriminator of D
Conv/s2
Conv/s2
Conv/s2
Conv/s2
Conv/s1

Input size

4 × 4 × (1 + 128) × 64
4 × 4 × 64 × 128
4 × 4 × 128 × 256
4 × 4 × 256 × 512
4 × 4 × 512 × 256
4 × 4 × 256 × 128
4 × 4 × 128 × 64
4 × 4 × 64 × 3

64 × 256 × (1 + 128)
32 × 128 × 64
16 × 64 × 128
8 × 32 × 256
4 × 16 × 512
8 × 32 × 256
16 × 64 × 128
32 × 128 × 64

4 × 4 × (1 + 3) × 64
4 × 4 × 64 × 128
4 × 4 × 128 × 256
4 × 4 × 256 × 512
8192 × 1024
1024 × 128

64 × 256 × (1 + 3)
32 × 128 × 64
16 × 64 × 128
8 × 32 × 256
8192
1024

4 × 4 × (1 + 3) × 64
4 × 4 × 64 × 128
4 × 4 × 128 × 256
4 × 4 × 256 × 1

64 × 256 × (1 + 3)
32 × 128 × 64
16 × 64 × 128
8 × 32 × 256

4 × 4 × (1 + 3) × 32
4 × 4 × 32 × 64
4 × 4 × 64 × 128
4 × 4 × 128 × 256
4 × 4 × 256 × 1

64 × 256 × (1 + 3)
32 × 128 × 32
16 × 64 × 64
8 × 32 × 128
4 × 16 × 256

We use the licence-plate image generation experiment as an example, and there are some differences on the number of nodes in fully connected layers in other experiments.

ℒtri = max { ∥ z1 − z′1 ∥2 − ∥ z1 − z′2 ∥2 + margin, 0}
+ max { ∥ z2 − z′2 ∥2 − ∥ z2 − z′1 ∥2 + margin, 0}

(9)

3.4 Network architectures
The style encoder E, generator G, and discriminator D all use
modules in the form of convolution–BatchNorm–LeakyReLU [26],
the architectures are described in detail as follows.
We use encoder–decoder network architecture in generator
G(z, x). The style code z is injected by spatial replication and
concatenated into the generator G with the content image x. The
architectures of the generator G, style encoder E, and discriminator
D are shown in Table 1. The input size in Table 1 is the same as
that in the experiment on the Chinese vehicle licence-plate images,
where the content images have one channel and natural images
have three channels. Note that there are two sub-network of the
discriminator D and the loss functions are computed separately and
averaged at last. Moreover, the activation function of the last layer
of the generator G is the hyperbolic tangent function. The natural
image y and corresponding content image x are concatenated
together and input to the feature encoder E and discriminator D.
3.5 Training details
We implement our approach by using PyTorch [27]. With the
hyper-parameters set to be λFM = 1, λy = 10, λtri = 0.1, and
margin = 1, we train the networks from scratch by using Adam
with the learning rate of 0.0001 and β = (0.5, 0.999) on NVIDIA
GTX 1080Ti [28], and the style feature dimension is fixed to be
128 for all experiments.

4

Experiments

To verify the efficiency and effectiveness of our proposed image
generation framework, we conduct experiments on three different
datasets. The first one is the Chinese vehicle licence-plate image
dataset. For this dataset, we also use the generated images to
4

enhance the training process of the plate recognition task, thus to
further analyse the effectiveness of the generated results. The
second dataset contains Chinese characters with different fonts and
transformations. We regard the fonts and transformations as style
and combine them with the content to generate new images. The
third dataset contains edges2shoes and edges2handbags [8] that use
edges to generate real images.
4.1 Chinese vehicle licence-plate image dataset
Before the experiments, we first collect a Chinese vehicle licenceplate image dataset in which images are captured from a wide
variety of real traffic monitoring scenes under various viewpoints,
blurring, and illumination. All images in the dataset are labelled.
For Chinese licence plates, the first character is a Chinese
character which represents provinces, the second is an upper-case
Latin letter representing cities, then a dot is followed, and after that
there are five upper-case Latin letters or digits to represent the
number of the vehicles; meanwhile, there is a rule that the number
of Latin letters in the five characters is no bigger than two. In
addition, there is no letter ‘I’ and ‘O’ in the plates because they are
similar to the digits ‘1’ and ‘0’. There are two main colour patterns
of the plates, one is white-on-blue and the other is black-on-yellow.
The training set consists of 28,228 images of 31 different
provinces, while the image number of different provinces is an
imbalance. While the test set consist of 3359 images and the
number of different provinces are almost the same. Some examples
of images in the dataset are shown in Fig. 5a.
4.2 Licence-plate image generation
We synthesise the whole licence-plate content image by stitching
61 single white-on-black template images, which contain 31
Chinese characters, 24 upper-case Latin letters (except ‘I’ and ‘O’),
10 digits, and 1 dot. We follow the rule of character arrangement in
the licence plates to stitch those templates by the labels of the plate

IET Image Process.
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Fig. 5 Some examples of real images in training set and the baseline method. The real images are shown in both colour and grey scale
(a) Images in training set (colour), (b) Images in training set (grey), (c) Images generated by baseline method (grey)

Fig. 6 Examples of the generated vehicle licence-plate images by our method. Images in the first column are the input content images, images in the first row
are the style references and others are the generated images

Fig. 7 Image generation results with different experimental settings. For all the three subgraphs, images in the first column are the input content images, and
the images following are the generated images with the content and the corresponding reference images in the first row
(a) Removing the double-cycle strategy, (b) Removing the feature matching loss, (c) Removing the triplet margin loss

we want. The single templates and some examples of the whole
content images are shown in Fig. 1.
The input content and natural images are resized to 64 × 256,
and the size of generated images is kept as the same. We randomly
inverse the colour of the natural image to augment the data because
the two colour patterns (blue and yellow) are exactly the inverses
of each other. As illustrated in Fig. 6, for each given white-onblack content input, we can obtain quite different generated outputs
with varied reference style inputs (images in the first row). On the
other hand, for the same reference style input, we can get results
with similar styles, but with the different semantic information
indicated by the different content inputs.
The style of licence plates is with more relationship with shape,
but not quite sensitive to the colour; moreover, the yellow and blue
colour images are just the inverses of each other. We randomly
inverse the colour while training, so the generated images may
share different colours with the reference images.
4.3 Ablation studies
To verify the efficiency of our proposed training strategy and the
necessity of our well-defined loss functions, here we do ablation
studies in three aspects: the necessity of double-cycle training
strategy, the feature matching loss comparison, and the triplet
margin loss verification.
IET Image Process.
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4.3.1 Necessity of double-cycle training strategy: By removing
the double-cycle training strategy, here we input one naturalcontent pair (y, x), extract its style feature z = E(y, x), and
combine the style with x itself: y^ = G(z, x). Then, the triplet
margin loss cannot be calculated, so we apply a mean square error
loss between z and z^ = E(y^ , x), which is the style feature extracted
from y^ and the total object function is
ℒno − double − cycle = ℒcGAN + λFMℒFM
+λy ∥ y^ − y ∥1 + λz ∥ z^ − z ∥2

(10)

where λFM and λy are the same as that in the main experiment and λz
is the same as λtri. Under these settings, the inference procedure can
hardly benefit from the style encoder E since we only use the
content pair (y, x) to train the encoder E, which potentially makes
the encoder confuse with the image content and the styles. During
the inference process, the style encoder tends to change not only
the styles, but also the content itself.
As shown in Fig. 7a, without the double-cycle training strategy,
the generated images tend to show fuzzy Chinese characters and
the image styles are not quite the same as the reference images.

5

Fig. 8 Some examples of images generated by our generating method and pix2pix [8]. The images generated by our method are shown in both colour and
grey scale
(a) Images generated by our method (color), (b) Images generated by our method (grey), (c) Images generated by pix2pix (colour)

Table 2 RA and CRA of the model trained only on synthetic or real data
Dataset
Number of mixed samples
training set only
our method only
baseline only
training set + ours

—
—
—
31k
62k
105k
310k
31k
62k
105k
310k

training set + baseline

RA

CRA

0.9286
0.8450
0.8645
0.9424
0.9507
0.9496
0.9510
0.9369
0.9337
0.9446
0.9344

0.9760
0.9574
0.9519
0.9824
0.9819
0.9828
0.9811
0.9797
0.9810
0.9782
0.9812

Bold indicates the best results in each evaluation criterion.

4.3.2 Feature matching loss comparison: The feature matching
loss forces the images with the same content (real and generated) to
perform similarly while inputting to the discriminator. If the feature
matching loss is removed, it is easier to the discriminator to
distinguish the real and generated images and the cGAN loss to be
saturated, which is harmful to train the generator G, so the quality
of generated images is poorer than our proposed method. Some
examples of removing the feature matching loss are shown in
Fig. 7b. The generated images are not as realistic as our proposed
method with feature matching loss.
4.3.3 Triplet margin loss verification: The triplet margin loss
forces the different natural images have unique style feature;
however, if we replace that with a mean square error loss between
the style features before and after style exchange
ℒMSE = ∥ z1 − z1′ ∥2 + ∥ z2 − z2′ ∥2

(11)

Then, there is no restriction between the style features extracted
from different real natural images, so it is more possible to overfit
where the efficacy of style encoder E are lost and all style features
outputted by E are almost same. Then, there is no distinction to
change the reference images and the image quality are much poorer
because of the overfitting while generating new images. Some
examples of that are shown in Fig. 7c. The results tend to be blurry
and the style extracted from different reference images is mixed.
4.4 Evaluate
recognition

the

generated

image

by

licence-plate

To better evaluate our proposed image generation approach
quantitatively, here we use the original car plates from the training
set combined with the generated plates to train a car plate
recognition model. Here, we apply the Convolutional Recurrent
Neural Network-connectionist temporal classification (CTC)
framework [29, 30] to recognise the car plates, which uses a sevenlayer Convolutional Neural Network first to extract the feature map
of the sequence text image followed by two bi-directional Long
Short-Term Memory (LSTM) [31, 32] to extract the context
relation, at last, the CTC layer [33] is used to adopt the conditional
probability of each character.
The images inputting to the recognition model are resized to
100 × 32 and change the colour to grey scale.
We follow the method of [34] to synthesis images of Chinese
car plates from the single white-on-black templates as the baseline.
6

We synthesise the car plate images by setting the colours to the
white-on-black image according to the results of the K-means
clustering of the colours of the real images. In addition, we add
some random projective transformation, position variances, and
Gaussian blur on them. Some examples of the real images and
generated images by the baseline method are shown in Fig. 5.
Moreover, the images generated by our method with the same
contents are shown in Figs. 8a and b.
We also try generating the licence plates images by using
pix2pix [8] method, but no reasonable results are obtained because
of the lack of modelling the different styles, some examples are
shown in Fig. 8c.
We compare the performance of our generating network and
baseline by inserting the generated images into the training set and
testing the accuracy changes on the test set. For both the two
methods, we generate 10,000 images per province with random
letters and digits and style reference images of our method are
randomly selected from the training set. Then, there are 310,000
images of each method in total.
4.4.1 Evaluation criterion: We evaluate the car plate recognition
performance in terms of recognition accuracy (RA) and character
RA (CRA), as shown in [35]. The former treats the whole plate
together to evaluate the RA, which means a plate is recognised
correctly only when all the characters of that are recognised
correctly, while the latter evaluates the accuracy of the single
characters.
4.5 Results
We first train the plate recognition model by only using images
from a single source, which are images from the training set only,
images generated by our image generator only and images
generated by the baseline method only.
Then we train the network by mixing the different numbers of
synthesised images into the real training set. The comparison
results are shown in Table 2.
The results show that when using the generated images only,
images from the baseline method provide a slightly better result.
The generated images from both of the methods can further
improve the RA by combining with the original training set. While
the CRA are almost the same, images generated by our approach
help the plate RA exceed the models trained with baseline images
by 2%, which indicate that images generating by our method are
more compatible with the real images. Furthermore, there is no
IET Image Process.
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Fig. 9 Some examples of results of generating Chinese characters images. The images in the first row are the style reference images, images in the first
column are the input content images and that in the last column are the ground-truth images. Other images are the corresponding generated images

Fig. 10 Some examples of results of edges2shoes and edges2handbags datasets. The arrangements of both the sub-figures are the same as shown in Fig. 9
(a) Edges2Shoes, (b) Edges2Handbags

obvious improvement when augmenting more generated image into
the training set. It might be the reason that the styles of generated
images are limited in that of the training images and it is difficult to
cover all circumstances.
4.6 Experiments on generating Chinese characters images
To better verify the flexibility of our approach, we also conduct
experiments on generating Chinese character images from standard
template images. We build a dataset of Chinese characters in
different fonts and shapes. The dataset contains 20,901 Chinese
characters with the Unicode code between 0 × 4E00 and 0 × 9FA5
and we randomly select 20,000 characters to train and others to
test. There are 200 images of each character with a font randomly
selected from 21 different fonts and each image is deformed with a
random offset and a random projective transformation, which is
decided by adding randomly biases to the four corners of the
image. Some examples of the images in the dataset are in the first
row of Fig. 9.
In this experiment, we define the ‘content’ as the character
content of the image and we use the Chinese characters images
with the ‘SimHei’ font and no transformation to express it, which
are in the first column of Fig. 9. When it comes to the ‘style’, we
define it as the fonts and the transformations of the characters.
All images are resized to 32 × 32 and the network architectures
are the same as that in the vehicle licence-plate experiment; the
results are shown in Fig. 9 and all characters in Fig. 9 are sampled
from the test set. The results show that our model can extract the
style of font and deformation and transfer it to different contents
perfectly. What is more, the results show that the definitions of
‘content’ and ‘style’ are really flexible.
4.7 Experiments on generating images from edges
We also apply our method on edges2shoes and edges2handbags [8]
dataset to verify the generalisation of our proposed image
generation framework. As stated in Section 1, the content images
used in our approach can be in quite different forms. Here for these
two datasets, the edge maps are used as the input content images.
On the other hand, images with real colour and fashions are used as
style reference inputs for style feature extraction. In these
experiments, all images are resized to 128 × 128 and other details
are the same as that in the vehicle licence-plate experiment.
Some examples of generated images are shown in Fig. 10.
Similar to the licence-plate dataset, by inputting an edge image as
content, we can obtain quite different generated images with varied
reference style inputs. Meantime, for the same reference style
IET Image Process.
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input, we can get results with similar styles, but with the different
semantic information indicated by the different edge inputs.

5

Conclusion

In this paper, we propose a novel method to generate images by
combining the content and the style feature extracted from existing
images. To realise this, we design a novel double-cycle training
strategy and use the triplet margin loss in the framework. The
method can generate multi-style images from a simple content
image by combining it with a unique style from a natural image.
Experimental results on three different datasets show the
effectiveness and the extendibility of our approach.
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