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Abstract. Annotations for medical images are very hard to acquire as
it requires specific domain knowledge. Therefore, performance of deep
learning algorithms on medical image processing is largely hindered by
the scarcity of large-scale labeled data. To address this challenge, we
propose a semi-supervised learning method for lesion detection from CT
images which exploits a key characteristic of the volumetric medical data,
i.e. adjacent slices in the axial axis resemble each other, or say they bear
some kind of continuity. Specifically, by exploiting such a prior, a semi-
supervised scheme is adopted to propagate bounding box annotations to
adjacent CT slices to obtain more training data with fewer false positives
and more true positives. Furthermore, considering that the NIH DeepLe-
sion dataset has many missing labels, we develop a missing ground truth
mining process by considering the continuity (or appearance-consistency)
of multi-slice axial CT images. Experimental results on the NIH DeepLe-
sion dataset demonstrate the effectiveness our methods for both semi-
supervised label propagation and missing label mining.

Keywords: Semi-supervised learning · Label propagation ·
Lesion detection · Data distillation

1 Introduction

Recently, Convolutional neural networks (CNN) based deep learning algorithms
have shown impressive results on various visual recognition tasks, e.g. image clas-
sification [1–4], object detection [5–9], image segmentation [10–12], etc. These
progresses are mainly nourished by the improved network architecture, increased
computing power, and availability of large amounts of labeled scale training data.
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However, such successes is not easy to be replicated to medical fields. In most
medical scenario, collecting a large-scale dataset could be particularly difficult
with the concern of ethical and privacy problem. What’s more, the labeling pro-
cedure is remarkably time-consuming due to the complexity of medical images,
and requires experts with professional domain knowledge. The insufficiency of
large-scale labeled data significantly hinders the deep learning methods from
going further.

Fig. 1. A CT scan can be seen as a series of continuous slices, with intervals ranging
from tenths of a millimeter to a few millimeters. Lesions can be observed among mul-
tiple slices. The liver lesion in key slice Sk is labeled by human experts manually, it
also appears in adjacent slices Sk+1, Sk−1 with different appearance.

Many approaches [13,14] have explored the data-insufficient problem using
weakly-supervised learning methods to train a lesion detector. These methods
successfully reduce the demand of comprehensive labels, however, the perfor-
mances are relatively not satisfied with image-level supervision only. In clinical
practice, it’s common to only mark the partial of lesions which are most represen-
tative for disease diagnosis, and the trivial lesions are ignored for tedious. This
is also a time-cost trade-off for lesion labeling between weakly-supervised and
fully-supervised learning. However, it further brings the missing label problem,
which is harmful to the training procedure.

To tackle this problem, we adapt missing ground truth mining method to find
lost annotations automatically. Our method bases is based on the observation of
lesion continuity: given a sample consisted of a labeled 2D CT slice with extra
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unlabeled slices as 3D context, a lesion would appear crossing multiple adjacent
slices simultaneously, as is shown in Fig. 1.

Such characteristic of CT images brings us a availability to retrieve the miss-
ing labels. We first make predictions on multiple slices with a pre-trained model,
and then adapt a cross-slice-fusion (CSU) module to integrate generate reliable
missing labels.

Besides, to address the data-hunger problem, semi-supervised learning (SSL)
method [15] finds another way to utilize large unlabeled datasets with few labeled
data as a starting point.

Inspired by SSL, we develop a slice-level label propagation method to fully
exploit the knowledge of limited labeled data.

More specifically, with the consideration of lesion continuity, we propagate
pseudo labels to adjacent slices, so as to get more labeled samples for further
training.

To sum up, our contributions can be summarized as follows: (1) We identify
an important characteristic of CT images and propose a novel semi-supervised
label propagation approach to generate reliable labels for adjacent CT slices.
The proposed approach reduces the risk of overfitting and helps to easy the
data-hunger problem for medical image analysis. (2) Exploiting the same char-
acteristic, we also develop a missing annotation mining approach to learn from
partially-annotated medical data. (3) Our method is model-agnostic and easy to
be transformed for other tasks without tedious human labor, which is meaningful
for medical image processing.

2 Related Work

Automated lesion detection has gained a lot of attention in computer-aided
medical image processing. However, deep learning based methods suffer from the
insufficiency of labeled data. To address this, Cai et al. [13] proposed a weakly-
supervised approach to generate pseudo mask for lesion segmentation. Lee et al.
[14] adopt data augmentation for weakly-labeled liver lesion detection. Recently,
DeepLesion [16], a large-scale CT dataset was proposed, filled the gap of data
sizes in universal lesion detection task. In ULDOR [13], a auxiliary supervision
with pseudo masks was explored to boost detection task with Mask-RCNN [12].
Yan et al. [17] modeled 3D Context Enhanced R-CNN(3DCE) which ensembles
multiple 2D slices as 3D context, and achieved the state-of-the-art performance.
In this paper, we choose 3DCE as basic detection framework.

Weakly-supervised detection learns to classify and locate objects from image-
level annotations. Class activation maps [18] is an intuitive way to get localiza-
tion information from a pre-trained classification network. [19] further employed
adversarial complementary learning to obtain localizations in an end-to-end
CNN. Although many impressive approaches have been proposed, there’s still a
large performance gap between WSL and FSL methods.

Semi-supervised methods provides another thinking to utilize a large amount
of unlabeled data with a small set of fully-labeled data. Among them, self-
training [15] and its follow-up work explored a way to predict pseudo labels
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Algorithm 1. Slice-Level Label Propagation
Input: D, Y : Images and annotations of original dataset; θ: Random initialized net-

work; τ : IOU threshold;
Output: ˜D: Augmented dataset with label propagation.
1: Train θ on original dataset D = {xi}N

i=1 with labels Y = {yi}N
i=1;

2: Set Images ˜D+ = {x̃i}N
i=1 and pseudo labels ˜Y + = {ỹi}N

i for upper adjacent slices
3: for i in N do
4: Get slice x̃i which is adjacent to xi, initialize ỹi = {}
5: Get ground-truth gi = {gik}O

k=1 of CT slice xi

6: Get predicted bounding-boxes Bi = {bij}M
j=1 with θ on slice x̃i

7: for j in M do
8: for k in O do
9: if IOU(bij , gik) > τ then

10: Append bij into ỹi.
11: end if
12: end for;
13: end for;
14: end for;

15: Follow 2 to 14 to generate ˜D− and ˜Y − for lower slices

16: ˜D = ˜D+ ∪ ˜D−

17: ˜Y = ˜Y + ∪ ˜Y −

of unlabeled data, and then retrain itself. [20] ensemble various of transforma-
tions on unlabeled data to generate reliable annotations. Huang et al. further
[21] extended data distillation as well as model distillation to medical tasks.

Object detection from partially-annotated data is another problem differ-
ent from the two methods above. In such case, only part of objects in images
are labeled, while others are ignored. Open Images Dataset v4 [22] present a
large-scale detection dataset with severe missed annotations. [23] attempted to
alleviate the effect of partially-annotated data through several practices.

3 Method

In this paper, we explore a post-processing method with consideration of lesion
continuity to tackle problems mentioned above. In Sect. 3.1, we will introduce a
novel data augmentation approach implemented by semi-supervised label prop-
agation. In Sect. 3.2, based on the few instance-level annotations, we develop a
missing ground truth mining procedure to automatically find the high-quality
pseudo bounding-boxes for the unlabeled instances.

3.1 Slice-Level Label Propagation

CT datasets consist of a series of axial images. In most cases, only key slices
with the maximum cross-sectional area or the most distinctive feature of lesion
are labeled by human experts. The other slices can also contain part of lesions,



Semi-supervised Lesion Detection 295

Algorithm 2. Missing Ground-Truth Mining
Input: D, Y : Images and annotations of original dataset; θ: Random initialized net-

work; τ : IOU threshold; α: score threshold;
Output: ˜Y : Augmented dataset with missing labels.
1: Train θ on original dataset D = {xi}N

i=1 with labels Y = {yi}N
i=1;

2: for i in N do
3: Get key slice xk

i as well as its upper slice xk+1
i , lower slice xk−1

i

4: Get predicted bounding-boxes Bk
i = {bkij}O

j=1 for xk
i

5: Get predicted bounding-boxes Bk+1
i = {bk+1

ij }P
j=1 and Bk+1

i = {bk+1
ij }Q

j=1 for

adjacent slices xk+1
i ,xk−1

i , respectively
6: Get ground-truth Gi = {gik}M

k=1 of CT slice xi

7: Get predicted score S(bk) for bounding-boxes bk

8: for bk in Bk
i do

9: if S(bk) > α then
10: if bk has IOU(bk, ·) > τ with any boxes in Bk+1

i ∪ Bk−1
i then

11: Append bij into ỹi.
12: end if
13: end if
14: end for;
15: for bk+1 in Bk+1

i do
16: if bk+1 has IOU(bk+1, bk−1) > τ with any boxes bk−1 in Bk−1

i and
17: bk+1 has IOU(bk+1, ·) = 0 with any boxes in Bk

i then
18: if S(bk + 1) > α and S(bk − 1) > α then

19: Calculate average coordinate ˜b = AV G(bk+1, bk−1)

20: Append ˜b into ỹi.
21: end if
22: end if
23: end for;
24: for b in ỹi do
25: if b has IOU(b, ·) > 0 with any boxes in Gi then
26: Delete b from ỹi.
27: end if
28: end for;
29: ỹi = ỹi ∪ Gi

30: end for;

while they are usually ignored for deficiency of annotations [16]. A naive way
to utilize these information is to take multiple 2D slices as 3D context. In this
section, a label propagation algorithm is used to generate annotations for those
unlabeled slices, so as to get more available data for training.

First, we follow the method proposed in [17] to train an initial model on the
original dataset. After training, we make predictions for slices adjoin to labeled
slices in training set. Then, for each predicted bounding box pi, we calculate
Intersection over Union (IOU) with all ground-truth boxes Bi = {bij}Mj=1. Once
higher than a threshold τ , we regard it as corresponding area of lesion in this slice,
and preserve it as pseudo labels. The algorithm is summarized in Algorithm1.
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3.2 Missing Ground-Truth Mining

A simple way to deal with missing labels is taking the predicted results of training
set as pseudo ground truth bounding-boxes, and re-train the detection network.
However, the achieved bounding-boxes are quite low-quality for the existing of
noise. [20] ensemble multiple image transformations to generate reliable results.
Similar with [20], we use multi-scale testing and horizontal flipping to get pre-
dictions on labeled slices and its adjacent slices in training set, and a False
Positive Reduction procedure is applied to mine accurate pseudo labels with the
consideration of lesion continuity.

Specifically, for predicted bounding-boxes in arbitrary slice among the three
adjoin slices, we calculate IOU with boxes in the adjoin slices. If a box has more
than one corresponding box with IOU higher than τ , and it’s predicted score
is higher than α, we take the box of middle slice as mined ground truth. The
corresponding boxes may appear in both upper and lower slices, while missing
in the key slice, in this case, we take the average of coordinate the two predicted
boxes as a final pseudo label. The algorithm is summarized in Algorithm 2.

4 Experiments

4.1 Experimental Setup

Dataset. The DeepLesion dataset [16] is mined from annotations stored in hos-
pitals picture archiving and communication systems (PACS) which is marked by
radiologists during their daily work to highlight significant image findings that
may serve as reference for later studies. It is composed of 32,735 lesions in 32,120
bookmarked CT slices from 10,594 studies of 4427 unique patients. Each study
contains multiple volumes (series) that are scanned at the same time point but
differs in image filters, contrast phases, etc. The slice intervals of the CT studies
in the dataset range between 0.25 and 22.5 mm, among which 48.3% are 1 mm
and 48.9% are 5 mm. The diameter of the lesions ranges from 0.42 to 342.5 mm
for long diameter and 0.21 to 212.4 mm for short diameter. In all experiments,
we follow the settings used in [8], to divide the dataset into training (70%),
validation (15%) and test (15%) sets.

Implementation Details. We re-implement the method [17] using Faster R-
CNN with FPN [24] in Pytorch. In all experiments, ResNet-50 is used as back-
bone. Parameters in backbone are initialized with ImageNet pre-trained model,
and all the other layers are randomly initialized. We rescaled the 12-bit CT
intensity range to floating-point numbers in [0, 255]. It uses a single windowing
(-1024-3071 HU) that covers the intensity ranges of the lung, soft tissue, and
bone. Intervals of all volumes are interpolated in the z-axis to 2 mm manually.
Five anchor scales (32, 64, 128, 256, 512) and three anchor ratios (1:1, 1:2, 2:1)
are used in FPN. We use a weight decay of 0.0001 and a momentum of 0.9. The
learning rate is 0.02 for the first 30k mini-batches and reduced by a factor of 10
after the 34k and 36k mini-batches. In Missing Ground-Truth Mining method,
the score threshold α is 0.9. The IOU threshold τ used in this paper is 0.5.
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4.2 Results and Discussion

A predicted box was regarded as correct if its intersection over union (IOU) with
a ground-truth box is larger than 0.5.

In this paper, FPN–3DCE indicates our re-implementation of 3DCE (9 slices)
using Faster R-CNN with FPN. We use FPN-3DCE as our baseline.

The results in Table 1 show our baseline is better than ULDOR [13] and
3DCE (9 slices) [17].

Data Distillation [20] is a kind of semi-supervised learning, which can ensem-
ble predictions from multiple transformations of unlabeled data, using a single
model, to automatically generate new training annotations.

We use FPN–3DCE to implement Data Distillation method. A threshold of
score 0.9 is used to filter reliable annotations for unlabeled slices.

In Table 1, Data Distillation method gets higher sensitivity than baseline with
4 and 8 false positives (FPs) per image, suggesting Data Distillation method is
effective to generate labels for unlabeled slices in training set. Data Distillation
method gets lower sensitivity than baseline with 2 or less false positives (FPs)
per image, suggesting that only use score threshold to filter reliable annotations
for unlabeled slices brings some false annotations.

To demonstrate the effectiveness our method, first we use Missing Ground-
Truth Mining method to deal with missing labels in labeled slices, then we
use Slice-level Label Propagation method to generate annotations for unlabeled
slices in training set. The IOU threshold (τ) used in our method is 0.5. Table 1
shows our method is better than baseline and Data Distillation method. Our
method achieves a sensitivity of 89.15 with 4 false positives (FPs) per image,
which obtains an absolute improvement of 1.57% from previous state-of-the-art.

Table 1. Sensitivity (%) at various FPs per image on the testing set of DeepLesion.
FPN–3DCE indicates our re-implementation of 3DCE using Faster R-CNN with FPN.

FPs per image 0.5 1 2 4 8

ULDOR [13] 52.86 64.80 74.84 84.38 87.17

3DCE, 9 slices [17] 59.32 70.68 79.09 84.34 87.81

FPN–3DCE (baseline) 64.56 75.29 82.49 86.87 89.92

Data distillation 61.05 72.54 81.58 87.58 91.65

Ours 66.02 76.87 84.61 89.15 92.00

4.3 Ablation Study

To demonstrate the effectiveness of our method for both Slice-level Label Propa-
gation (LP) and Missing Ground-Truth Mining (MM), we conduct the following
experimental comparisons. The results are presented in Table 2.
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Table 2. Ablation study of our approach on the DeepLesion dataset.

FPN–3DCE LP MM FPs@0.5 FPs@1.0 FPs@2.0 FPs@4.0 FPs@8.0

� 64.56 75.29 82.49 86.87 89.92

� � 65.49 75.71 83.27 87.83 90.82

� � 65.70 76.23 84.14 88.70 91.75

� � � 66.02 76.87 84.61 89.15 92.00

Fig. 2. The results of MM method. a, b, c, d, e, f are labeled slices in training set
with human annotations (red boxes). Yellow boxes in a, b, c, d, e, f represent missing
labels in labeled slices of training set. The MM method generated missing labels (yellow
boxes) in labeled slices. (Color figure online)

(1) FPN–3DCE (Baseline): We train FPN–3DCE on the official training set of
DeepLesion dataset.

(2) FPN–3DCE + MM: First we use MM method to deal with missing labels in
labeled slices of training set. Then we retrain FPN–3DCE on the augmented
training set with missing labels.
In Fig. 2, red boxes stand for labels in labeled slices. Yellow boxes represent
missing labels in labeled slices of training set. The MM method generated
missing labels (yellow boxes) in labeled slices.
In Table 2, results of FPN–3DCE with MM method are better than that of
FPN–3DCE, suggesting the effectiveness of MM method.

(3) FPN–3DCE + LP: First we use LP method to generate high-quality labels
for unlabeled slices in training set. Then we retrain FPN–3DCE on the aug-
mented training set with label propagation.
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Fig. 3. The results of LP method. Row (1) and Row (2) stand for adjacent slices.
Slices in Column S are labeled slices with human annotations (red boxes) in training
set. Slices in Column S−1 and Column S+1 are unlabeled slices in training set. The
LP method generated reliable labels (yellow boxes) for unlabeled slices in Column S−1

and Column S+1. (Color figure online)

Fig. 4. The results for LP and MM method. Row (1) and Row (2) stand for adjacent
slices. First we use MM method to deal with missing labels in labeled slices (slices in
column S) of training set. Then we use LP method to generate high-quality labels for
unlabeled slices (slices in column S−1 and column S+1) in augmented training set with
missing labels. (Color figure online)
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In Fig. 3, The LP method generated reliable labels (yellow boxes) for unla-
beled slices in Column S−1 and Column S+1. In Table 2, we can see that
FPN–3DCE with LP method gets higher sensitivity than FPN–3DCE, sug-
gesting the LP method is useful.

(4) FPN–3DCE+MM+LP: First we use MM method to deal with missing labels
in labeled slices of training set. Then we use LP method to generate high-
quality labels for unlabeled slices in augmented training set with missing
labels. Finally, we retrain FPN–3DCE on the final augmented training set.
The results are showed in Fig. 4.

In Table 2, the effectiveness of LP and MM method is verified.

5 Conclusion

In this paper, we develop a semi-supervised learning method to address the data
scarcity problem for medical image analysis. Specifically, we propose a Slice-
level Label Propagation method for semi-supervised lesion detection with limited
training data. By exploiting the continuity of the adjacent slices in volumetric
medical data, we develop a semi-supervised learning method that can simultane-
ously acquire reliable label propagation and complete the missing annotations.
The proposed method achieves a sensitivity of 89.15% with four false positives
per image, which obtains an absolute improvement of 1.57% from previous state-
of-the-art, suggesting that the proposed method is very effective. It should be
noted that the proposed method, which is intuitive and simple to implement,
can be easily extended to other tasks which involve volumetric medical data.
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