
International Journal of Computer Vision
https://doi.org/10.1007/s11263-019-01267-0

Disentangled Representation Learning of Makeup Portraits in the Wild

Yi Li1,2,3,4 · Huaibo Huang1,2,3,4 · Jie Cao1,2,3,4 · Ran He1,2,3,4 · Tieniu Tan1,2,3,4

Received: 20 April 2019 / Accepted: 22 November 2019
© Springer Science+Business Media, LLC, part of Springer Nature 2019

Abstract
Makeup studies have recently caught much attention in computer version. Two of the typical tasks are makeup-invariant
face verification and makeup transfer. Although having experienced remarkable progress, both tasks remain challeng-
ing, especially encountering data in the wild. In this paper, we propose a disentangled feature learning strategy to fulfil
both tasks in a single generative network. Overall, a makeup portrait can be decomposed into three components: makeup,
identity and geometry (including expression, pose etc.). We assume that the extracted image representation can be
decomposed into a makeup code that captures the makeup style and an identity code to preserve the source identity. As
for other variation factors, we consider them as native structures from the source image that should be reserved. Thus a
dense correspondence field is integrated in the network to preserve the geometry on a face. To encourage delightful visual
results after makeup transfer, we propose a cosmetic loss to learn makeup styles in a delicate way. Finally, a new Cross-
Makeup Face (CMF) benchmark dataset (https://github.com/ly-joy/Cross-Makeup-Face) with in-the-wild makeup portraits
is built up to push the frontiers of related research. Both visual and quantitative experimental results on four makeup datasets
demonstrate the superiority of the proposed method.

Keywords Face verification · Makeup transfer · Disentangled feature · Correspondence field

1 Introduction

Makeup, usually used to conceal flaws, enhance attractive-
ness or alter appearance, has become quite popular inmodern
life. It is a daily necessity for many people and is well
accepted by the public, evidenced by the fact that the con-
sumption value of the cosmetics and personal care almost
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reached 77.7 billion euros in 2017 in Europe.1 As one
of vital roles in fashion, the evolution of makeup is even
deemed as a reflection of culture difference and social trends.
Along with the development of portable imaging devices and
Internet, it becomes much easier to get access to makeup
portraits. Recently, more and more studies have been raised
to explore face images with makeup. Two of the typical
topics are makeup transfer and makeup-invariant face ver-
ification/recognition.

In early days, the application of makeup remained a phys-
ical endeavor for quite a long time. When meeting a favorite
makeup style on another person (e.g. a celebrity), it is natural
to wonder what it would be like to wear the makeup on one-
self. Instead ofwaiting for themakeup artist to apply a desired
makeup on one’s face, it would bemore grateful to have a trial
digitally. Similar requests also appear at cosmetic counters.
A realistic digital trial of a certain product may offer better
shopping experience for customers. Some virtual makeup
application tools like Taaz 2 help users try makeup styles
captured from photos. But they can only provide the user

1 https://www.statista.com/statistics/439551/european-cosmetics-
market-value/.
2 http://www.taaz.com.

123

http://crossmark.crossref.org/dialog/?doi=10.1007/s11263-019-01267-0&domain=pdf
http://orcid.org/0000-0002-2856-7290
https://github.com/ly-joy/Cross-Makeup-Face
https://www.statista.com/statistics/439551/european-cosmetics-market-value/
https://www.statista.com/statistics/439551/european-cosmetics-market-value/
http://www.taaz.com


International Journal of Computer Vision

with limited several styles. Recently some makeup transfer
methods (Chang et al. 2018; Li et al. 2018a) with remark-
able results have been proposed. These methods are typically
based on generative models with unsupervised learning, i.e.
CycleGAN (Zhu et al. 2017). They achieved to transfer the
makeup style from an example to the target. Different from
them, we contrive to learn meaningful internal representa-
tions from makeup portraits and deal with multiple makeup
related tasks.

Although makeup is usually associated with beauty, it
may also cause inconvenience in the daily life. As has been
revealed in Dantcheva et al. (2012), the performance of face
verification methods is severely reduced by the application
of facial makeup. Ranging from unlocking a smart phone to
passing through the security check at an airport, face ver-
ification technology now plays a significant role in various
daily scenarios. In fact, most of these applications are related
to privacy and security. It is of great importance to guarantee
the verification reliability in different scenes. With the rise of
deep learning approaches, face verification research has been
promoted significantly (Sun et al. 2013, 2014; Taigman et al.
2014; Jing et al. 2016; Zhang et al. 2016; He et al. 2017; Wu
et al. 2018). Nonetheless, there is still room for improvement,
particularly in specific cases. The face appearance of a person
in practice is often influenced by many factors, e.g., sensors
(Zhang et al. 2019; Yu et al. 2019), view angles (Huang et al.
2017; Zhao et al. 2017; Hu et al. 2018), expressions (Song
et al. 2018; Lu et al. 2018) and makeup changes (Sun et al.
2017; Li et al. 2018c). In this paper, we focus on studying
the effect of makeup.

As mentioned above, makeup is a convenient way to
change one’s facial appearance. These changes have char-
acters of universality, impermanence and variability of facial
cosmetics. It is a fact that most people only wear cosmetics
during the daytime and remove them at night for health. Dif-
ferent from plastic surgery, makeup is temporary and is easy
to change according to occasions or moods. These frequent
facial changes induced bymakeup, both globally and locally,
will pose a strike to existing face verification systems, espe-
cially those that did not take makeup into consideration.

To address this problem, we exploit a disentangled repre-
sentation learningmethod formakeup portraits to remove the
makeup on faces. And then use the synthesized de-makeup
images for verification. As illustrated in Fig. 1, one apparent
advantage of applying representation disentanglement is to
kill two birds with one stone. Given a makeup portrait, we
divide the extracted representation into two parts, each cor-
responding to makeup and identity respectively. The identity
representation can serve for preserving the source subject
information, while themakeup one can benefitmakeup trans-
fer which will be introduced in the following.

As a matter of fact, both makeup-invariant face verifica-
tion andmakeup transfer are inherently “unpaired” problems.

Fig. 1 Illustration of representation disentanglement. Makeup portraits
in the wild involve kinds of complex variations, making them challeng-
ing to deal with. By disentangling an in-the-wild portrait into makeup,
identity and geometry, both makeup transfer and makeup-invariant face
verification would receive benefits

Because it is impossible to acquire both images with and
without makeup simultaneously. Besides, the ground truth
of the makeup transfer result is supposed to be unavailable.
And in-the-wild data will make the problem more complex
and more difficult to deal with. Although there are multi-
ple images referring to the same subject in datasets, the data
involved are all collected in the wild. Despite identity and
makeup variations,many other factors including view angles,
subject expressions and imaging conditions may alter. In this
paper, we consider these factors as native structures from the
input, which should be kept intact. To this end, we employ a
3D guidance in our network to guard the output quality.

To summarize, we propose a disentangled representation
learning scheme to serve for twomakeup tasks and instantiate
it with a newly designed generative network. Taking makeup
portraits in the wild as the input, the network outputs two
disentangled representations, a dense correspondence field
result and a synthesized face image after makeup transfer.
We further conclude that the system should satisfy the fol-
lowing criteria. (1) The disentangled makeup representation
should be capable of controlling the makeup style of the out-
put image. (2) The synthesized face are supposed to look
natural and realistic. (3) The de-makeup results should facil-
itate the cross-makeup verification performance. (4) Except
for themakeup status, the output ought to resemble the source
image in many respects involving identity, pose and expres-
sion.

To meet these criteria, the generative network with disen-
tangled feature learning is newly designed and illustrated in
Fig. 2. Generally speaking, the network can be divided into
two branches. The Generative Adversarial Network (GAN)
(Goodfellow et al. 2014) based two-pathway method was
first proposed in TP-GAN (Huang et al. 2017), where the
two paths aim at local and global information respectively.
Different from methods like TP-GAN that use both paths
for image synthesis, each branch in our network focuses on
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Fig. 2 The schematic diagram of our network. An in-the-wild portrait
is divided into three components: makeup, identity and geometry (rep-
resented by the UV field). For the makeup representation, we assume
separate prior distributions for makeup and non-makeup domains. By
changing the makeup representation, our network can accomplish mul-
tiple tasks including makeup removal, applying makeup and makeup

transfer based on a reference. Here we use the reconstruction process
in the training phase as an example for clear illustration. The recon-
struction is a special case where the input image acts both source and
reference simultaneously. The concrete training strategy with a source
and a reference is presented in Fig. 5. Note that both network architec-
ture and loss functions stay the same for different cases

individual task. One of them aims at learning disentangled
representations, while the other is designed for preserving
native structures of input which form the third disentangled
component of an image.

The disentangling branch is composed of an encoder
and a decoder. Inspired by Variational Autoencoder (VAE)
(Kingma andWelling 2014; Rezende et al. 2014) and knowl-
edge distillation, a KL loss and an ID loss are imposed on the
extracted representations for disentanglement. In the other
branch, we adopt the U-net structure (Ronneberger et al.
2015; Isola et al. 2017) to estimate the UV correspondence
field components (Güler et al. 2017, 2018) which act as a
bind between the 3D surface and 2D space. For simplicity,
we name this branch as “UV branch” in the following of the
paper. At last, we use another generator (seeing the decoder
in the disentangling branch as a generator) to combine the
results of the two branches and produce the final output.
An adversarial loss, a background reconstruction loss and
a newly proposed cosmetic loss are applied at the end of the
network to boost the visual quality of synthesized results.

Experiments are conducted on three existing makeup
datasets and our newly proposed dataset. The results demon-
strate that our method not only produces visually appealing
outputs at a high resolution, but also facilitates makeup-
invariant face verification. The major contributions of this
paper are summarized as follows.

– A novel disentangled representation learning scheme
is proposed for makeup portraits to benefit makeup-
invariant face verification and makeup transfer. To the
best of our knowledge, it is the first scheme to deal with
both makeup related issues simultaneously.

– We design a new end-to-end network to disentangle
makeup, identity and geometry information in a makeup
portrait. The makeup code can be applied to makeup
transfer while the identity representation provides promi-
nent supervision over the output and thus boost verifica-
tion performance.

– To deal with geometric variations of in-the-wild data, the
dense correspondence field (that binds 3D surface and
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2D space) is estimated in the network, leading the output
to preserve the similar pose and expression as the input.

– To complement existing efforts and promote the devel-
opment of makeup related research, we establish a new
Cross-Makeup Face (CMF) benchmark dataset with high
resolution face images across makeup styles as well as
identity annotations.

2 RelatedWork

2.1 Makeup Studies

In the past decade, makeup studies has seen a remark-
able development across multiple tasks. For detecting and
removingmakeup,Wang aand Fu (2016) resorted to locality-
constrained dictionary learning to erase makeup according
to the style. Alashkar et al. (2017) considered an auto-
matic makeup recommendation system and realized it with
an examples-rules guided deep neural network. Chen et al.
(2017) focused on beautification in camera or image process-
ing Apps and achieved blind reversion of skin smoothing as
well as skin color change.Nevertheless,makeupalso imposes
side effects on face verification.

In most of the first literatures dealing with makeup prob-
lem on face verification, correlation-based feature schemes
were explored to increase the similarity between face images
of the same person (Hu et al. 2013; Guo et al. 2014; Chen
et al. 2016). In Sun et al. (2017), a Convolutional Neural
Network (CNN) based method was developed to make use
of the free videos for training and the network was fine-tuned
on small makeup datasets afterwards. With the development
of deep generative models, researchers set out to explore
new insights into this problem. Li et al. (2018c, 2019b) pro-
posed a learning from generation framework and a bi-level
adversarial network (BLAN) towards removing makeup for
verification. But the quality of their synthesized images is
not rather satisfied especially when there are geometric vari-
ations and occlusion.

Makeup transfer is a task to transfer the cosmetic style of
an example to another face realistically and naturally. Taking
a before-and-after makeup image pair as input, Tong et al.
(2007) transferred the cosmetic effect to an image of a new
face via graphic computation. In spite of traditional meth-
ods, Liu et al. (2016) divided makeup into several parts with
face parsing and completed transfer task in a deep localized
network. Afterward PairedCycleGAN Chang et al. (2018)
was proposed to apply and remove makeup by feat of Gen-
erative Adversarial Network. The results of makeup transfer
was quite striking, but we notice that all the input images
shown are front faces with clear background. Following the
thought of CycleGAN Zhu et al. (2017); Li et al. (2018a)
realized makeup style transfer in an unified network called

BeautyGAN by incorporating global domain-level loss and
local instance-level loss. Sincemakeup is deemed one of face
attributes, attribute transfer methods, e.g. Liao et al. (2017),
can also be adapted for makeup transfer. However, these
methods are merely tailored for makeup style transfer and
may not be appropriate for face verification. In this paper,
we attempt to tackle with multiple makeup related tasks on
in-the-wild portraits by disentangled feature learning.

2.2 3D Face Analysis

Facial makeup type transformation can be regarded as a
transformation process of facial texture in the view of 3D
human face analysis. The well-known 3DMM (Blanz and
Vetter 1999) has been widely employed to express facial
shape and appearance information for facial attribute edit-
ing. Subsequent work (Roth et al. 2015, 2016; Zhu et al.
2016) mainly focused on improving the accuracy and stabil-
ity of the fitting procedure, yielding relatively good results in
constrained environments. (Tu et al. 2019) further used 2D
face images with noisy landmarks to assist 3D face model
learning, accomplishing 3D face reconstruction and dense
face alignment based on 3DMM.Recently, establishing inter-
mesh dense correspondence between the 3D and 2D space
becomes popular and show its strength in face related image
generation tasks. Güler et al. (2017, 2018) proposed a novel
UV correspondence field aiming at establishing pixel-wise
correspondence between RGB color space and 3D surface
space for 3D face analysis. The UV correspondence field has
been proved to be a powerful representation that depicts the
geometric information of the human face (Cao et al. 2018).
Compared with other geometric guidance information, e.g.,
landmarks and facial parsing maps, the UV field has two
significant advantages: (1) the pixel-wise relation between
the pose-invariant facial texture map and the 2D image is
specified by the UV field. Therefore, the UV field contains
complete shape information for a given face. (2) 3D super-
vision is subtly integrated by the UV field. In this paper,
we ingeniously introduce a 3D-aware model to maintain the
facial geometric information via UV correspondence field
estimation.

2.3 Disentangled Representation

To model the factors of data variation efficiently, researchers
have exploited diverse representation disentanglement meth-
ods. In this paper,wemainly review those basedongenerative
models which can be grouped according to different degrees
of supervision. Some works tend to make full use of labeled
data to decompose class related representations. For instance,
auxiliary classifier GAN (Odena et al. 2017) was proposed
to synthesize images conditioned on ImageNet classes. A
regularized GAGAN was developed in Tran et al. (2019) to
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disentangle appearance and shape in the latent space. Zhao
et al. (2019) disentangled facial representations from age
variations and produced cross-age face synthesis in a deep
Age-Invariant Model. For semi-supervised disentanglement,
Kingma et al. (2014) extended VAE with a stochastic vari-
ational inference algorithm. Based on unsupervised setting,
InfoGAN (Chen et al. 2016) learned disentangled represen-
tations through maximizing the mutual information between
latent variables and the observed data. However, these meth-
ods merely focus on the problem of a single domain.
Recentlymany approaches (Lee et al. 2018;Gonzalez-Garcia
et al. 2018; Huang et al. 2018) have been presented to
study cross-domain/multi-domain representation disentan-
gling.

2.4 Deep Generative Models

Recently, the quality of image generation has been dramati-
cally improved by the progress in deep generative methods,
including generative adversarial networks (GANs) (Goodfel-
low et al. 2014), variational autoencoders (VAEs) (Kingma
and Welling 2014), and autoregressive models (Oord et al.
2016).GANshave been successfully applied to addressmany
computer vision problems, e.g., image-to-image translation
(Zhu et al. 2017), face attribute editing (Choi et al. 2018),
and high-resolution image generation (Karras et al. 2018).
In the meantime, VAE is also favored because of the sta-
bility of training and the ability to precisely control the
latent representations. As a consequence, researchers also
explored hybrid schemes (Larsen et al. 2016; Bao et al.
2017) to combine the advantages of both models. Recent
work (Kingma et al. 2016; Huang et al. 2018) on improv-
ing the visual quality of VAE has brought experimental
results comparable with GANs. Similarly, we propose a
hybrid facial makeup transformation method that combines
the advantage of GAN and VAE, improving both the visual
realism and the identity-preserving ability. But different from
existing conditional generative models, we propose to use
disparate distributions instead of labels to control the output
attributes.

3 Approach

To learn meaningful intermediate representation from
makeup portraits in the wild, we propose a disentangled
feature learning scheme based on generative networks. Our
method is capable of fulfilling multiple makeup related tasks
in one forward pass. We depict the overall structure in Fig. 2,
and the details are described below. An overview with nota-
tions is given first, followed by the elaboration of each
subnetwork with loss functions. Finally, we summarize the
training strategy of the entire end-to-end network.

3.1 Overview

Let X ∈ X and Y ∈ Y be images from two different
domains. Without loss of generality, we suppose that X
contains images with makeup whileY contains images with-
out makeup. For convenience of verification (which aims at
determining whether a pair of images come from the same
person), identity information of the images is requested. Thus
we further assume that {X1,Y1}, {X2,Y2} · · · go in pairs and
each refers to a certain subject. Different from face verifica-
tion, makeup transfer is often formulated as an unsupervised
problem. Because it is difficult to get access to triplet data
enveloping a source image, a reference image and the ground
truth with source’s identity and reference’s makeup. As a
consequence, we train the network in a hybrid way. Both
supervised and unsupervised learning are employed in the
training progress, the supervised one for verification and the
other for makeup transfer. The training details will be intro-
duced later.

Given an input face image X or Y , our goal is to learn two
disentangled representations (identity and makeup) and gen-
erate a realistic image with desired characters. Since the data
we use are acquired in the wild, we resort to progress in 3D
face analysis and add a dense correspondence field estimator
to preserve the input geometric information. Among all the
possible cases, reconstruction of the input is a representative
one. In the following, we take the reconstruction process of
an image with makeup as an example (as shown in Fig. 2)
and elaborate the proposed network. It is worth noting that
all the architecture and loss functions are also applicable to
other cases. The only difference lies in the input.

3.2 Disentangled Feature Learning

There are two main branches in our network before the final
generator. The upper branch in Fig. 2 is the UV branch which
will be introduced later. The lower branch is the disentangling
branch that plays a leading role in this paper. Following an
encoder-decoder architecture, the disentangling branch con-
sists of an encoder denoted by E and a decoder denoted by
G1 in the diagram. By passing through a series of convolu-
tional layers, the encoder E extracts a latent representation
from the input image X . Typically, the decoder G1 will treat
the representation as a whole and generate an output image
conditioned on it. In this way, an image from one domain
can be transfer to another domain. Although being straight-
forward, it is a vague procedure since it lacks control over
the output.

In our scheme, we intend to obtain meaningful represen-
tations that would give appropriate conditions. Instead of
treating the encoded representation as a whole, we split it
into two parts, i.e. the makeup code m and the identity code
d. The decoderG1 takes bothm and d as inputs with m offer-
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ing makeup style and d offering subject information. Ideally,
the decoder/generator can produce images of a certain sub-
ject with desired makeup. As a reminder, we consider the
decoder as the first component of the entire generator and it
exports a feature map with abundant content information for
the final output.

To achieve disentanglement, we impose separate con-
straints on the split representations. Inspired by VAEs, we
assume that m ∼ N (μ, I ) and the KL loss is employed as a
prior regularization which is calculated by computing the KL
divergence between the approximate posterior and the prior
p(m):

LK L = DKL(qφ(m|X) ‖ p(m)) (1)

where φ represents the parameters in encoder E . In the stan-
dard VAE model, the prior regularization imposed on the
intermediate representation is usually a Gaussian distribu-
tion. We modify it by imposing two Gaussian distributions
with different means on two domains, i.e., the makeup
domain and the non-makeup domain. The reason is to
enhance discrimination of the learned makeup codes. By
separating the prior distributions, the network can easily
distinguish which domain the makeup codes come from,
reducing ambiguity during synthesis. For makeup portraits,
we set m ∼ N (−1, I ) while m ∼ N (1, I ) are for the non-
makeup domain. It is noting that there is also a reconstruction
term inVAEs.Wemove it to the end of the second component
of the generator with better supervision. As for the identity
codes, we adopt another concept from knowledge distilla-
tion. Leaving out the side effects of makeup, there are many
methods that can provide delightful representations for face
verification.Among them,weuseLightCNN(Wuet al. 2018)
with open resource to provide supervision. With L(·) repre-
senting the discriminative features extracted by LightCNN,
the ID loss can be calculated as

L I D = ‖L(X) − d‖2 . (2)

In testing phase, the disentangled representations are
extracted from images. On one hand, the identity code d
can be directly used for makeup-invariant face verification.
On the other hand, different makeup styles can be applied to
the source image by changing the makeup code m.

3.3 Dense Correspondence Field Estimation

When studying makeup portraits, we concern different sub-
jects with diverse makeup styles. Apart from identity and
makeup, there are many other factors that may alter between
two in-the-wild portraits, like viewing angles and face
expressions. These inevitable variations make it quite tough
to achievevisual appealingoutputs. Insteadof eliminate these

Fig. 3 Visualization of the dense correspondence. The original image
is presented on the left while on the right lie the corresponding u map
and v map

variations, we consider them as native structures from input
source and they should be reserved for the output. To this
end, we introduce a dense correspondence field to recover
source geometric information without any explicit 3D face
model.

According to Güler et al. (2017, 2018), geometry and
texture of a face image can be disentangled by dense cor-
respondence. The texture map is like the surface of a 3D
face while the dense correspondence field stores the geome-
try. Thus we merely learn to estimate dense correspondence
field in our network. Given an image X ⊂ R

N×N×3, its dense
correspondence field F = (u; v) is composed of maps in UV
space and u, v ⊂ R

N×N . Figure 3 provides a visualization
result where we render the minimum as blue and the maxi-
mum as yellow.

To estimate the dense correspondence field of an input
image, we employ a transformer (denoted by T) built with
the U-net structure. As a result of multiple cross-layer con-
nections, the transformer T can acquire abundant context
information better and thus maintain geometry. We train
T with the UV loss which minimizes the pixel-wise error
between the estimated result and the ground truth. Con-
cretely, the UV loss is formulated as

LUV = ‖T (X) − F‖1 (3)

where T (·) is the estimated dense correspondence field result
of input X . Similar with (Cao et al. 2018), we resort to a 3D
shape estimation method to obtain the ground truth dense
correspondence field F . For a face image, we first estimate
a 3D face model using BFM (Paysan et al. 2009). Then the
model fitting in Zhu et al. (2016) is applied to get coordinates
of vertices. Finally, the vertices are mapped to UV space by
the cylindrical unwrapping (Booth and Zafeiriou 2014).

3.4 Generator

As has been mentioned above, the generator consists of two
components. One is the decoder G1 in the disentangling
branch and the other lies at the end of the network which is
denoted by G2. G2 takes the output of G1 and the estimated
dense correspondence field result as inputs. Concretely, the
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Fig. 4 A sample face parsing result used for the cosmetic loss. a the
input image with makeup. b the parsing result of a produced by Wei
et al. (2017). c the adapted parsing map with different cosmetic regions

two inputs are concatenated along the channel dimension.
From another perspective, the dense correspondence field
result is add in middle of the generator for a better visual
output. G2 outputs a realistic image of the same size as the
input with desired characters.

For makeup transfer, there is generally a source image and
a reference image. The reference merely provides makeup
style information while the rest of the output should be con-
sistent to the source. The reconstruction of the input is a
special case in which the source and the reference are the
same. In fact, makeup transfer is usually formulated as an
unsupervised problem since the ground truth is difficult to
acquire. In this paper, we follow this trend and train the gen-
erator with three types of loss functions.

For better elaboration, we assume two input images (i.e. a
sourceY withoutmakeup and a reference X withmakeup) are
provide simultaneously. The goal is to transfer the makeup
in X to Y . Noting that X and Y could refer to different sub-
jects. Therefore, the input of the generator is formed by the
dense correspondence field result and the identity code of the
source as well as the makeup code of the reference. Inspired
by Li et al. (2018a), we propose a cosmetic loss in this paper,
aiming at learning makeup locally. Despite the global aes-
thetic perception of makeup, it is substantially a combination
of several cosmetic regions. These regions typically include
eye shadows, lipsticks and foundation. Based on this consid-
eration, we first obtain face parsing results with the method
in Wei et al. (2017) and adapt the parsing results for our sit-
uation. A sample is showed in Fig. 4. Taking eye shadows
(coloured with magenta in Fig. 4c) as the instance, we calcu-
lated the mean μ and standard deviation σ in RGB space for
the region. And then, the statistics of the output and the ref-
erence are driven to be matched. The cosmetic loss is defined
as

Lcos =
∑

i

‖μi − μX
i ‖2 + ‖σi − σ X

i ‖2 (4)

where i = {1, 2, 3} indicates the cosmetic regions.
Different from the makeup, the rest (coloured with black

in Fig. 4c) of the generated image should be consistent with

Fig. 5 Illustration of the data flow in a training process. Different
colours indicate different subjects while different textures refer to dif-
ferent makeup states. There are two inputs on the left and four outputs
on the right in a forward pass. The disentangled representations locate
in the middle

the source. Hence, we adopt a background reconstruction
loss formulated as

Lbg = ‖Y ′
bg − Ybg‖2 (5)

where Y
′
bg and Ybg represent the background of the output

and the source respectively. To alleviate artifacts and blur in
the output Y ′, we utilize a discriminator D to distinguish the
generated image from real ones. The corresponding adver-
sarial loss is formulated as

Ladv = EY [logD(Y )] + EX ,Y [log(1 − D(Y ′))] (6)

The generator receives three type of losses and the full objec-
tive function is

LG = Lcos + αLbg + βLadv (7)

where α and β are weights the balance the contribution of
each term.

3.5 Training Strategy

In previous sections, we simplify the model by setting the
source and the reference as the same to make the elabora-
tion clear. However, in the training process, we send a pair
of images into the network at a time. An illustration of the
data flow in one training round is presented in Fig. 5. As is
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mentioned in Sec. Overview, the training data goes in pairs.
It means that if there is an image with makeup, there must
be a corresponding image without makeup of the same per-
son. Before training, we shuffle all the data by exchanging
the images between two pairs. For instance, we exchange
the non-makeup images in {X1,Y1} and {X2,Y2}, yielding
{X1,Y2} and {X2,Y1}. By thismeans, there are still amakeup
image and a non-makeup image in each pair, but coming from
different subjects.

In a training round, two images from one pair {X1,Y2}
are input into the network. Both images will go through
the encoder E and the transformer T , obtaining two sets of
disentangled representations (i.e. {mX

1 , dX
1 } and {mY

2 , dY2 })
and two dense correspondence field results FX

1 , FY
2 . By

exchanging one of the representations, four kinds of com-
binations {mX

1 , dX
1 , FX

1 }, {mX
1 , dY2 , FY

2 }, {mY
2 , dX

1 , FX
1 } and

{mY
2 , dY2 , FY

2 } can be used to generate four outputs. Among
them, two images are the reconstruction of the input and the
rest are the results of makeup transfer. The shuffle and repre-
sentation exchanging ensure the disentanglement quality for
they guide to eliminate unnecessary information and reserve
valuable one in each representation.

4 Experiments

We conduct experiments on four (three existing and one
newly established) datasets to verify the effectiveness of our
disentangled feature learning method. We first introduce the
datasets we use and give the training details of our network.
Two makeup related tasks containing makeup-invariant face
verification and makeup transfer are considered. Concretely,
there are both makeup removal and applying results are
presented for makeup transfer. Comparison with existing
state-of-the-arts methods are shown. Finally, analysis exper-
iments are carried out based on the structure of the network
and the use of loss functions.

4.1 Datasets

Three existing makeup datasets with public access are
involved in the experiments.Dataset1 (Guo et al. 2014) con-
tains 1002 images of 501 female identities (mainly Asian
and Caucasian). For each identity, there is a makeup image
as well as a non-makeup image for use.Dataset2 is collected
in Sun et al. (2017) and is consist of 203 pairs of makeup and
non-makeup images.Dataset3 (FAM) (Hu et al. 2013) com-
prises 519 subjects in total, 222 of which are male. Similar
to the above two, each subject has a pair of images with and
without makeup.

We merely employ these datasets for test and follow the
protocol provided by Guo et al. (2014), Sun et al. (2017),
Hu et al. (2013). Each dataset is divided into five folds with

almost the samenumber of pairs.We test on one fold at a time:
all the positive pairs and equal amount of randomly selected
negative pairs from the fold. The average rank-1 accuracy
over the five folds will be presented as verification perfor-
mance. For convenience of comparing different methods, we
uniformly resize images in these datasets to the resolution of
128 × 128 in our experiments.

Cross-Makeup Face (CMF) Since the mentioned three
datasets are all collected by searching for eligible images
on the Internet directly, there are problems of inconsistency
of identity age, imaging condition, etc., as well as severe blur
and evenmislabeling. Furthermore, the images are of low res-
olution (typically below 256 × 256). Having seen the rapid
rising of portable imaging technology, these images appear
to be inadequate for the development of image generation
and makeup related tasks. In this paper, we propose a new
Cross-Makeup Face (CMF) benchmark dataset.

In order to urge consistency in subject age and imaging
condition,we resort tomakeup tutorial videos on the Internet.
For each video we collect, two frames with a distinct and
non-occlusion face are extracted, one for before makeup and
the other for after makeup. We finally harvest 2611 pairs of
1425 identities after carefully manually screening. There are
various makeup styles including Korean style, western style,
retro style, etc. When collecting data, we also take descent,
gender, pose into consideration. Some samples are provided
in Fig. 6 and significant differences can be observed between
makeup and non-makeup images. The detailed information is
summarized in Table 1. All the images in CMF come in pairs
with defined subject ID. Different from Chang et al. (2018)
that focuses on cosmetic transfer, our dataset contains both
makeup variations and identity information, making CMF
suitable for various makeup related tasks.

The differences between CMF and MT dataset (Li et al.
2018a) mainly lie in three-folds. (1) In addition to makeup
variations like MT dataset, CMF also contains identity infor-
mation presented by a defined ID for each individual in the
dataset. It makes CMF suitable for not only makeup transfer
but also studyingmakeup impact on face verification. (2) The
data collection schemes of the two datasets are different. The
non-makeup images and makeup images inMT are collected
separately, while the images in CMF are collected in pairs
from makeup tutorial videos. When there is a non-makeup
image, there is always a corresponding makeup image in
CMF. (3) More variations including gender are considered
in CMF. As summarized in Table 1, there are 203 male indi-
viduals in CMF, but MT only consists of female images.

To the best of our knowledge, CMF is the largest dataset
appropriate for makeup-invariant face verification. We nor-
malize the images in CMF in the following steps to overcome
redundant rotation. For each image, the 5 facial points are
detected by Sun et al. (2013). Then the image is rotated
to make the eye points horizontal. In the experiments, we
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Fig. 6 Samples from the newly established CMF dataset. The image
resolution is 256×256. The upper row lies sample images with makeup
while the corresponding images without makeup are in the lower row.

The two images in each column come from the same person. Various
makeup styles of different descents are collected. We present images
with relatively less noisy variations for better visualization

Table 1 Comparison of the
three released makeup datasets
and the newly established
Cross-Makeup Face dataset

Dataset Subjects Female Male Image pairs
per subject

Total images

Dataset 1 501 501 0 1 1002

Dataset 2 203 203 0 1 604

FAM 519 297 222 1 1038

CMF 1425 1222 203 1–3 5222

train our network on CMF and test it on the mentioned four
datasets. The usage protocol of CMF is suggested as follows.
Since there are 2–5pairs of images for each subject,we divide
the training/testing set according to identity. Specifically, we
randomly select 80% subjects and all of their image pairs
constitute the training set while the rest data goes into the
testing set. No overlap between training set and testing set is
ensured in this way.

4.2 Implementation Details

Network ArchitectureThere are fourmodules in the proposed
generative network: an encoder E , a decoder G1, a dense
correspondence field estimator T and a generator G2. In the
following, we assume the input image size is 256× 256× 3.
The structures of E and G1 are symmetrical. Taking E as an
instance, there are six residual blocks (He et al. 2016), each
followed by an average pooling layer with a factor of 2. After
that, the extracted representation is divided intom ⊂ R

256×2

and d ⊂ R
256 via two separate fc layers. For T , we adopt the

U-net structure in Isola et al. (2017).G2 is composed of three
residual blocks, each with a sequence of conv-BN-conv-BN.
The network details are illustrated in Fig. 7. We also set up
a discriminator to provide the adversarial loss. And a three-
layer discriminator in Zhu et al. (2017) is employed.

Parameter SettingsOur network is implemented based on
pytorch.3 Mirror symmetry and random cropping are used

3 https://pytorch.org/.

for data augmentation. The model is trained from scratch
using Adam with a learning rate of 0.0001 and a batchsize
of 4. We use the pre-trained model of LightCNN-9 4 without
finetuning through training process. The tradeoff parameters
in Eq. 7 are set as α = β = 1. The effects of these hyper-
parameters are explored in the ablation studies.

4.3 Makeup Transfer

Makeup transfer typically refers to the process of applying a
certain makeup effect on one face to another non-makeup
face. In this paper, we divide makeup transfer into three
sub-tasks according to different input and output settings:
removing makeup on makeup portraits, applying makeup on
non-makeup inputs, and changing makeup styles based on
references. We first present some removing makeup results
in Fig. 8. It is well known that Pix2pix and CycleGAN are
representative supervised and unsupervised image-to-image
methods, respectively. And BLAN is tailored for makeup
removing in order to facilitate makeup-invariant face verifi-
cation. Therefore, we consider these methods as baselines
and make comparisons with them in Fig. 8. For Pix2pix
and CycleGAN, we train them on the training set of CMF
with the codes released by the authors and maintain all the
configurations without changes. For BLAN, we also train a
new model from scratch using CMF training data. Images
with and without makeup are separated into two domains.

4 https://github.com/AlfredXiangWu/LightCNN.
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Fig. 7 Architecture details of different subnetworks. a is the structure
of Encoder E . Taking an image as input, E produces two disentangled
representations. Encoder E and Decoder G1 are almost symmetrical

during implementation. For G1, we replace the AvgPool layer with an
upsampling layer, b presents the structure of G2

CycleGAN learns the unpaired mapping between domains,
while Pix2pix and BLAN learn the mapping between paired
images.

Among all themethods, Pix2pix andBLANoutput images
with severe artifacts and the quality is far from satisfied. The
reason is that these approaches formulate the de-makeup
problem as a translation process between two paired data,
which lacks reasonability in the case of in-the-wild images.
Although Pix2pixmaintainsmost of the input structure infor-
mation, it fails to remove the makeup on the face. As for
BLAN and BLAN-2, they endeavor to translate the input to
its corresponding non-makeup image. However, there is no
exactly aligned face images in the wild case. On the con-
trary, a pair of portraits from the same person may alter a
lot, let alone clutter background and pose variations. And
thus the results of BLAN and BLAN-2 look more like the
“ground truth” non-makeup images instead of the makeup
removing results of the inputs. Even though this type of
outputs can encourage makeup-invariant face verification,
BLAN is not an eligible method for removing makeup in the
wild.

Confronting the unpaired data, CycleGAN reveals its
remarkable capacity and yields the competitive results. Nev-
ertheless, CycleGAN imposes constraints over the whole
image, leading to the blurry outputs. Compared with base-
lines, our approach generates high quality images with fine

details. In addition, our results preserve the original geome-
try as well as background faithfully while cleansing makeup
successfully. For instance, in the third row there is an input
with large pose. Our network achieves the most appealing
de-makeup result and reserves the makeup-invariant factors.
In the last row, only our result erase the dark shadow around
eyes with photorealistic quality.

The applying makeup results are exhibited in Fig. 9. Since
there are two states (with or without makeup) for an image
in the makeup problem, the baseline of a conditional GAN
can be substantially implemented as the Pix2pix network.
Similar as the observation of removing makeup results, there
are obvious artifacts in the images generated by Pix2pix.
The reason is that this network merely learns the mapping
between the two states on image level. Without qualified
paired data, it is impossible to train a satisfying image-to-
image mapping model. Since CycleGAN achieves the best
visual quality among the comparison methods, we employ
it as another baseline in this experiment setting. CycleGAN
harvests a pair of image translators via a single training pro-
cess. Thus we use one for removingmakeup and the other for
applyingmakeup. It is noting that CycleGAN learns themap-
ping on domain level and thus is unable to control themakeup
effect of a single image. For better comparison, we also con-
duct our experiments on domain level. For our approach, we
sample a makeup code from the prior distribution and send it
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Fig. 8 Visualized results of removingmakeup. Beside the inputs are the
corresponding images without makeup denoted by “GT”. Since images
with andwithoutmakeup are acquired separately, obviousmisalignment
can be observed between them. Confronting complex pose, expression

gender and descent variations, our results on the right achieve the best
de-makeup effect with geometry and background well-preserved. Dis-
tinct differences can be observed in the area of mouth and eye shadows

together with the input image to the network for conditional
image generation.

As has mentioned in fore sections, most existing makeup
related datasets only contain images of females. Comparing
with them, the newly established CMF datasets is more dif-
ficult to tackle with, since there are both female and male
images of multiple descents. In Fig. 9, we present results
of various inputs including a male face and an African face
that are rare in other datasets. Through comparisons, it can
be observed that our method is capable of applying multi-
ple styles of makeup on different faces, achieving detailed
high-quality. It indicates that the makeup representation is

well disentangled and gives approving control on the out-
put makeup. Although CycleGAN can also realize applying
makeup through domain mapping, there exists two obvi-
ous flaws. First, CycleGAN brings an overall change to the
image colour, whereas applying makeup is more like local
variations. Second, the makeup results of CycleGAN is not
conspicuous, especially for those uncommon cases in the last
row of Fig. 9. Apart from various makeup styles, our dataset
contains images with clutter background, rare expressions
and pose variations. For instance, the input image in the top
right corner are with closed eyes, making applying eye shad-
ows really difficult. It is impressive that ourmethod decorates
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Fig. 9 Comparisons of applying makeup results between our method
and baselines. Samples with clutter background, expression and pose
variations are presented. Instead of learning makeup on the image level

like Pix2pix (Isola et al. 2017) or the domain level like CycleGAN (Zhu
et al. 2017), we apply cosmetics in a disentangled and delicate manner,
achieving variety and fidelity

the eye lines and shadows precisely with the help of disen-
tangled geometry preservation.

In Fig. 10, some makeup transfer results based on refer-
ences are exhibited. We compare the results of our proposed
approach with those of a representative makeup transfer
method BeautyGAN (Li et al. 2018a) and two recent style
transfer methods LT (Li et al. 2019a) and CFS (Li et al.
2018b). BeautyGAN is amakeup transfermethod and is inca-
pable of either directly learning makeup from the dataset or
removing makeup. Hence, the comparisons are mainly made
in makeup transfer. To quantitatively evaluate the genera-
tion quality of different methods, we also report their FID
scores in Table 2. Note that a smaller score indicates bet-
ter performance. The score of the sources without makeup
is computed between the original non-makeup images and
makeup images, serving as the baseline. Both BeautyGAN
and our approach enhance the similarity to real makeup
images. And our network achieves a smaller score, demon-
strating its superior generation quality.

We also make comparisons with two style transfer meth-
ods. These methods can transfer the style of the reference
image to the source image.Actually, facialmakeupand image
style are two separate concepts with different characters.
Facial makeup is the effect of multiple cosmetics applied
to certain facial regions. It can change facial appearance but
cannot alter the rest of an image. On the contrary, image style
tends to involve global perception. Hence, most images in
CMF share the same style but with different cosmetics. Since

makeup transfer and style transfer are different problems
focusing on different concepts of images, style transfermeth-
ods inherently is incapable of generating satisfying makeup
transfer results. FID score is widely accepted as a measure
of similarity between two image datasets. Compared with
the baseline, the two style transfer methods obtained even
larger scores. It demonstrates that thesemethods did not grasp
the makeup divergence between non-makeup and makeup
images.

For some samples, BeautyGAN generates images with
more naturalmakeup effects than ourmethod, e.g., the results
in the first and third rows. However, for the task on the second
row, BeautyGAN did not transfer the cosmetics but change
the general color of the source image. In front of sources
with makeup, BeautyGAN tends to overlap the cosmetics
of the source and the reference, since there is no effective
makeup disentanglement in the method. Different from it,
we explicitly disentangle makeup, identity and geometry of
an image. In this experiment, a reference image is adopted
to provide the makeup code, while a source image is input
to try the makeup on. We simply replace the makeup code
of the source with the reference makeup code and use the
new combination for synthesis process. Therefore, we did
not set limits to the source that should be an image with-
out makeup. It means that our method can not only apply
a certain makeup style on a plain face, but can also change
the makeup according to the reference without removing the
original makeup.
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Fig. 10 Comparisons of makeup transfer results based on references.
BeautyGAN (Li et al. 2018a) is a representative makeup transfer
method, while LT (Li et al. 2019a) and CFS (Li et al. 2018b) are two
recent style transfer methods. The sources above the dashed lines are
non-makeup images while the sources images below the dashed lines

are withmakeup. Ourmethod successfully tackles sources withmakeup
by replacing object cosmetics instead of merely overlying. Besides, we
also fulfil challenging tasks like makeup transfer between descents and
genders

Since the data is collected from makeup tutorials on the
Internet, CMF can be deemed as a reflection of makeup
trends. By analyzing the images in CMF, we found that sub-

jects of different descents tend to wear different makeup
styles. For instance, Asians focus more on complexion
and concealing flaws, while Caucasians prefer smoky eyes.
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Table 2 The FID score between
each result set after makeup
transfer and the original makeup
subset of the testing set

Method Original
non-makeup images

Ours BeautyGAN
(Li et al. 2018a)

LT
(Li et al. 2019a)

CFS
(Li et al. 2018b)

FID 28.88 24.33 27.19 31.39 36.86

The FIDof “Original non-makeup images” serves as the baseline. A smaller score indicates better performance

Fig. 11 Results of user studies

These facts make it rather tough to transfer makeup across
different descents as well as different genders. Benefiting
from representation disentanglement, our method divides
the information into a makeup-related part and a makeup-
invariant part. Thus our network is capable of transferring a
makeup style from one face to another without considering
other background factors. As shown in the last row of Fig. 10,
we successfully transfer makeup effects across descents and
genders with natural look and fine details. However, we also
notice that there is still room for improvement. For example,
our makeup transfer results in Fig. 10 contain checkerboard
artifacts in eye regions. Compared with cheeks and lips, eye
regions usually contain more complex textures and various
cosmetics. In addition, in-the-wild data with different poses
and lighting conditions makes the transfer even more chal-
lenging. Although BeautyGAN generates results with less
checkerboard artifacts, it sacrifices fidelity during transfer
and weakens the eyeshadows. In the future, we will continu-
ously promote the generation quality and reality.

In addition, we conduct user studies and the results are
exhibited in Fig. 11. Two tasks are involved in this experi-
ment, containing makeup removal and makeup transfer. For
makeup removal, we compare our results with that of Cycle-
GAN because it is the most promising baseline in Fig. 8.
Formakeup transfer, the comparison is between BeautyGAN
and our approach. Regarding each task, we randomly picked
20 generated images from all the outputs of a method. Two
images from different methods forms a pair. In this way,
each volunteer is provided with 20 image pairs for each task.
The volunteers are asked to vote which image in each pair
looks better. We finally received feedbacks from 30 volun-
teers and the analyzed performance are concluded in Fig. 11.
Comparing with CycleGAN, our method is able to remove
makeup more naturally and produces outputs with better
quality. BeautyGAN is one of state-of-the-arts in makeup
transfer. Our methods achieves slightly more support than it,
which is quite inspiring.

4.4 Makeup-Invariant Face Verification

To quantitatively assess the feasibility of our algorithm for
face verification, we compare the results of our method and
related algorithms on CMF in Table 3. We use a pre-trained
LightCNN-9 model as a feature extractor in the experiments.
For baseline, the original makeup images and non-makeup
images are used for face verification. As for the other rows,
we adopt different methods to remove makeup and use
the outputs along with the original non-makeup images in
the test set for verification. Pix2pix (Isola et al. 2017) and
CycleGAN (Zhu et al. 2017) are two representative image-
to-image translation methods. Pix2pix is a fully supervised
network while CycleGAN is an unsupervised one. BLAN is
an approach tailored for makeup-invariant face verification
via generative models. For our method, we give a non-
makeup code to remove the makeup in the source image.
All the images are send into LightCNN for feature extraction
and the cosine distance between features is employed as the
similarity metric.

It can be observed that our algorithm brings signifi-
cant improvement especially in rank-1 accuracy. Since we
endeavor to make output keep the identity, pose, expres-
sions etc. the same with the input, the only change lies in
makeup. Compared with the baseline, our method achieves
an increase ofmore than 2% in rank-1 accuracy, verifying that
our method can ameliorate the negative impact of makeup by
removing it. Similar with ours, the other approach are also
employed to remove makeup. However, Pix2pix and Cycle-
GAN are methods for general image translation without any
scheme to protect discriminative information of a subject.
Their performances are thus inferior to the rest. BLAN is
deemed as the first to propose “verification via generation”
in makeup studies. But suffering from the unpleasant synthe-
sizing quality, it and its improved version are both exceeded
by our network. For better illustration, we have presented
some visualizedmakeup removing results in Fig. 8.Although
CycleGAN is able to output visually decent images, its
results is not competent to benefit makeup-invariant face ver-
ification. Comprehensively, our method achieves the most
promising effects.

In addition to CMF, we also conduct experiments on three
released datasets. The testing strategy of our network stays
the same as is adopted for CMF. The corresponding results
are listed in Table 4. VGG and LighthCNN serve as base-
lines and the results are reported in Li et al. (2018c). It is
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Table 3 The benchmark
results(%) on the CMF dataset

Method Rank-1 TPR@FPR =0.1% TPR@FPR =1%

Baseline 91.92 63.29 86.16

Pix2pix (Isola et al. 2017) 76.54 36.24 69.34

CycleGAN (Zhu et al. 2017) 88.65 57.00 82.78

BLAN (Li et al. 2018c) 91.03 55.62 85.29

BLAN-2 (Li et al. 2019b) 91.21 57.08 83.94

Ours 93.08 71.07 91.27

Ours \ UV 90.19 61.24 85.46

Ours \ cos 90.58 61.56 85.06

Ours \ ID 84.62 52.91 79.01

Ours \ adv 90.19 59.67 83.88

Table 4 Rank-1 accuracy (%) on three released makeup datasets

Method (Guo et al.
2014)

(Sun et al.
2017)

(Nguyen and
Bai 2010)

(Hu et al.
2013)

VGG (Simonyan and
Zisserman 2015)

LightCNN
(Wu et al.
2018)

BLAN (Li
et al. 2018c)

BLAN-2 (Li
et al. 2019b)

ours

Dataset 1 80.5 82.4 – – 89.4 92.4 94.8 95.5 96.7

Dataset 2 – 68.0 – – 86.0 91.5 92.3 93.4 97.4

FAM – – 59.6 62.4 81.6 86.3 88.1 90.0 95.7

noting that we train our network on CMF and test it on these
datasetswithout finetuningwhereasBLANis trainedon these
datasets. It is obvious that our method outperforms BLAN.
The reason is that our method is able to produce high-quality
de-makeup results by disentangling multiple variation fac-
tors. Even though conducting cross-dataset experiments, our
method still performs well owing to its stability.

4.5 Ablation Studies

In this paper, we decompose an in-the-wild image portrait
into three components: makeup, identity and geometry. The
approach is implemented by an end-to-end network with
two main branches and several loss functions. To analyze
the contribution of different characters to the final result, we
conduct ablation experiments on CMF.We remove one of the
characters at a time and observe metric or visual changes to
verify the importance of the removed character. Concretely,
the study objects in the ablation experiments involve the
uv branch, the cosmetic loss, the ID loss and the adversar-
ial loss. Two tasks are considered in this section, including
makeup removal (as the representative of makeup transfer)
andmakeup-invariant face verification. In Table 3, we exhibit
the verification performance of the mentioned four ablation
settings. In specific, “ours\UV” stands for that the network is
trained without the UV branch, where “\” means “without”.
The rest lines follow the same principle and present results
without different loss functions.

Fig. 12 Rank-1 accuracy curves of different parameter settings onCMF

As expected, the accuracies suffer different drops, indi-
cating the effects of different components. It is conspicuous
that eliding the ID loss induces the greatest decline in all
the metrics. Since the disentangled identity code is designed
to reserve discriminative subject information, it is vital to
impose prominent supervision over it. A verification system
decides whether two face images refer to the same subject
based on extracted features instead of the whole image. The
ID loss utilizes the existing feature extractor to provide super-
vision in latent spaces and contributes much to verification
performance. The other three settings acquire similar accu-
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Fig. 13 Results of ablation experiments. The effects of the UV branch, the cosmetic loss, the ID loss and the adversarial loss are studied respectively
by neglecting the certain role

racies, but still lower than the full configuration. The reason
is that removing any of the three loss functions causes heavy
strikes against generated image quality. Since we use the
generated non-makeup images to extract features directly,
the bad visual quality is a harm to the verification task con-
sequently.

As introduced above, we have set the tradeoff parameters
in the network to 1. To further explore the effects of different
hyper-parameter values, we conduct additional verification
experiments on CMF. Taking rank-1 accuracy as the metric,
variation curves are plotted in Fig. 12. We regard the all 1
setting as the default. For each dot in the diagram, a single
tradeoff parameter is changed to a certain value in the train-
ing process. And then we compute the corresponding rank-1

verification accuracy on the testing set. For each tradeoff
parameter, five values (including 0, 0.5, 1, 5, and 10) are
tested. Apart from the ablation settings (where a parameter
is set to 0), the accuracy variation fluctuates in the narrow
range of less than 4%. It illustrates that our network perfor-
mance is to some extent insensitive to parameter settings.

Figure 13 exhibits some visual results of the ablation
experiments. We take the makeup removal task as an exam-
ple and analyze the qualitative effects of different structures
and loss functions. Similar to Table 3, “w\o” is short for
“without” and “Full” indicates outputs of the full approach.
It is obvious that the full setting achieves the most realistic
quality with rare artifacts. Removing any major component
in the network degenerates the visual results. Moreover, we
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can discover that different components play their own roles
in the whole approach. The detailed analyses are unfolded as
follows.

We employ the UV corresponding fields to maintain the
geometry of the input. The severe facial distortions in the
second column verify the importance of the UV branch.
There no apparent patterns for these distortions, but they
appear mostly on face regions instead of background. In all
the training settings, we always use the background recon-
struction loss and the KL loss for they are fundamental to
a VAE structure. With help of the background reconstruc-
tion loss, the network can restore the background area well.
But for the foreground (i.e., facial regions) the cosmetic loss
merely provides marginal structure information. Therefore,
the distortions are inevitable when neglecting theUVbranch.
As is demonstrated above, the cosmetics loss contribute a
lot to changing the makeup effects. In the third column, we
show results without the cosmetic loss. And annoying arti-
facts arise in the outputs. But other than the distortions in
the second column, these artifacts mainly appear in cosmetic
regions, especially when there is heavy makeup like the eye-
shadows in the second row and the lips in the fourth row.
Besides artifacts inmost cosmetic regions,we also notice that
there are makeup residues on all the faces. These phenomena
attest to the function of our cosmetic loss. Leaving out the
ID loss induces relatively less blight. The ID loss is actually
imposed on the image at the feature level instead of the image
level. Hence, the value of the ID loss is mainly reflected in
the verification task. We further adopt the adversarial loss
(inspired by the GAN structure) to achieve more realistic
outputs. The fifth column exhibits the testing results when
there is no adversarial loss in the network. Obvious checker-
board artifacts can be observed, indicating the importance of
adversarial training.

5 Conclusion

In this paper, we propose a disentangled feature learning
method for makeup portraits in the wild and implement

Fig. 14 Failure cases of applying makeup on profiles

it with a newly designed generative network. Our method
could cope with both makeup-invariant face verification and
makeup transfer in one forward pass. We decompose a given
image into three factors—makeup, identity and geometry. By
disentangling the internal representations into two parts, i.e.
makeup and identity, we made the representations capable of
providingbetter control over the output. In addition, the dense
correspondence field is introduced to avert the data misalign-
ment of in-the-wild data and preserve the input geometric
priors. We also establish a makeup related dataset—Cross-
MakeupFace (CMF) to serve the research afterwards as a new
benchmark. Extensive experimental results on three exist-
ing datasets and our CMF dataset verify that our method is
capable of generating promising output images conditioned
on different disentangled features, as well as promoting
makeup-invariant verification performance with synthesized
images.

Although the proposed network produces promising
results on makeup datasets, there are still challenging prob-
lems to be solved. Some failures case of applyingmakeup are
presented in Fig. 14. These input profile images are obtained
from the Internet. When given a profile, the network cannot
precisely locate where the cosmetics should be and thus put
them to thewrong places. The reasonsmainly come from two
aspects. (1) Profiles seldom appears in CMF, which is caused
by the difficulty of collecting various data. (2) Though abun-
dant geometric information is provided during training, the
network only takes images as inputs in the testing process,
without any geometric priors guiding the cosmetics. In the
future, we will consider to settle this issue accordingly from
these two aspects.
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