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ABSTRACT

In this paper, we present a deep learning-based approach to
monocular visual odometry. We propose a LCGR(Local Con-
volution and Global RNN) module which utilizes several in-
dependent 3D convolution layers to filter noise from features
extracted by FlowNet, as well as to model local information,
and a Bi-ConvLSTM layer to model time series and capture
global information. In addition, our network jointly predicts
optical flow as an auxiliary task by measuring photometric
consistency in a self-supervised way to help the encoder for
better motion feature extraction. In order to alleviate the ef-
fects of non-Lambertian surfaces and dynamical objects in
the scene, a confidence mask layer is estimated and epipolar
constraint is added to the training process. Experiment results
indicate competitive performance of the proposed framework
to the state-of-art methods.

Index Terms— Visual odometry, Optical Flow, Epipolar
constraint, Deep learning

1. INTRODUCTION

Ego-motion estimation is a fundamental issue in robotics since
it enables a robot to localize itself in various environments.
When there is only vision information, the task of estimating
the ego motion of cameras is referred to as Visual Odometry
(VO). Conventional VO methods rely on finding geometric
constraints from images to estimate camera motion and can
be roughly categorized into feature-based and direct methods.
Feature-based methods[1] try to find feature correspondences
between consecutive frames and calculate camera poses by
leveraging multi-view geometry technique. Despite their good
performance, these methods are sensitive to noise, outliers and
dynamic objects, which lead to scale-drift and error accumu-
lation. Direct methods[2] recover camera poses by directly
minimizing photometric error. These methods are faster than
feature-based ones since there is no need for expensive feature
extraction. However, they suffer from illumination variations.
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Fig. 1: The pipeline of the network. Inputs to our model are a
sequence of images and two consecutive frames are stacked
through the RGB channel. Features extracted by CNN encoder
part are delivered to the proposed LCGR module to aggregate
both local and global information followed by FC layers to
predict 6-DOF camera poses. The features are also used to
predict optical flow and masks of dynamic objects or non-
Lambertian areas in the scene.

Recently, deep learning has made tremendous progress
in various computer vision problems, such as object recog-
nition, semantic segmentation and image classification. Due
to these developments, it has made it possible to use deep
learning to deal with VO problems. Most supervised meth-
ods formulate visual odometry as a regression problem. They
explore the ability of CNN for feature extraction and directly
regress 6-DOF camera poses [3, 4, 5, 6]. Since VO deals
with a sequence of frames with temporal continuity, a great
deal of pose information can be obtained by exploiting the
temporal regularity. On this basis, some works[7, 8, 19] ex-
plore the ability of CNN+RNN to learn ego-motion estimation.
Although global sequential constraints can be explored via
RNN, it tends to ignore some local detailed information. In
addition, the output of current time step of RNN is decided by
current input and output from last time step, which means the
contextual information is only from previous frames. While
in traditional VO methods such as ORB-SLAM[9], camera
poses between 2 frames are first estimated and then bundle
adjustment is applied on image sequences within a window.
Inspired by this, we propose a LCGR module which is used
for both local contextual information aggregation and global
information capture. Another problem is that most deep learn-
ing methods do not model dynamic objects, we address this



implicitly by imposing epipolar constraints on flow prediction.
Our main contributions can be summarised as follows:

• We propose a LCGR module to capture both local and
global information from RGB sequences, as well as to
filter noises in features extracted by FlowNet and obtain
more compact features.

• In order to alleviate the effects of non-Lambertian sur-
faces and dynamical objects in the scene, we jointly
predict masks of these areas in a semi-supervised way
via epipolar constraints.

2. RELATED WORK

In recent years, deep learning methods for visual odometry
have attracted considerable attention. Supervised methods
view it as a regression problem and need ground-truth to super-
vise training. Unsupervised methods do not need ground-truth
pose labels, but leverage geometric constraints or visual infor-
mation to supervise training process.
Supervised methods. Early work applying deep learning
to visual odometry was by Konda1 et al. [3]. They proposed
an auto-encoder to extract visual motion, depth and odometry
information from the raw data. Costante et al. [5] explored the
ability of CNN to learn the best visual features for ego-motion
estimation from dense optical flow. Muller et al. proposed
Flowdometry [6], which used FlowNet [10] to extract flow
features and fully connected layers to predict translation and
rotation. Wang et al. proposed DeepVO[7], which also uti-
lized FlowNet to extract motion features, but the features were
further passed into Long Short-Term Memory(LSTM)[11] to
exploit long term dependencies between monocular frames.
Unsupervised methods. Zhou et al. [12] presented an
unsupervised learning framework to learn both monocular
depth and camera motion from video sequences using view
synthesis as the supervisory signal. GeoNet [13] estimated
the depth,optical flow and ego-motion jointly from monocular
views and proposed an adaptive geometric consistency loss
to increase robustness towards outliers and non-Lambertian
regions. Lyer et al. [14] proposed UnDeepVO. They trained
UnDeepVO by using stereo image pairs to recover the scale
but tested it by using consecutive monocular images. Zhan et
al. [15] also explored the use of stereo sequences for learning
depth and visual odometry, however, they replaced the stan-
dard photometric warp loss with deep feature-based warping
loss to solve the non-Lambertian problem.

3. PROPOSED METHOD

As shown in Figure 1, our network receives a sequence of
frames and predict relative poses and optical flow between
two consecutive frames. Specifically, two consecutive frames
are stacked through the RGB channel and passed to Encoder
for motion feature extraction. Features at each time step are

aggregated through the proposed LCGR module, as well as
to predict optical flow and masks of dynamic objects or non-
Lambertian areas in the scene. Fully-connected layers are
followed to predict poses given the aggregated features.

3.1. Encoder

The Encoder is used to extract motion features from two con-
secutive frames. We employ the architecture of FlowNet[10].
It has a shrinking part to encode images into high-level features
and an enlarging part to predict the optical flow. The enlarging
part with a little modification is also used in our network and
it will be described in Section 3.3. After the Encoder, the
high-level features of the stacked images can be obtained as a
1024-channel 2D feature-map. The process can be described
as follows:

Ft = Encoder(It, It−1) (1)

where It, It−1 represents consecutive frames, Ft is the ob-
tained feature map by the function Encoder with the size of
H ×W × C.

3.2. LCGR Module

In DeepVO[7], features extracted from image sequences are
directly fed into LSTM for temporal modelling. Although it
can exploit the global constraints of temporal smoothness, it
tends to ignore local detailed information. In order to cap-
ture both local and global information, we propose LCGR
module which consists of several independent 3D convolution
layers and a Bi-ConvLSTM[16] layers. As shown in Figure
2, given N + 1 consecutive frames from t to t +N , we can
use FlowNet to obtain N features of 6× 20× 1024. Then, the
N × 6 × 20 × 1024 tensor is convolved with K sets of 3D
convolutional filters, where the k-th set containsCk filters (128
in our experiments) with the kernel size of k × 3× 3, where
k = 1, 2, 3...K,K < N . In addition,

∑K
k=1 Ck < 1024 and

this is to guarantee we obtain more compact features. Stride is
1 for all. After these convolutions, features are encapsulated
with more local contextual information of different lengths.
The outputs are concatenated through the last channel and
passed to Bi-ConvLSTM to extract sequential features. K is 2
in our experiments, so the shape of the concatenated feature
is N × 6 × 20 × 256. The configuration is shown in Table
1. The outputs of Bi-ConvLSTM are passed to FC layers to
predict 6-DOF relative camera poses after an average pooling
layer. We employ the following loss function:

Lp =
1

N

N∑
k=1

‖p̂t+k − pt+k‖22 + β ‖ϕ̂t+k −ϕt+k‖22 (2)

where p̂t+k, ϕ̂t+k denotes the predicted relative translation
and euler angles between frame t+k−1 and t+k, respectively,
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Fig. 2: Architecture of the proposed LCGR module.

Table 1: Configurations of the proposed LCGR module

LCGR module
Layers Output Size Kernel Size Channels
Conv3D 6× 20 1, 2× 3× 3 128
Concat 6× 20 / 256
Bi-ConvLSTM 6× 20 1× 1 512
Average pooling 1× 1 6× 20 512
FC1-FC2 256,6

and pt, ϕt denotes the corresponding ground-truth. β is a
scale factor (100 in the experiments) to balance translation and
orientation.

3.3. Flow and Mask Prediction

Apart from motion estimation, the network also predicts
optical flow between two consecutive frames. Optical flow
contains rich motion information and is highly relative to
relative pose. It serves here as an auxiliary task to help
the encoder learn better motion features. Optical flow pre-
diction is self-supervised implemented by image warping.
Basically, as shown in Figure 3, given two consecutive
frames I(x, y, t− 1), I(x, y, t) and optical flow obtained by
FlowNet.The photometric loss can be computed as the dif-
ference between the second image I(x, y, t) and the forward
warped first image I

′
(i, j, t):

Lwarp(It−1, It) =
∑
i,j

∣∣∣I(i, j, t)− I ′
(i, j, t)

∣∣∣ (3)

I
′
(i, j, t) = I(i+ ui,j , j + vi,j , t), ui,j ∈ u, vi,j ∈ v, where

u,v ∈ RH×W is the horizontal and vertical components of
the predicted flow field respectively. The warping is performed
using the differentiable bilinear sampling mechanism proposed
in the spatial transformer networks [17]. Given a sequence of
images It, It+1...It+N , the photometric loss is:

Lf =
1

N

N∑
k=1

Lwarp(It+k−1, It+k) (4)

Forward warp
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Fig. 3: Flow and mask prediction part of the network.

The flow prediction part implicitly assumes that the scene
is Lambertian, that means the brightness keeps constant when
the camera pose changes. This promises the photo-consistency
error is meaningful. Any violation of this condition will poten-
tially corrupt the training process by propagating the wrong
gradient back to the encoder. In order to alleviate the effect,
the network also predicts a confidence mask indicating the
confidence of successful view synthesis for each pixel. It is
performed by adding a new branch of convolution layer with
sigmoid activation before the final flow prediction layer in
FlowNet. Therefore, equation 3 can be reformulated as:

Lwarp(It−1, It) =
∑
i,j

C(i, j)
∣∣∣I(i, j)− I ′

(i, j)
∣∣∣ (5)

where C(i, j) is the confidence for pixel at the position of
(i, j). We also add a regularization term Lreg to C(i, j) to en-
courages non-zero predictions by minimizing the L2 distance
with constant label 1 at each pixel location, which is similar to
that in SfMLearner[12].

Although the confidence mask can alleviate the effect of
non-Lambertian surfaces, it cannot deal with dynamical ob-
jects in the scene since optical flow only considers 2D motion
in the image plane. If not model these dynamics, the encoder
will get wrong information through error back propagation.
We propose to utilize epipolar constraints to address this prob-
lem. The predicted flow provides us with the correspondence
between the pixels in source and target view. Suppose q is the
pixel in target view and its correspondence in source view is p,
the epipolar constraint can be formulated as:

qTK−T [t]×RK
−1p = 0 (6)

where K is the camera intrinsic, t and R is the relative trans-
lation and rotation between the source and target view which
we can obtain from the provided ground truth. We add this
constraint to the flow prediction as the epipolar loss:

Le =
∣∣qTK−T [t]×RK

−1p
∣∣ (7)

This loss promise more accurate flow for static scenes and for
areas with dynamical objects, it will encourage the mask pre-
diction layer to give low confidence.The overall loss function
for training the network is the sum of Lp, Lf and Le.



Table 2: Testing results on sequence 03, 04, 05, 06, 07, 10, trel(%): average translational RMSE drift (%) on a length of
100-800m. rrel(%): average rotational RMAE drift (◦/100m) on a length of 100-800m.

Method
Sequence

03 04 05 06 07 10
trel rrel trel rrel trel rrel trel rrel trel rrel trel rrel

VISO2-S [18] 3.21 3.25 2.12 2.12 1.53 1.60 1.48 1.58 1.85 1.91 1.17 1.30
UnDeepVO [14] 5.00 6.17 5.49 2.13 3.40 1.50 6.20 1.98 3.15 2.48 10.63 4.65
Depth-VO-Feat[15] 15.58 10.69 2.92 2.06 4.94 2.35 5.80 2.07 6.48 3.60 12.45 3.46
VISO2-M [18] 8.47 8.82 4.69 4.49 19.22 17.58 7.30 6.14 23.61 19.11 41.56 32.99
SfMLearner [12] 10.78 3.92 4.49 5.24 18.67 4.10 25.88 4.80 21.33 6.65 14.33 3.30
DeepVO [7] 8.49 6.89 7.19 6.97 2.62 3.61 5.42 5.82 3.91 4.60 8.11 8.83
ESP-VO [8] 6.72 6.46 6.33 6.08 3.35 4.93 7.24 7.29 3.52 5.02 9.77 10.2
CL-VO [19] 8.12 3.47 7.57 2.61 5.77 2.00 7.66 1.66 6.79 3.00 8.29 2.94
Ours 3.86 3.23 5.60 0.64 2.97 1.29 4.59 1.59 4.22 2.77 5.06 2.08

Fig. 4: Visualization of the predicted mask and optical flow

4. EXPERIMENTS

4.1. Datasets and Training Setup

We evaluate the proposed method on the KITTIVO/SLAM
benchmark [8]. It contains 22 sequences of images. Sequence
00 ∼ 10 are provided with ground truth while 11 ∼ 21 only
have raw sensor data. In our experiments, the left RGB images
are resized to 1280 × 384 for training and testing. We use
sequence 00, 02, 08, 09 for training and sequence 03, 04, 05,
06, 07 and 10 for quantitative evaluation as it was done in [7].
The training sequence length is 4. The initial learning rate is
0.0001 and decreases by 2 times after 5 epochs. We train the
model for a maximum of 100,000 iterations with a mini-batch
of 4 on one NVIDIA Titan X using Tensorflow.

4.2. Results Analysis

Most monocular VO cannot recover absolute scale and VISO2-
M[18] tried to deal with that through estimating scale accord-
ing to the height of camera. However, our model is able to
learn the scale through end-to-end learning. Table 2 indicates
our model substantially exceeds VISO2-M[18] in terms of
both translation and rotation. VISO2-S [6] utilizes stereo im-
ages to recover scale and achieve better performance. Our
model, using monocular images, can still achieve competi-
tive performance. Some qualitative results are shown in Fig.
5. Besides, we compare our method against learning-based

supervised approaches. It is noted our method significantly im-
proves the accuracy compared with ESP-VO[8] and DeepVO
[7]. In addition, our method outperforms unsupervised monoc-
ular method SfMLearner[12], as well as unsupervised stereo
methods UnDeepVO[14] and Depth-VO-feat[15].

Qualitative examples of the predicted mask and optical
flow are shown in Figure 4. Our network is able to detect
dynamical objects(cars in the top-left image and bicyclers in
the bottom-left image) and non-Lambertian(other areas where
brightness and texture do not keep constant due to camera
movement) areas and gives them low confidence.
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Fig. 5: Trajectories of testing results on sequence 05 and 07.

5. CONCLUSION

In this paper, we propose a learning-based monocular VO
method which consists of the LCGR module and flow predic-
tion part. The LCGR module, including several 3D convolu-
tion layers and a Bi-ConvLSTM layer, is used to aggregate
context information. The flow prediction part works as an
auxiliary task to help encoder learn better motion features. To
alleviate the effects of non-Lambertian and dynamical objects
in the scene, a confidence mask layer is estimated and epipolar
constraint is added to the training process. Experiments indi-
cate the proposed method outperforms the current learning-
and model-based models.
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