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Abstract— Crowd counting, which requires to estimate crowd
density from an image, is still a challenging task in computer
vision. Most of the current methods are focused on large
scale variation of people and ignore the huge distribution
difference of crowd. To tackle these two problems together,
we propose a novel framework named Spatial Normalization
Network (SNNet). We normalize multi-scale features from
parallel subnetworks to a particular scale and then fuse them to
acquire rich spatial information for final accurate density map
predictions. Furthermore, we propose a novel normalization
layer called Spatial Group Normalization (SGN), which firstly
split feature maps along the spatial dimension and then perform
group-wise normalization. It’s useful to solve statistic shift
problems caused by the great difference of distribution in crowd
counting. Moreover, SGN can be naturally plugged into existing
solutions and brings significant improvement in crowd counting.
Our proposed SNNet achieves state-of-the-art performance on
four challenging crowd counting datasets (ShanghaiTech, UCFQNRF, GCC and TRANCOS datasets), which demonstrates
the effectiveness and robust feature learning capability of our
methods.

I. INTRODUCTION
Crowd counting is an important task, with the purpose
of automated counting of people in crowd images. It has a
lot of potential applications in real-world scenarios, such as
video surveillance and traffic monitoring. Recently, the performance of crowd counting has been improved significantly
by adopting Convolutional Neural Networks (CNN) [2], [18],
[1] and large scale datasets [41], [11], [32], [38].
Due to the perspective effect, there are dramatic scale
variations of people in crowd counting. To solve this issue,
some existing methods [41], [2], [13] adopt multi-column
architectures with various filter sizes to extract features
of different receptive fields. These features from separated
columns are only merged at the end to generate final density maps. However, these columns are only focused on
local patterns [16] and there’s no transfer of information
between them. Inspired by the achievements of HRNet [29]
in human pose estimation, we adopt parallel multi-resolution
subnetworks to extract multi-scale features, which are then
normalized to a specific scale and fused to generate new
features. Furthermore, for the purpose of generating highquality density maps, we deploy a decoder in our method,
which gradually increases the resolution to the size of input
images. Similarly, we also perform scale normalization and
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Fig. 1. (a) Left: Input sample from ShanghaiTech Part B test dataset.
Middle: Feature map output from Group Normalization (GN) layer. Right:
Feature map output from Spatial Group Normalization (SGN) layer. (b)
Statistical result of four blocks equally divided along the spatial dimention
from the above feature maps. We observe that in dense areas, these two
feature maps have similar distributions, while distributions are significantly
different in sparse areas.

fusion to achieve abundant feature representations for final
crowd counting predictions.
In addition, there are always non-uniform crowd distributions in images. It means that there are great density
diversities between different regions of input images. What’s
worse, existing solutions often neglect this problem. In this
work, we propose a new normalization layer called Spatial
Group Normalization (SGN). We firstly divide global feature
maps into several patches along the spatial dimension equally
and then perform group-wise normalization [35] on each
patch separately. Finally, the results of the individual patches
are combined as global outputs. To investigate the impacts
of normalized distribution, we train our models with Group
Normalization (GN) and SGN, respectively and analyze the
statistics of feature maps output from GN and SGN. As
Figure 1 shows, these two feature maps have similar distributions in dense areas, while distributions are significantly
different in sparse areas. Furthermore, after SGN, people’s
head in the sparse area is more highlight so that the model
can generate more accuracy density maps.
In summary, we propose a novel Spatial Normalization
Network (SNNet), which is composed of scale normalized
architecture and distribution normalized layer (Spatial Group
Normalization). We conduct comprehensive experiments and
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Fig. 2. The overall framework of Spatial Normalization Network (SNNet) for generating high-quality density maps. It is composed of scale-normalized
encoder and decoder sub-networks. Spatial Group Normalization (SGN) is followed by each convolution layer.

our method outperforms previous works in four widely-used
crowd counting datasets, i.e. ShanghaiTech [41], UCF-QNRF
[11], GCC [32] and TRANCOS[9] datasets.
Overall, this paper has the following contributions.
1) We propose a novel framework called Spatial Normalization Network (SNNet) to extract richer spatial information
by maintaining high-resolution feature maps and performing
repeated normalization and fusions of global and local context in the encoding and decoding process.
2) We present a new normalization layer, Spatial Group
Normalization, to solve statistic shift problems caused by the
great difference between global and local features.
3) The proposed SNNet achieves state-of-the-art crowd
counting performance on ShanghaiTech, UCF-QNRF, GCC
and TRANCOS datasets.
II. LITERATURE REVIEW
We present a survey of related works in three aspects: (1)
detection-based crowd counting, (2) regression-based crowd
counting; and (3) normalization layers.
Detection-based Crowd Counting. Most of the early research focuses on detection-based methods, where a movingwindow-like detector is used to detect people and then
count their number [7], [15]. In these methods, handcrafted
features, like Haar wavelets [31], HOG (histogram oriented
gradients) [6] extracted from the whole human body are usually used to train a classifier. Despite their good performance
in low-density crowd scenes, these methods perform poorly
in high-density crowd scenes because most of the target
objects are occluded. To tackle this problem, researchers only
detect particular body parts such as the head and shoulder
to estimate the crowd counts [34], [8]. In general, these
methods provide accurate crowd counting when their basic
scene condition constraints are met but are not suitable in
more challenging crowded scenarios.

Regression-based Crowd Counting. Researchers attempt
to deploy a regression model to directly learn a mapping
between features extracted from local image patches and
object count or density [3], [23]. A comprehensive survey
of recent regression-based methods for crowd counting can
be found in [27]. Zhang et al. [41] designed a multi-column
CNN(MCNN) to adapt three columns with small, medium,
large kernels, respectively. The three columns are fused in
the end to generate the density map. Inspired by MCNN,
Sam et al. [24] proposed Switch-CNN, which trains a switch
classifier to relay crowd scene patches to the best CNN
regressor among multiple independent regressors. These
methods adopt multiple columns that have different receptive
fields by adopting different sizes of filters to adapt to variable
target sizes. However, the way of fusing feature maps only at
the high-level does not integrate multi-scale information very
well. Li et al. [16] proposed CSRNet, where convolutional
neural networks with dilation operations were employed
to enlarge receptive fields after the backbone of the pretrained deep model. Generating high-quality density maps is
important for accurate density estimating of a crowd scene.
Sindagi et al. [25], [26] explored methods to incorporate
contextual information by learning various density levels
and generate high-resolution density maps. SANet [2] and
CMTL [25] recover the resolution of density maps by adding
a decoder sub-network at the end of the model. The direct
decoder without any feature fusions may lose a lot of local
details.
The multi-scale information contains not only the different level semantics information but also the different scale
feature information, thus yielding high-quality density maps.
Hence, we consider integrating the multi-column information
fusion by normalizing scales within the encoding process
and retaining multi-scale spatial information and multi-level
semantic context as much as possible in the decoder.
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Fig. 3.
2.

SGN is shown using a patch size of 2×2 and a group number of

Normalization Layers. Batch Normalization [12] was
proposed to alleviate the internal covariance shift problems.
It performs global normalization along the batch dimension, and it is widely used in deep convolutional neural
networks [10]. Instance Normalization [30] operates BNlike computation for each sample. Group Normalization [35]
group channels, and normalize each group. It brings great
improvements in object detection and semantic segmentation
tasks.
In crowd counting, because of the high resolution of input
images and memory limitations, the batch size is set to be
a relatively small number during the training process. BN
drastically diminishes the performance of the network with
small batch size. Therefore, some recent works [16], [40]
didn’t use BN in their models. To alleviate the gradient
vanishing problem, SANet [2] applies Instance Normalization layers. However, there are great differences in density
between variable regions within the same image. We want
to propose a new normalization layer that can preserve local
differences on global features.
III. APPROACH
In this section, we present details of our proposed Spatial
Normalization Network (SNNet). We firstly introduce the
proposed Spatial Group Normalization (SGN) and then the
design of our network architectures.
A. Spatial Group Normalization
As shown in Figure 1, there are great density variations
between different regions of input images in crowd counting, so statistical results of global features can bias local
information. In order to diminish the effects of statistical
shifts, we propose a novel normalization layer called Spatial
Group Normalization (SGN). The general formulation of
normalization is as follows:
1
(1)
x̂i = (xi − µi )
σi
s
1 X
1 X
µi =
xk , σi =
(xk − µi )2 +  (2)
m
m
k∈Si

k∈Si

yi = γ x̂i + β

(3)

Here x is the feature from layer i, the shape of the feature is
(B, C, H, W ), and B, C, H, W represent batch axis, channel
axis, spatial height and weight axis separately. µ and σ are
the mean and standard deviation of the set of pixels Si with
 as a small constant.

(a)

(b)

Fig. 4. (a) The structure of scale-normalized encoder. (b) The structure of
scale-normalized decoder.

In our Spatial Group Normalization, the set Si is defined
as:

Si = {k|b

iH
kW
iW
kH
c=b
c, b
c=b
c
H/M
H/M
W/M
W/M
kC
iC
kN = iN , b
c=b
c}
C/G
C/G

(4)

Here G, M is the number of groups and spatial patches,
which are pre-defined hyper-parameters(G = 8, M = 2 by
default). C/G is the number of channels per group, and
H/M, W/M represent spatial patches. Our SGN computes
µ and σ along a groups of (H/M × W/M ) patches and
along a group of C
G channels.
As illustrated in Figure 3, our SGN splits feature maps
into several small patches at first. Specifically, we divide full
feature maps along the spatial dimension into 2×2 patches
without overlapping areas by default. Then, we operate
group-wise normalization for each small patch, respectively.
In our architecture, we set the number of channels per group
to be 8 empirically if there are no other instructions. Finally,
the results of each patch after normalization are aggregated
as global outputs along the spatial dimension. Through this
process, we make full use of rich spatial information. With
SGN, we can normalize the crowd distribution along the
spatial dimension. Later, we demonstrate the generalization
ability and effectiveness of SGN in our experiments.
B. Architecture
Our proposed Spatial Normalization Network aims at normalizing the perspective effect, which causes great variations
of person sizes in crowd counting. The overall framework
is illustrated in Figure 2, and it is composed of the scalenormalized encoding and decoding process.
Scale-normalized Encoder. Our encoder targets normalizing the variant scale of the person’s head. Motivated by
HRNet [29], we perform repeated normalization of multiscale context to different resolutions parallelly at each stage
to promote their capability of learning multi-scale heads.
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Figure 4 (a) depicts the structure of our encoder, the lth stage takes the output from the previous stage as input,
denoted as X l−1 . In the (l − 1)-th stage, we have multil−1
scale feature maps {xl−1
i , xi+1 , ...}, and i is the resolution
l−1
index in X
with resolution 21i times of the input image.
To normalize multi-scale feature maps from (l − 1)-th stage
to a specific resolution index j, we use scale normalized
function F (xl−1
i , j) to adapt the resolution from i to j. The
function is defined as :


U (xi , j), if i > j
(5)
F (xi , j) = I(xi , j), if i == j


D(xi , j), if i < j
U (xi , j) adopts nearest neighbor upsampling following a
1 × 1 convolution to aligns the number of channels. D(xi , j)
adopts several successive 3 × 3 convolution with stride 2
for downsampling until they have same resolution. And
I(xi , j) is just the identity function: I(xi , j) = xi . With
scale normalized function F (xl−1
i , j), we can normalize high
resolution feature maps to low resolutions easily and vice
versa.
r
X
xlj =
F (xkl−1 , j)
(6)

For example, we first normalize and fuse representations
across three scales and achieve aggregated two scale features,
excluding the smallest scale features at that moment. Then,
we up-sample all these two-scale feature maps by a factor of
2 using a transposed convolutional layer without decreasing
widths of these features to a half. In this way, we gradually
aggregate normalized context to preserve abundant spatial
information and incorporate high-level representations. Ultimately, we apply a 1×1 convolution kernel to predict highquality density maps.
IV. EXPERIMENTS AND RESULTS
We conduct a comprehensive ablation study on ShanghaiTech dataset [41] to demonstrate the effectiveness of
our methods. We also evaluate and compare our proposed
approach with other state-of-the-art on three challenging
crowd counting datasets [41], [11], [32]. PyTorch [22] is
used for implementation of our model.
A. Evaluation Metrics
For crowd counting, the Mean Absolute Error (MAE) and
Mean Squared Error (MSE) are the two most commonly used
evaluation metrics, which are defined as:
N

k=i

Since we normalize multi-resolution feature maps in l − 1th stage to the resolution j by normalize function, the
fused feature map, xlj , is obtained by adding up the above
normalized feature maps.
In our encoder, we first employ two consecutive 3 × 3
convolutions with stride 2 and the number of channels 32
for 4× down-sampling of input images. In each stage, we
normalized the multi-scale feature maps from high resolution
to low resolution simultaneously. We double the number
of features every time there is a down-sampling operation.
To balance the trade-off between the speed and accuracy,
the widths of four scales with strides 4, 8, 16, 32 are 32,
64, 128, 256, respectively. Besides, after normalized multiscale feature maps at a different resolution, we aggregate
normalized resolution features in each stage by directly
adding them together to exploit the complementarity between
features in different resolution fully. We apply Spatial Group
Normalization in our network after all convolution and
transposed convolution layers.
Scale-normalized Decoder. We consider that decoder
in [2], [13] both suffer from direct up-sampling without
sufficient multi-scale feature fusions, and some important
local details may be lost in this way. Therefore, following
the idea of our encoder, we propose a decoder that gradually
restores the spatial resolution of feature maps.
The structure
of decoder is illustrated in Figure 4 (b),
0
where xil −1 represent output feature maps from previous
0
stage, xli is obtained by applying scale normalized function and transposed convolutional layer. We perform scale
normalized function and up-sampling operations twice and
obtain the last two scale feature maps, which are fused to
generate the final representations of the input image size.

1 X
M AE =
|Ci − Ĉi |,
N i=1
v
u
N
u1 X
M SE = t
|Ci − Ĉi |2 .
N i=1

(7)

(8)

where N is the number of test samples, Ci is ground truth
count and Ĉi is estimated count corresponding to the ith
sample. The estimated count is calculated by integrating the
predicted density map.
To measure the pixel-wise error and the perceived density
map quality, we also use Peak Signal-to-Noise Ratio (PSNR)
and Structural Similarity Index (SSIM), which is defined as:
M AXI2
),
M SE
(2µx µy + c1 )(2σxy + c2 )
.
SSIM (x, y) = 2
(µx + µ2y + c1 )(σx2 + σy2 + c2 )
P SN R = 10log10 (

(9)
(10)

where M AXI denotes the max value of the density map,
µx , µy , σx , σy represent the Mean and Variance of x, y,
µxy denotes the Covariance of x and y, and c1 , c2 are
constant value to avoid division of zeros. To calculate PSNR
and SSIM, we follow the measurement procedure in [26],
including density map resizing (same size as the original
input) with linear interpolation and normalization for both
ground truth and predicted density maps.
B. Performance and Comparison
In this section, we show the performance on the three
benchmark datasets and compare the proposed SNNet with
previous methods. Overall, our SNNet produces new stateof-the-art performances on all datasets and outperforms most
of the compared methods.
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Fig. 5. Qualitative results of our method on ShanghaiTech Part A, ShanghaiTech Part B, UCF-QNRF, GCC and TRANCOS datasets, respectively. From
top to bottom: representative samples from the testing sets, ground truth density maps and estimated density maps generated by SNNet.

ShanghaiTech. ShanghaiTech dataset was created by
Zhang et al. [41] and it contains 1198 annotated images with
a total of 330,165 people. It is divided into two parts: Part
A and Part B. The former includes 482 images in highly
congested scenes from the Internet, with counts from 33
to 3139. The latter contains 716 images in relatively sparse
crowd scenes captured in urban surface streets with counts
from 9 to 578.
We compare our SNNet with recent state-of-the-art approaches including CSRNet [16], SFCN [32], SANet [2],
ASD [40], ANF [39] and so on. Table I reports all results
on ShanghaiTech Dataset. SNNet attains the lowest MAE
and a comparable MSE comparing to other state-of-the-art
methods in ShanghaiTech Part A. The poor performance of
MSE on ShanghaiTech Part A can be attributed to the nonuniform distribution of images since the images are all from
the Internet. Furthermore, our SNNet outperforms the other
state-of-the-art methods on ShanghaiTech Part B in terms of
both MAE and MSE.
To evaluate the quality of generated density maps, we
compare our SNNet to other methods using Part A dataset.
The comparison results are displayed in Table II. Our method
achieves the highest SSIM and PSNR, indicating that our
SNNet obtains lower count error and generates higher quality
density maps with less noise than other methods. Furthermore, we have also compared model sizes with parameter
numbers, which shows that our SNNet has relatively low
computational cost while performing the best of all. We
present some visual results generated by SNNet on ShanghaiTech dataset in Figure 5. As we can see, our approach
generates high-quality density maps in both crowded and
sparse realistic scenes, thanks to sufficient spatial information
produced by successive aggregation of global and local
features.
UCF-QNRF. UCF-QNRF dataset [11] is a new crowd
dataset with a large number of high-count crowd images in

TABLE I
C OMPARISONS WITH STATE - OF - THE - ART METHODS ON S HANGHAI T ECH
DATASET.

Method
MCNN [41]
CP-CNN [26]
DRSAN [18]
CSRNet [16]
SANet [2]
ASD [40]
SFCN [32]
CG-DRCN [28]
ANF [39]
SNNet

Part
MAE↓
110.2
73.6
69.3
68.2
67.0
65.6
64.8
64.0
63.9
62.9

A
MSE↓
173.2
106.4
96.4
115.0
104.5
98.0
107.5
98.4
99.4
108.4

Part
MAE↓
26.4
20.1
11.1
10.6
8.4
8.5
7.6
8.5
8.3
7.2

B
MSE↓
41.3
30.1
18.2
16.0
13.6
13.7
13.0
12.8
13.2
12.1

realistic scenarios captured in the wild. There are dramatic
variations both in crowd density and image resolution in this
dataset. In addition to high-density areas, the UCF-QNRF
dataset contains buildings, vegetation, roads and sky. It contains 1,535 images with 1,251,642 annotations. The training
and test set consist of 1201 and 334 images, respectively.
Result comparisons of MAE and MSE on UCF-QNRF
dataset are listed in Table III and our SNNet has achieved
the best MAE 90 and MSE 150. Compared to the state-ofthe-art solution DSSINet[17], our method acquires 8% lower
MAE. These superior results demonstrate the effectiveness of
our proposed approach and indicate that our methods have
excellent performance not only in dense crowd images but
also in relatively sparse scenes.
GCC. GCC dataset [32] is a more large-scale crowd counting dataset in both the number of images and the number of
persons compared with others. It consists of 15,212 images
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TRANCOS. TRANCOS dataset[9] is for extremely overlapping vehicle counting in traffic congestion situations. It
consists of 1244 images, with a total of 46796 vehicle
annotations obtained from real video surveillance cameras
with a region of interest(ROI) per image. This database
covers a variety of different scenes and viewpoints, with
changes in the lighting conditions, and considerably different
levels of overlap and crowdedness, even within the same
image. The Grid Average Mean Absolute Error(GAME) [9],
[16] is introduced to evaluate for test. For a specific L,
GAME(L) subdivides the image using a grid of 4L nonoverlapping regions, and the error is the sum of the mean
average error in each of these 4L regions. When L = 0, the
GAME is the same as the MAE metric.
Table V shows the results of comparative experiments
of GAME on TRANCOS, where we achieve 2.11, 3.17,
4.47, 5.88 for GAME0, GAME1, GAME2 and GAME3,
respectively. All of them outperforms state-of-the-art methods. Obviously, the GAME metric is designed to penalize
those predictions with a good MAE but a wrong spatial
distribution of the objects. Therefore, it demonstrates that our
proposed method produces good results on vehicle counting
and vehicle distribution among spatial dimensions.

TABLE II
C OMPARISONS OF MODEL SIZES AND QUALITY OF DENSITY MAPS ON
S HANGHAI T ECH PART A DATASET.

Method
MCNN [41]
CP-CNN [26]
CSRNet [16]
ANF [39]
SNNet

PSNR↑
21.4
21.72
23.79
24.1
25.7

SSIM↑
0.52
0.72
0.76
0.78
0.78

Parameters
0.13M
68,8M
16.26M
7.9M
5.19M

TABLE III
C OMPARISONS WITH STATE - OF - THE - ART METHODS ON UCF-QNRF
DATASET.

Method
MCNN[41]
Switch-CNN[24]
CL[11]
TEDnet[13]
CG-DRCN [28]
ANF [39]
CAN[19]
SFCN[32]
DSSINet[17]
SNNet

MAE↓
277
228
132
113
112
110
107
102
99
91

MSE↓
426
445
191
188
176
174
183
171
159
153

TABLE V
C OMPARISONS WITH STATE - OF - THE - ART METHODS ON TRANCOS
DATASET.

with resolution of 1080×1920 containing 7,625,843 persons.
It has a wider variety of indoor and outdoor scenes, which
is important for measuring the generalization performance
of models in crowd counting. We verify our SNNet from
the random splitting strategy: the entire dataset is randomly
divided into two groups as the training set (75%) and testing
set (25%), respectively.
Table IV shows the results of the comparison experiments,
including count estimation errors and quality metrics. SNNet
achieves 23.5% lower MAE and 15.5% lower MSE than
the previous state-of-the-art method SFCN, which demonstrates the robustness of our proposed SNNet. In addition,
our method achieves the highest SSIM and PSNR, which
indicates our SNNet can lead to a considerable improvement
in the quality of density maps by global and local context
aggregation.
TABLE IV
C OMPARISONS WITH STATE - OF - THE - ART METHODS ON GCC DATASET.

Method
MCNN[41]
CSRNet[16]
FCN[32]
SFCN[32]
Ours

MAE↓
100.9
38.2
42.3
36.2
27.7

MSE↓
217.6
87.6
98.7
81.1
68.5

PSNR↑
24.00
29.52
30.10
30.21
35.04

SSIM ↑
0.838
0.829
0.889
0.904
0.977

Method
GAME0↓ GAME1↓ GAME2↓ GAME3↓
Victor et al.[14] 13.76
16.72
20.72
24.36
Onoro et al.[21] 10.99
13.75
16.09
19.32
CSRNet[16]
3.56
5.49
8.57
15.04
PSDNN[20]
4.79
5.43
6.68
8.40
S-DCNet[36]
2.92
4.29
5.54
7.05
SNNet
2.11
3.17
4.47
5.88

C. Ablation Experiments
In this section, we conduct an ablation study to analyze
the impact of different normalization layers and decoding
methods of SNNet on the ShanghaiTech dataset. We use
SNNet without up-sampling operations that output density
maps of 1/4 original size as our baseline.
Normalization Layers. We compare the performance of
four normalization layers: BN, IN, GN and SGN using our
baseline model. As we can see from Table VI, adopting BN
achieves the worst results among all normalization layers,
which proves that BN is not suitable for this task due to using
the small batch size during training. The usage of IN and GN
brings significant improvements to our baseline, illustrating
the importance of normalization layers in our model and GN
has a better result than IN in both Part A and Part B datasets.
Furthermore, our proposed SGN obtains a promotion over
GN, indicating that it is necessary to perform normalization
on each patch to diminish the effects of statistical shifts
caused by variations between global and local features.
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TABLE VI
A BLATION STUDY OF DIFFERENT NORMALIZATION LAYERS OF SNN ET
ON S HANGHAI T ECH DATASET

Normalization
BN [12]
IN [30]
GN [23]
SGN

Part
MAE↓
97.2
74.7
72.4
70.5

A
MSE↓
184.7
129.2
125.4
122.3

Part
MAE↓
18.7
9.8
9.0
8.3

TABLE VIII
A BLATION STUDY OF VARIOUS CONFIGURATIONS OF SGN IN SNN ET
ON S HANGHAI T ECH DATASET.

B
MSE↓
33.0
19.9
16.1
14.1

Part A
Part B
Number of Patches MAE↓ MSE ↓ MAE↓ MSE ↓
1×1 (=GN)
65.8
111.3
8.0
14.2
2×2
62.9
108.4
7.2
12.1
3×3
63.2
107.1
7.7
13.6

Decoding Methods. To explore the impact of different
decoding methods on crowd estimation, three different decoding methods are tested respectively based on our baseline
with SGN. We denote the decoder with global and local
context aggregation using transposed convolution as CADeconv, which is used in our proposed SNNet. Decoder
with global and local context aggregation using bilinear
interpolation up-sampling is denoted as CA-upsamp, and we
use Direct-Decoder to represent the direct decoder without
feature fusions. The detailed evaluation results are illustrated
in Table VII. Our CA-Deconv achieves the lowest error (the
highest accuracy) among all decoding methods. It verifies
that multi-scale information fusion in the decoding process
can extract rich spatial information, which is valuable for
generating accurate density maps.

TABLE IX
A BLATION STUDY OF GENERALIZATION ABILITY OF SGN IN DIFFERENT

TABLE VII
A BLATION STUDY OF DIFFERENT DECODER METHODS OF SNN ET WITH
SGN ON S HANGHAI T ECH DATASET.

Decoder
Direct-Decoder
CA-Upsamp
CA-Deconv

Part
MAE ↓
69.3
65.6
62.9

A
MSE↓
118.4
114.1
108.4

Part
MAE↓
8.0
7.5
7.2

experiments on ShanghaiTech dataset with MCNN and CSRNet. In MCNN, we use GN and SGN separately, and we set
the number of channels per group to be 8, 10, 12 for three
branches. In CSRNet, we apply normalization layers in the
backend, with the number of channels per group to be 8
empirically.
The results are illustrated in Tabel IX. MCNN and CSRNet
with our SGN achieve the best performance in MAE and
MSE metrics. MCNN with SGN reduce by around 19%
estimation error compared with vanilla MCNN in ShanghaiTech partA, and by around 34% in ShanghaiTech partB.
CSRNet with SGN reduce by around 5% estimation error
in ShanghaiTech partA, and around 22% estimation error in
ShanghaiTech partB, compared with vanilla CSRNet. These
results prove the generalization ability and effectiveness of
Spatial Group Normalization.

NETWORKS ON

B
MSE↓
13.8
13.2
12.1

Number of Spatial Patches. All presented SGN layers
are trained with the number of spatial patches 2×2. Next, we
evaluate the performance of the different number of spatial
patches based on our SNNet. We attempt to split features
into several patches along the spatial dimension equally. As
shown in Table VIII, SGN with 2×2 patch size achieves
the best MAE in both Part A and Part B datasets. In the
case of 1×1, SGN is equivalent to GN and its performance
is worse than all the other cases studied. In addition, when
features are divided into 3×3 regions, the performance of
SNNet degrades, especially on Part B dataset. It’s reasonable
that if we split features into more blocks, one person’s head
is more likely to be assigned into different patches. Besides,
smaller blocks may lead to statistical bias. Therefore, without
explicitly specifying, the hyperparameter involved in dividing
features into patches is set to 2×2 in our experiments.
Generalization Ability of SGN. To evaluate the generalization ability of Spatial Group Normalization, we conducted

Method
MCNN∗
MCNN
MCNN
CSRNet∗
CSRNet
CSRNet

S HANGHAI T ECH DATASET. “∗ ” DENOTES OTHER
RESEARCHERS ’ RESULTS .

Norm
None
GN
SGN
None
GN
SGN

Part
MAE↓
110.2
92.5
89.3
68.2
65.5
64.0

A
MSE↓
173.2
144.7
132.3
115.0
103.6
100.4

Part
MAE↓
26.4
20.5
17.4
10.6
9.3
8.2

B
MSE↓
41.3
35.5
33.1
16.0
15.7
14.5

V. C ONCLUSIONS
In this paper, we have proposed a novel and effective
approach called Spatial Normalization Network(SNNet) to
improve the performance of crowd counting. First of all,
we propose a new normalization layer named Spatial Group
Normalization(SGN), which can perform better using a small
batch size during training and diminish the effects of statistical shifts caused by variations along spatial dimensions.
Besides, we design a strong encoder to extract multi-scale
features and aggregate normalized different resolution feature maps repeatedly. Then, we perform alternate feature
aggregation and up-sampling operations in our decoder to
generate high-quality density maps. We conduct extensive
experiments on four challenging crowd counting datasets and
we have better performance compared to other state-of-theart methods without any pretraining on other datasets.
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