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a b s t r a c t
Improving the quality of image-guided radiation therapy requires the tracking of respiratory motion in ultrasound sequences. However, the low signal-to-noise ratio and the artifacts in ultrasound images make
it diﬃcult to track targets accurately and robustly. In this study, we propose a novel deep learning model,
called a Cascaded One-shot Deformable Convolutional Neural Network (COSD-CNN), to track landmarks
in real time in long ultrasound sequences. Speciﬁcally, we design a cascaded Siamese network structure
to improve the tracking performance of CNN-based methods. We propose a one-shot deformable convolution module to enhance the robustness of the COSD-CNN to appearance variation in a meta-learning
manner. Moreover, we design a simple and eﬃcient unsupervised strategy to facilitate the network’s
training with a limited number of medical images, in which many corner points are selected from raw ultrasound images to learn network features with high generalizability. The proposed COSD-CNN has been
extensively evaluated on the public Challenge on Liver UltraSound Tracking (CLUST) 2D dataset and on
our own ultrasound image dataset from the First Aﬃliated Hospital of Sun Yat-sen University (FSYSU).
Experiment results show that the proposed model can track a target through an ultrasound sequence
with high accuracy and robustness. Our method achieves new state-of-the-art performance on the CLUST
2D benchmark set, indicating its strong potential for application in clinical practice.
© 2020 The Authors. Published by Elsevier B.V.
This is an open access article under the CC BY-NC-ND license.
(http://creativecommons.org/licenses/by-nc-nd/4.0/)

1. Introduction
Patients’ respiratory motion during image-guided radiation
therapy negatively affects the treatment and forces doctors to
enlarge therapy margins in order to ensure treatment quality
(De Luca et al., 2018; Ha et al., 2019). Many common treatment
protocols have tried to bypass the impact of respiration motion by
asking patients to hold their breath; however, this strategy may
reduce treatment eﬃciency, as patients usually cannot hold their
breath throughout the entire procedure (De Luca et al., 2018). Respiratory motion tracking methods based on medical images pro-
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vide target position estimates to help reduce injury to healthy tissues and increase treatment eﬃcacy.
Due to its low cost, noninvasiveness, and real-time nature, ultrasonography has been extensively used in radiation therapy to
guide treatment (Ha et al., 2019; Huang et al., 2019a). Although approaches for respiratory motion tracking using ultrasound images
have developed rapidly in recent years (Cifor et al., 2013; Ha et al.,
2019; Huang et al., 2019a; Shepard et al., 2017), achieving accurate
and robust tracking is still challenging because of the noise and artifacts in ultrasound images (Brattain et al., 2018) (Fig. 1). The low
signal-to-noise ratio of ultrasonography makes it diﬃcult to distinguish targets from the background (Fig. 1a). Shadows caused by air
lead to high variability in target appearance (Fig. 1b); thus, trackers
tend to misidentify the target as background. In addition, multiple
landmarks that may look similar to the target can appear in a single image (Fig. 1c), potentially cause the tracker to be less robust
and to drift rapidly to other locations.

https://doi.org/10.1016/j.media.2020.101793
1361-8415/© 2020 The Authors. Published by Elsevier B.V. This is an open access article under the CC BY-NC-ND license. (http://creativecommons.org/licenses/by-nc-nd/4.0/)

2

F. Liu, D. Liu and J. Tian et al. / Medical Image Analysis 65 (2020) 101793

Fig. 1. Examples for ultrasound images with different tracking challenges. (a) low
signal-noise ratio. (b) shadows caused by the air. (c) multiple landmarks with similar appearance with tracking target.

In addition to invasive tracking methods, such as implanting
markers for motion monitoring during radiation (Iwata et al., 2017;
Shirato et al., 2003; Takao et al., 2016), many image-based tracking approaches have been proposed. Normalized cross-correlation
(NCC) and kernel correlation ﬁlters (KCFs) were introduced as similarity metrics for block matching to estimate the target location in a tracking task (Mirzaei et al., 2018; Shen et al., 2018;
Shepard et al., 2017). Optic ﬂow combined with template matching
(Williamson et al., 2018a) or vessel models (Ozkan et al., 2017a)
have also been developed for motion estimation between frames.
Methods based on registration frameworks estimate the motion
within ultrasound sequences by iteratively optimizing a similarity
metric (Banerjee et al., 2015; Cifor et al., 2013; Ha et al., 2019;
Ozkan et al., 2017a). However, most image-based methods employ
human-deﬁned features—or even raw intensity values—that lack
expressiveness and may encumber tracking accuracy (Huang et al.,
2019b), indicating the need for high-level semantic information to
improve the accuracy and robustness of tracking.
Recently, convolutional neural networks (CNNs) have drawn
extensive attention in numerous medical imaging ﬁelds due
to their ability to learn task-speciﬁc semantic feature hierarchies (Gao et al., 2019; Karimi et al., 2019; Lin et al., 2019;
Wang et al., 2017). Many researchers have explored the application of CNNs to respiratory motion tracking with encouraging results (Gomariz et al., 2019; Huang et al., 2019b; Rangamani et al.,
2016). However, several problems that are harmful to accuracy
improvement must still be solved. Firstly, subsampling by maximum/average pooling or stride-convolution is common for deep
learning models to enlarge their receptive ﬁelds; however, this operation could increase the uncertainty of ultrasound tracking tasks,
which require pixel-level location prediction. Secondly, in ultrasound sequences, targets often exhibit appearance variations between frames. The common solution for this problem in a tracking task is to make the network learn generalizable features by using data augmentation. However, data augmentation cannot cover
all kinds of appearance transformations, which could inhibit model
generalization (Dai et al., 2017). Thirdly, for deep learning applications in the medical imaging ﬁeld, the available data are often insuﬃcient for training a network with many parameters, so network
overﬁtting is usually unavoidable. At the current stage, the tracking accuracy of CNN-based models is limited, and is not yet on par
with the performance of models based on human-deﬁned features
(De Luca et al., 2018). Therefore, efforts need to be made to explore proper CNN strategies for exploiting the potential of learning
expressive features for ultrasound tracking.
In this work, we analyzed the challenges restraining the performance of CNN models in ultrasound tracking tasks. Based on the
SiamFC which is our baseline method, we proposed a novel Cascaded One-shot Deformable Convolutional Neural Network (COSDCNN) for ultrasound-based tracking to try to solve the problems
mentioned above. The motivations behind our method is to design
speciﬁc strategies for each of the problems mentioned above. The
contributions and the corresponding objectives of this work can be
summarized as follows:

1 We design a simple and eﬃcient cascaded structure based on
SiamFC (Bertinetto et al., 2016b) to alleviate performance reductions due to subsampling. By performing stage-by-stage location prediction, COSD-CNN increasingly focuses on the region
with the highest probability to be the target and tunes its prediction to a ﬁne-grained level.
2 We propose a one-shot deformable convolution (OSDC) module to enhance the robustness of the COSD-CNN to appearance
variations. By embedding target information in meta-learning
manner, interpolation offsets are predicted in order to deform
the receptive ﬁelds of network for adaptation with a template
image.
3 An unsupervised training strategy is proposed to allow suﬃcient model training by searching for more available corner
points for tracking. Training images are fully utilized in this
method to allow COSD-CNN to learn features with high generalizability.
4 With experiments, we show that the proposed approach beneﬁts from the improvement of our speciﬁc structure design and
training strategy, and that it is effective for ultrasound tracking tasks. COSD-CNN achieves state-of-the-art tracking performance on the Challenge on Liver Ultrasound Tracking (CLUST)
(De Luca et al., 2018) 2D benchmark. We also validate the tracking performance of COSD-CNN on an ultrasound dataset collected from routine clinical examination and obtained appealing tracking accuracy results.
2. Related work
With the rapid development of ultrasound imaging technique,
ultrasound-based tracking tasks have been paid great attention by
many researchers. Numerous algorithms have been proposed from
different perspectives. Inspired by the registration technique, many
tracking systems have been developed to ﬁnd an optimal sparse
displacement ﬁeld between cropped patches of image sequences
(Banerjee et al., 2015; Cifor et al., 2013; Ha et al., 2019; Konig et al.,
2014; Williamson et al., 2018b; Wilms et al., 2016). For example,
Cifor et al. (2013) proposed to update deformation ﬁelds deﬁned
by Demons-type and spatially estimated forces, and to compose
the local or regional contribution of each image feature to form
the ﬁnal transformation. Royer et al. (2017) presented a method
for target tracking by combining robust dense motion estimation
and mechanical model simulation to provide correct and robust
motion estimation. Unlike registration-based methods, which estimate motion by energy optimization, motion tracking using optical ﬂow tries to take a set of points in one frame and directly
ﬁnd their corresponding positions in the next frame (Ozkan et al.,
2017b; Williamson et al., 2018b). NCC and KCFs are often used as
similarity metrics in block-matching tracking approaches. By comparing the similarity of patches between the current and a reference ultrasound frame (Kondo, 2014, 2015; Mirzaei et al., 2018;
O’Shea et al., 2014; Shen et al., 2018; Shepard et al., 2017), the
position with maximum similarity is identiﬁed as the new target tracking position. Many strategies have been developed to
improve the accuracy and robustness of tracking in this framework. Shepard et al. (2017) proposed an NCC-based block matching algorithm that incorporates training methods and multiple simultaneous templates to determine an aﬃne transformation from
the previous frame to the current frame; this method is currently the non-CNN method with the highest tracking accuracy
on the CLUST benchmark. An online learning approach with scaleadaptive KCF and displacement and appearance constraints was devised to compensate for deformation while excluding unreasonable positions, resulting in real-time and robust target tracking
(Shen et al., 2018). Apart from these main frameworks for motion
tracking, other studies have explored the application of level set
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Fig. 2. Framework of the proposed COSD-CNN. In training phase, the template and instance images are the image pair processed by unsupervised strategy, or two images
randomly selected from one ultrasound sequence in ﬁne-tuning training stage. In inference phase, the ﬁrst annotated image is the template image, and the following images
are instance images. The images are cropped with different position priors into patches to be processed by Siamese branches. A rough tracking result is predicted by the
cross-correlation response map following the ﬁrst Siamese branch and used as the position prior for the second branch. A one-shot deformable convolution module (OSDC)
is used for self-adaptively ﬁtting the appearance transformation of targets. Weighted L1 Loss function is adopted for training the whole network.

(Zhao et al., 2017), slow feature analysis (Cao et al., 2015), particle ﬁlters (Cristani et al., 2016) or mechanical model simulation
(Royer et al., 2017) on motion tracking tasks. However, most previous works have used low-level image features or even gray intensities for tracking position prediction, which lacks semantics and is
not robust to variability in the appearance and shape of the tracking target.
With the rapid emergency of CNN techniques, motion tracking methods based on CNNs have been proposed and achieved
promising results (Gomariz et al., 2019; Huang et al., 2019b;
Nouri and Rothberg, 2015; Rangamani et al., 2016). Nouri and
Rothberg (2015) proposed to learn distinctive features by a
metric learning strategy to embed ultrasound patches into
a low-dimensional feature space, with the minimum distance
of the embedding features between the template and instance patches corresponding to the predicted target position.
Rangamani et al. (2016) combined an encoder–decoder structure and recurrent neural network to predict the heat map of
the speciﬁc landmark as speciﬁed by the past three frames.
Huang et al. (2019b) proposed an end-to-end trainable motion
tracker combining an attention-aware fully convolutional neural
network and the convolutional long short-term memory (CLSTM)
network by computing a saliency mask from the CLSTM to reﬁne
the features particular to the tracked targets. Siamese networks
with location priors were introduced by Gomariz et al. (2019) for
landmark tracking in liver ultrasound sequences; this technique
proposed to learn the similarity between pairs of image regions
containing the same landmark. Approaches based on CNNs have
achieved promising tracking performance. However, current CNNbased methods have not designed speciﬁc structure for adapting
the network to variations in target appearance, nor do they encompass a strategy for preventing the CNN from overﬁtting on the
scarce medical data available for training.
To overcome the limitations of previous works, we designed
COSD-CNN with the following highlights: 1) we propose a cascaded Siamese structure to improve pixel-level tracking accuracy;
2) we propose a one-shot deformable convolution module to make
the COSD-CNN robust to appearance variations of landmarks in ultrasound sequences; and 3) we design an unsupervised training
strategy for tracking tasks to reduce the risk of overﬁtting when
training CNN models with limited medical images.
The remainder of this paper is organized as follows. A detailed
description of the proposed COSD-CNN is presented in Section 3.

Experimental setting and results are provided in Section 4. In
Section 5, we discuss the design details of COSD-CNN, our experiment results, and conclusions.
3. Methodology
The COSD-CNN framework is illustrated in Fig 2. COSD-CNN utilizes B-mode ultrasound sequences for landmark target tracking.
The input of the COSD-CNN are the patches cropped from the template and instance images, which contain the same target in different timestamps. Given an ultrasound image sequence with the target annotated in the ﬁrst frame (template image), COSD-CNN predicts the position of a tracking target in the subsequent images
(instance images) sequentially.
3.1. COSD-CNN framework
The proposed framework uses Siamese networks for feature extraction. We further designed a cascaded Siamese structure to predict target positions at different resolutions of network features, in
which a rough position is ﬁrst predicted in a relatively large receptive ﬁeld, and then is reﬁned at a high resolution. An OSDC module is designed to adjust the receptive ﬁeld of the network based
on the appearance variations of the tracking target. Thus, the similarity of landmarks in the template and instance images can be
matched properly with less negative impact from image noises and
variations in target appearance.
3.1.1. Siamese network
AlexNet (Krizhevsky et al., 2012), pretrained on ImageNet, is
adopted for building our Siamese network. A Siamese network gets
pairs of template images z and instance images x as input, and
learns feature embedding ϕ ( · ) for similarity matching (Bertinetto
et al., 2016b). It is common for deep learning networks to zero-pad
features near the border to make the network deeper while keeping the size of the output invariable. However, the padding operation destroys the consistency between the feature embedding of
different image regions. Embedding features for central regions of
the image depend on image contents only, but the features for border regions are extracted from the image content and zero-padding
regions. The inconsistency of this feature embedding degrades similarity matching comparison (Zhang et al., 2019).
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Fig. 3. Variants of modiﬁed AlexNet for Siamese branches. The ﬁrst four convolution layers are sequences of convolution, batch normalization and ReLU. The last layer is a
convolution module only. Convolution stride and max-pooling layer are used to adjust the subsampling resolution for both Siamese branches. (a) The ﬁrst Siamese branch.
(b) The second Siamese branch. Two branches share the parameters of the ﬁrst convolution layer.

Based on the above analysis, we modify AlexNet by removing
all the zero-padding operations, strictly retaining the feature embedding consistency for all image regions. With the removal of
zero-padding, the size of features is zoomed out layer-by-layer.
We alleviate this problem by setting the stride of the ﬁrst convolution to 2. The Siamese network consists of ﬁve layers, each of
which is a sequence of convolution, batch normalization (Ioffe and
Szegedy, 2015) and ReLU functions, except for the last layer which
is a convolution module only. Local response normalization is replaced by batch normalization in the COSD-CNN to reduce internal covariate shifts and accelerate the training process. We set the
batch normalization momentum to 0.05 to keep running estimates
of the computed mean and variance.
3.1.2. Cascaded siamese structure
It is common in deep learning to enlarge the receptive ﬁelds of
a network by subsampling features using convolution with an increased stride or a pooling layer. However, as has been found in
the image segmentation ﬁeld (Chen et al., 2018; Chen et al., 2017),
subsampling deteriorates the accuracy of tasks that require pixellevel prediction. For example, if the image features are subsampled
by 8 in a network, then one position in the ﬁnal features corresponds to an 8 × 8 region in the original image, which increases
uncertainty in the learning process.
In order to solve this problem, we propose to cascade Siamese
networks to improve prediction accuracy. Our design is inspired
by observing doctors’ target tracking process. We noticed that doctors tend to ﬁnd a rough position for their tracking targets at ﬁrst
glance. Then, they adjust their decision by carefully comparing image details. Similar to this process, we adopt a cascaded structure
of two Siamese networks with different subsampling resolutions to
predict the target’s position in different resolutions.
The ﬁrst Siamese network subsamples the image by 8 for feature extraction in a relatively large receptive ﬁeld (Fig. 3a). Two
max-pooling layers with a 3 × 3 kernel and 2 × 2 stride were
added after the ﬁrst and second convolution blocks. We feed the
network a target patch with size of 127 × 127 from the template
image and a search region patch with size of 255 × 255 from the
instance image. A rough target position is parsed based on the
cross-correlation of features from this Siamese network according
to the method described in Section 3.3. We further crop the template and search image regions centered on the rough prediction
position. In the second stage, we focus on regions whose sizes are
half those of the ﬁrst stage. For the second Siamese branch, we
remove all maximum-pooling layers; only convolution with an in-

creased stride is used for subsampling images (Fig. 3b). This design
is speciﬁc to target tracking based on ultrasound image sequences.
Because only one target is tracked each time and the change in
the target size between images is not too large, the network can
pay attention to a smaller search region after determining a rough
position using a ﬁxed structure design, ensuring that the target is
not outside the search region. In order to reduce the number of
parameters and share some low-level image features, we share the
ﬁrst convolution layer for both Siamese networks.
3.1.3. OSDC module
The size and shape of objects in ultrasound imaging is full of
dynamic variations, which challenges the robustness of identifying
the same targets at different timestamps. Additionally, changes in
gain and shadows speciﬁc in ultrasound imaging cause tracking algorithms to misrecognize targets or even cause rapid drift.
In this work, we propose the OSDC module for applying deformable convolution in a one-shot learning manner, to adjust the
receptive ﬁelds for sampling more informative features in ultrasound imaging (Fig. 4). The term “deformable” means the receptive ﬁeld of OSDC is self-adjustable, instead of a ﬁxed grid as
plain convolution is. The goal of one-shot learning is to learn the
type and appearance of a target on the ﬂy from a single template image (Bertinetto et al., 2016a). Based on a deformable convolution ﬁrst proposed for object detection (Dai et al., 2017), we
consider a one-shot mechanism to embed target information from
the template image by learning the parameters W, which contains
two sub-networks, learner-net and predictor-net. Speciﬁcally, in a
meta-learning process, the learner-net ω learns parameter W for
the predictor-net, i.e., the learner-net learns to learn (Bertinetto
et al., 2016a).



W = ω Z; W 



(1)

The learner-net ω is a convolution layer with learnable parameter W . The channel number of W is twice Z for the x and y spatial
directions.
The predictor-net ϕ is a convolutional layer whose kernel parameter is W. With the help of one-shot learning, the predictor-net
predicts sampling offsets p for receptive ﬁeld deformation for instance images based on the target’s type and appearances in template image (Bertinetto et al., 2016a; Vinyals et al., 2016).

 p = ϕ (X ; W )

(2)

As in a Siamese network, we do not use zero-padding in ϕ . Offset p indicates the sampling position where the instance image
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Fig. 4. One-shot deformable convolution. One-shot deformable convolution module is proposed to enhance the geometric transformation modeling capability of COSD-CNN.
In a meta-learning process, the learner-net learns parameter W for the predictor-net by embedding the information of tracking target from template image features z. Then,
the predictor-net with the parameter W predicts interpolation offsets for guiding the deformation of receptive ﬁeld.

Fig. 5. Procedure of the unsupervised training strategy. For an image randomly selected from an ultrasound sequence, blurring is ﬁrstly applied to suppress noise for corner
point detection in Shi-Tomashi method. Data augmentation and combination with an image from a random timestamp simulate the perturbation of respiratory motion.
Finally, one point is selected randomly as pseudo tracking target for network training. The initial image is regarded as template image and the processed image as instance
image.

should be transformed to ﬁt the appearance of the template image.
We predict a shared offset pair (px and py ) for multichannel
features in one spatial position. In this study, function ω is universal, which means that different from Dai et al. (2017), OSDC is also
workable for the targets whose types were not contained in the
training set. By network training, function ω learns to learn convolution parameters W based on the speciﬁed target in the template
image, in order to predict sampling offsets by convolution with the
instance image.
In order to deform the distribution of receptive ﬁelds for
matching instance and template image patches with supporting
features, bilinear interpolation is applied based on the predicted
offsets to sample instance images. We 0-pad the offsets to make it
the same size with the instance feature. Note that because bilinear
interpolation is linear which cannot change the property of image
features, the feature consistency for template and instance image
features is still kept. To balance tracking accuracy and speed, the
one-shot deformable convolution module is used only on the embedding features of the second Siamese branch.
3.2. Unsupervised training strategy
Due to patient privacy protection and the diﬃculty of manual annotation, ultrasound images for tracking are usually scarce.
Therefore, it is diﬃcult to train deep learning networks for target

tracking while keeping them from overﬁtting. It is too expensive
to annotate target on all frames of an ultrasound sequence (usually
duration over 300s and number of frames over 30 0 0). Thus, only a
part of frames is selected and annotated manually (less than 13%
in CLUST dataset) and most images are not used for training networks. In this work, we design an unsupervised training strategy
(Fig. 5) based on the speciﬁcity of target tracking in ultrasound
sequences, in order to make full use of the training dataset and
learn a network with high generalizability for unseen targets in
test dataset.
We noted that, unlike visual object tracking in other ﬁelds
(Bertinetto et al., 2016b; Zhao et al., 2019), tracking in ultrasound
sequences commonly stresses the importance of accurately predicting the central position of the target instead of the scale of
the target. Based on this observation, we propose a simple yet efﬁcient way to search for more corner points than are available as
annotated target points. We scan an ultrasound image randomly
for corner points usable for tracking using the Shi-Tomasi corner detection method (Shi and Tomasi, 1994). Image blurring is
ﬁrstly applied to suppress noise for assuring corner detection precision. For Shi-Tomasi detector, we set the maximum number of
corners to 500, the quality of level to 0.03, and the minimum
distance between corners to 9. The blank space of an ultrasound
image and the neighbor of image borders are excluded from corner detection area. The shadow detection method proposed by
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Meng et al. (2019) was also applied to detect acoustic shadow regions where few corner points could be found, to speed the detection process up and improve detection quality. The generalization of the shadow detection model is great and the prediction
in CLUST dataset is satisfactory (Figure S4). Statistically, the ratio of detected shadow regions is about 17.75%. We apply simple
strategies to simulate the appearance variation in ultrasound images. Whole image are made brighter or darker by applying a random multiplier ranging from 0.6 to 1.3 to image intensities, which
simulates the gain changes in ultrasound images. Images are also
randomly translated in a range of 0.2 times the image height and
width. We further design a simple data augmentation that is eﬃcient for keeping the network from being fooled by similar objects
near the target. An image frame is randomly selected from the ultrasound sequence. We combine the randomly chosen image and
training instance image with a random weight from 0 to 0.4. The
motivation behind this strategy is that the network is expected to
detect the given foreground target object from other similar background objects, even if they are extremely similar with the tracking targets. The detected corner points are used as pseudo tracking targets for network training. The original image is regarded as
the template image and the processed images as instance images.
In this way, we designed an unsupervised strategy to train a network with high generalizability by making full use of all the image
frames in the training dataset.
The unsupervised strategy is used in the ﬁrst phase to train the
network until convergence. Then, the network is further ﬁne-tuned
using annotated images in the second phase. Our training objective
is to learn a network F that minimizes the average loss between
labels li and predicted similarity maps F (zi , xi ; W ) on instance image xi with template image zi .

minW

n
1
L ( F ( z i , x i ; W ), l i )
n

(3)

i=1

Like Gomariz et al. (2019), we found that it is eﬃcient to deﬁne labels in the form of a Gaussian map. We adopted an unnormalized Gaussian map centered on the target point. The standard variations of Gaussian maps for the ﬁrst and second Siamese
branches are 1.5 and 5, respectively. Weighted L1 loss is adopted
as loss function L to compare the differences between predicted
similarity maps F (zi , xi ; W ) and labels li . The loss of regions with
different distances from the distribution center are combined with
different weights. In this way, we stress prediction in the center of
the target, which is more diﬃcult and important than prediction
at the borders.

L(F (zi , xi ), i ) =


s.t. =

5.0
1.0
2.0

mn

j=1

w j |F (zi , xi ) − i | j

i j > 0.9
i j < 0.1
else

(4)

3.3. Tracking inference phase
The ﬁrst frame of an ultrasound sequence is annotated manually to determine the tracking target, which is a common
requirement for other respiratory motion estimation methods
(De Luca et al., 2018). To track a target with COSD-CNN, the template patch is cropped from the ﬁrst frame with landmark annotation and fed into both Siamese network branches to compute
the 8- and 2-subsampled convolution features. We save both features for the following tracking experiment. For each following ultrasound frame, the candidate search region is cropped, centering
on the location predicted in the last frame (for the second frame,
it is the annotated location in the ﬁrst frame). Then, 8-subsampled
features are computed with the ﬁrst Siamese branch and crosscorrelated with the corresponding 8-subsampled features of the
ﬁrst frame. A rough target location is predicted using the parsing method, as in Bertinetto et al. (2016b). Then, the search region is re-cropped, centered on the rough prediction from the current instance image. Features with higher resolution are obtained
by feeding the re-cropped search region into the second Siamese
network. After the cross-correlation position parsing for the highresolution features and 2-subsampled features of the template image, a more accurate location is predicted as the ﬁnal tracking result for the current frame.
A target location prior is adopted in the tracking inference procedure. Given anatomical constraints, the tracking target cannot
move an arbitrary distance between two consecutive frames. A
predeﬁned maximum distance dmax is set to determine target positions in a reasonable region, which is important for reducing the
risk of disastrous drifting. We set dmax to 6 for the ﬁrst Siamese
branch and 10 for the second branch.
Inheriting the processing of scale variations from SiamFC
(Bertinetto et al., 2016b), the input image is zoomed in three scales
1.0375s , where s ∈ {−1, 0, 1}, for estimating position with different target scales. The matching similarities in scale 1.0375−1 and
1.03751 will be attenuated with damping factor 0.9745, which is
based on the prior knowledge that we prefer the estimation where
the target has no much scale change, unless there is large scale
variation. Because of speed concerns, our model does not update
the template features online.
3.4. Implementation
We conducted all our experiments on a computer equipped
with an Intel i7-7700 CPU at 3.6 GHz, a single NVIDIA TITAN Xp
GPU, and 64 G of RAM. The model is implemented in Python using the PyTorch toolkit (Adam et al., 2017). The tracking inference
runs in a single thread; the average inference time of our full
tracking pipeline is 29 ms per frame, which is much faster than
the inference times of registration-based methods (Banerjee et al.,
2015; Ha et al., 2019) and on par with other CNN-based approaches
(De Luca et al., 2018; Nouri and Rothberg, 2015).
4. Experiment settings and results

During training, the ﬁrst Siamese branch (which has a larger
subsampling resolution) is trained ﬁrstly until convergence. Then,
with the parameters of the shared convolution layer frozen, we
train the second Siamese network with the same training method
as the ﬁrst branch. Unsupervised training is conducted for both
Siamese branches, with 200 epochs for the ﬁrst branch and 400
for the second. Fine-tuning of the network, using annotated ultrasound images, is then carried out over 100 epochs for both
branches. The COSD-CNN is trained using a stochastic gradient descent solver and the learning rate is decayed geometrically at every
epoch from 10−2 to 10−5 in the unsupervised training phase, and
ﬁxed at 10−5 in the ﬁne-tuning phase.

4.1. Data
Two datasets were used in our experiment. The ﬁrst is an open
dataset, CLUST 2D (De Luca et al., 2018) (Fig. 6a). The second
dataset is supplied by the First Aﬃliated Hospital of Sun Yat-sen
University (FSYSU) (Fig. 6b).
CLUST 2D dataset: CLUST contains 63 2D ultrasound sequences
of healthy volunteers acquired under free breathing with a broad
range of ultrasound equipment (5 US scanners, 6 types of transducers) from four countries (De Luca et al., 2018). The sequences
are divided into ﬁve groups (CIL, ETH, ICR, MED1, and MED2) based
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Fig. 6. Annotation examples of the CLUST dataset (a) and FSYSU dataset (b).

on data acquisition location and scanner. The duration of each ultrasound sequence ranges from 4 seconds to 10 minutes with temporal resolution from 6 to 31 Hz. Image spatial resolution in this
dataset varies from 0.27 mm × 0.27 mm to 0.77 mm × 0.77 mm.
For each ultrasound sequence, 10%–13% of frames are selected to
be annotated. The dataset is annotated manually by three observers and reviewed by an additional observer. Final annotation
for each target is the mean of all three manual annotations. At
most ﬁve tracking points are annotated manually on the ﬁrst frame
of each ultrasound sequence. The dataset was randomly divided
into training and test cohorts with 24 and 39 ultrasound sequences
by the CLUST organizers. In the test set, only the annotations on
the initial frames are provided and the annotations for the remaining frames are inaccessible. A total of 53 landmarks are annotated
in the training dataset for training models. In the test set, 85 targets need to be tracked. The tracking results are evaluated online
by the CLUST organizers and tracking performances are listed on
their leaderboard.
As the number of annotated ultrasound sequences is limited,
we adopted ﬁvefold cross-validation for searching for hyperparameters and training our network. The data in the training set is randomly divided into ﬁve subgroups. There are ﬁve ultrasound sequences in each subgroup, except for the last one, which contains
four sequences. One subgroup is successively regarded as the validation set whereas the remaining are regarded as the training set.
After determining the best hyperparameters and network structure, we retrain the network with all the sequences in the training
dataset. Finally, the model’s performance is evaluated on the test
set.
FSYSU dataset: The second dataset was acquired from the
First Aﬃliated Hospital of Sun Yat-sen University, and consists
of 35 ultrasound sequences acquired from 35 patients. The sequence durations range from 1 to 7 minutes, with temporal resolution from 8 to 25 Hz. Image spatial resolution varies from
0.19 mm × 0.19 mm to 0.50 mm × 0.50 mm. There are 18 ultrasound sequences collected from Philips scanner, and 17 sequences
from Toshiba scanner. Two experienced radiologists annotated a
part of frames for each sequence (10%–12%) manually and one neutral observer checked all annotations carefully. The mean of two
annotations serves as the ﬁnal annotation. To reduce annotation errors, we ﬁrst segmented the tumor along its boundary using ITKSNAP (Yushkevich et al., 2006). Then, the centroid of the tumor
shape was computed as the tracking target. The proposed COSDCNN was further validated on the FSYSU dataset for evaluating the

accuracy and robustness of our model in an actual clinical environment.
4.2. Evaluation criteria
Given annotations li and tracking results pi for target i, tracking
error (TE) is calculated as

T Ei (t ) =

 li − p i  .

(5)

Euclidean distance is adopted as  ·  to measure the bias of
tracking results against annotations on one frame. Tracking error
is summarized by mean, standard deviation (Std), and 95th percentile (TE95th) of Euclidean distance for all frames (overall performance) or the frames of one target (performances for the target)
(De Luca et al., 2018). For frames lack of annotations, the evaluation of Euclidean distance are skipped, while we cannot access to
the information about which frame has annotation or not in the
test set.
4.3. Baseline
We proposed COSD-CNN based on SiamFC (Bertinetto et al.,
2016b; Gomariz et al., 2019) and enhanced it with three novel
highlights: cascaded design structure, the one-shot deformable
convolution module and the unsupervised training strategy. We set
the SiamFC as our baseline method to demonstrate the improvement of COSD-CNN on tracking task in the following experiments.
4.4. Results
We evaluated the proposed COSD-CNN on the CLUST 2D dataset
and measured its tracking performance as speciﬁed by the CLUST
organizers. We compared our model with state-of-the-art target
tracking algorithms on the same benchmark. Validation was further conducted for COSD-CNN on the FSYSU dataset to estimate
the model’s generalizability for clinical practice. After that, we carried out an ablation experiment to evaluate the effects of different
factors on the COSD-CNN: we changed the settings of one aspect
and ﬁxed the other model designs. Tracking performance was measured on the CLUST training dataset with ﬁvefold cross-validation
as described in Section 4.1.
4.4.1. Overall performance
Our method’s overall performance on the FSYSU and CLUST 2D
test set and the performance for each sequence group are sum-
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Table 1
Summary of tracking performance on the FSYSU and CLUST 2D test set.

Table 3
Network performance with different subsampling resolutions.

CLUST set

Num

Mean (mm)

Std (mm)

TE95th (mm)

Subsampling resolution

Mean (mm)

Std (mm)

TE95th (mm)

CIL
ETH
ICR
MED1
MED2
Overall
FSYSU set
Philips
Toshiba
Overall

6
30
13
27
9
85
Num
18
17
35

1.19
0.59
0.77
0.78
0.80
0.69
Mean (mm)
1.60
1.45
1.52

1.16
0.57
0.78
0.60
0.90
0.67
Std (mm)
0.85
0.69
0.77

4.16
1.24
2.70
1.81
1.73
1.57
TE95th (mm)
3.15
2.68
3.10

2
4
8
4&2
8&2
8&4

1.52
1.72
1.40
0.99
0.71
0.83

4.66
1.57
1.49
1.09
0.75
0.81

9.20
5.01
3.52
2.99
1.81
2.06

marized in Table 1. Detailed tracking performance for all the sequences in the CLUST 2D test set is provided in Table S1. COSDCNN achieves an overall accuracy of 0.69 ± 0.67 mm on the CLUST
2D test set, and 1.52 ± 0.77 mm on the FSYSU dataset. The proposed model performs uniformly for all ultrasound groups. Note
that the mean tracking error is lowest on the ETH group whose sequence duration is longest among the CLUST dataset (175s–626s).
Therefore, COSD-CNN is proved to be robust for long-time tracking cases, which is important in clinical practice of image-guided
radiation therapy.
In Table 2, we compare the overall performance of our model
with state-of-the-art methods and human observers on the CLUST
2D test set and FSYSU dataset. No tracking means no tracking
method is applied and the target position on the initial frame is
used as the prediction for all subsequent frames. All tracking methods can achieve greater positioning accuracy than No tracking case
in CLUST and FSYSU dataset, indicating the necessity of respiratory
motion estimation in image-guided radiation therapy. The COSDCNN’s Mean and Std values of tracking error are 0.65 and 1.9 mm
lower than that of the baseline, respectively. Compared with other
automatic tracking methods, the proposed COSD-CNN achieves the
best tracking performance on all the evaluation criteria. The improvement is considerable compared with other CNN-based methods (Gomariz et al., 2019; Nouri and Rothberg, 2015), indicating
the effectiveness of proposed strategies speciﬁcally for target tracking in ultrasound sequences. The standard deviation is almost half
that of the method of Shepard et al. (2017), which indicates that
our model is more robust than other approaches to variations in
ultrasound equipment and spatiotemporal resolution.

Table 2
Tracking performance comparisons for COSD-CNN with other state-of-the-art
methods and human observers on FSYSU and CLUST 2D test set. Best performance
among the automatic tracking methods are highlighted in bold.
CLUST set

Mean (mm)

Std (mm)

TE95th (mm)

No tracking
Nouri and Rothberg (2015)
Kondo (2015)
Makhinya and Goksel (2015)
Gomariz et al. (2019)(baseline)
Hallack et al. (2015)
Jeungyoon et al. (2019)
Williamson et al. (2018b)
Shepard et al. (2017)
COSD-CNN
Observer 1
Observer 2
Observer 3

6.45
3.35
2.91
1.44
1.34
1.21
0.85
0.74
0.72
0.69
0.46
0.47
0.44

5.11
5.21
10.52
2.80
2.57
3.17
0.80
1.03
1.25
0.67
0.36
0.34
0.32

16.48
14.19
5.18
3.62
2.95
2.82
2.32
1.85
1.71
1.57
1.13
1.08
1.03

FSYSU set

Mean (mm)

Std (mm)

TE95th (mm)

No tracking
COSD-CNN
Observer 1
Observer 2

5.77
1.52
1.05
1.19

2.31
0.77
0.44
0.41

9.67
3.10
1.57
1.66

The accuracy and robustness of human observers are still higher
than automatic tracking methods in both datasets. However, the
performance gap is gradually narrowing. For the moment, COSDCNN achieves the tracking accuracy closest to humans in target
tracking on CLUST 2D benchmark. The experiment results prove
the potential of our model for use in clinical practice.
4.4.2. Ablation experiment
In this section, we validate the effects of different network factors on our model’s performance on the CLUST 2D dataset. Unless
otherwise speciﬁed, in the following experiments, all factors are
the same those of the COSD-CNN except those that need to be
evaluated. All experiments are conducted on the CLUST 2D training
dataset with ﬁvefold cross-validation.
Different subsampling resolutions in Siamese branches. Different subsampling resolutions in Siamese network have varying impact on the tracking performance. In our experiment, we
compared the performance of 8-subsampling, 4-subsampling, 2subsampling Siamese branches and their pairwise combinations.
For the 4-subsampling branch, we set the patch size of the template and instance images as 95 × 95 and 191 × 191 respectively,
to retain linearity with both other branches. One-shot deformable
convolution module is not used in this experiment for simplicity
of comparison. We did not compare the Siamese network without subsampling, as the huge memory consumption far exceed our
hardware conditions. We also did not compare the combination of
all three branches due to the slow tracking speed.
In Table 3, among networks with single subsampling resolutions, the 8-subsampling network achieved the lowest tracking error (1.40 ± 1.49). In contrast, the 2- and 4-subsampling networks
were limited by their narrow receptive ﬁelds and thus cannot keep
pace with the position variance of the target. Note that the combination of different subsampling resolutions improves tracking performance in general. Combining the case with the largest receptive
ﬁeld (8-subsampling) and the case retaining the most detailed features (2-subsampling) proved to be the best cascaded structure for
target tracking in ultrasound sequences.
The impact of the one-shot deformable convolution module.
In COSD-CNN, we adopt a one-shot deformable convolution module on the convolution features of the second Siamese branch. In
this experiment, we compared the effect of this module following different Siamese branches. As shown in Table 4, we empirically found that the performance of the network with one-shot
deformable convolution following the ﬁrst Siamese branch is comparable to the case without the module, whereas the deformable

Table 4
Network performance with/without the one-shot deformable convolution module.
Methods

Mean (mm)

Std (mm)

TE95th (mm)

Without OSDC
1st branch + OSDC
2nd branch + OSDC
Both branches + OSDC

0.71
0.68
0.62
0.63

0.75
0.73
0.70
0.69

1.81
1.90
1.46
1.43

OSDC: one-shot deformable convolution.
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Table 5
Performance of network trained with/without the unsupervised strategy.

With
Without
Aided with Meng et al. (2019)

Mean (mm)

Std (mm)

TE95th (mm)

0.62
1.05
0.62

0.70
1.51
0.69

1.46
2.38
1.44

convolution module lowered the tracking error greatly when following the second Siamese branch, which indicates that features
with more details are more suitable for helping the one-shot deformable convolution module to learn the displacement of appearance transformation. The network with both branches following
the one-shot deformable convolution module was slightly better
than the network with only the second branch following the module. However, we prefer the latter as it has a lower computational
burdens and higher tracking speed.
The impact of the unsupervised training strategy. We verify
the importance of unsupervised training method for our model
in reducing the risk of overﬁtting. We also tested the impact of
shadow detection method (Meng et al., 2019) to the training phase.
From Table 5, we observed that the unsupervised strategy leads
to lower tracking error and higher robustness than training with
the supervised strategy only. The experiment results veriﬁed the
feasibility and effectiveness of our unsupervised training strategy,
which can mitigate the lack of annotated data and greatly improve tracking performance. Besides, We found that aided with
Meng et al. (2019), the improvement on tracking quality is minor
but the time-consumption of corner point detection process down
by up to 19.66% (from 60.01ms to 48.21ms), improving the training
eﬃciency greatly.
4.5. Visualization
We visualized the tracking results of COSD-CNN for two representative examples from CLUST and FSYSU datasets, respectively
(Fig. 7). One-shot deformable convolution was also illustrated by
visualizing the sampling locations of bilinear interpolation for representative cases (Fig. 8).
We compared the beneﬁt of adopting COSD-CNN for target
tracking with manual annotations and the case of no tracking for
motion compensation (De Luca et al., 2018). We observed that in
most timestamps, the bias of predicted positions against manual
annotations are small enough. Note that even if there are some
deviations, the prediction errors do not accumulate in the tracking procedure for the subsequent frames. Considered with the low
standard deviation of tracking error (0.67mm), it is proved that
COSD-CNN is robust in target tracking process for diverse cases,
such as for small tracking target (Fig. 7a) or relatively big target (Fig. 7b). Compared with the case of no motion compensation,
COSD-CNN was able to improve the positioning accuracy by up to
11.3mm in Fig. 7a and 13.9 mm in Fig. 7b, which indicates that
the application of COSD-CNN can save healthy tissues eﬃciently in
image-guided radiation therapy.
In Fig. 8, we illustrated typical examples for explaining the
characteristics of one-shot deformable convolution. We visualized
the sampling locations (red crosses in Fig. 8) corresponding with
locations of cross-correlation kernel (17 × 17) for the center points
(yellow points in Fig. 8) of instance image patches. The distribution of sampling locations represents the receptive ﬁelds of crosscorrelation after the one-shot deformable convolution module. In
most cases, the edge regions with high contrast are more distinctive and make target easy to be identiﬁed. It is observed in
Fig. 8a and b that one-shot deformable convolution tends to distribute sampling locations densely along the edge regions. By sampling more supporting features on the detailed regions, the match-
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ing between template and instance image patches is more accurate and robust. The inﬂuence of noises in ultrasound images, such
as gain changes (Fig. 8c) and the presence or absence of part of
edge (Fig. 8d), can also be weakened by reducing sampling density. If the noise continues to increase, the sampling density becomes more uniform (Fig. 8e and f). The sampling area extends in
some directions to search for more supporting features in a relatively large area. In worst-case scenarios where the tracking target
even can’t be identiﬁed by human (Fig. 8g and h), the sampling
locations of one-shot deformable convolution distribute uniformly
as in plain convolution. In this case, COSD-CNN depends mainly on
target location prior described in Section 3.3 to keep tracking robust and output a relatively reasonable prediction result.
5. Discussion and conclusion
In this study, we proposed COSD-CNN for target tracking in ultrasound sequences. Our approach achieved new state-of-the-art
performance (0.69 ± 0.67 mm) on the CLUST 2D dataset, which
is a widely used benchmark for fairly comparing the accuracy and
robustness of different tracking methods (De Luca et al., 2018;
Luca et al., 2015). Compared with other tracking methods, COSDCNN has the lowest standard deviation of overall tracking error,
thus is more robust to variations in ultrasound imaging factors like
data source, scanner, and ultrasound duration. Moreover, tracking
can be carried out in real time (>34 frames per second) with GPU
implementation, making it possible to track respiratory motion reliably during image-guided radiation therapy in clinical practice.
To improve the tracking accuracy of CNN-based models, we designed a cascaded Siamese network structure to predict the target
position at different levels. As in the manual tracking process, the
target is ﬁrst roughly located using a Siamese branch with coarse
features but a broad receptive ﬁeld. Then, the rough position prediction is modiﬁed by comparing more details of target neighbors
using the second Siamese branch. The eﬃcacy of the cascaded
Siamese network structure has been proven by its overall tracking performance. Deeper exploration of this structure indicated its
practicability for achieving high tracking accuracy in real time.
To address the challenges caused by image noise and shape
variation in tracking landmarks, we proposed a meta-learningbased solution. Using a one-shot deformable convolution module,
COSD-CNN self-adaptively adjust network’s receptive ﬁelds to sample supporting features based on targets’ appearance transformation. Unlike other CNN-based networks, which rely on heavy data
augmentation to improve generalization (Bertinetto et al., 2016b;
Li et al., 2018), we enhance the transformation modeling capability of COSD-CNN to process unknown geometric transformations.
The ablation experiment proved the necessity of the one-shot deformable convolution module.
Medical images are typically scarce, and their manual annotation by radiologists is diﬃcult and expensive, which hinders the
application of deep learning methods to solve medical problems.
In this study, we designed an unsupervised training strategy based
on the speciﬁc task of tracking targets in ultrasound sequences. By
detecting usable corner points around all the ultrasound images
as pseudo-tracking targets and simulating respiratory motion with
data augmentation, we created enough image pairs for training,
thus greatly improving the model’s tracking accuracy and robustness. With this strategy, the risk of overﬁtting is greatly reduced
without increasing labor costs. The experiment results prove that
the unsupervised training strategy is indispensable for improving
the model’s generalization.
The proposed COSD-CNN contains a cascaded Siamese structure, which improves tracking performance while also consuming
more computation than other CNN-based models (Gomariz et al.,
2019). Therefore, there is still much room for improvement in our
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Fig. 7. Tracking results of COSD-CNN on two tracking targets from the CLUST dataset (a) and the FSYSU dataset (b). Initial frames are the ﬁrst images of one ultrasound
sequences with annotation labels. The motion traces (green line) predicted by COSD-CNN are presented on the upper right. We also displayed the positions when no tracking
method is applied for comparing the improvement of tracking approaches. Five frames are selected from one breathing cycle. Dist in motion trace plot is the distance from
the most upper left corner of image to the predicted/annotated target positions. We deﬁne the timestamp of the ﬁrst image of an ultrasound sequence as the start of time.
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Fig. 8. Illustration for the distribution of sampling locations in one-shot deformable convolution (OSDC). Template, instance image patches and the instance patches marked
with sampling locations (red crosses) and center points (yellow points) make up one image triplet. (a)(b) OSDC tends to sample information in regions with high discrimination, such as edges. (c)(d) some image noises, such as the gain change (c) and the disappearance of part edge (d), are shunned by OSDC to keep away from disturbance.
(e)(f) when the transformation of appearance aggravated, sampling areas are enlarged to search for more useful features. (g)(h) when the transformation is so devastating
that the target cannot be identiﬁed, OSDC samples features uniformly as plain convolution.

model’s tracking speed. In the future, we will investigate strategies for combining COSD-CNN with computation-eﬃcient model
designs (Howard et al., 2017; Zhang et al., 2017) to reduce computational burdens while maintaining COSD-CNN’s performance advantage. Besides that, we should also be aware of the limitation
of unsupervised training strategy (Supplementary B and D) that
the unsupervised training can alleviate the effect caused by the
scarcity of medical data, but there is still a long way to go to completely solve this problem.
In conclusion, in this work we proposed a novel COSDCNN method for target tracking in ultrasound sequences. With
the application of a cascaded Siamese structure, a one-shot deformable convolution module, and an unsupervised training strategy, our method achieves accurate and robust target tracking,
which demonstrates the potential for a COSD-CNN effective use as
an effective tracking approach in clinical practice.
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