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a b s t r a c t 

Despite the remarkable success of deep neural networks on many visual tasks, they have been proved to 

be vulnerable to adversarial examples. For visual tasks, adversarial examples are images added with visu- 

ally imperceptible perturbations that result in failure for recognition. Previous works have demonstrated 

that adversarial perturbations can cause neural networks to fail on object detection. But these methods 

focus on generating an adversarial perturbation for a specific image, which is the image-specific per- 

turbation. This paper tries to extend such image-level adversarial perturbations to detector-level, which 

are universal (image-agnostic) adversarial perturbations. Motivated by this, we propose a Universal Dense 

Object Suppression (U-DOS) algorithm to derive the universal adversarial perturbations against object de- 

tection and show that such perturbations with visual imperceptibility can lead the state-of-the-art detec- 

tors to fail in finding any objects in most images. Compared to image-specific perturbations, the results of 

image-agnostic perturbations are more interesting and also pose more challenges in AI security, because 

they are more convenient to be applied in the real physical world. We also analyze the generalization 

of such universal adversarial perturbations across different detectors and datasets under the black-box 

attack settings, showing it’s a simple but promising adversarial attack approach against object detection. 

Furthermore, we validate the class-specific universal perturbations, which can remove the detection re- 

sults of the target class and keep others unchanged. 

© 2020 Published by Elsevier Ltd. 
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. Introduction 

Deep neural networks have been demonstrated to have strong

apacities of feature representation for images [1] . With the help

f large scale labeled datasets [2] and GPUs, deep neural networks

ave achieved great success in many fields of computer vision,

ncluding image classification [3] , object detection [4] , segmenta-

ion [5] and so on. Despite these successes, deep neural networks

ave been proved to be vulnerable to adversarial examples [6,7] .

dversarial examples are images added with visually impercepti-

le perturbations that result in failure for recognition. The study

f adversarial examples not only helps to investigate the underly-

ng mechanism of deep neural networks but also help us improve

heir robustness. 

Although most works about adversarial examples focus on clas-

ification [8] , some works investigate adversarial examples against

bject detection and show some interesting results [9] . But these
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orks mainly focus on generating a perturbation for a specific im-

ge, which is the image-specific perturbation. Is there a univer-

al perturbation that can fool a detector on most images? In this

aper, we try to verify the existence of such universal (image-

gnostic) adversarial perturbations against the state-of-the-art de-

ectors. The objective of detectors is to find objects in images, so

e look for a universal perturbation with visual imperceptibility

hat leads a detector to fail in finding any objects in most images,

hich we call a blind detector. An illustration of the blind detector

s shown in Fig. 1 . 

To confirm the existence of such universal adversarial perturba-

ions, we propose an algorithm to generate them against several

tate-of-the-art detectors, including Faster RCNN [4] , SSD [10] and

OLO [11] . The proposed algorithm optimizes the universal adver-

arial perturbation using an image set I iteratively for a detector.

uring the iterative process, the perturbation explores the under-

ying mechanism of the detector with the help of I and lead the

arget detector to fail in finding any objects on most images of I .

fter the process, we obtain the universal perturbation against the

arget detector and evaluate it on other unseen images to show

he universality. To evaluate how well the perturbations can blind

 detector, we propose using two criteria to measure the blind

https://doi.org/10.1016/j.patcog.2020.107584
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Fig. 1. An Illustration of the Blind Detector. The upper row shows the original images and corresponding detection results of the detector. The lower row shows the 

images perturbed with the universal adversarial perturbation and corresponding results. The objective of the universal adversarial perturbation is to lead the detector to fail 

in finding any objects in most images, which can be called blind . 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

2

 

i  

a

2

 

I  

i  

j  

i  

i  

d

 

p  

p  

t  

s  

t  

s  

s  

g  

b  

i  

o  

s  

w  

Y  

r  

t  

t  

t  

d

degree. Although these detectors have achieved remarkable perfor-

mance, experiments show that they are highly vulnerable to such

universal adversarial perturbations. In the experiments, the univer-

sal perturbations make the mAP of the detectors drop dramati-

cally on unseen images and also achieve a pretty high blind de-

gree. We further analyze the generalization of the detector-level

adversarial perturbations across different training sets, backbone

networks, and detectors, the results are also quite promising un-

der such black-box settings. We also validate the class-specific

universal adversarial perturbations that can remove the detection

results of the target class and keep the results of other classes

unchanged. 

The experiment results show an interesting phenomenon that

a single perturbation can prevent a state-of-the-art detector from

finding objects in most images while being visually imperceptible.

The existence of such universal perturbations is much more seri-

ous than image-specific perturbations because they are easier to

be applied in the real physical world and can attack the appli-

cations more efficiently. If someone uses the universal perturba-

tions to attack an autonomous vehicle or intelligent video surveil-

lance system, it may cause great security problems and tremen-

dous losses. The purpose of studying the adversarial attack is to

explore the robustness of deep learning models. Findings from this

article demonstrate the problems of current detection models in

terms of robustness and can help the researches improve the ro-

bustness accordingly. 

The research of universal adversarial perturbations against ob-

ject detection can help us better understand detection models.

Through the study of the universal perturbations, we can find why

these detection models fail due to a single perturbation and more

clearly understand the internal mechanism of the detection mod-

els. As such, we can make deep learning based detection models

more explainable. Through these studies, we can further improve

the robustness of the detection models, and make them more safe

to be applied in critical applications. 

We make the following four contributions in this work: 

• We propose an algorithm to generate universal adversarial

perturbations against object detection. To the best of our

knowledge, this work is the first one that empirically proves

the existence of such perturbations, which can lead the tar-

get detector to fail in finding any objects on most images. 
• We introduce two criteria to evaluate the blind degree of the

detectors and show that detectors are highly vulnerable to

such universal perturbations. 
• We analyze the generalization of the universal perturbations

across different training sets, backbone networks, and detec-

tors, which shows promising universality in such black-box

attack settings. 
• We also use the proposed method to generate the class-

specific universal perturbations, which can remove the de-

tection results of the target class and keep the results of

other classes unchanged. 

. Related work 

In this section, we discuss the related works with our problem,

ncluding object detection with deep learning and adversarial ex-

mples for classification and beyond classification. 

.1. Object detection with deep learning 

In recent years, deep learning [12] has achieved great success.

n the field of computer vision, deep learning models have a great

mpact on many problems, e.g., image classification [3,13,14] , ob-

ect detection [4,10,11] , segmentation [5,15] , tracking [16,17] , and

mage editing [18–21] . Due to the large consumption of deep learn-

ng models, there are also some works [22] that try to accelerate

eep neural networks. 

Object detection is a fundamental and popular task in com-

uter vision. With the fast development of deep learning, es-

ecially the Convolution Neural Networks (CNNs), object detec-

ion has achieved great success in terms of both accuracy and

peed [4,10,11] . Currently, the dominant paradigm in object de-

ection is based on the two-stage approach [4,23,24] . At the first

tage, these approaches generate a number of region proposals that

hould contain all the objects and filter out most background re-

ions. In the second stage, they classify these proposals to the

ackground or different classes of objects and refine the bound-

ng boxes. These two-stage methods achieve good performance

n several popular detection benchmarks [25,26] , but the running

peed is not so fast. To accelerate object detection, some recent

orks that focus on the one-stage approach, such as SSD [10] and

OLO [11] . These detectors achieve remarkable speed and can even

un in real-time mode. But their accuracy is lower than state-of-

he-art two-stage detectors, such as Faster RCNN on FPN [27] . For

his reason, Focal loss [28] is proposed to improve the accuracy of

he one-stage detector. The above methods are all based on pre-

efined anchors. 
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.2. Adversarial examples 

Since most works about adversarial examples focus on image

lassification, we firstly introduce the related works about adver-

arial attacks for image classification. Then we further introduce

elated works about adversarial attacks beyond image classifica-

ion, such as detection, segmentation, and so on. 

.2.1. Attacks for image classification 

Adversarial examples are first proposed in [6] , which shows

hat adding specially designed and visually imperceptible perturba-

ions to images can cause deep neural networks to predict wrong

abels with high confidence. Adversarial examples draw a lot of

ttention recently because they represent a concrete problem in

I security and may cause damages in the real-world application.

oodfellow et al. [29] explore the linear nature of neural net-

orks and proposes a fast gradient sign method (FGSM) to gen-

rate adversarial examples in one step. Kurakin et al. [30] extend

he one-step attack to a multi-step iterative method and show that

ven in physical world scenarios, machine learning systems are

lso vulnerable to adversarial examples. Physical adversarial ex-

mples [31] are also studied in the real physical world and show

mpressive robustness with different camera positions. In [32] ,

exture-based adversarial examples are generated to improve the

obustness against the color changes. Papernot et al. [33] gener-

te adversarial examples by restricting the l 0 -norm of the pertur-

ations instead of the common l 2 - or l ∞ 

-norm to keep visually

mperceptible. Carlini et al. [34] introduce a set of three adver-

arial attacks (C&W) and show that even robust networks trained

ith defensive distillation [35] are also vulnerable to these at-

acks. Moosavi-Dezfooli et al. [36] propose an algorithm named

eepFool to compute perturbations that fool deep networks effi-

iently. Black-box attacks against machine learning system are also

xplored in [37] . Su et al. [38] attempt to change one pixel of the

mage to attack the target networks, while Xiao et al. [39] and En-

strom et al. [40] try to change the spatial position of pixels to at-

ack the networks. There are also some interesting works [41] that

se semantic information transformation to generate unrestricted

dversarial examples [42] . The existence of universal adversarial

erturbations against image classification is proved in [8] , and

opuri et al. [43] try to find such perturbations by over-saturating

he features learned at multiple layers. 

.2.2. Attacks beyond image classification 

The works discussed above all concentrate on image classifica-

ion, other works also explore the adversarial attacks against au-

oencoders [44] , GANs [45] , RNNs [46] and Reinforcement Learn-

ng [47] . Most of the adversarial examples discussed above are

esigned for 2D domains, Xiao et al. [48] try to generate 3D

eshes as adversarial examples to attack 3D models. Meanwhile,

eng et al. [49] also explore to attack 3D models by perturbing

he physical parameters, such as material, normal, and illumina-

ion. In [50] , lighting and geometry are manipulated to attack 3D

odels. There are also some works [9] that explore adversar-

al examples against semantic segmentation and object detection,

ut only concentrate on image-specific perturbations. Inspired by

he existence of universal adversarial perturbations against classi-

cation [8,43] , the existence of universal adversarial perturbations

gainst semantic segmentation has also been proved by [51] . 

Compared to the universal adversarial perturbations (UAPs)

gainst classification and semantic segmentation, generating UAPs

gainst object detection is a much harder problem. Because the

APs against classification and semantic segmentation only need

o fool the network into corrupting the predicted image- or pixel-

ise label respectively, but the UAPs against object detection needs

o fool the network into failing to recognize all possible bounding
ox proposals, the number of which is orders of magnitudes larger

han that in classification and semantic segmentation [9] . To the

est of our knowledge, our proposed method is the first one that

ries to prove the existence of UAPs against object detection. 

. Universal adversarial perturbations against object detection 

In this section, we formulate the definition of our objective,

hich is to blind a detector with a universal perturbation and pro-

ose an algorithm to achieve this objective. 

.1. Problem formulation 

To blind a target detector means leading it to fail in finding

ny objects in most images with perturbations. In this paper, we

ant to find universal perturbations that blind the target detectors,

hile keeping imperceptible to the human eye, which is illustrated

n Fig. 1 . 

Let μ denote a distribution of images in R 

d , and D denotes a

etector that outputs for each input image I i ∈ R 

d the detection re-

ults D ( I i ). When we add a small perturbation v ∈ R 

d to the image

 i , the set of detection results on the perturbed image is D (I i + v ) ,
hich is: 

 D,I i , v = D (I i + v ) (1)

Our objective is to find an image-agnostic perturbation v to

lind the target detector D for most input images. Meanwhile, the

erturbation keeps imperceptible to the human eye, so, v must sat-

sfy the following two constraints: 

(1) R D,I i , v = ∅ , f or most I i ∼ μ

(2) ‖ v ‖ ∞ 

< ξ

he first constraint requests that the perturbation v must lead the

etector D to fail in finding any objects in most perturbed images.

he second constraint controls the magnitude of v , guaranteeing

hat v is imperceptible to the human eye. In this paper, we use ∞
orm to control the magnitude of v , and it must be less than ξ . 

.2. Universal dense object suppression (U-DOS) 

In this section, we describe the proposed algorithm, which is

alled Universal Dense Object Suppression (U-DOS). The algorithm

enerates a universal perturbation v , which densely suppresses the

arget detector D in finding any objects in most images while being

mperceptible to the human eye. The ‘universal’ in the algorithm

ame means that the single perturbation v can target all images,

nd the ‘dense object suppression’ implies that the algorithm tries

o densely suppress all regions to be recognized as objects for an

mage during the optimization. 

.2.1. Principle 

The algorithm (U-DOS) tries to find a universal adversarial per-

urbation v that satisfies the two constraints in the last section

gainst a target detector D . For the first constraint, the algorithm

as to consider the detector D and the distribution of images μ.

o this end, we sample an image set I from the distribution μ,

hich is I = { I 1 , · · · , I i , · · · } ∼ μ. Then the algorithm iteratively ad-

usts the universal perturbation v over the image set I until the

etector D fails in finding any objects in most perturbed images.

ince the image set I is sampled from the distribution μ, the gen-

rated v approximately satisfies the first constraint. In the experi-

ents, the perturbation v is evaluated with unseen images to ver-

fy the universality. For the second constraint, we project v to the

earest point that satisfies the constraint in the iterative process. 
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Algorithm 1: Universal Dense Object Suppression (U-DOS). 

Input : detector ( D ), image set ( I), the maximal ∞ norm of 

the perturbation ( ξ ), the number of iterations over 

dataset ( n _ epoch ). 

Output : universal perturbation v ; 
1 Initialize v ← 0 ; 

2 for epoch = 1 : n _ epoch do 

3 for each image I i ∈ I do 

4 R D,I i , v = D (I i + v ) ; 
5 if R D,I i , v + v i 
 = ∅ then 

6 v i ← arg max v ′ 
i 
F(I i , v , v ′ i ) − || v + v ′ 

i 
|| ∞ 

; 

7 v ← P ξ ( v + v i ) ; 
8 end 

9 end 

10 end 

11 return v 
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3.2.2. Algorithm details 

In this section, we introduce the details about the iterative up-

date process of the algorithm. For each image I i ∈ I , the algorithm

generates a vector v i to update the universal perturbation v , so

the updated perturbation v + v i can make the detector D fail in

finding any objects in the perturbed image I i + ( v + v i ) , which is

R D,I i , v + v i = ∅ . To this end, v i should make all regions localized by

detector D in the image I i + v + v i be recognized as backgrounds

rather than objects with higher probabilities. So, the objective of v i 
is to maximize 

F(I i , v , v i ) = 

∑ 

r n ∈R D,I i , v + v i 

[ P bg (r n | I i + v + v i ) − P ob j (r n | I i + v + v i )] (2)

where, P bg (r n | I i + v + v i ) denotes the probability outputted by the

target detector D that region r n in image I i + v + v i is recognized

as background, and P ob j (r n | I i + v + v i ) is the probability of the ob-

ject class with the highest confidence. Note that, since R D,I i , v + v i is

the set of detection results on the perturbed image (see Eq. 1 ), so

it contains not only the ground truth but also the false positive re-

sults. In this way, we can ensure that the perturbations can make

the detector fail in finding any objects on the input image even

false positive results. 

To maximize F(I i , v , v i ) and limit the magnitude of the pertur-

bation, v i can be computed with 

v i ← arg max 
v ′ 

i 

F(I i , v , v ′ i ) − || v + v ′ i || ∞ 

(3)

To solve Eq. (3) , the algorithm starts from a zero-vector and op-

timize it with gradient ascent: 

v (0) 
i 

= 0 

v (n +1) 
i 

= v (n ) 
i 

+ α∇ v (n ) 
i 

(F(I i , v , v (n ) 
i 

) − || v + v (n ) 
i 

|| ∞ 

) 

where, α is the learning rate and the gradient ∇ 

v (n ) 
i 

(∗) is computed

with back-propagation. 

In practice, once R 

D,I i , v + v (n +1) 
i 

= ∅ , the optimization is stopped

and v (n +1) 
i 

is used to approximate the optimal solution v i . We also

set the maximum number of the adjustment iterations max _ iter to

save time. When the number of iterations of adjusting v i exceeds

max _ iter before satisfying the first constraint, we will stop the ad-

justment process and won’t use v i to update v , because it does not

converge. 

For each image I i ∈ I , we generate a v i to update the universal

perturbation v . After the update, we have to guarantee that the up-

dated v satisfies the second constraint, which is ‖ v ‖ ∞ 

< ξ . To this

end, we project the updated v to the nearest point that satisfies

the constraint, which is 

P ξ ( v ) = arg min 

v ′ 
‖ v − v ′ ‖ s.t. ‖ v ′ ‖ ∞ 

< ξ (4)

In practice, the project function is implemented with the clip op-

eration. 

We show the detailed procedure of generating the universal

perturbation v in Algorithm 1 . The optimization operation is per-

formed over the image set I for n _ epoch times to improve the qual-

ity of the universal perturbation. During the optimization process,

the gradients of the v could be positive or negative in different it-

erations, so the value of v won’t decrease or increase all the time.

In the experiments, we found that only about 10% pixels of the per-

turbation were clipped to ± ξ , the absolute value of most pixels

was lower than ξ . 

It’s worth noting that the algorithm tries to find perturbations

that satisfy the above two constraints, which can prove the exis-

tence of the universal perturbations against object detection, rather

than finding an optimal solution for the whole optimization prob-

lem. 
. One perturbation against one detector 

In this section, we validate our proposed algorithm on different

etectors, including Faster RCNN [4] , SSD [10] , and YOLO [11] . The

lgorithm generates a universal and visually imperceptible pertur-

ation v against each detection network to disable them in finding

ny objects in most images. We also verify the universality beyond

etector level and class-specific universal perturbations. 

.1. Universal adversarial perturbations against faster RCNN 

We firstly conduct a series of experiments with Faster RCNN [4] ,

hich is a typical two-stage detector. We validate the algorithm

ith different network architectures (backbones) and training data

parameters). In the experiment, we choose two backbones, in-

luding VGG16 [14] and ResNet101 [3] . The training data contains

ascal VOC2007 trainval [25] and Pascal VOC2012 trainval [52] .

o, there are four different detectors, which can be expressed as

GG+07, VGG+0712, Res+07, and Res+0712, where 0712 denotes the

raining set is the union of VOC2007 trainval and VOC2012 trainval .

.1.1. Implementation details 

In the experiment, we also use VOC2007 trainval and VOC2012

rainval to generate the universal perturbations, which is the image

et I in Algorithm 1 . The results are evaluated on VOC2007 test. ξ is

et to be 10, so the range of the perturbations is limited between

10 and 10, which is significantly smaller than the maximum ∞
orm of an image (255). The n _ epoch is set to 10 and max _ iter is

et to 100. The learning rate α is set to 1. 

.1.2. Mean average precision (map) 

We firstly study the mAP of different Faster RCNN on the origi-

al and perturbed images. These test images are never seen dur-

ng the computation of the universal perturbations v , and the

erturbed images are generated by adding v to the original im-

ges. The detection results are shown in Table 1 , where the mAP

rops dramatically after adding the image-agnostic perturbations

o the original images. For example, the mAP of Res+0712 drops

rom 79.8% to 18.6% after adding the universal perturbation gen-

rated with VOC0712. Particularly, the average precision (AP) of

he aeroplane class drops from 81.7% to 9.1% , and the AP of other

lasses also drops dramatically. These results show that only a sin-

le image-agnostic perturbation can cause a well-performed detec-

ion network to make huge mistakes, and also prove the effective-

ess of the proposed method. 
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Table 1 

Detection Results of Different Faster RCNN Settings on Pascal VOC 2007 Test Set. ‘ 07 ’ denotes Pascal VOC2007 trainval , 

‘ 07+12 ’ denotes the union of VOC2007 trainval and VOC2012 trainval . Here, ‘ data ’ represents the training data of the 

detection networks and ‘ I ’ represents the attack image set in Algorithm 1 . ‘ None ’ means the test images are the original 

ones, and the rows of the gray background show the detection results on the perturbed images. 
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It’s worth mentioning that the mAP of our Faster RCNN frame-

ork is higher than the original paper [4] , for example, the mAP

f our framework VGG+0712 achieves 75.3%, while the original pa-

er is 73.2%. The improvement (~ 2%) is due to that we use a re-

mplementation of Faster RCNN [53] , which uses crop-and-resize

trategy (RoIAlign) to sample regions instead of using RoI pooling

ayer. 

.1.3. Blind degree 

As discussed in the last section, the universal perturbations can

ake the mAP of Faster RCNN drop dramatically. As our objective

s to invalidate (blind) a detector with an image-agnostic pertur-

ation, we secondly validate how well the universal perturbations

an blind the target detectors. For this reason, we propose two cri-

eria to evaluate the blind degree of the detectors on the image-

nd instance-level, respectively. 

The first one is the image-level blind degree. It’s the ratio of

mages on which the detection network D can find at least one

bject with confidence beyond the given threshold θ . For N images,

 i denotes the i th image. When adding the universal perturbation v

o these images, the image-level blind degree can be written as 

 img (D, v , θ ) = 

∑ N 
i =1 ind(I i , D, v , θ ) 

N 

(5)

here ind ( I i , D , v , θ ) is an indicator function denoted as 

nd(I i , D, v , θ ) = 

{
1 , if ∃ r ∈ R D,I i , v , P ob j (r| I i + v ) > θ
0 , otherwise 

(6)

The second one is the instance-level blind degree, which com-

utes the average number of instances that the detector D finds

n each image with confidence beyond the given threshold θ . The

nstance-level blind degree can be written as 

 ins (D, v , θ ) = 

∑ N 
i =1 |{ r| r ∈ R D,I i , v and P ob j (r| I i + v ) > θ}| 

N 

(7)

here, | ∗| denotes the number of elements in the set. Other sym-

ols are all described in the previous sections. Notice that R D,I i , v 
s a set of detection results outputted by the detector D , so there

ould be false detection results in R D,I i , v . 
The recall rate is similar to the proposed blind degree

 B img (D, v , θ ) and B ins (D, v , θ ) ), but recall rate calculates the pro-

ortion of detected ground truth objects to all ground truth ob-

ects, while the blind degree calculates the number of images with

etected objects ( B img (D, v , θ ) ) and the average number of de-

ected objects ( B ins (D, v , θ ) ). Since our objective is to blind a de-

ection network with universal perturbations, so we mainly use

he blind degree to evaluate how universal perturbations can blind
he target detection network in the following parts of this paper.

hat’s more, the calculation of mAP (mean average precision) has

lready contained the information of recall . 

The results of blind degree are shown in Table 2 . Similar to the

revious observations on the mAP, the blind degree is also remark-

ble. For example, the framework Res+0712 can find objects with

onfidence beyond 0.7 in 99.7% of the original test images, after

dding the image-agnostic perturbation generated with VOC0712

o these images, the ratio drops to 27.2% . For the other criterion,

he average number of objects with confidence beyond 0.7 drops

rom 2.95 to 0.49 in the test set. These experiment results prove

he existence of universal (image-agnostic) perturbations that can

ause a well-performed detector to fail in finding objects with high

onfidence in most images, which demonstrate the capacity of our

roposed algorithm. 

.1.4. The influence of attack set size 

In Algorithm 1 , we compute the universal adversarial pertur-

ations with the attack set I . In this section, we thirdly study the

nfluence of the attack set size. For an attack set I , we use differ-

nt random subsets of I to compute the universal perturbations

nd keep other settings unchanged in Algorithm 1 . These sub-

ets are denoted as I 0.25 , I 0.5 , I 0.75 . For example, I 0.25 represents

he subset containing 1/4 images of I and their relations satisfy

 0.25 ⊂ I 0.5 ⊂ I 0.75 ⊂ I . 

The results of different attack set size are shown in Fig. 2 , which

ndicate that even a small subset of I can generate the universal

erturbations that blind the target detector significantly. Especially

hen the ratio exceeds 50%, the blind degree changes marginally.

hese results show that the number of data in I needs not to be

arge to compute the universal perturbations that are valid for the

hole distribution μ. 

.1.5. Parameter analysis 

In this section, we analyze the influence of different parameter

ettings during the optimization process. 

First, we discuss the setting of ξ , which determines the range of

he perturbations. We set ξ to 10, so the range of the perturbations

s much smaller than that of the images. Therefore, the perturba-

ion can keep imperceptible to the human eye. We think a larger

may get a better attack effect but will make perturbations easier

o detect. To verify the effect of ξ on the attack effect, we perform

blation study experiments on that and show the results in Fig. 3 .

he results validate our hypothesis about the effect of ξ . Although

 larger ξ can get better effect, we still set ξ to 10 to keep the

erturbations imperceptible to the human eye. 

Second, we discuss the setting of n _ epoch, which determines

he number of iterative optimizations on the dataset I . We show
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Table 2 

Blind Degree of Different Faster RCNN Settings on Pascal VOC. The blind results on both the attack set I and 

the test set (VOC07 test ) are reported. All other symbols are the same as Table 1 . 

Fig. 2. Blind Results Versus Different Attack Set Size. The left one is the image-level blind degree ( B img (θ, v )(%) ) and the right one is the instance-level blind degree 

( B ins (θ, v ) ) The detector is Faster RCNN+Res+0712 and I is VOC0712. The results are evaluated on VOC07 test and confidence threshold θ is 0.7 . 
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ablation study results on n _ epoch in Fig. 3 . From these results, we

can find that optimizing the perturbation on the dataset for a few

epochs may not obtain good attack results. With more optimizing

iterations, the perturbation can get much stronger attack capabili-

ties. However, when the number of iterations is large enough, the

capabilities of the perturbation keep stable. To this end, we set the

n _ epoch to 10 to obtain strong enough perturbations. 

Third, we discuss the setting of max _ iter, which is the maxi-

mum number of iterations for an image. As shown in Algorithm 1,

the optimization process for an image will stop when the detec-

tor cannot find any objects in that image. To make the optimiza-

tion process can stop, we also set a maximum number of iterations

( max _ iter). In our experiments, we set the max _ iter to 100. How-

ever, we found that the optimization process for most images will

stop before the number of iterations exceeds 100. For better under-

stand the influence of max _ iter, we show the ablation study results

of max _ iter in Fig. 3 . The results in Fig. 3 show that if the value of

max _ iter is not very small, it has little effect on the final result. 

At last, we study the effect of the learning rate. We show the

ablation study results on the learning rate in Fig. 3 . The results

show that setting the learning rate too large or too small won’t

get good results. It seems a good choice to set the learning rate
to 1. s  
.1.6. Compared with image-specific attacks 

In this section, we compare the universal (image-agnostic) ad-

ersarial perturbations with image-specific perturbations. For gen-

rating the image-specific perturbations, the algorithm needs the

arget images and computes the perturbations with Eqs. (3) and

4) , while the image-agnostic perturbations don’t need the target

mages and can be used to attack all other unknown images. We

enerate a specific adversarial perturbation for each image in the

OC07 test and evaluate the blind degree of the detector on these

erturbed images. The attack results are compared with the re-

ults of image-agnostic perturbations in Table 3 . Not surprisingly,

he image-specific method can blind the detector more seriously,

ut the gap is not so large. Since the image-agnostic perturbations

on’t need the target images, they can attack unknown images and

ause more serious damage. 

.1.7. Compared with universal perturbations against classification 

In this section, we compare the proposed algorithm with the

niversal perturbation generating method for classification [8] . 

The proposed U-DOS generates universal perturbations against

bject detection, which aim at making the detector cannot find

ny objects on most images. The method of [8] generates univer-

al perturbations against classification, which aim at making the



D. Li, J. Zhang and K. Huang / Pattern Recognition 110 (2021) 107584 7 

Fig. 3. Ablation study of different parameter settings. We study different parameter settings during the optimization process, including the range of perturbations ξ (upper 

left), the number of iterations on the dataset n _ epoch (upper right), the maximum number of iterations for an image max _ iter (bottom left), and the learning rate (bot- 

tom right). For different parameter settings, we report the image-level blind degree ( B img (D, v , θ ) ) and the instance-level blind degree ( B ins (D, v , θ ) ). The detector is Faster 

RCNN+Res+0712 and I is VOC0712. The results are evaluated on VOC07 test and confidence threshold θ is 0.7 . 

Table 3 

Image-agnostic vs. Image-specific Adversarial Perturbations against 

Res+0712. The image-agnostic perturbation is generated with 

VOC0712, and the test set is VOC07 test . The confidence threshold 

θ is 0.7 . 
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Table 4 

Comparison of attack effects between U- 

DOS and [8] The target detector is Faster 

RCNN+Res+0712. For the baseline method, 

we use the universal perturbations for the 

Resnet101 model generated by [16] to attack 

the detection model. The universal adversarial 

perturbations generated by our method (U- 

DOS) is optimized with VOC0712. We compare 

the mAP of the original model (‘None’) and the 

model after the attack. 

Method None Baseline [16] U-DOS 

mAP 79.8 65.5 18.6 
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lassification model misclassify most images. The similarities be-

ween these two methods are that they both try to generate a

niversal perturbation for a model and make the target model fail

n most cases. However, there are three differences between these

wo methods. First, the proposed U-DOS tries to make the detec-

ion model fail in finding any objects in any images. In contrast,

he method in [8] tries to make the classification model cannot

lassify images correctly. Because the number of regions in an im-

ge is very large, it’s much harder to generate universal perturba-

ions against object detection. Second, during the optimization, the

roposed U-DOS tries to suppress the probability of all categories

nd enhance the probability of the background for all regions in an

mage. In contrast, the method in [8] tries to suppress the probabil-

ty of the ground truth category for an image. Third, the proposed

-DOS can perform both class-agnostic and class-specific attacks,

hile the method in [8] only performs a class-agnostic attack. 

To further compare the two methods, we modify the univer-

al perturbations generated by [8] for object detection as a base-

ine. Specifically, we use the universal perturbations generated by

8] against the backbone of the target object detection network to

ttack the detection model. For example, if the backbone of the

arget detection network is ResNet101, we’ll use the universal per-
urbations for ResNet101 generated by [8] to attack the detector.

ecause the goal of perturbations generated by [8] is not to make

ll objects be recognized as the background, we cannot use the

lind degree to evaluate it. Therefore, we use mAP to compare the

aseline and the proposed U-DOS algorithm. The results are shown

n Table 4 . From these results, we can find that the attack effect

f U-DOS is much stronger than that of [8] . The reason for these

esults is that our U-DOS algorithm is specially designed for the

arget detection model. In contrast, the target model of the univer-

al perturbations generated by [8] is the backbone network of the

etection model. 

.1.8. Error mode analysis 

In this section, we analyze and explain how the detectors fail

n the perturbed images. We use the methodology and tools of

54] to analyze the error mode. Fig. 4 shows the distribution of

ifferent detection types for predictions on the original and corre-

ponding perturbed images. For the original images, the detector

an localize and recognize objects correctly with high confidence.

ut for the perturbed ones, even only a few predictions with high

onfidence (left side of each plot) are considered, the detector still
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Fig. 4. Distribution of Different Detection Types for Predictions on Original Images (the first row) and Corresponding Perturbed Images (the second row). We show the results 

of three classes, including aeroplane, bird, and boat. Each plot shows the cumulative fraction of detection types as more detections are considered in order of decreasing 

score, where line plots show recall as a function of the number of objects (dashed = weak localization, 0.1 Jaccard overlap; solid = strong localization, 0.5 Jaccard overlap). 

The x-axis of each plot is the number of detections for analysis, and the y-axis is the distribution of detection types. Along the x-axis, the method increases the number 

of detections in order of decreasing confidence score, as more detections with lower scores are considered, there will be more false detections along the y-axis. Cor -correct 

detection; Loc -poor localization (a false positive detection with an IoU overlap with the correct class between 0.1 and 0.5, or a duplicate); Sim -a false positive detection is 

confused with a similar category, Oth -a false positive detection is confused with a dissimilar object category, BG -a false positive detection fires on background. The target 

network is Faster RCNN with Res+0712, while the universal perturbation is generated with VOC0712. The original images are from VOC07 test . 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Table 5 

Blind Degree of SSD and YOLO on Pascal VOC Dataset. The training 

set is VOC0712 trainval and test set is VOC2007 test . All other symbols 

are the same as Tables 1 and 2 , and the confidence threshold θ is 0.7 . 

t  

b  

a

4
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t  

b  
tends to fire on the background. The reason for these results is that

the universal perturbation makes the detector fail in recognizing

correct objects with high confidence, while the detector chooses

the top-N detection results according to the confidence, which

is an implicit ranking procedure, more false detection results are

chosen due to the low confidence of the correct ones. In other

words, the universal perturbation suppresses the correct detec-

tion results with very low confidence, so more false detection re-

sults over background are chosen in the top-N detection results of

Fig. 4 . 

4.1.9. Visual imperceptibility 

The above experiment results have proved that the universal

perturbations meet the first constraint, which is leading the tar-

get detectors to fail in finding objects on most unseen images. In

this section, we show the visualization results in Fig. 5 to prove

that the perturbations meet the second constraint, which is be-

ing quasi-imperceptible to the human eye. More visualization re-

sults are shown in Fig. 6 . These visual results show that the dif-

ference between the original and perturbed images is very small

( ± 10 pixel value), which indicates the visual imperceptibility of

the perturbations. 

4.2. Universal perturbations against SSD & YOLO 

We also evaluate the proposed algorithm on the other two

one-stage detectors, including SSD [10] and YOLO [11] . We gen-

erate universal perturbations against these two detectors, respec-
ively. The experiment settings are the same as Faster RCNN. The

lind degree in Table 5 shows that the universal perturbations also

chieve promising attack results on both detectors. 

.3. The universality beyond the detector level 

We have verified the universality of the perturbations on the

etector level, which means a single perturbation can blind a de-

ector for most images. In this section, we show the universality

eyond the detector level, which means a specific detector ori-
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Fig. 5. Visualization of the Original and Perturbed Images with Detection Results. (a) The original image and detection results. (b) The universal perturbation is generated 

with VOC0712 (normalized from [-10, 10] to [0, 255]). (c) The perturbed image and detection results. The detection results are from Faster RCNN with Res+0712 when the 

confidence threshold is 0.7 . The detector can find all objects in the original image, but the detector cannot find any objects in the perturbed one. However, the difference 

between (a) and (c) is quasi-imperceptible to the human eye. 

Fig. 6. More Visualization Results. In each pair, the upper one is the original image with detection results, and the lower one is the perturbed image with the detection 

results. The settings are the same as Fig. 5 . 

e  

o  

m  

s  

a  

a  

d  

t  

r  

c  

b  

b  

v  

n

 

W  

t  

v  

t  

i  

i  

b

nted universal perturbation can blind another detector. This type

f attack is also known as the black-box attack because the target

odel is not available when generating the perturbation. The re-

ults across different training data and backbones for Faster RCNN

re shown in Table 6 , and results across the above three detectors

re shown in Table 7 . Table 6 shows that the universality across

ifferent training data with the same backbone is remarkable, but

he universality across different backbones is smaller. These results

eveal that the perturbations concentrate more on the network ar-

hitectures. The reason may be that detectors with the same back-

one have similar feature representations, so it’s easier for pertur-
ations to transfer from one to the other. Table 7 shows the uni-

ersality across different detectors is small, but YOLO is more vul-

erable than the other two detectors. 

We further analyze the universality across different datasets.

e train Faster RCNN with different backbones on Caltech Pedes-

rian Dataset [55] , which focuses on pedestrian detection in the

iew of driving vehicles. We use the universal perturbations for

he VOC dataset to attack the pedestrian detectors. The results

n Table 8 show that the universality across different datasets

s also significant, especially for the detectors with the same

ackbone. 
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Fig. 7. Visualization of Class-specific Attack. The left one shows the original images with detection results, and the right one shows the results of perturbed images. The 

experiment settings are the same as Table 9 . 

Table 6 

The Universality across Training Data and Backbones for Faster RCNN. The perturbations 

are generated with VOC0712 trainval , and the test set is VOC07 test . The confidence 

threshold θ is 0.7 . 



D. Li, J. Zhang and K. Huang / Pattern Recognition 110 (2021) 107584 11 

Table 7 

The Universality across Detectors. The backbone of Faster RCNN is 

VGG16. Because SSD is based on VGG16, and the backbone of YOLO is 

19-layer. The training set is VOC0712 trainval and test set is VOC2007 

test . The perturbations are generated with VOC0712 trainval . The confi- 

dence threshold θ is 0.7 . 

Table 8 

The Universality across Datasets for Faster RCNN. The perturba- 

tions are generated with VOC0712 trainval and tested on Cal- 

tech Pedestrian test . Miss Rate is the standard metrics for Cal- 

tech Pedestrian to measure how many pedestrians missed by 

the detector. 

Table 9 

The Results of Person-specific Universal Perturbation. The tar- 

get detector is Faster RCNN with Res+0712. The person-specific 

perturbation is generated with VOC0712 trainval , and tested on 

VOC07 test . The confidence threshold θ is 0.7 . 
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.4. Class-specific attacks 

In previous sections, we mainly study the universal perturba-

ions against all classes. In this section, we further study the class-

pecific universal perturbations, which aims at removing the de-

ection results of the specific class and keeping the results of other

lasses. In the experiment, we choose the class ‘person’ as the tar-

et class, so the Eq. (2) can be rewritten as 

(I i , v , v i ) = 

∑ 

r n ∈R 

person 
D,I i , v + v i 

[ P bg (r n | I i + v + v i ) − P person (r n | I i + v + v i )] 

(8) 

here, P person (r n | I i + v + v i ) denotes the probability outputted by

he detector D that region r n is recognized as person and 

 

person 
D,I i , v + v i = { r n | r n ∈ D (I i + v + v i ) and r n is person } . (9)

he computation of universal perturbations against the target

lass is the same as Algorithm 1 . We compare the changes of

 ins (D, v , θ ) for the target class (person) and other classes in

able 9 . The results show that the reduction in the number of de-

ected people is pretty large, while the number of other classes

hanges marginally. The visualization results in Fig. 7 also show
hat the detector can find objects of all other classes except per-

ons in the perturbed examples. 

. Conclusion 

We proposed an algorithm to generate universal adversarial

erturbations against object detection and empirically proved the

xistence of such perturbations, which can lead the target detec-

ors to fail in finding any objects in most images. We also pro-

osed two criteria to evaluate the blind degree of the detectors

nd showed that the detectors are vulnerable to the universal per-

urbations. We further analyzed the generalization of the universal

erturbations across different detectors and datasets. Finally, the

lass-specific universal perturbations are evaluated, which can re-

ove the detection results of the target class and keep other de-

ection results unchanged. 

The existence of universal perturbations against object detec-

ion demonstrates the problems of current detection models in

erms of robustness. We should pay more attention to the robust-

ess of object detection models. This article raises a new question

bout how to prevent a model from being fooled by a single per-

urbation. In our future work, we will focus on how to improve the

obustness of detection models and defense these perturbations. 
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