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FSA: A Fine-Grained Systolic Accelerator
for Sparse CNNs
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Abstract—Sparsity, as an intrinsic property of convolutional
neural networks (CNNs), has been widely employed for hard-
ware acceleration, and many customized accelerators tailored
for sparse weights or activations have been proposed in these
years. However, the irregular sparse patterns introduced by both
weights and activations are much more challenging for efficient
computation. For example, due to the issues of access contention,
workload imbalance, and tile fragmentation, the state-of-the-art
sparse accelerator SCNN fails to fully leverage the benefits of
sparsity, leading to nonoptimal results for both speedup and
energy efficiency. In this article, we propose an efficient sparse
CNN accelerator for both weights and activations, namely fine-
grained systolic accelerator (FSA), which jointly optimizes both
hardware dataflow and software partitioning and scheduling
strategy. Specifically, to deal with the access contentions problem,
we present a fine-grained systolic dataflow, in which the activa-
tions move rhythmically along the horizontal processing element
array while the weights are fed into the array in a fine-grained
order. We then propose a hybrid network partitioning strategy
that sets different partitioning strategies for different layers to
balance the workload and alleviate the fragmentation problem
caused by both sparse weights and activations. Finally, we present
a scheduling search strategy to find the optimized schedules for
neural networks, which can further improve energy efficiency.
Extensive evaluations show that the proposed FSA consistently
outperforms SCNN over AlexNet, VGGNet, GoogLeNet, and
ResNet with an average speedup of 1.74× and up to 13.86×
energy efficiency.

Index Terms—Accelerator, architecture, convolutional neural
networks (CNNs), sparsity.
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I. INTRODUCTION

IN RECENT years, deep convolutional neural networks
(CNNs) have made dramatic success in various applica-

tions, including image recognition [1]–[4], object detection
[5], and semantic segmentation [6]. However, CNNs provide
impressive accuracy at the cost of huge computing complexity.
To resolve the inefficiency of CNNs caused by intensive com-
putation and memory footprint on traditional hardware plat-
forms, a number of dedicated accelerators have been proposed
as high-performance and energy-efficient alternatives [7]–[17].

Sparsity is an inherent property of CNNs, which refers to
a fraction of weights/activations that are exactly zero and can
be used to reduce ineffective computation and storage con-
sumption. Recent advances have demonstrated that pruning is
an effective method to further increase the sparsity of CNNs
[18]–[24], and negligible accuracy loss is introduced even
more than half of the parameters are pruned [25]. Together
with the runtime sparsity in activations, more potential benefits
are available.

To make use of the benefits of sparsity to improve
the performance and energy efficiency for CNNs, previous
works [9]–[11] leverage weight sparsity by skipping
multiply-accumulates operations (MACs) with zero weights,
while [12]–[14] utilize the activation sparsity to save band-
width and energy. These accelerators exploit one-side sparsity,
achieving only partial benefits of sparsity. Therefore, sparse
architectures exploiting both weight and activation sparsity
emerge recently [15]–[17]. However, the irregular sparse
patterns introduced by two-side sparsity are much more chal-
lenging for efficient computation. EIE [15] supports both
weight sparsity and activation sparsity, but it only focuses on
fully-connected layers. Cambricon-S [17] employs customized
coarse-grained pruning to reduce the irregularity of weights
while suffering from the accuracy drop. SCNN [16] is a more
flexible CNN accelerator that supports arbitrary sparse pat-
terns, however, it fails to fully leverage the benefits provided
by sparse weights and activations due to the issues involved
in this design, such as access contention, workload imbalance,
and tile fragmentation.

In this article, we propose the fine-grained systolic accel-
erator (FSA), a sparse CNN accelerator for both weights and
activations. We demonstrate that a fine-grained systolic array
tailored for compressed sparse row (CSR) encoded data can
efficiently process arbitrary sparse patterns and alleviate the
contention problems to a great extent. We also adopt hardware-
software co-optimization in FSA, which further boosts the
processing element (PE) utilization and energy efficiency via
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automatic network partitioning and computation scheduling.
The contributions of this work are as follows.

1) Fine-Grained Systolic Dataflow: We introduce the fine-
grained systolic dataflow, in which the activations move
rhythmically along the horizontal PE array while the
weights are fed into the array in a fine-grained order,
reducing contentions by making the destinations of prod-
ucts from multiplier array distributed more dispersedly
over the output feature map.

2) Hybrid Network Partitioning: We employ a hybrid
network partitioning strategy, which can set different
partitioning configurations for different layers to alle-
viate the fragmentation of both activations and weights.
Moreover, combined with the chubby tree [26] design,
which connects the tiled PEs and provides sufficient
bandwidth and reuse opportunities, the dependence
between different PEs can be decoupled to eliminate the
load imbalance problem.

3) Automatic Scheduling Search: We propose an analyti-
cal model to quickly find the optimized schedules for
computation automatically. It takes into account energy
consumption and multiplier utilization, deriving the bet-
ter partitioning strategy for a target layer. With the help
of the automatic scheduling search, FSA can further
boost energy efficiency.

Extensive experiments demonstrate that FSA can signifi-
cantly reduce the contentions and workload imbalance, and
the fragmentation problems can also be greatly alleviated.
Compared with an ideal dense CNN accelerator, FSA achieves
3.2× speedup on average. Compared to the state-of-the-
art sparse accelerator SCNN [16], FSA reaches an average
speedup of 1.74× and up to 13.86× higher energy efficiency
over AlexNet, VGGNet, GoogLeNet, and ResNet.

The rest of this article is organized as follows. Section II
provides the background of sparse CNNs and gives an in-
depth study to demonstrate the inefficiencies of the SCNN
architecture. Section III introduces the dataflow and the hybrid
network partitioning strategy used in FSA to accelerate sparse
CNNs, then details the accelerator architecture and automatic
scheduling search strategy. Section V evaluates our architec-
ture compared with the dense baseline and sparse baselines
using the methodology in Section IV. Section VI discusses
the related work and finally Section VII concludes this article.

II. BACKGROUND

A. Sparse Convolutional Neural Networks

CNNs are widely used for solving machine intelligence
problems today. The typical CNN structure is composed of
multiple layers, in which convolution layers are computation-
centric and accounts for a large proportion of the calculation.
For each convolutional layer, as shown in Fig. 1, the compu-
tation (only showing the unit stride, and ignoring bias terms)
is given by

O
[
o, x, y

] = f

⎛

⎝
Ni−1∑

i=0

Kw−1∑

w=0

Kh−1∑

h=0

I
[
i, x + w, y + h

] ∗ W[o, i, w, h]

⎞

⎠

0 ≤ o < No, 0 ≤ x < Wo, 0 ≤ y < Ho (1)

Fig. 1. Computation of a convolutional layer. Ni ifmaps with height Hi
and width Wi are convolved with No different kernels to get No ofmaps.
Each kernel’s dimensions are Ni × Kw × Kh, and the ofmaps dimensions are
No × Wo × Ho.

where O, I, and W are the output feature maps (ofmaps), input
feature maps (ifmaps), and kernel weights, respectively. The
ofmaps then become inputs to the next layer. So there are total
No × Ho × Wo × Kw × Kh × Ni MACs to complete a layer in a
dense CNN. Sparsity is an opportunity, which can be used to
cut the number of computations by skipping the calculations
with zero values.

The sparsity of the neural networks comes from two sources,
activations and weights. For activations, approximately half of
them are zeros because of the widely used nonlinear func-
tion ReLU. Since their value depends on the input data, the
activation sparsity changes dynamically, while weight spar-
sity is static during the inference phase. In order to improve
performance and energy efficiency for neural networks, many
accelerators are proposed to explore the potential benefits of
sparsity in different ways (Section VI).

B. SCNN

While many prior arts exploit one-side sparsity for accel-
eration, as discussed in Section I, SCNN skips computation
and memory access for both weights and activations with zero
values. In this section, we briefly overview the architecture of
SCNN, which motivates our work.

SCNN employs multi-PE architecture to obtain consider-
able and scalable performance for high computing parallelism.
Ifmap spatial partitioning scheme is used to distribute the
workload to the PE array. The ifmaps are tiled into several
blocks along the height-width dimensions, and each PE holds
a tile for activation reuse. The weights are broadcast to all the
PEs to be reused across ifmap tiles. In this way, each PE can
process independently. If the volume of the output tile can fit
in the local buffer in each PE, the results can be used as input
of the next layer so that the activations do not need to swap out
to off-chip DRAM. However, as sliding window computation
in spatial convolution introduces cross-tile dependences at the
tile edges, i.e., halos problem [16], each PE in the accelerator
needs to connect with the adjacent PEs to handle the problem.

SCNN adopts the CSR format to compress both sparse acti-
vations and weights, and the encoded indices refer to the
distances between adjacent nonzero entries. For convolution,
each activation in a given channel needs to multiply with all
weights in the same channel. So, in each PE, SCNN per-
forms a vector multiplication in the form of the Cartesian
product each cycle. During the processing, SCNN delivers
the corresponding indices of weights and activations to the
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Fig. 2. GoogLeNet latency breakdown (left-axis) and multiplier utilization
(right-axis) of SCNN. The average multiplier utilization (red circle with a red
dashed line) of the whole network is also shown.

Coordinate Computation module to obtain the output coordi-
nates in the dense output activation space. Then it sends the
products to Accumulator Buffer through an arbitrated cross-
bar, indexed by the output coordinates. Accumulator Buffer
consists of multiple accumulator banks and each of which
includes an adder and a small set of entries for accumula-
tion. To capture data reuse, SCNN employs the activation
stationary approach in each PE, and the concurrent compu-
tation with weights in multiple kernels is also exploited. The
post-processing unit (PPU) module performs ReLU function
and encodes the completed output activations into CSR format
again.

C. Inefficiencies and Challenges

Although SCNN can obtain speedup upon sparse CNNs,
existing dataflow suffers from significant inefficiencies. We
conduct an in-depth analysis of SCNN, as shown in Fig. 2,
and observe that there are some limitations which dramatically
affects the performance.

Access Contention: SCNN employs Cartesian product to
reuse activations and weights in multiplier array. However,
due to the irregular sparse patterns, the multiplications produce
irregular products whose destinations spread over the ofmaps
randomly. Therefore, different products may be destined to
the same coordinate in the ofmaps, which can lead to con-
tentions when routing the products to the Accumulator Buffer
(coordinate contentions).

In addition, because of the limited number of banks in the
Accumulator Buffer, it is possible to map different products
to the same bank even if the products are destined to different
coordinates, causing access contentions (bank contentions).

To alleviate the contentions, SCNN sets the number of banks
in Accumulator Buffer to be twice the number of multipliers in
each PE, and also adds FIFOs to each input of arbitrated cross-
bar. However, these methods can not reduce the occurrence of
contentions fundamentally, and contentions still a major cause
of performance degradation, as shown in Fig. 2.

Load Imbalance: Multicore systems often suffer from load
imbalance because of the dependence between different cores,
and SCNN faces the same problem as shown in Fig. 2. The
reasons can be traced back to the following two aspects funda-
mentally. First, the dependence between different PEs during
the processing leads to load imbalance. SCNN exploits ifmap

spatial partitioning strategy, and different PEs process different
tiles with various activation sparsity using the same weights.
Therefore, the tasks for each PEs are unbalanced. Due to the
halos problems, early finished PEs have to wait for the slowest
PE and then complete the ofmaps transfer between neighbor
PEs. Second, weight broadcasting enhances the dependence
between different PEs, which further leads to load imbal-
ance. As the layer deepens in networks, the volume of weights
becomes larger due to the extended channels. Since the weight
buffer in each PE is limited, multiple weight transfers to pro-
duce one ofmap are inevitable. Moreover, to capture the weight
reuse, SCNN broadcasts the weights to all the PEs. Therefore,
each weight transfer has to wait until the previous set of com-
puting tasks in each PE are finished, which gives rise to the
PE stall and underutilization.

Fragmentation of Activations/Weights: The efficiency of the
tiled architecture also depends heavily on the neural network
partitioning. SCNN suffers from several inefficiencies in this
aspect. As shown in Fig. 2, the multiplier utilization is very
low, especially for the deeper layers, which significantly
affects the performance. On the one hand, the size of the ifmap
in deeper layers tends to be smaller than those in shallow lay-
ers, which decreases the spatial tile size allocated to each PE.
As a result, nonzero activations in each channel of the spa-
tial tile are insufficient to fully utilize the multiplier array. On
the other hand, when processing a convolutional layer with
a smaller filter size, e.g., 1 × 1, the number of weights in
each channel will be small. Using weights in more kernels
for concurrent calculations can alleviate this problem, but the
size of the Accumulator Buffer restricts the number of kernels.
Therefore, it is difficult to allocate enough nonzero weights to
fully utilize the multiplier array.

III. FINE-GRAINED SYSTOLIC ACCELERATOR

In this section, we introduce FSA, an efficient sparse CNN
accelerator, which overcomes the challenges mentioned above
for better performance and energy-efficiency. First, the fine-
grained systolic dataflow is presented to diminish contentions
during the inference of the sparse CNNs. Second, we develop
a hybrid neural network partitioning strategy to overcome
the problems of fragmentation and load imbalance. Then we
presents the overall architecture for FSA. Finally, a scheduling
search strategy is proposed to find the optimized schedules for
computation automatically, which can further boost the energy
efficiency.

A. Fine-grained Systolic Dataflow

Dataflow in Each PE: To exploit the sparsity, FSA also
employs CSR format to compress both weights and activations,
as shown in Fig. 3. The compressed activations and weights
are transferred to multiplier array for computing while the
indices are used to calculate the destination of the products.
In fine-grained systolic dataflow, we adopt a weight-stationary
strategy to reuse the weights as much as possible. Each weight
is stored in the multiplier array until finishing the compu-
tation of the last activation in the corresponding channels.
Multipliers, in the same column, read the same weight for
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Fig. 3. Compressing of both activations and weights using CSR encoding for
a sparse convolutional layer with a 3 × 3 kernel. The compressed activations
are grouped according to the size of multiplier array (better viewed in color
version).

(c)

(b)

(a)

Fig. 4. Processing of the 2-D sparse convolution in Fig. 3 with fine-grained
systolic dataflow. Assume the size of multiplier array is 4 × 4. Destinations
of the products over ofmap for each cycle are shown in the right column.

reuse. Unlike other weight-stationary dataflows, weights are
fed into the array in a fine-grained order which can feed
weights, each time, to multiple different registers that need to
be updated. As for activations, they move rhythmically along
the horizontal PE array, which is similar to a weight-stationary
systolic array but without accumulating the products. Hence,
the activations can be reused in different cycles. Compared
with SCNN, there will be more different activations in the
array each cycle, and the destinations of products from the
multiplier array can enjoy more coordinate diversity, which
can reduce contentions effectively.

Fig. 4 shows an example of 2-D sparse convolution for
the layer in Fig. 3 using fine-grained systolic dataflow. As
the configuration of the multiplier array is 4 × 4, the array
read four compressed activations per cycle. At cycle 0, activa-
tions are fed into the multiplier array while only one weight is
transferred to the leftmost weight register. At the same time,
the products are routed to the Accumulator Buffer for accu-
mulation according to their destinations. At cycle 1, the new
activations are fed into the leftmost column of the array, and

(a) (b) (c)

Fig. 5. Product distributions over ofmaps when processing the convolutional
layer in Fig. 3 using Cartesian product in SCNN with a 4×4 multiplier array.
And we only give the products between compressed activations and the first
four compressed weights. The number on the ofmaps indicate the number of
products hashed to this coordinate.

the prior activations a00, a02, a10, a13 move to the second col-
umn. At cycle 3, the activations of this ifmap meet the end,
and the weight w00 is replaced by w20. At the same time, the
activation pointer rotates back to the beginning, and the first
four activations are fed into the array once again, starting the
subsequent processing. Note that, in this example, as activa-
tions are insufficient to fill up the multiplier array, more than
one weight needs to be updated for higher resource utilization.

Benefits of the Fine-Grained Systolic Dataflow: Fine-
grained systolic dataflow can diminish the coordinate
contentions effectively. The output coordinates can be
expressed as

or = ar +
⌊

Kh

2

⌋
− wr, oc = ac +

⌊
Kw

2

⌋
− wc (2)

where (ar, ac), (wr, wc), and (or, oc) are the coordinates
of activation, weight and output product, respectively, and
(Kw, Kh) denotes the kernel size of the convolutional layer.
If two products P0 = A0W0 and P1 = A1W1 are mapped to
the same output coordinate, the following formulas should be
satisfied, ar0 − ar1 = wr0 − wr1, ac0 − ac1 = wc0 − wc1, where
(ar0, ac0), (ar1, ac1) are the coordinates of activations A0 and
A1, and (wr0, wc0), (wr1, wc1) are the coordinates of weights
W0 and W1. Besides, W1 and W2 must come from two dif-
ferent columns due to the weight sharing along the column in
the array; otherwise these two products will be mapped to dif-
ferent output coordinates. Without loss of generality, assume
W0 comes from the left of W1, that is, W0 is taken into the
array earlier than W1. Due to the CSR compression format of
both weights and activations, for the coordinates of weights,
we have

wr0 < wr1 or

{
wr0 = wr1
wc0 < wc1

(3)

Thus, for the coordinates of activations, we have

ar0 < ar1 or

{
ar0 = ar1
ac0 < ac1

(4)

which means that A0 should be fetched earlier than A1, con-
tradicting the assumptions, as the earlier fetched activations
will be stored in the right column. Therefore there will be no
coordinate contention if the activations are sufficient to fill up
the multiplier array. In a word, fine-grained systolic dataflow
can reduce coordinate contentions.
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(a) (b)

Fig. 6. Neural network partitioning strategies.

The right column of Fig. 4 gives the distribution of the
products when processing the convolutional layer in Fig. 3
with fine-grained systolic dataflow, while the results of the
Cartesian product in SCNN for the same layer are shown
in Fig. 5. It is clear to see that the products of FSA dis-
tribute more dispersedly, and no coordinate contention happens
among those products. However, in SCNN, for each activa-
tion group, there are always products hashed to the same
coordinate, leading to coordinate contentions.

Local FIFO to Further Diminish Contentions: Although
fine-grained systolic dataflow can greatly reduce coordinate
contentions, bank contentions still exist and can stall the pro-
cessing pipeline. To reduce the bank contentions, we introduce
local FIFOs to each node in the multiplier array as well as the
Coordinate Computation module to cache the blocked products
and output coordinates, respectively. In FSA, we set the depth
of local FIFO to 2, which leads to substantial performance
gain with negligible design overhead. We elaborate the details
in Section V.

B. Hybrid Neural Network Partitioning

In this section, we propose a hybrid neural network parti-
tioning for FSA, which supports different partitioning strate-
gies for different layers to handle the fragmentation prob-
lems and decouples the dependence between different PEs to
address the load imbalance problems.

Hybrid Network Partitioning Across PEs: Different parti-
tioning strategies often lead to different efficiency. The ifmap
spatial partitioning divides the ifmaps into multiple tiles along
height or width dimensions, which can maximize the reuse
of input activations. An example along height dimension is
shown in Fig. 6(a). Each tile is held stationary in one PE with
shared weights, and local data accesses help to reduce the
energy cost. Since the size of ifmaps in deep layers tend to
be much smaller than those in shallow layers, even if high PE
utilization can be achieved at the shallow layers, nonzero acti-
vations in each channel of the spatial tile are not sufficient to
fully utilize the multiplier array in deep layers, inducing acti-
vation fragmentation problems. Note that SCNN [16] chooses
the ifmap spatial partitioning along the spatial dimension.

Kernel-wise partitioning divides kernels to several groups
and completes all kernel groups in different PEs. Each PE
processes a group of ofmaps, as shown in Fig. 6(b). In this
case, each PE only holds a small part of weights and accepts
all the ifmaps as inputs during processing. When kernel-
wise partitioning is adopted, the fragmentation of weights in
the shallow layers arises, since the relatively small amount
of nonzero weights in each group cannot make full use of

Fig. 7. Data arrangement in Accumulator Buffer to solve the halos problem.

the PEs in the array, leading to severe PE underutilization.
Previous works Cambricon-X [9] and Cambricon-S [17] both
use kernel-wise partitioning for multi-PE processing, and each
PE calculate an output activation feature map at a time.

Based on this observation, FSA employs a hybrid network
partitioning scheme, which combines the advantages of both
ifmap spatial network partitioning and kernel-wise network
partitioning, alleviating the fragmentation problem. For the
shallow layers with fewer kernels, we use ifmap spatial par-
titioning to avoid the weight fragmentation problems. For the
deep layers with smaller feature maps, kernel-wise partition-
ing is preferred to maximize the utilization of multiplier array
in each PE, alleviating the activation fragmentation problems.

Load imbalance is another critical issue for sparse CNN
acceleration, which refers to the synchronization problem
caused by different PEs that are functionally coupled, as in
SCNN. However, with the proposed hybrid network partition-
ing, FSA can successfully eliminate the dependence among
PEs. When the kernel-wise partitioning is used, each output
channel group is completed in a single PE, avoiding the com-
munication between adjacent PEs. As for spatial partitioning,
FSA tiles the ifmaps along the height dimension and sends
the activation tiles with a slightly larger size such that the out-
put tiles obtained from different PEs can be precisely stitched
together to form the complete ofmaps without dependence. In
addition, FSA adopts a chubby tree architecture (discussed in
Section III-C), through which the weights and activations can
be fed into the array from the global buffer, avoiding the load
imbalance problem caused by data broadcasting.

Buffer Allocation for Product Overlaps: Restricted by the
volume of local buffer in each PE, tiling is necessary when
using the kernel-wise network partitioning. Fig. 7 shows the
tiling along the height dimension for feature maps adopted in
this work. However, tiling can lead to halos problems, which
refers to the data dependence at the boundary of adjacent tiles.
Since all the tiles are processed in the same PE, we can solve
this problem in Accumulator Buffer without any additional
data movement between PEs. Different from the usual double
buffer design, triple buffers are applied in Accumulator Buffer
as more output activations need to be buffered. As shown in
Fig. 7, only when we complete the processing of output tile 1,
can the output tile 0 be ready for the post-processing. In triple
buffer design, one buffer is used to be read for post-processing,
while the other two are used for buffering the intermediate
results during processing. If double buffer is used, we need
more storage space in the Accumulator Buffer.
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(a) (b)

Fig. 8. Tiled architecture with chubby tree on-chip network connecting each
PE to global buffer.

Fig. 9. PE architecture.

C. Accelerator Architecture

Tiled Architecture: Fig. 8(a) presents the tiled architecture
of FSA, which consists of a global buffer and multiple PEs.
The global buffer is double-buffered to hide the data trans-
fer latency, and different PEs are connected via a chubby tree
[26], which provides sufficient bandwidth and reuse opportu-
nities for our accelerator. As shown in Fig. 8(b), each node at
the upper level connects to 4 nodes at the lower level, and the
bandwidth of the upper levels is set to 4× or 2× or the same as
that of the lower levels. So the chubby tree can transfer data to
different PEs at the same time, which can decouple the depen-
dence between PEs caused by data broadcasting, eliminating
the load imbalance. Moreover, if different PEs request for the
same data, the data in the global buffer can be accessed only
once and delivered to different leaf nodes, which leads to data
reuse.

PE: Similar to SCNN [16], FSA also implements PE with a
Coordinate Computation module to calculate the output coor-
dinates in the dense output activation space. Then an arbitrated
crossbar is exploited to route the products to Accumulator
Buffer, indexed by the output coordinates. The two essen-
tial components to support fine-grained systolic dataflow are
multiplier array and Weight Dispatcher, as shown in Fig. 9. In
multiplier array, the nodes in the same row are connected to
support fine-grained systolic dataflow, and each node consists
of a multiplier, a local FIFO, and registers for holding the
activations. As weights are fetched in a fine-grained manner,
the Weight Dispatcher enables access with the unfixed num-
ber when processing the convolutional layers with insufficient
activations, as illustrated in Section III-A. Weight Dispatcher
is specialized to support such dataflow. It consists of a weight
FIFO with depth 2F and a crossbar for sending weights to reg-
isters. Therefore, in each cycle, F weights can be read from
weight buffer to the FIFO, while a different number of weights
can be popped from the FIFO. As for the other components
in a PE, the local buffers are in a double-buffered manner to

Fig. 10. Tiling strategy of input feature maps and kernels.

hide the latency of data movement. The Accumulator Buffer
are triple-buffered as illustrated in Section III-B. Each buffer
consists of A accumulator banks, where A = 2 × F × I, and
each of which includes an adder and a small set of entries for
partial sums.

Moreover, the PPU only performs nonlinear function ReLU,
pooling, and data compression, which needs no communica-
tion with the adjacent PEs. To compress the output feature
maps, PPU reads the results from Accumulator Buffer and
counts the zero numbers between two nonzero values to get
the encoded indices. The max value of the index limits the
number of zeros between any two nonzero elements. If two
nonzero elements are further apart, a zero-value placeholder
will be inserted into the compressed data, and the index will
choose the max value.

D. Automatic Scheduling Search

Though the dataflow of each PE and partitioning strategy
are well defined, it is also essential to schedule the over-
all data movement among hierarchical memories for better
performance and energy efficiency. To quickly find the opti-
mized schedules for computation, we develop an analytical
model, which takes into account the energy consumption and
multiplier utilization.

Since different tiling schemes lead to different schedules for
computation, we first illustrate a general tiling strategy that
can support both ifmap spatial partitioning and kernel-wise
partitioning, as shown in Fig. 10. Ifmaps with size Ni×Wi×Hi

are split into tiles with size tc × Wi × tr, and the weights
are partitioned into kernel groups with factor tw. In addition,
each kernel group is divided into subgroups along the channel
dimension with factor wtc.

For each weight transfer, assuming gwc subgroups of
weights over gwk kernel groups can be fetched from DRAM
to global buffer, while activations with size (gac × tc) × Wi ×
(gat × tr) can be filled into the global buffer during each acti-
vation transfer. Then, based on the partitioning scheme, we
can get the counts of accesses to DRAM, global buffer, and
local buffer for both dense activations and weights, denoted
as NDa/NDw, NGa/NGw, and NLa/NLw, where a represents
activations, and w represents weights.

To find the optimized schedule for computation, we first
build an energy model to estimate the energy cost of data
movement for a specific layer with activation sparsity sa and
weight sparsity sw

E = (NDa × ed + NGa × eg + NLa × el) × sa

+(NDw × ed + NGw × eg + NLw × el) × sw (5)
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where ed, eg, and el are the energy per access to DRAM,
global buffer, and local buffer, respectively, which come from
the SRAM model via CACTI 7.0 [27]. Note that we use the
validation set to obtain the average activation sparsity sa for
each layer.

We then establish a performance model to estimate the
multiplier utilization. Under the sparsity sa and sw, we can
estimate the numbers of nonzero values in the tiled activa-
tions and weights allocated to each PE, denoted as na and nw.
Assuming no contention happens during processing, the cycles
to complete the tile processing for each PE can be derived by

cycles = nw × �na/I� × I

F × I
+ F (6)

where F and I are the width and height of multiplier array,
and the last item F in the equation means the wasted cycles
as the multipliers in each PE can not be fully utilized at the
beginning and the end of the processing. Then we can get the
utilization u in each PE

u = na × nw

cycles × F × I
= na × nw(

nw × �na/I� + F2
) × I

(7)

Then we can estimate the total utilization of the accelerator
based on the number of tiles and PEs on chip, denoted as U.

To accelerate the exploration, we exploit a greedy algo-
rithm to explore the partitioning space, which first explores
variables (tr, tw), then chooses the maximum values for other
tiling parameters (tc, wtc, gac, gat, gwc, gwk) to meet the on-
chip memory constraints. Finally, we divide the normalized U
by normalized E as the score and select an optimal partitioning
strategy for both performance and energy consumption.

IV. EXPERIMENTAL METHODOLOGY

Measurement: We implement a cycle-accurate simulator
to emulate the execution of FSA and obtain the calculation
cycles as well as the count of memory accesses to hierarchical
memories. We implement the FSA PEs in Verilog, and synthe-
size them with Synopsys Design Compiler using the TSMC
28 nm HPC+ standard VT library at 1 GHz. To evaluate the
energy efficiency, we apply an energy model to the simulator,
and the dynamic/static power is taken from Synopsys Design
Compiler. We use CACTI 7.0 [27] to get SRAM energy, while
the off-chip DRAM energy consumption is assumed to be
20 pJ/bit [28].

Architecture Configuration: FSA uses a 4×4 PE array with
a total of 1024 multipliers, and each PE employs an 8 × 8
multiplier array and an Accumulator Buffer with 128 banks.
Local buffers are double-buffered to hide the transmission
latency, and all of them are of size 10 KB for holding
16-bit values as well as 4-bit indices. Moreover, FSA has a 1
MB global buffer where 200 KB for weights and others for
input/output activations. The bandwidth of routers in levels 0
and 1 are 4× and 1×, respectively, while the root to global
buffer has 8× bandwidth. The bandwidth of each PE is set to
160 bits/cycle, where 128 bits for data and 32 bits for encoded
indices. To support such high bandwidth, the global buffer is
split into 8 banks, each with 160 bits port width. Table I lists
the detailed configuration of FSA.

Baseline Setup: We compare FSA with the following design.

TABLE I
CONFIGURATION OF FSA AND THE BASELINE DESIGN

Ideal Dense/Sparse: For fair comparison, we select an ideal
dense CNN accelerator [Dense(ideal)] as the dense baseline
architecture. Furthermore, we also compare accelerators with
an ideal sparse CNN accelerator [Sparse(ideal)]. For a given
neural network, the performances of both ideal accelerators are
defined as the ratio of total multiplication operations to the
number of on-chip multipliers, ignoring the memory access
overhead, which represents the upper bound on performance
for all dense/sparse accelerators. Both the ideal accelerators
equip 1024 multipliers as same as FSA.

SCNN: We select SCNN [16] as our sparse baseline accel-
erator, which has an 8 × 8 PE array. We reimplement SCNN
PE in the same TSMC 28-nm technology running at 1 GHz
clock. The detailed configuration is shown in Table I. Due
to the ifmap spatial partitioning and weight broadcasting in
SCNN, a small weight buffer is enough for the processing, as
illustrated in [16]. So we double-buffer the weight buffer with
a total of 1 KB size to hide the latency of weight transmis-
sion. Moreover, we also implement a cycle-accurate simulator
as well as an energy model for SCNN.

SCNN_F: To demonstrate the efficiency of fine-grained sys-
tolic dataflow, we also evaluate SCNN_F, which performs
fine-grained systolic dataflow in each PE. Other configurations
of SCNN_F are all the same with SCNN design. The execu-
tion cycles of sparse NNs can be taken from the simulator,
and the energy model also supports SCNN_F.

Note that we assume all the accelerators have the same off-
chip bandwidth of 256 bits/cycle.

Benchmarks We compare the performance over different
CNNs: AlexNet[1], GoogLeNet [3], VGGNet [2], and ResNet-
50 [4]. The sparse DNN models of AlexNet and GoogLeNet
are produced using the pruning algorithm [19], and we exploit
the method in [18] to prune VGGNet and ResNet-50. All
the networks are trained on the ImageNet dataset [29]. For
GoogLeNet, we primarily use the layers in the inception
modules for comparison. Fig. 11 shows the activation and
weight density of the layers in the pruned neural networks.
To explore the sensitivity of different sparsity, we set the
activations and weights to be zeros randomly to get a spe-
cific sparsity. Note that the sparsity denotes the ratio of
the number of zeros/total numbers.

V. EVALUATION

A. Performance

Fig. 12(a) summarizes the speedup of sparse accelera-
tors over Dense(ideal), which shows that FSA improves the
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(b)(a)

(c) (d)

Fig. 11. Input activation and weight density of convolutional layers in the benchmark networks.

(a) (b)

Fig. 12. Performance of FSA and baseline designs.

performance by 4.12×, 2.29×, 3.21×, and 3.18× for the four
CNNs, respectively. Compared with SCNN and SCNN_F, FSA
achieves 1.74× and 1.47× speedup on average, respectively.
Moreover, as large kernel size and stride, e.g., the 1st layer in
AlexNet, is seldom used in CNNs today, we also evaluate the
performance of the rest convolutional layers in AlexNet, i.e.,
layer 2–5. FSA significantly outperforms other accelerators,
3.34× faster than SCNN and 2.34× faster than SCNN_F.

To understand the speedup, Fig. 12(b) shows the execu-
tion time of layer 2–5 in AlexNet. Recall the inefficiencies
of SCNN discussed in Section II-C, in shallow layers, e.g.,
layer 2, SCNN suffers from the access contentions and can
not make full use of the sparsity. However, compared with
SCNN, SCNN_F achieves 2.05× speedup in layer 2, demon-
strating the effectiveness of the fine-grained systolic dataflow.
In deeper layers, the performance gap between SCNN and
Sparse(ideal) becomes larger due to the fragmentation prob-
lems. On the contrary, FSA overcomes the above challenges
and achieves good performance in all layers, which is closer
to the ideal performance.

B. Energy

Fig. 13(a) shows the energy consumption of accelerators
for different CNNs. The energy is broken down into off-
chip DRAM, global buffer, local buffer, and computing units.

(a) (b)

Fig. 13. Energy comparison and efficiency analysis between SCNN,
SCNN_F, and FSA.

SCNN and SCNN_F employ large local buffers that can
accommodate all the ifmaps on-chip for small layers in CNNs,
such as layers in AlexNet, which can keep all the activations
in local buffers for all of the layers during processing, leading
to lower energy consumption of DRAM. However, when fac-
ing larger layers in VGGNet, more access to off-chip DRAM
will be unavoidable, resulting in more energy consumption.
However, FSA employs a global buffer to reuse data on-chip
and reduce off-chip DRAM access, and the scheduling search
strategy takes the energy cost into account to find the opti-
mized partitioning strategy, achieving better energy efficiency.
As a result, FSA can achieve an 8.2× energy reduction for
VGGNet on average compared with the other two accelerators.

Fig. 13(b) gives the energy efficiency of accelerators.
Compared with SCNN, FSA achieves 1.69×, 1.99×, 1.91×,
and 13.86× better energy efficiency for AlexNet, GoogLeNet,
ResNet-50, and VGGNet, respectively. Consequently, FSA
achieves higher energy efficiency and can efficiently support
larger CNNs.

C. Area

To understand the area overhead of the proposed FSA archi-
tecture compared with the baseline design, we implement PEs
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(a) (b) (c)

Fig. 14. Performance comparison for different sparsity. (a) Sensitivity analysis of sparsity for VGGNet compared FSA with SCNN. (b) Performance
comparison between SCNN and SCNN_F to demonstrate the effectiveness of the fine-grained systolic dataflow. (c) Compare the performance of FSA with
different configurations of local FIFOs. FSA set FIFO depth to 2, and FSA_nocache removes local FIFOs from the design. Note that both (b) and (c) compare
the performance of the second layer in AlexNet with different sparsities.

TABLE II
AREA COMPARISON BETWEEN FSA AND THE BASELINE DESIGN

of both FSA and SCNN in verilog and synthesize them at
28-nm technology node using Synopsys Design Compiler. The
SRAMs in the design are generated using a 28-nm commercial
SRAM compiler. Table II shows the area comparison between
FSA and SCNN. Because the sizes of multiplier array in FSA
and SCNN are 8 × 8 and 4 × 4, respectively, the areas of
both multiplier array and arbitrated crossbar increase notice-
ably. In addition, due to the fine-grained systolic dataflow, the
other logic area corresponding to each multiplier in FSA PE
adds 55.26% overhead compared with SCNN PE. However,
because buffers dominate the total area in each PE for both
FSA and SCNN, FSA PE array has only 0.27% overhead.
Taking into account the global buffer area, FSA adds 16.56%
area overhead compared with SCNN.

D. Sensitivity to Sparsity

To understand the relationship between sparsity and
performance, we perform a sensitivity study for the sparsity
of both activations and weights. First, we randomly set val-
ues of activations and weights in layers of VGGNet to zero to
obtain a certain degree of sparsity. Then we use the simula-
tor to get the performance of VGGNet with different sparsity.
Fig. 14(a) shows the normalized latency of various accelerators
as the sparsity increases from 0 (dense) to 0.9, and the x-axis
of Fig. 14(a) simultaneously scales both weight and activation
sparsity. As shown in Fig. 14(a), at sparsity 0/0, SCNN can
only achieve 40% performance of the Dense(ideal) acceler-
ator due to the challenges discussed in Section II-C, while
FSA achieves 1.76× speedup than SCNN. As the sparsity
increases, compared with the Dense(ideal), SCNN can bring
acceleration until the sparsity reaches to 0.4/0.4, while FSA

Fig. 15. Excution time breakdown of AlexNet and the multiplier utilization
for each layer.

performs better at lower sparsity about 0.15/0.15. And when
the sparsity is 0.9/0.9, FSA can achieve 19.23× speedup over
the Dense(ideal). In addition, compared with SCNN, FSA can
boost the performance at any sparsity.

E. Ablation Study

Impact of Fine-Grained Systolic Dataflow: We perform
an analysis between SCNN and SCNN_F using layer 2 in
AlexNet, which is less affected by fragmentation problems, to
understand the impact of fine-grained systolic dataflow dur-
ing processing. Fig. 14(b) shows that for all the sparse levels,
SCNN_F can outperform SCNN with an average of 2.03×
speedup. In addition, Fig. 15 breaks down the execution time
of each layer in AlexNet and shows that SCNN wastes about
30.74% cycles due to the access contentions in layer 2. But
with the help of the fine-grained systolic dataflow, SCNN_F
can significantly reduce the contentions by 98.34% compared
with SCNN, achieving 1.99× performance improvement.

To understand the impact of FIFOs in the multiplier array,
we also perform a study for the FIFOs. Fig. 14(c) shows
the comparison of FSA with different configurations of local
FIFOs. Compared with FSA_nocache, which removes the
local FIFOs from the design, FSA can further improve the
performance because the FIFOs can reduce the bank con-
tentions.

Impact of Hybrid Network Partitioning: As the layer deep-
ens, the problem of contentions is gradually alleviated, but the
multiplier utilization continues to decline, as shown in Fig. 15,
resulting in a significant decrease in performance, as shown
in Fig. 12(b). The reason is that the spatial size of the tile
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Fig. 16. Partitioning scheme searched for efficient inference of ResNet-50.
Note that layers in the same Residual block use the same partitioning strategy.

(b)
(a)

Fig. 17. Comparison of performance and energy of AlexNet with different
computation schedules, FSA(Search) is searched by the proposed automatic
scheduling search, while FSA(Random) is randomly selected from the search
space.

allocated to each PE tends to be smaller in the deeper lay-
ers than that in the shallower layers. In other words, SCNN
and SCNN_F suffer from the activation fragmentation problem
when the layers do not have enough nonzero values to fully uti-
lize the multiplier array, as discussed in Section II-C. However,
FSA uses the hybrid network partitioning strategy, which can
support different partitioning for different layers to alleviate
the fragmentation problems, and achieves higher multiplier
utilization through all the layers compared with SCNN and
SCNN_F.

To further demonstrate the effectiveness of the hybrid par-
titioning strategy, we evaluate the performance of different
partitioning strategies and show the selected scheme for each
residual module in ResNet-50, as shown in Fig. 16. FSA-KW,
employing only kernel-wise partitioning scheme, performs bet-
ter in deeper layers, but with slightly less improvement in the
shallower layers, as fragmentation caused by fewer kernels
in the shallower layer decrease multiplier utilization. In con-
trast, FSA-SP only uses the ifmap spatial partitioning and can
achieve higher speedup in the shallower layers, which have
larger ifmaps to handle the activation fragmentation problems.
However, FSA-SP performs even worse than the Dense(ideal)
in deeper layers, as shown in Fig. 16. Our hybrid partition-
ing scheme, combining the advantages of both ifmap spatial
partitioning and kernel-wise partitioning, achieves 1.43× and
3.41× speedup on average compared with FSA-KW and FSA-
SP, respectively. The result of the selected scheme in Fig. 16
reveals that the hybrid partitioning tends to choose the ifmap
spatial partitioning in layers with larger ifmaps and select
kernel-wise partitioning in layers with more kernels.

Impact of Automatic Scheduling Search: The automatic
scheduling search is used to find high-performance and

Fig. 18. Comparison of performance and energy of AlexNet with different
computation schedules, FSA(Search) is searched by the proposed automatic
scheduling search, while FSA(Random) is randomly selected from the search
space.

low-energy computing schedules. In order to demonstrate the
effect of the search strategy, we randomly choose a schedule
from the search space and compare it with the searched one.
As shown in Fig. 17(a), the searched schedule leads to higher
multiplier utilization and also higher speedup ratio. Also, the
random schedule does not optimize the memory access pat-
terns, resulting in more energy consumption, as shown in
Fig. 17(b). Therefore, the automatic scheduling search can
dramatically improve energy efficiency.

In addition, we explore the feasible schedule space of the
second layer of AlexNet to further demonstrate the effective-
ness of the proposed automatic scheduling search strategy.
Fig. 18 shows the performance and energy consumption of
a total of 215 different schedules, and each point in the fig-
ure represents an individual schedule strategy. As illustrated in
Fig. 18, different strategies vary greatly in both performance
and energy consumption, and our searched strategy is very
close to the Pareto front, which not only takes fewer cycles
but also consumes less energy.

VI. RELATED WORK

Sparse Neural Network Accelerators: Pruning methods have
been widely studied in recent years to tackle the challenging
problem of large storage consumption and computational com-
plexity in neural networks, such as [18], [19], and [21]–[25],
which significantly expand the static sparsity of weights in
neural networks. Besides, to leverage the benefits from spar-
sity, many custom sparse accelerators are presented. In the
family of sparse neural network accelerators, different patterns
of sparsity are explored, including weight sparsity, activation
sparsity, and the combination of both.

Early sparse accelerators exploit weight sparsity to skip
the computation with zero weights. Cambricon-X stores the
weights in a sparse format with indices that are used to access
the required activations to reduce computation. However, due
to the irregularity in sparse weights, which leads to workload
imbalance and access inefficiency, it is challenging to leverage
the sparsity fully. To this end, some structured weight sparsity
have been explored. Scalpel [30] customizes the pruning to
hardware by matching the pruned structure to the data paral-
lel hardware organization. CirCNN [31] utilize block-circulant
matrices for filters in CNN and PermDNN [10] uses per-
muted diagonal matrices for fully-connected layers to get the
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structured sparse models. In addition, Packing Systolic [11]
proposes the column combining, which is also a structured
pruning algorithm, to improve systolic array utilization by
merging the sparse columns into a denser column. Different
with the fine-grained pruning algorithms, e.g., deep compres-
sion [18] and dynamic network surgery [19], such structured
pruning may degrade accuracy.

Besides the weight sparsity, many accelerators also utilize
the activation sparsity. Eyeriss [12] gates the computation of
activations with zero values to save energy, but not latency.
Cnvlutin [13] and Minerva [14] skips the computation and
memory access for the ineffectual activations. Furthermore,
there are accelerators [32], [33] predicting the zero values of
output activations. SnaPEA [33] terminates the convolution
operations if it determines that the output will be nega-
tive. Predictive-based execution [32] predicts zeros by first
executing the high-order bits.

The neural network accelerators mentioned above can only
benefit from one kind of sparsity, and sparse architectures
exploiting both the weight and activation sparsity emerge
recently. In this context, accelerators use the indices of weights
and activations jointly to determine the memory accesses
and computation, such as EIE [15], Cambrincon-S [17], and
SCNN [16] which have been discussed in Section I

Dataflow Scheduling and Neural Network Partitioning: The
efficiency of accelerators heavily depends on the dataflow
scheduling as well as neural network partitioning. Eyeriss
[12] gives an in-depth analysis of different dataflows, which
shows that different CNN dataflows lead to different energy
efficiency. TETRIS [34] proposes a scheduling scheme and
a hybrid partitioning scheme for improving performance and
efficiency. Moreover, the fused-layer CNN accelerator [35]
presents a novel dataflow scheduling to fuse the operations
between layers, which can minimize off-chip feature map data
transfer.

VII. CONCLUSION

In this article, we presented FSA, a sparse CNN acceler-
ator that leverages sparsity of both activations and weights
to skip the computation and memory access for zero val-
ues. Specifically, FSA exploits fine-grained systolic dataflow in
each PE to diminish the access contentions caused by the irreg-
ularity of sparse CNNs. Then, FSA employs a hybrid network
partitioning, which employs different partitioning schemes for
different layers to alleviate the fragmentation problem and load
imbalance, improving the PE utilization dramatically. In addi-
tion, to further boost energy efficiency, a scheduling search
strategy is proposed to quickly find the optimized sched-
ules for computation automatically. Compared with SCNN,
FSA improved performance by 1.74× on average over differ-
ent CNNs and can also achieve up to 13.86× higher energy
efficiency.
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