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Person re-identification aims to match person of interest under non-overlapping camera views. Therefore,
how to generate a robust and discriminative representation is crucial for person re-identification. Mining
local clues from human body parts to describe pedestrians has been extensively studied in existing methods.
However, existing methods locate human body parts coarsely and do not consider the relations among differ-
ent local parts. To address the above problem, we propose a Part-based Structured Representation Learning
(PSRL) for better exploiting local clues to improve the person representation. There are two important mod-
ules in our architecture: Local Semantic Feature Extraction and Structured Person Representation Learning.
The Local Semantic Feature Extraction module is designed to extract local features from human body seman-
tic regions. After obtaining the local features, the Structured Person Representation Learning is proposed
to fuse the local features by considering the person structure. To model the underlying person structure, a
graph convolutional network is employed to capture the relations of different semantic regions. The gen-
erated structured feature encodes underlying person structure information, and local semantic feature can
solve the misalignment problem caused by pose variations in feature matching. By combining them together,
we can improve the descriptive ability of the generated representation. Extensive evaluations on four stan-
dard benchmarks show that our proposed method achieves competitive performance against state-of-the-art
methods.
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1 INTRODUCTION

Given a person image, person re-identification (ReID) aims to identify the same person from the
gallery. Recently, person ReID has drawn increasing attention, because of its wide range of appli-
cations in intelligence surveillance and public security. Since person images are captured under
non-overlapping camera views at different times, the appearance of pedestrian can be dramatically
different, which is caused by illumination variations, cluttered background, pose variations, and
human body partial occlusion, as illustrated in Figures 1(a–d). Therefore, person ReID remains a
quite challenging task.

Recently, encouraged by the success of deep learning in visual tracking [11, 76], object detection
[39, 53], image classification [15], and so on, Convolutional Neural Network (CNN)-based methods
have been proposed to address the above challenges. The preliminary CNN-based representation
learning extracts descriptive features from the holistic person images [8], and the learned global
features are supposed to capture the most salient identity-sensitive information. However, person
images [13, 26, 27, 78] are usually collected from complex environment. Some non-salient but
identity-sensitive information can be easily ignored during the global feature learning process, as
illustrated in Figure 1(e). Consequently, global features are not robust and powerful enough to deal
with conditions of high inter-class similarity or large intra-class variance.

Recently, part-based methods that leverage local features extracted from human body parts have
become mainstream for person ReID. Part-based methods focus on extracting identity-sensitive in-
formation from each located body part and filter other related or unrelated information outside
the regions, which can decrease the negative effect caused by cluttered background and human
pose variations. Considering the way of obtaining local parts, existing part-based methods can be
grouped into three categories: (1) locating part regions with empirical knowledge about the human
body [6, 52, 70] or estimated pose information [48, 73]; (2) locating part regions with the embed-
ded region proposal module [24, 65]; (3) locating salient parts by an attention-ware mechanism
[29, 32, 60, 74]. Despite their effectiveness, they have two limitations to impede the robustness
of person representation. First, the located part regions are coarse. As shown in Figures 2(a) and
(b), the located bounding boxes can inevitably include background or cannot adaptively capture
deformable human body parts, while in Figure 2(c), the attention can be uncontrollably distracted
by other unrelated information outside the human body region. Second, all these methods fail to
consider the underlying structure of human body, which contains the relations of different parts.
We hereby raise a question: Can we model the relations of different human body parts and embed

the person structure information to enhance the descriptive capability of representations?

To address the above issues, we propose a novel Part-based Structured Representation Learning
(PSRL) method to exploit local clues for person ReID. There are two important modules in our
architecture, namely, Local Semantic Feature Extraction and Structured Person Representation
Learning. The Local Semantic Feature Extraction is designed to extract features from local seman-
tic regions. To accurately locate local regions, we employ a human parsing algorithm [42] that can
detect deformable body parts even under dramatic pose variation to segment the human body into
several local semantic regions, e.g., head, arm, and leg. For each semantic region, we perform re-
gion average pooling on the global-level feature maps with the corresponding mask to generate the
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Fig. 1. The first row shows that the appearance of pedestrian can be dramatically different due to the follow-

ing factors: (a) illumination variation, (b) cluttered background, (c) pose variation, and (d) human body partial

occlusion. The second row (e) demonstrates that global representation may fail to capture the non-salient

but identity-sensitive information, e.g., the parts in green bounding boxes.

Fig. 2. Examples of part-based methods for person ReID. (a) Human pose guided method, (b) region proposal

method, and (c) attention-aware method. (d) A constructed graph based on the detected human body parts,

where each node corresponds to a semantic region.

local semantic feature. Based on the obtained local semantic features, the Structured Person Rep-
resentation Learning is used to embed the relations of different semantic regions into a structured
person representation. To achieve this goal, a graph convolutional network (GCN) is employed, in
which each node is the feature of a semantic region, and the edge represents the relation between
two semantic regions, as shown in Figure 2(d). The advantage of GCN is that it allows information
to be propagated along the graph edges and infers a structured representation for pedestrian. The
generated structured feature encodes underlying person structure information, and local feature
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can solve the misalignment problem caused by pose variations. By combining them together, we
can improve the descriptive ability of the generated representation for person ReID.

The major contributions of this work can be summarized as follows: (1) We demonstrate that
constructing a graph to model the relations of human semantic regions is effective to enhance the
representation learning for person ReID. (2) We propose a PSRL approach, which employs GCN to
learn a structured representation for person image. (3) The proposed method achieves favorable
performance comparing with state-of-the-art methods on four benchmarks including Market-1501
[78], DukeMTMC-reID [40], CUHK01 [26], and CUHK03 [27].

We organize the rest of the article as follows: Section 2 presents a brief review of recent methods
for person ReID and GCN. In Section 3, we describe the proposed method in detail. In Section 4,
we provide experimental results and analysis. We conclude this article in Section 5.

2 RELATED WORK

2.1 Person ReID by Deep Learning

Deep learning–based methods are more powerful and robust for the challenges in person ReID,
such as occlusion, cluttered background, and variations in pose and illumination. Existing methods
are mainly dedicated to tackling two sub-problems, namely, representation learning and metric
learning. In this section, we briefly introduce some related methods from the two aspects.

Representation learning methods are proposed to learn a robust and descriptive representation
for person image. Exploiting local clues from human body parts has proven to be effective for
improving representation of person image. To leverage local clues and avoid explicitly detecting
human body parts, some methods [6, 83] try to extract multiple patches by partitioning image.
Since the generated parts are loosely associated with human body structure, these methods can-
not solve the misalignment problem, which is one of the most challenging factors for person ReID.
To overcome the misalignment problem, several methods [24, 48, 58, 65, 73, 74] focus on gener-
ating aligned local human body parts. For example, Zhao et al. [74] propose an attention-aware
model to automatically locate the local parts by minimizing the proposed triplet loss. Based on the
motivation that feature maps generated by CNN could provide clues for part location, Yao et al.
[65] generate the human body parts by clustering and averaging pooling the feature maps. Sun
et al. [50] propose a Visibility-aware Part Model (VPM) to automatically align local level features
for partial person ReID. Different from the above methods, the other methods [24, 48, 73] detect
the local part with extra human landmark annotations and focus on how to fuse the part represen-
tations. SpindleNet [73] first generates the human body part by using a region proposal network
that is trained with human pose information. Su et al. [48] employ the Spatial Transformer Net-
works (STN) to refine the body parts generated by key-points. However, the parts located by the
above methods are coarse, which can inevitably include other unrelated information outside the
human body region. To overcome this issue, Kalayeh et al. [21] employ a human parsing model
to precisely locate semantic regions. Guo et al. [14] propose the dual part-aligned representa-
tion to update the representation by exploiting the complementary information from both the
accurate human parts and the coarse non-human parts. Despite their effectiveness, these methods
ignore the relations of different semantic regions during feature fusion. Besides, an Interaction-
and-Aggregation Network (IANet) [18] is proposed to enhance the representation for person ReID
by modeling the inter-dependencies among spatial features and channel features. Compared with
the IANet, which aggregates features with simple matrix multiplication, GCN is more powerful to
capture the complicated relations among different parts. In this article, we employ GCN to embed
the relations of different regions into the person representation.
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As for metric learning, some methods [57, 66] focus on seeking a proper distance measure. Wang
et al. [57] propose a data-driven distance metric (DDDM) method to re-exploit the training data
to adjust the metric for each query-gallery pair. Bai et al. [1] propose a Unified Ensemble Diffu-
sion (UED) method to obtain re-ranked distance via metric fusion. Recently, several loss functions
such as contrastive or triplet loss have been studied for similarity learning. Different from the
classification network taking one image as input, the metric learning–based method is employed
to enhance the similarity and difference between a set of images. Several methods [46, 54, 59, 67,
79] propose to identify whether the two input images belong to the same identity by employing
siamese networks. However, the siamese network is trained with pair-wise label, which results
in high computational cost and low efficiency in the retrieving process. Therefore, some methods
[6, 31, 82] employ a triplet loss to enhance the similarity or difference between person images. To
encourage a larger intra-class similarity and inter-class difference, Chen et al. [5] propose to add
another pull term for adjusting the distance between negative pairs, named as quadruplet loss.
However, the sampling of triplets or quadruplets is crucial for the training of ReID model, because
easy samples can result in model degeneration while too hard samples may cause the training
process to diverge. A batch hard sampling method is proposed in Reference [17] to address the
problem. In this article, we use the combination of classification loss and batch hard triplet loss
[17] for model optimization, which has proven to be effective in existing methods [21, 56].

2.2 Graph Convolutional Network

Recently, GCN has received increased attention, as they achieve great success on graph structure
data [38, 62]. Compared with traditional CNN, which can only deal with grid-based data, GCN
is designed to generalize neural networks to data with graph structures, which can perform con-
volution on data with arbitrary graph structure. There are generally two ways to construct the
GCN on the graph. One is called spectral construction, which considers the graph convolution in
spectral domain [9, 16, 23]. In Reference [23], spectral graph convolution is implemented in the
form of localized first-order approximation for semi-supervised learning. The other is spatial con-
struction, which directly applies the convolutional filters on the graph nodes and their neighbors
[2, 37]. For instance, Yan et al. [62] perform the convolutional filters directly on graph nodes to
model temporal-spatial relation between nodes of human body for action recognition.

Some studies [25, 33, 47, 69, 75] on computer vision have achieved favorable performance by
leveraging GCN. For example, Liu et al. [33] propose a Multi-scale Spatial-Temporal Reasoning
(MSTR) framework, which employs GCN to mine global and local information in the spatial-
temporal domain for social relation recognition in videos. Zhang et al. [69] propose a Multi-
Granularity Reasoning (MGR) framework for social relation recognition in images, in which rea-
soning from visual domain to semantic domain is performed on graphs by GCN. An Actional-
Structural Graph Convolutional Network (AS-GCN) [25] is proposed to learn both spatial and
temporal features for action recognition. Si et al. [47] propose an attention Enhanced Graph Con-
volutional LSTM Network (EGC-LSTM), which combines GCN and LSTM for skeleton-based ac-
tion recognition. Zhao et al. [75] propose a Semantic Graph Convolutional Networks (SemGCN)
to capture semantic information such as local and global node relationships for 3D Human Pose
Regression.

Inspired by the success of GCN, some recent methods try to employ GCN to address the problem
in person ReID [19, 45, 63]. Yan et al. [63] employ GCN to mine context information on instance-
level for person search, which do not exploit local clues within a bounding box and consider the
relations among different parts. Shen et al. [45] exploit label supervision to perform message prop-
agation between nodes within graph for similarity learning. Jiang et al. [19] propose a Part-based
Hierarchical Graph Convolutional Network (PH-GCN) to learn a structured representation based
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Fig. 3. Overview of the proposed Part-based Structured Representation Learning (PSRL). It is composed of

Local Semantic Feature Extraction, Structured Person Representation Learning, and Global Representation

Learning. The first module focuses on exploring local clues from each semantic region, the second one aims

to learn a structured person representation from local features by employing graph convolutional network,

while the Global Representation Learning is to capture the overall appearance information from holistic

person image.

on multi-granularity parts. Different from SGGNN [45], we use GCN to enhance the descriptive
capability of representation. Compared with PH-GCN [19], the proposed method employs GCN to
explicitly mine the underlying person structure by using accurate semantic regions. Besides, we
construct the graph with inferred connections, which are more powerful to capture rich semantic
relations among different parts.

3 METHODOLOGY

In this section, we first introduce the overall architecture of the proposed method, and then de-
scribe how to extract the local semantic features. Next, the details about the proposed structured
person representation learning are provided. Finally, we present the training and testing proce-
dures of our method.

3.1 Overall Architecture

The overall architecture of our proposed approach is illustrated in Figure 3, which is composed
of three modules: the Local Semantic Feature Extraction, the Structured Person Representation
Learning, and the Global Representation Learning. The Local Semantic Feature Extraction module
is designed to extract local features from precisely located semantic regions. Given a training sam-
ple, we use a human parsing model to acquire the masks of eight semantic regions in human body.
Simultaneously, the pedestrian image is fed into a backbone network to extract high-level feature
maps with spatial information preserved. To extract features for different local semantic regions,
we perform region average pooling on the high-level feature maps with the corresponding region
mask. After that, we construct a graph with the extracted local features, and a graph convolutional
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Fig. 4. (a) Examples of segmentation mask generated by the human semantic parsing model on Market-

1501. (b) We group head, chest&belly, and arms as upper-body, legs and feet as lower-body, and all the human

body parts as foreground.

network is applied thereon for structured person representation learning. As the local semantic
feature and structured person representation do not describe global information about pedestrian,
we further employ another network to capture the overall appearance. Finally, we combine the
advantages of the above representations by concatenating them together for person ReID.

3.2 Local Semantic Feature Extraction

Existing methods [48, 56, 73] have proven that exploiting local clues can improve the descriptive
capability of person representation. However, the local regions in these methods are coarse. To pre-
cisely locate semantic regions, we propose to use human parsing algorithm. The human parsing
is superior to other part-locating methods such as bounding box part detection, as it can achieve
pixel-level accuracy. Furthermore, the local regions generated by human parsing are robust to pose
variations. We use an off-the-shelf human semantic parsing model [42] to generate eight semantic
regions. The model is constructed in a generative adversarial framework. To acquire human pars-
ing maps, we only need the generator of the whole framework, which is trained to map person
image into semantic parsing results by the min-max game. Note that the human parsing model
is trained on Look into Person (LIP) [12] dataset, which includes 30,000 images with pixel-level
groundtruth of 20 semantic labels. We group all semantic labels into five coarse classes, namely,
head, chest&belly, arms, legs, feet. In addition, we group head, chest&belly, and arms as upper-body,
legs and feet as lower-body, and all the human body parts as foreground. By employing the human
parsing model, we can acquire eight semantic region masks for each image, on which the value
of each pixel represents the probability of the pixel belonging to the corresponding region. Some
examples of segmentation mask are shown in Figure 4. We can observe that human parsing model
can precisely locate different local semantic regions in human body.

Given an image I , we employ a backbone network and human parsing model to generate the
high-level feature x and the semantic region masks {Mj |j = 1, 2, . . . , 8}. Then, we perform region
average pooling on the high-level feature by using the semantic region masks, and eight local
features are produced. The region average pooling can be formulated as follows:

x̂
j
i = sum(xi ◦M

j )/sum(Mj ), (1)
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where M
j is the jth semantic region mask, xi is the ith channel of the input feature, x̂

j
i is the ith

dimension of the jth local feature, and “◦” means Hadamard product.
In this work, we chose ResNet-50 [15] as the CNN backbone for high-level feature extraction.

The size of input image is 384 × 128 × 3, and the output semantic region masks have the same size
with input image. The region average pooling requires aligning spatial resolution of the semantic
region masks and the high-level feature, and retaining a high resolution. However, ResNet-50 has
an output stride of 32, which can lead to a low resolution in its output. To address the above
problem, small modifications are applied on the network and masks. First, we change the stride of
the last downsampling block in ResNet-50 from 2 to 1. In addition, we substitute our region average
pooling operation for the global average pooling. Second, we perform 4× upsampling to the high-
level feature to retain more spatial information. Third, to align the semantic region masks with
the high-level feature, we perform 4× downsampling on the semantic region masks. As a result,
the high-level feature and the semantic region masks both have 1/4 spatial resolution of the input
image.

3.3 Structured Person Representation Learning

Existing part-based methods fuse local features by concatenating or element-wise max operation,
which do not consider the underlying relations among the local semantic regions. In this work,
we employ GCN to embed the relations of different regions into a structured representation. The
GCN is designed to generalize neural networks to data with arbitrary graph structure. So, we
first construct an undirected graph G = (V ,E) based on human body parts, which is shown in
Figure 2(d). In this graph, the node setV = {vi |i = 1, . . . , 8} contains all eight semantic regions, and
the set of edges E represents the connections among the eight semantic regions. To perform a pithy
graph-based convolution, we follow the implementation provided in Reference [23]. Specifically,
we use an adjacency matrix A to represent the connections of nodes within a graph and an identity
matrix I to represent the self-connections. The Xin ∈ RDin×M denotes the input feature residing on
graphG, where Din represents the dimensionality of the input feature, and M denotes the number
of nodes on the graph. The GCN can be implemented with the following formulas:

X
�
out
= SX

�
in

W, (2)

S = Λ−
1
2 (A + I) Λ−

1
2 , (3)

Λii =
∑

j

(Ai j+Ii j ), (4)

where S is a normalized adjacency matrix, and the matrix W ∈ RDin×Dout denotes the parameters
of graph-based convolution. The output is a matrix Xout ∈ RDout×M , where Dout represents the
dimensionality of output feature. The GCN is built by stacking multiple graph convolutional layers,
each layer followed by a Batch Normalization (BN) and a ReLU layer. For more details about the
GCN, please refer to Reference [23].

To construct a graph on human body parts, it is important to design the edge set E to connect
different semantic regions. In this work, we explore two connection strategies to build the edge
set.

Natural connections. An intuitive connection strategy is shown in Figure 3. In this strategy,
different regions are connected according to the natural structure of human body, e.g., the node
of chest&belly is directly connected with head and arms. These connections are denoted by the
adjacency matrix A = [ai j ]

8×8, where ai j is set to 1 if there is connection between the ith region
and the jth region, otherwise 0.
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Inferred connections. The other connection strategy is to fully connect all nodes in the graph,
and the weights of edges are inferred from local features. Specifically, we perform element-wise
max operation over the eight local features to obtain a 2,048-D feature vector x

l . Then a block of
FC-BN-ReLU is employed to map x

l into a matrix space R8×8. Finally, we use the matrix B = [bi j ]
8×8

learned from x
l to take place of A + I and represent the adjacency matrix.

As the input of GCN, the feature vector on a node Xin (vi ) is produced by region average
pooling on corresponding semantic region. The whole input feature map can be represented by
Xin ∈ RDin×8, and the output feature map is Xout ∈ RDout×8. To produce the final structured fea-
ture of semantic regions, we concatenate the features of eight nodes together and denote by x

s the
structured feature.

3.4 Training and Testing

For training, we define the overall loss of the architecture as a combination of the softmax and
triplet losses, which are widely used in deep ReID models. Existing methods have proven that the
combination of the two loss functions can improve the robustness of the learned representations
[21, 56].

We regard the identification problem as a classification task to learn discriminative person rep-
resentation. The softmax loss is formulated as:

Lsf t = −
N∑

i=1

log
exp
(
w
�
yi

xi + byi

)

∑C
k=1 exp

(
w
�
k

xi + bk

) , (5)

where N is the size of mini-batch, C is the number of classes, and yi is the ground-truth label of
feature xi . The w and b are the weight vector and bias of the classifier, respectively.

Triplet loss is able to improve ranking performance with ignoring the number of identities.
Therefore, a batch-hard triplet loss [17] is also used for enhancing inter-class difference and intra-
class similarity, which is formulated as:

Ltr i = −
P∑

i=1

K∑

a=1

[
α + max

p=1...K

���xi
a − x

i
p
���2
− min

n=1...K, j=1...P, j�i

���xi
a − x

j
n
���2

]
+

, (6)

where x
i
a , x

i
p , and x

j
n denote the representations of anchor, positive, and negative samples, re-

ceptively, and α is a hyperparameter to control the margin of positive and negative samples in
a triplet. Here positive sample means that the pedestrian has same identity with the anchor, and
negative sample is opposite. In a mini-batch, there are P randomly selected identities andK images
from each identity. For each image, we treat it as an anchor and choose the furthest positive and
closest negative sample to build a batch-hard triplet. The batch-hard triplet loss can avoid model
degeneration caused by easy samples and guarantee the convergence of model.

The combination of softmax and triplet losses is applied on all the four features x
l , x

s , x
д , and

x
o , where x

l is obtained by performing element-wise max operation over the eight local features,
x

s represents the structured feature generated by GCN, x
д denotes the global feature, and x

o is
obtained by concatenating x

l , x
s , and x

д together, namely, x
o = [xl , xs , xд].

For testing, the output feature x
o of the overall architecture is used to calculate the Euclidean

distance between the query and gallery images.
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4 EXPERIMENTAL RESULTS

4.1 Datasets and Evaluation Metrics

In this article, four popular large-scale datasets are used to evaluate the proposed approach, includ-
ing Market-1501 [78], DukeMTMC-reID [40], CUHK01 [26], and CUHK03 [27]. The details about
the datasets and their evaluation protocols are presented as follows:

Market-1501. The dataset includes 1,501 identities collected from six disjoint camera views.
The pedestrian bounding boxes are detected by Deformable Part Model (DPM) [10], which can
inevitably result in boxes misalignment. We divide the dataset into three parts according to its
evaluation protocol. Specifically, 12,936 images of 751 persons are used for training. For probe and
gallery, 19,732 and 3,368 images of the rest 750 persons are used, respectively.

DukeMTMC-reID. The images of the dataset are from DukeMTMC [41], which is collected
from eight high-resolution cameras used for multi-camera tracking. All the person images are
cropped with manually annotated bounding boxes. However, the dataset is more challenging than
Market-1501 because of larger intra-class diversity and similar inter-class common property. The
training set consists of 16,522 images of 702 persons. For testing, 2,228 and 17,661 images of the
rest 702 persons are used for gallery and probe, respectively.

CUHK01. It consists of 971 persons collected from two non-overlapping camera views, and
there are two images for each person. Following the evaluation protocol in Reference [26], we
randomly choose 486 persons as training set and the other 485 persons as testing set. For testing,
the images from a camera are used for gallery and those from the other camera for probe. We
repeat evaluation 10 times and report the average results.

CUHK03. It consists of 1,467 persons collected from six non-overlapping camera views and has
a total of 14,096 images with 4.8 images for each person in each camera on average. Both manually
labeled and DPM-detected pedestrian bounding boxes are provided in CUHK03. In this article, we
report the results on two types of annotated images and follow the protocol provided in Reference
[80].

Two evaluation metrics are widely used to measure the performance of person ReID model.
Cumulative Matching Characteristic (CMC) curves represent the hit accuracy of different-sized
candidate lists. Mean Average Precision (mAP) is calculated according to the rank of recalled pos-
itive samples. In this article, the rank-1,5,10 accuracy and mAP are reported in our experiments.

4.2 Implementation Details

Our approach is implemented in the PyTorch framework. In our architecture, we use ResNet-50
[15] as the backbone network, which is pretrained on the ImageNet [7]. Inspired by the existing
work [36], two modifications, the setting of the last stride=1 and BNNeck, are applied to ResNet-50.
For the graph convolutional network, we adopt three graph convolutional layers with the output
channel dimensionality (Dout ) of 1,024, 512, and 256, respectively. Following Reference [62], we
apply Batch Normalization and non-linear operation, i.e., ReLU, on the top of each graph convolu-
tional layer. All person images are resized to 384 × 128 and normalized. Some data augmentation
methods are adopted, including translation, horizontal flipping, and random erasing. The ADAM
[22] algorithm is used for model optimization. We initialize the learning rate as 0.0003 and grad-
ually multiply it by 0.1 after every 40 epochs. We set the momentum to 0.9, the epoch to 200, and
the batch size to 64, respectively.

4.3 Ablation Study

To investigate the effectiveness of our model, we conduct a series of ablation studies on Market-
1501 and DukeMTMC-reID datasets.
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Table 1. Effect of Different Connection Strategies on Market-1501

and DukeMTMC-reID Datasets

Models
Market-1501 DukeMTMC-reID

Rank-1 mAP Rank-1 mAP
Model-S1 91.9 79.2 82.9 66.9
Model-S2 92.4 80.4 83.6 67.3
Model-G-S1 94.9 85.2 86.0 72.5
Model-G-S2 95.4 85.9 86.1 72.4
Model-G-L-S1 95.5 86.5 87.8 75.4
Model-G-L-S2(PSRL) 95.9 87.2 88.1 76.7

“G” stands for the global feature, “L’’ for the local feature, and “S1’’ and “S2”

for the structured feature with natural connection and inferred connection,

respectively.

Fig. 5. The visualized normalized adjacency matrices of samples from Market-1501 and DukeMTMC-ReID.

Connection Strategies. In this work, we propose two different connection strategies for graph
convolution, namely, natural connections and inferred connections. Here, we explore the effect of
the two connection strategies. Experimental results are summarized in Table 1. The “S1” and “S2’’
in Table 1 denote the natural connections and inferred connections, respectively. From Table 1,
we can see that Model-S2, Model-G-S2, and Model-G-L-S2 all achieve a higher performance than
Model-S1, Model-G-L-S1, and Model-G-L-S1, respectively. Hence, we can conclude that the inferred
connections are superior to the natural connections, because they are more flexible and can en-
hance the descriptive ability of our model.

To further analyze the effect of the inferred connections, we visualize the inferred normalized
adjacency matrices of four samples from Market-1501 and DukeMTMC-ReID, as shown in Figure 5.
We can observe that the diagonal weights are significantly higher than others, which demonstrates
that the main information propagation is conducted along the self-connections so the nodes can
maintain the principal information. Besides, we can also find that the self-connection weights for

ACM Trans. Multimedia Comput. Commun. Appl., Vol. 16, No. 4, Article 134. Publication date: December 2020.



134:12 Y. Li et al.

Table 2. Effect of the Proposed Components on Market-1501

and DukeMTMC-reID Datasets

Models
Market-1501 DukeMTMC-reID

Rank-1 mAP Rank-1 mAP
Model-G(ResNet-50) 94.4 84.2 85.5 72.3

Model-L 92.6 80.4 83.7 68.5
Model-G-L 94.9 85.8 86.9 74.0

Model-G-L-S2(PSRL) 95.6 87.0 87.9 76.4

the informative nodes, e.g., foreground, upper-body, lower-body, and chest&belly, are lower than
those for the other nodes. The lower self-connection weights mean that the informative nodes
have a higher weight to connect to other nodes, which can ensure that the informative nodes are
more active in information propagation within the graph. Therefore, we believe that the informa-
tive nodes are more critical for encoding structured representation. Compared with the natural
connections, which conduct information propagation with fixed paths and constant weights, the
inferred adjacency matrix is more flexible for feature fusion and more robust to image diversity.
Besides, we can also observe similar connections in the adjacency matrices across datasets. The
main differences among these matrices are caused by the nodes corresponding to invisible parts,
e.g., the matrices in the second row are more likely to assign large self-connection weights for in-
visible parts. We argue that the semantic relations among different parts are robust across datasets
and sensitive to occlusion.

Effect of the proposed components. To investigate the effect of the proposed components,
we perform several evaluations by using different features and summarize the related results in
Table 2. For fair comparison, we add a 1 × 1 convolutional layer into the network to control the
dimensionality of features, which ensures that the four models in Table 2 have the same feature
dimensionality of 4,096, e.g., the dimensionality of 4,096 for “Model-G” and “Model-L,” 2,048+2,048
for “Model-G-L,” and 2,048+1,024+1,024 for “Model-G-L-S.” Note that Model-G is achieved as the
baseline, which is identical to ResNet-50. In Table 2, Model-G-L denotes the combination of the
local semantic feature x

l and the global feature x
д . For feature combination, we first fuse the eight

local semantic features with the element-wise max operation to obtain x
l and then concatenate

x
l and x

д together. Model-G-L-S2 is the overall architecture by modeling the relations of different
semantic regions via GCN.

As shown in Table 2, combining the local and global features can improve the mAP from
84.2%/72.3% to 85.8%/74.0% on Market-1501 and DukeMTMC-reID, respectively. Further, by adding
the structured feature x

s , the mAP is improved from 85.8%/74.0% to 87.0%/76.4% on two datasets.
Therefore, we can conclude that: (1) using human semantic parsing to focus on local clues can
improve the person representation; (2) applying the GCN to model the relations among different
semantic regions can further enhance the descriptive capability of representation.

Loss function. Besides the softmax loss used in traditional classification model, we further add
the triplet loss for representation learning. Therefore, we analyze the effect of joint training and
show the results in Table 3. Compared with ResNet-50 w/o TL and Model-G-L-S2 w/o TL, ResNet-

50 and Model-G-L-S2 achieve consistent improvement by adding the triplet loss, i.e., +1.3%/+2.4%
and +1.1%/+1.5% rank-1/mAP improvement on Market-1501, respectively. In addition, we observe
more obvious improvement on mAP than rank-1 accuracy, which demonstrates that the triplet
loss has a clear advantage in enhancing the ranking performance of person ReID.

Furthermore, we evaluate the effect of how to apply the combined loss on the generated features
and summarize the results in Figure 6(a). Model-G-L-S2 and Model-G-L-S2(one loss) are trained
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Table 3. Effect of Triplet Loss on Market-1501

and DukeMTMC-reID Datasets

Models
Market-1501 DukeMTMC-reID

Rank-1 mAP Rank-1 mAP
ResNet-50 w/o TL 92.9 82.1 84.1 69.2

ResNet-50 94.2 84.5 85.2 72.0
Model-G-L-S2 w/o TL 94.8 85.7 86.6 74.8
Model-G-L-S2(PSRL) 95.9 87.2 88.1 76.7

“TL’’ refers to triplet loss.

Fig. 6. (a) Model-G-L-S2, which applies the combined loss on all the four generated features, has advantage

over Model-G-L-S2(one loss), which is optimized by only using the final feature x
o . (b) Effect of weight sharing.

Model-G-L-S2 without sharing weights is superior to Model-G-L-S2 (share).

by applying the loss function on all four generated features, i.e., x
l , x

s , x
д , xo , and on the final

feature x
o . As shown in Figure 6(a), Model-G-L-S2 surpasses Model-G-L-S2(one loss) by +1.0%/+1.3%

and +1.1%/+1.6% rank-1/mAP on Market-1501 and DukeMTMC-reID, respectively. We argue that
applying the loss function on all generated features can further unleash the discrimination ability
of ReID model.

Weight sharing. As shown in Figure 3, the overall architecture consists of two networks for
feature extraction. One is for global representation learning, and the other one is for local semantic
feature extraction. Thus, we analyze whether the two networks need to share weights, and sum-
marize the results in Figure 6(b). We can observe that the Model-G-L-S2 without sharing weights
obtains a better performance than the shared Model-G-L-S2 (share). Therefore, we believe that the
foci of the two networks in high-level feature map are different, and the model can benefit from
exclusive backbone.

Feature fusion strategies. Table 4 shows the effect of feature fusion strategies, where Avg-

Max means that we obtain the local feature x
l by average pooling and the structured feature x

l by
performing element-wise max operation on the features residing on the nodes of the GCN. Other
terms in Table 4 can be deduced by analogy. When we generate the structured feature by Avg or
Max, the output channel dimensionality of three graph convolutional layers is set to 2,048. We
can observe that Max-Concat outperforms other feature fusion strategies. It is because that max
pooling can persist the characteristics of local features, and concatenating operation can preserve
underlying relations of local features. As a consequence, we choose Max-Concat as the feature
fusion strategy for our model.
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Table 4. Effect of Feature Fusion Strategies on Market-1501

and DukeMTMC-reID Datasets

Models
Market-1501 DukeMTMC-reID

Rank-1 mAP Rank-1 mAP
Avg-Avg 93.0 82.9 84.3 70.9
Avg-Max 94.1 83.7 85.4 72.4

Avg-Concat 95.0 85.9 86.5 75.3
Max-Avg 93.7 83.5 85.6 72.2
Max-Max 95.3 86.4 87.3 76.9

Max-Concat 95.9 87.2 88.1 76.7

“Avg” stands for fusing the features by average pooling, “Max’’ for

element-wise max operation, and “Concat” for concatenating.

Table 5. Effect of Human Parsing on Market-1501

and DukeMTMC-reID Datasets

Models
Market-1501 DukeMTMC-reID

Rank-1 mAP Rank-1 mAP
PSRL+ PSPNet [72] 95.6 86.7 87.5 76.2

PSRL+ BraidNet [34] 96.1 87.0 88.0 76.4
PSRL+CE2P [42] 95.9 87.2 88.1 76.7

Effect of human parsing. To investigate the effect of human parsing, we apply three human
parsing methods, i.e., PSPNet [72], BraidNet [34], and CE2P [42], to generate semantic masks for
obtaining local features and evaluate the retrieval performance. Among the three methods, CE2P
[42] achieves the best human parsing performance on LIP [12], and BraidNet [34] takes the second
place. The ReID results of our model applying different human parsing methods are summarized
in Table 5. From Table 5, we observe that combining the proposed PSLR and CE2P obtains the best
performance. Therefore, we can conclude that using a robust human parsing method can boost
the performance of PSLR. Besides, combining the PSLR and other human parsing methods can
also achieve a competitive performance, e.g., PSLR+PSPNet outperforms Model-G-L in Table 2 by
0.9%/0.7% and 2.2%/0.6% in terms of mAP/Rank-1 accuracy on Market-1501 and DukeMTMC-ReID,
respectively. The above analysis and comparison demonstrate that our approach is robust to the
human parsing methods, and the noisy semantic results would not cause substantially performance
drop in our model.

4.4 Comparison with the State-of-the-art

We present the performance of the state-of-the-art methods and compare them with the proposed
method. We divide these methods into two groups according to whether they exploit the local clues
during representation learning. The first set does not consider local features, which includes NFST
[68], SVDNet [51], ACRN [44], JSTL [61], SGGNN [45]. The other set exploits local clues to improve
the representation learning, which includes PIE [77], DLPAR [74], Spindle [73], HydraPlus-Net
[35], JLML [28], PDC [48], HA-CNN [29], MSCAN [24], SPReID [21], PH-GCN [19], DSA-ReID
[71], IANet [18], CAMA [64], OSNet [81], MGN [56].

Market-1501. As shown in Table 6, the proposed method achieves 95.9%/87.2% Rank-1/mAP
with single query setting and 96.4%/91.2% Rank-1/mAP with multiple query setting on Market-
1501 dataset, which is competitive with state-of-the-art methods. Specially, the proposed method
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Table 6. Comparison on Market-1501 Dataset with Single Query Setting

and Multiple Query Setting

Methods
Single Query Multiple Query

Rank-1 mAP Rank-1 mAP
MSCAN [24] 76.3 53.1 86.8 66.7

SpindleNet [73] 76.9 - - -
PIE [77] 79.3 56.0 - -

DLPAR [74] 81.0 63.4 - -
SVDNet [51] 82.3 62.1 - -

PDC [48] 84.1 63.4 - -
JLML [28] 85.1 65.5 89.7 74.5

HA-CNN [29] (CVPR2018) 91.2 75.7 93.8 82.8
PH-GCN [19] 93.5 79.0 - -

PCB+RPP [52] (ECCV2018) 93.8 80.9 - -
DNN_CRF [4] (CVPR2018) 93.5 81.6 - -

Mancs [55] (ECCV2018) 93.1 82.3 95.4 87.5
SGGNN [45] (ECCV2018) 92.3 82.8 - -
SPReID [21](CVPR2018) 93.7 83.4 - -
IANet [18] (CVPR2019) 94.4 83.1 - -
CAMA [64] (CVPR2019) 94.7 84.5 - -
OSNet [81] (ICCV2019) 94.8 84.9 - -
P2-Net [14] (ICCV2019) 95.2 85.6 - -

MGN [56] 95.7 86.9 96.9 90.7
PSRL 95.9 87.2 96.4 91.2

significantly outperforms existing methods without considering local information, e.g., SVDNet
[51], ACRN [44]. It demonstrates that exploiting local clues can improve the robustness of rep-
resentation for person ReID. We also observe that Model-G-L in Table 2 still outperforms other
part-based methods such as Spindle [73], DLPAR [74], and PDC [48] by a large margin, which
demonstrates the effectiveness of human semantic parsing for local representation learning. Com-
pared with two existing GCN-based methods SGGNN [45] and PH-GCN [19], our method achieves
clear improvement of +3.6%/+4.4% and +2.4%/+8.2% Rank-1/mAP with single query setting,
respectively.

We further give some intuitive comparisons between the proposed method and existing methods
by illustrating the retrieval results in Figure 7. The results of Query1 are obtained by Ours and
ResNet-50 (Model-G), and the results of Query2 are obtained by Ours and a leading part-based
method PCB+RPP [52] that locates parts by evenly partitioning image. As shown in Figure 7, the
proposed method is better able to capture the non-salient but identity-sensitive regions compared
with ResNet-50. Further, our method is able to overcome the negative effect caused by cluttered
background and more robust to pose variations compared with PCB+RPP.

DukeMTMC-reID. The results on DukeMTMC-reID are shown in Table 7. The proposed
method achieves a favorable performance on DukeMTMC-reID dataset and outperforms the other
human parsing–based method (SPReID) [21] with clear performance advantages, e.g., surpassing
the SPReID by 2.2% Rank-1 and 3.4% mAP. This indicates the superiority of modeling the relations
of different parts for structured feature learning. Besides, our approach also surpasses the IANet
[18], which considers the inter-dependencies among spatial features and channel features with
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Fig. 7. Top-10 retrieval results on Market-1501. The images with red bounding box are false positive samples,

and the others are true positive samples.

Table 7. Comparison on DukeMTMC-reID Dataset

Methods Rank-1 Rank-5 Rank-10 mAP
ResNet50 [15] 65.2 - - 45.0
AttIDNet [30] 70.7 - - 51.9

ACRN [44] 72.6 84.8 88.9 52.0
SVDNet [51] 76.7 86.4 89.9 56.8

HA-CNN [29] (CVPR2018) 80.5 - - 63.8
SGGNN [45] (ECCV2018) 81.1 - - 68.2

PCB+RPP [52] (ECCV2018) 83.3 - - 69.2
DNN_CRF [4] (CVPR2018) 84.9 - - 69.5
PSE+ECN [43] (CVPR2018) 84.5 - - 75.7

PH-GCN [19] 85.0 - - 70.7
CAMA [64] (CVPR2019) 85.8 - - 72.9
SPReID [21] (CVPR2018) 85.9 - - 73.3

DSA-ReID [71] (CVPR2019) 86.2 - - 74.3
P2-Net [14] (ICCV2019) 86.5 - - 73.1
OSNet [81] (ICCV2019) 86.6 - - 73.5
IANet [18] (CVPR2019) 87.1 - - 73.4

MGN [56] 88.7 - - 78.4

PSRL 88.1 93.9 95.7 76.7
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Fig. 8. Top-10 retrieval results on Market-1501 and DukeMTMC-ReID based on different human parsing

results. The images with red bounding box are false positive samples, and the others are true positive samples.

simple matrix multiplication, by 1.0%/3.3% in terms of mAP/Rank-1 accuracy. It demonstrates that
using GCN is more effective to embed relations of different parts.

We present some retrieval results on Market-1501 and DukeMTMC-ReID, as shown in Figure 8.
We can observe that there are few true positive samples retrieved in the third and the sixth rows.
The failure cases are mainly caused by the following two reasons: First, the retrieved images have
a higher inter-class similarity with the query image, e.g., the false positive samples have a similar
appearance with the true positive samples in the third row. Second, the query image is captured in
a bad situation, e.g., the query image in the sixth row is under severe occlusion. In addition, we also
provide the corresponding human parsing results in Figure 8. We can find that the query images
in the first and fourth rows with a fine semantic mask obtain better retrieval results. Although
the query images in the second and the fifth rows have poor human parsing results, our model
can also retrieve the nearest positive samples, which can demonstrate that the proposed model is
robust to the human parsing results.

CUHK01 & CUHK03. In Table 8 and Table 9, we summarize the comparison on CUHK01 and
CUHK03, respectively. Here, we only use the CMC metric for evaluation on CUHK01. For the
CUHK01, the proposed approach achieves the best performance of 88.7% and 97.6% in terms of
Rank-1 and Rank-5 accuracy, respectively.
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Table 8. Comparison on CUHK01 Dataset

Methods Rank-1 Rank-5
NFST [68] 65.0 84.9
JSTL [61] 71.7 88.6

DLPAR [74] 76.5 94.2
Spindle [73] 79.9 94.4

Part-Aligned [49] 80.7 94.4
AACN [20] 88.1 96.7

PSRL 88.7 97.6

Table 9. Comparison on CUHK03 Dataset

Methods
Detected Labeled

Rank-1 mAP Rank-1 mAP
SVDNet [51] 41.5 37.3 40.9 37.8
HA-CNN [29] 41.7 38.6 44.4 41.0

MLFN [3] 52.8 47.8 54.7 49.2
PCB+RPP [52] 63.7 57.5 - -

Mancs [55] 65.5 60.5 69.0 63.9
CAMA [64] 66.6 64.2 70.1 66.5
MGN [56] 66.8 66.0 68.0 67.4

PSRL 67.6 65.8 68.7 68.2

As shown in Table 9, our approach achieves 67.6%/65.8% Rank-1/mAP on DPM-detected pedes-
trian images, and 68.7%/68.2% Rank-1/mAP on manually labeled images in CUHK03, which are
competitive with MGN [56] and significantly outperform other methods. Due to the misalignment
caused by detected bounding boxes, we can observe that the performances on manually labeled
images are better than that on detected samples. We can also observe that existing methods have a
large performance gap between labeled and detected images, e.g., the Rank-1 of Mancs [55] drops
from 69.0% to 65.5%. Different from Mancs, the performance of our method only decreased by
1.1% Rank-1, which demonstrates that our method is robust and powerful for the misalignment
problem.

5 CONCLUSIONS

In this article, we investigate two limitations of existing part-based methods: (1) easily drawing
into background bias during locating local regions and (2) ignoring the underlying structure of
human body parts. To address these two problems, we propose a Part-based Structured Represen-
tation Learning (PSRL) method for better exploiting local clues to boost representation learning.
In our architecture, Local Semantic Feature Extraction module offers a natural solution to locate
semantic regions with human parsing model. Furthermore, we show that employing graph con-
volutional network to model the relations of different semantic regions can achieve a robust rep-
resentation. Experiments on four popular standard benchmarks demonstrate the effectiveness of
our method. Motivated by the favorable performance in image-based person ReID, we intend to
apply it to model the spatial-temporal relations among different semantic regions for video-based
person ReID.
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