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Zero-shot object detection (ZSD) aims to locate and recognize novel objects without additional training
samples. Most existing methods usually map visual features to semantic space, resulting in a hubness
problem, and learning an effective feature mapping between the two modalities remains a considerable
challenge. In this work, we propose a novel end-to-end framework, Semantic-Visual Auto-Encoder (SVAE)
network, to tackle the above issues. Distinct from previous works that utilize fully-connected layers to
learn the feature mapping, we implement a 1-dimensional convolution with various shared filters to con-
struct the auto-encoder, which maps semantic features to visual space to alleviate the hubness problem.
Specifically, we design a novel loss function, Softplus Margin Focal Loss (SMFL), for object classification
channel to align the projected semantic features in visual space and address the class imbalance problem.
The SMFL improves the discrimination of projections on positive and negative categories and maintains
the property of focal loss. Besides, to promote the localization performance for novel objects, we also pro-
vide semantic information for object localization channel and utilize a trainable matrix to align the
semantic-visual mapping, considering noises in semantic representations. We conduct extensive exper-
iments on four challenging benchmarks. The experimental results show the competitive performances
compared with state-of-the-art approaches. Especially, we achieve 8.39%/6.58% mean average precision
(mAP) improvements for ZSD/general-ZSD on Microsoft COCO benchmark.

� 2021 Elsevier B.V. All rights reserved.
1. Introduction

Deep learning has achieved significant success in object detec-
tion. However, existing detection models [1–5] usually rely on
large-scale object datasets [6–8] with fully-annotated locations
and categories. It is hard to apply them in the scenarios where data
is scarcely labeled from novel categories. One solution is to collect
a larger dataset with a wider set of categories, which can be quite
laborsome and time-consuming.

Recently, zero-shot object detection (ZSD) [9–13] has shown an
elegant way to address the problem. In this task, a ZSD model is
typically trained on an instance set of so-called seen classes and
aims to detect the instances from unseen classes during testing.
Different from zero-shot recognition (ZSR), the model can not only
recognize instances from unseen classes but also localize them. An
intuitive and common solution is transferring the knowledge from
seen to unseen classes in a shared space through a semantic repre-
sentation transformation. The representations are usually acquired
in the forms of encoded class attributes [14], textual descriptions
[15], word vectors [10,14,16,17], etc.

Though the ZSD techniques [9,13,14,16,18] have made impres-
sive progress in the past few years, there exist some issues: (a) Sev-
eral approaches [12,17,18] map the feature representations from
visual to semantic space, resulting in hubness problem 1 [19,20].
(b) These existing ZSD models directly learn a projection from visual
to semantic space without any constraints. It may lead to misplacing
the projection of features from unseen categories during testing. (c)
Fully connected (FC) layers without any constraints used in [9,10,16–
18] result in high computational complexity. It is hard for models to
optimize it and get semantic features well represented in visual
space.
nearest
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To address the above issues, we present a novel end-to-end
framework named Semantic-Visual Auto-Encoder network for
ZSD task (SVAE-ZSD). Firstly, the encoder projects semantic repre-
sentations of class labels into the visual space of regions of interest
(ROIs). As pointed out in [20], this mapping mechanism can miti-
gate the hubness problem. Secondly, the decoder projects the pre-
dicted visual features back to the semantic space, and L2
regularization is applied in this auto-encoder structure. They con-
strain the projection to improve the compatibility and robustness
of the learned model. Thirdly, for the auto-encoder structure, we
use a 1-dimensional (1D) convolution operation proposed in [21]
to realize the semantic-visual mapping. Comparing with different
weights for each class in FC layers, the shared filters for each class
in the convolution reduce the computational complexity. It is sim-
ple yet effective and makes contributions to making semantic fea-
tures well represented for the visual space. Additionally, to align
the semantic-visual mapping in the classification subnet, we fur-
ther propose a softplus margin focal loss, keeping the ability of
focal loss to deal with class imbalance problem. The loss function
forces the mapping mechanism to maximize the projections of
semantic features on positive categories and minimize them on
negative categories. It offers the model an ability to distinguish
the foreground from the background and detect unseen objects.
Furthermore, the semantic information is also applied for the box
regression subnet to locate unseen objects. Due to high noises in
the semantic vectors, we implement a trainable matrix rather than
an element-wise multiplication to get a better synergy between
the semantic and the visual space.

The main contributions of this work are summarized as follows:

� We present a novel end-to-end framework, a semantic-visual
auto-encoder network based on 1-dimensional convolution,
for ZSD task to get semantic features well represented in visual
space as well as mitigate the hubness problem. It is simple yet
effective.

� We design a softplus margin focal loss function to align the
semantic and visual features in the classification subnet. It helps
to distinguish the projections of semantic features on positive
categories from those on negative categories with margins
and relieves the confusion between unseen objects and the
background.

� Extensive experiments are carried on four challenging datasets.
Our proposed method outperforms state-of-the-art methods
with significant margins. The model especially achieves over
6% mAP improvements on Microsoft COCO [7] dataset in ZSD/
GZSD setting.

The rest of the paper is organized as follows: Section 2 reviews
the related works, followed by Section 3, which describes the pro-
posed approach. The detailed SMFL and other loss functions for the
model are explained in Section 4. Experimental evaluation analysis
is reported in Section 5, and the conclusions are presented in
Section 6.

2. Related work

2.1. Zero-shot learning (ZSL)

ZSL can be viewed as a process of transferring knowledge
learned from seen categories to unseen categories. The existing
models can be divided into three groups through the mapping
mechanisms: (a) Learning a projection function from visual to
semantic space. For example, DeViSe [22] mapped visual features
to semantic space via a linear transformation and employed a pair-
wise ranking objective function to learn the trainable matrix.
ConSE [23] built the same mapping mechanism with a convex
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combination of the class label embedding vectors. However, both
methods suffer from the hubness problem. (b) Learning a latent
space between visual and semantic space. LatEm [24] learnt the
latent embeddings by a ranking based objective function. RLR
[25] used a manifold learning strategy to obtain robust semantic
representations and mapped visual features to the latent space
by a linear transformation. JDASE [26] learnt a joint similarity
space by visual features and semantic attributes to reduce the
gap between the two modalities. They can mitigate the hubness
problem to some extent, but it is a little hard to optimize them.
(c) Learning a reverse projection function, i.e. from semantic space
to visual space, to alleviate the hubness problem [27]. Unlike the
above methods, Yashas et al. [27], and Kodirov et al. [28] built
the mapping mechanisms between the two modalities with a
reconstruction mechanism, which is beneficial to recognize images
from unseen categories. So we adopt this auto-encoder mechanism
with semantic-visual mapping mechanism for the classification
subnet of our framework. We further use a 1D convolution to con-
struct the mapping mechanism instead of the FC layers used in
[27,28].

2.2. Object detection

Object detection is one of the most fundamental and challeng-
ing problems in computer vision and has recently made great suc-
cess with the development of deep neural networks. Early two-
stage object detection methods such as R-CNN [29], Fast R-CNN
[30], Faster R-CNN [5] and R-FCN [31], propose region of interest
proposals for every image and classify them to produce classifica-
tion results. Different from these two-stage frameworks, one-stage
frameworks such as SSD [3], YOLO v3 [4] and RetinaNet [2], predict
object locations and categories simultaneously without the region
proposal step. Unlike these traditional object detection settings, we
target a more challenging task that requires the model to detect
unseen objects without training on instances from unseen cate-
gories. For efficiency and effectiveness, we use RetinaNet as the
backbone for our proposed ZSD framework.

2.3. Zero-shot detection (ZSD)

In recent years, ZSD has been addressed to simultaneously
localize and recognize objects from unseen classes
[10,12,14,16,18]. For example, Rahman et al. [17,32] classified the
classes of ILSVRC [8] dataset into several meta-classes. Then a
model was trained to max-margin the distance between different
clustered meta-classes. Later, they proposed another framework
[10] to resolve the ambiguity between the background and the
unseen objects by introducing a polarity loss. They further applied
the method in a transductive way [16], where unseen class sam-
ples also appeared during training. To address the problem of mis-
classifying unseen objects as background, [18] proposed a
background-aware detector based on a linear visual-semantic
embedding, and [33] designed a background learnable region pro-
posal network to learn a word vector for the background. However,
the two methods lack strict objective functions to constrain the
projection.

As for mapping mechanism, [11] mapped visual features to
semantic space and utilized semantic vectors to localize and clas-
sify different objects. Similarly, through the visual feature in each
bounding box proposal, Zhu et al. [12] designed a semantic loss
for their network to learn semantic representation for each class
attribute. Mao et al. [34] added fifteen mutual attributes for data-
sets and proposed a category similarity to build up a synergy
between the two domains. Li et al. [15] and Zhang et al. [35]
designed a deep neural network to generate semantic features by
textual descriptions. The visual and semantic features were fused
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to produce classification results. Yan et al. [36] applied a graph
convolutional network to establish the visual-semantic mapping
mechanism, but its performance was limited by the number of
graph nodes. Another work [14] proposed a hybrid region embed-
ding method that mapped ROIs of images to the embedding spaces
of class and label. However, these methods that utilized a visual-
semantic mapping mechanism tend to suffer from the hubness
problem. Although Gupta et al. [9] implemented both visual-
semantic and semantic-visual mapping mechanisms to relieve
the hubness problem, there exist some redundancies in its map-
ping mechanism. Other work in [37,38] trained their models with
unseen samples synthesized by generative adversarial networks in
a sequential manner to solve the hubness problem. Still, their per-
formances on detecting seen instances are reduced while optimiz-
ing their synthesizers. Due to shortcomings in previous methods,
we follow [19] to map semantic features to visual space to ease
the hubness problem.

Additionally, there are two methods [13,39] based on an auto-
encoder mechanism to address the ZSD task. The former imple-
mented FC layers to align visual-semantic projection, and the latter
proposed a conditional variational auto-encoder to synthesize
visual features for unseen classes by semantic and visual features
from seen class ROIs. Due to the fact that utilizing the FC layers
increases the computational complexity, we apply 1D convolution
layers with shared filters to learn the semantic-visual mapping,
and reduce the computational complexity in our SVAE-ZSD.

Comparing to the existing work, our method applies the
semantic-visual mapping mechanism to alleviate the hubness
problem and a 1D-based auto-encoder to build an effective map-
ping mechanism. With the reconstruction constraint and the SMFL
function, the mapping mechanism gets a strict projection con-
straint. In this way, the model can obtain a good semantic-visual
alignment.
3. Method

3.1. Problem definition and system overview

In this ZSD task, let Xs and Xu be the training and testing sets,
separately. Suppose the object in i-th ground-truth bounding box
ftix; tiy; tiw; tihg of an image, its class label is denoted as yk (yk 2 Ys).
Given the seen class set Ys ¼ fy1; . . . ; ysg and the unseen class set
Yu ¼ fysþ1; . . . ; ysþug, we assume that Ys \ Yu ¼ £ and Ys [ Yu ¼ Y ,
where Y is the set of all classes. Note that each image for model
training contains at least one seen object, and no objects from
unseen classes. For each class, we use a d-dimensional semantic
representation vector, obtained from word vectors or attributes,
as embeddings. Here we define the semantic vectors of seen and
unseen classes as Vs 2 Rs�d and Vu 2 Ru�d, where s and u are the
total numbers of seen and unseen classes respectively.

Therefore, the tasks of ZSD are: (a) Training a ZSD model with
seen class instances Xs and semantic representation vectors Vs

from seen classes. (b) Learning a projection between visual and
semantic space during training, and the semantic space is spanned
by the semantic representations of seen classes Ys and unseen
classes Yu. (c) Using the trained ZSD model to detect unseen
objects from testing image set Xu and get their locations
ftx; ty; tw; thg, classifications Yu with unseen-class semantic vectors
Vu.

The overall architecture of our proposed SVAE-ZSD is shown in
Fig. 1. It is an end-to-end detection framework and can be divided
into several parts. Given an image, it first applies a ResNet [40]
with a feature pyramid Network (FPN) [41] backbone to produce
multi-scale feature representations (Fig. 1 (a)). At each level of
the feature pyramid, a two-subnet is then used for detecting
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objects at different scales. Specifically, the classification subnet
(middle of Fig. 1 (b)) takes the obtained visual features and the
encoded semantic vectors from a semantic-visual auto-encoder
(top) as inputs. As pointed out by Shigeto et al. [20] that mapping
semantic vectors to visual space helps relieve the hubness prob-
lem, we adopt this projection mechanism to obtain the mapped
features. A similarity function is applied to measure the two fea-
tures, and the output similarity scores are applied for the object
classification. The classification subnet is trained by our proposed
SMFL function. For the object localization, semantic vectors are
also provided in the box regression subnet (bottom), and it is
learned by a semantic-visual alignment. Therefore, through the
learned semantic-visual mapping mechanism and the box regres-
sion, the ZSD model can detect instances from unseen classes.

3.2. Semantic-Visual Auto-Encoder Network (SVAE)

[20] theoretically proves that the mapped data of the test exam-
ples tend to lie closer to those of the training examples rather than
the whole label data set when mapping visual examples into the
label (semantic) space, which results in misclassification. Project-
ing the label data into the space of visual examples is a solution
to alleviate it. Therefore, our SVAE follows it to map semantic
vectors into visual space. Different from [27,28] where the
auto-encoder mechanism is based on FC layers which has high
computational complexity, and inspired by [21], we choose a 1D
convolution structure for our proposed network. With various
shared filters for each class, this structure reduces the computa-
tional complexity. The detailed illustration for this auto-encoder
is shown in Fig. 2. For s seen classes during training, semantic
vectors of the seen classes are represented as

Vs ¼ ðv1 � v2 � � � � � v sÞT ; ð1Þ
where � is the concatenation operator and v i 2 Rdði ¼ 1; � � � ; sÞ is
the semantic vector of i-th class. Here, Vs 2 Rs�d can be viewed as
a matrix. A filter W 2 Rl�d is used as a window of l semantic vectors
to produce a new feature f 2 Rsand it can be formulated by

f ¼ dðVs �WÞ; ð2Þ
where � is the convolution operation and dð�Þ is an activation func-
tion. For a hidden layer, there are m filters used for feature transfor-
mation. Thus, the output of the hidden layer is

Fm ¼ f 1 � f 2 � � � � � f m; ð3Þ
where Fm 2 Rs�m and f iði ¼ 1; . . . ;mÞ is the output feature of i-th fil-
ter. After applying multiple hidden layers, it produces the final
mapped feature Fe 2 Rs�e in visual space. For simplicity, this map-
ping mechanism in the encoder can be formulated as

Fe ¼ VsHWe; ð4Þ
where H denotes all the operations during mapping process and
We 2 Rd�e is the simplified filter in the encoder. Similarly, the
reconstruction process in the decoder can be defined as

V 0
s ¼ ðVsHWeÞHWd; ð5Þ

where Wd 2 Re�d is the simplified filter in the decoder.
The classification subnet combines these mapped features and

the visual features obtained from feature extractors for classifying
the predicted boxes. For every row in Fe, it represents the mapped
feature f a 2 Reof a class in the visual space. We denote the visual
feature in a predicted box as f b 2 Re, so a cosine similarity mea-
surement of the two features can be formulated as

sðf a; f bÞ ¼
< f a; f b >
kf ak2kf bk2

; ð6Þ



Fig. 1. The full architecture of our proposed SVAE-ZSD. It uses a ResNet [40] with a Feature Pyramid Network (FPN) [41] backbone (a) to generate multi-scale features. Two
subnets (b) are provided at each feature pyramid level: a classification subnet (middle) and a box regression subnet (bottom). The classification subset combines input visual
features and the encoded representations obtained from the semantic-visual auto-encoder (top), and outputs classification results with a similarity function. The box
regression subset learns regressions from anchor boxes to ground truths with semantic vectors in a semantic alignment way.

Fig. 2. The architecture of the proposed SVAE. The 1D convolution encoder (left) takes s d-dimensional semantic vectors Vs 2 Rs�d as inputs. It produces features
Fm 2 Rs�m; Fh 2 Rs�h by m; h filters (sizes of them are l) respectively in the first two hidden layers and feature Fe 2 Rs�e through e filters in its output layer. The generated
feature Fe is applied in the classification subnet for object classification. The decoder (right) further transforms the learned features Fe and outputs the reconstructed semantic
vectors V 0

s 2 Rs�d . The features in the reconstruction process are F 0
h 2 Rs�h and F 0

m 2 Rs�m .

Q. Li, Y. Zhang, S. Sun et al. Neurocomputing 449 (2021) 117–135
where sðf a; f bÞ 2 ½0;1�. As Fe provides the mapped feature f a for each
seen class, we can get the similarity score sðf a; f bÞ for each seen
class with Eq. (6).

We provide the mapped features Fe for every predicted box at
each feature pyramid level and calculate a similarity score for each
seen class in these boxes. In this way, the SVAE can learn the rela-
tionship between semantic vectors and visual features during the
training process. With the learned mapping relationship, the SVAE
can generalize to recognize unseen objects by semantic vectors of
unseen classes.
3.3. Semantic alignment in box regression subnet

Whether a ZSD model can locate the unseen objects will be
another unignorable factor to its performance. To improve the
localization ability of the box regression subnet, we follow [17] to
provide such semantic vectors for this regression branch. Although
applying a linear projection for the alignment is simple as in [17], it
results in limited representation for semantic vectors. Therefore we
use a trainable matrix with a nonlinear activation function for
learning this alignment, as shown at the bottom of Fig. 1 (b).

We denote the visual feature for each anchor box as f a 2 Rd in
the semantic alignment layer of the box regression subnet. It is
generated by the detector network before the semantic alignment
120
layer. We apply all semantic vectors V ¼ ½Vs;Vu� 2 Rc�d from both
seen and unseen classes for the alignment, where c ¼ uþ s is the
number of all classes. In this way, the regression subnet can align
the semantic information both from the seen and the unseen
classes during training, which helps to detect unseen objects dur-
ing testing. Note that only semantic vectors from unseen classes
are applied in this subnet, and no other images or annotations from
unseen classes are used during training.

Considering intrinsic noises in semantic vectors that obtained
from unsupervised learning, we apply a trainable matrix between
semantic vectors and visual features to align the two modalities,
rather than an element-wise multiplication. The semantic align-
ment layer can be formulated as

Fa ¼ rðVWaf aÞ; ð7Þ

whereWa 2 Rd�d is the trainable matrix and rð�Þ is a tanh activation
function. The fused features Fa are transformed by convolutional
operations to generate regression data ftix; tiy; tiw; tihg for each anchor
box.

4. Loss functions for zero-shot object detection

To optimize the proposed SVAE-ZSD model, we introduce a
multi-task objective function, which consists of classification,
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bounding box regression, and reconstruction losses, as well as the
regularization for the filters in SVAE. In this section, we will pre-
sent them in details.

4.1. Softplus margin focal loss

4.1.1. Definition
Imbalance of class samples is a common issue in one-stage

object detection frameworks, and a focal loss [2] is proposed to
solve it. It usually pays attention to predictions of positive and neg-
ative class samples and gets a balanced loss for training. However,
it ignores the margins between predicted scores for ground-truth
(positive) classes and other negative classes. For a ZSD task, the
ZSD model is also required to maximize projections on positive
classes and minimize them on negative classes. Though a polarity
loss is proposed in [10] to solve this issue, it remains some limita-
tions. Firstly, its penalty function is based on a sigmoid function,
the range of its value is limited to ð0;1Þ and the penalty value falls
rapidly to be 0 once the constraint is satisfied, as shown in Fig. 3
(a). It results that the whole loss value tends to be 0, and it is hard
for the model to get further trained, even resulting in too early
stopping or losing the ability to solve the class imbalance. Sec-
ondly, the designed penalty function is not robust and has no mar-
gin to preserve the learned mapping mechanism, as shown in Fig. 3
(b).

Inspired by ranking loss functions [22,42] with a margin applied
in zero-shot multi-class recognition to constrain this semantic pro-
jection, we design a new loss function for our ZSD task. It resolves
the class imbalance problem and offers penalty values to distin-
guish predicted scores for the positive class from the negative
classes by positive margins. This allows the model to distinguish
the foreground from the background and preserves the semantic-
visual mapping mechanism for detecting unseen instances.

Given the i-th proposal that is generated by anchors in the clas-
sification subnet, its positive and negative class scores are pro-
duced by the cosine similarity function in Eq. (6). So a predicted
score margin between them is supposed to satisfy

pi
g � pi

j P m; 8i; j; g – j; ð8Þ

where m is a non-negative constant to maximize the margin for
predicted scores between the positive and negative classes. The def-
inition of each variant is listed as below.

� pi
g is the predicted score for the ground-truth (positive) class as

yik ¼ 1ð9kÞ, where k 2 f1; � � � ; sg, and yikis the element of the one-

shot label Yi
s ¼ fyi1; � � � ; yisg for the seen class.

� pi
j is the predicted score for the negative class as yik ¼ 0ð9kÞ,

where j 2 f1; . . . ; sg n g.
� As 8k; yik ¼ 0, the one-hot label Yi

s is for the background and pi
k is

the predicted score for the seen class. Here we set pi
g andm as 0,

then the Eq. (8) is pi
k 6 0.

The equation form of Eq. (8) is activated by a variant of softplus
function [43]. So the penalty function is

wðpi
g � pi

jÞ ¼ logð1þ expðs½m� ðpi
g � pi

jÞ�ÞÞ þ 1; ð9Þ

where s is a positive hyper-parameter to modulate penalty values
on pi

g � pi
j and the constant 1 is designed to avoid the penalty value

being 0. It ensures the model continues to be trained even when
pi
g � pi

j satisfies constraints. The penalty function is visualized for
some values of s 2 ½0;5� as m ¼ 0:1 in Fig. 3 (a). It shows that the
function offers high penalty values on pi

g � pi
j < 0 and low penalty

values on pi
g � pi

j > 0 with s > 0. When s ¼ 0, the penalty value is
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always equal to logð2Þ þ 1 	 1:30 and it is not beneficial to maxi-
mize the margin. Moreover, some values of m 2 ½0; 0:4� for the func-
tion are also shown in Fig. 3 (b) as s ¼ 2. All the lines are in the
same trend and they are apart from each other with a margin.

The function wðpi
g � pi

jÞ is applied to focal loss [2], and it leads to
the softplus margin focal loss (SMFL). So for an image, the classifi-
cation loss is formulated as

Lcls ¼
XN
i

Xs

j

FLðpi
tÞwðpi

g � pi
jÞ

¼
XN
i

Xs

j

½�atð1� pi
tÞ
c
logðpi

tÞ�½logð1þ expðs½m� ðpi
g

� pi
jÞ�ÞÞ þ 1�; ð10Þ

where N is number of proposals in the image. Hyper-parameter at is
applied to balance the ratio of positive and negative samples and
the definition of it is analogous to pi

t , while c is a modulating factor
in focal loss. FLðpi

tÞ is the focal loss in [2] and pi
t is

pi
t ¼

pi
g ; if yik ¼ 1

1� pi
j ;otherwise :

8><
>:

ð11Þ

For the convenience of discussion, fðpi
t; p

i
g � pi

jÞ is denoted as the

combined function FLðpi
tÞwðpi

g � pi
jÞ.
4.1.2. Theoretical analysis
The definition of SMFL is formulated in Eq. (10), but it is hard to

understand how it works for different categories. So we analyse it
in theory under the following conditions:

(1) When yik ¼ 1ð9kÞ, the loss is for positive classes and the pen-
alty function wðpi

g � pi
jÞ turns into logð1þ expðsmÞÞ þ 1.

Given a s and m, it is a positive constant. The SMFL is com-
bined with the positive constant and original focal loss for
the ground-truth class. Thus, it maintains the property to
solve class imbalance and put more efforts on hard, misclas-
sified examples.

(2) When yik ¼ 0ð9kÞ, the loss is for negative classes. We plot the
SMFL with some factors as a margin m ¼ 0:1 in Fig. 4. High
losses are provided when predicted scores pi

j of negative
classes close to 1 and low losses when they close to 0. Along
the direction of pi

g � pi
j axis, the penalty function wðpi

g � pi
jÞ

forces pi
g � pi

j to get a positive margin and maximize it to 1

when s > 0. Therefore, the SMFL punishes scores pi
j of nega-

tive classes and maximizes the margins of scores between
positive and negative classes. It helps to align the projection
of semantic features in visual space. When s ¼ 0, the func-
tion wðpi

g � pi
jÞ turns into a positive constant. The SMFL

degenerates into the focal loss and offers no punishments
on negative classes to constrain pi

g � pi
j.

(3) When yik ¼ 0ð8kÞ, the loss is for background class. As m and
pi
g are set to 0, the penalty function wðpi

g � pi
jÞ turns into

logð1þ expðspi
kÞÞ þ 1. The comparisons of focal loss, polarity

loss, and the SMFL are presented in Fig. 5. It shows that our
SMFL offers more punishment to force all pi

k to 0. So it con-
tributes to distinguishing the foreground from the back-
ground, and relieve the confusion between unseen class
and the backgrounds.



Fig. 3. The visualization of penalty function wðpi
g � pi

jÞ varies with a modulating factor s 2 ½0;5� (a) and a margin constant m 2 ½0;0:4� (b). High penalty value is offered when
predicted score pi

g for positive class is lower than that pi
j of negative class. It forces pi

g to get a positive margin to pi
j . The penalty function of polarity loss (PL) tends to be 0 when

pi
g � pi

j meets the constraint, and it has no margin around its decision boundary.

Fig. 4. The softplus margin focal loss fðpi
t ; p

i
g � pi

jÞwith the factor s 2 ½0;5�;m ¼ 0:1 when class label yik ¼ 0. The descent directions of loss are from pi
j ¼ 1 to pi

j ¼ 0 for negative
class scores and from pi

g � pi
j ¼ �1 to pi

g � pi
j ¼ 1 when s > 0. The loss forces pi

j to 0 and makes it get a negative margin to pi
g . When s ¼ 0;wðpi

g � pi
jÞ is a positive constant. The

SMFL gets free constraints in this condition and degenerates into the focal loss.
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4.2. Object localization loss

For box regression subnet, we adopt the regression loss function
introduced in [30], which can be presented as

Lloc ¼
X

i2fx;y;w;hg
/ðt
i � tiÞ; ð12Þ

where /ð�Þ (named smooth-L1 loss) is defined as

/ðxÞ ¼
0:5x2 if jxj < 1
jxj � 0:5 otherwise

8><
>:

; ð13Þ
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where ft
x; t
y; t
w; t
hg is the parameterized coordinate of the ground-
truth box and ftx; ty; tw; thg denotes the predicted bounding box. The
loss function is robust to outliers and can give appropriate loss dur-
ing back-propagation when the predicted bounding boxes are too
far or too close to the ground-truth boxes.

4.3. Reconstruction loss and regularization

The auto-encoder-based module in SVAE aims to learn an effec-
tive mapping mechanism by minimizing the distance between the
input semantic representations Vs and the reconstructed vectors
V 0

s. Inspired by work in [27,28], we add a reconstruction constraint



Fig. 5. Comparisons of focal loss (FL, a ¼ 0:25; c ¼ 2), polarity loss (PL, b ¼ 20) and SMFL (s 2 ½0;5�) for background class. In this condition, the SMFL turns into a combined
function of focal loss and a function of pi

k . When b ¼ 20, as in [10], the penalty value closes to 1, which results in PL being nearly equal to FL. So the lines for FL and PL overlap
into one line in (a) and (b). (a) shows the SMFL provides higher loss than the FL and PL for score pi

k when all yik ¼ 0. It punishes all pi
k to 0 when ground-truth class is

background class. (b) is the comparisons of a derivative for the three losses with respect to pi
k . The gradient of SMFL is much higher than those of other two loss functions

when pi
k closes to 1.
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to the auto-encoder. The reconstruction loss with a regularization
can be formulated as

Lae ¼ kVs � ðVsHWeÞHWdk22 þ kregðkWek22 þ kWdk22Þ; ð14Þ
where kreg is a hyper-parameter to balance the reconstruction error
and the regularization. Here, we use a mean squared error to reduce
the discrepancy between inputs and outputs of SVAE. L2 regulariza-
tion is added to the filters to avoid overfitting.

Thus, the overall multi-task objective function in the proposed
SVAE model can be defined as

L ¼ kclsLcls þ klocLloc þ kaeLae; ð15Þ
where kcls; kloc; kae are the three hyper-parameters to balance the dif-
ferent loss terms.

5. Experiments

5.1. Datasets and experimental settings

5.1.1. Datasets and data split
The proposed approach is evaluated on four commonly used

datasets: Pascal VOC [6], Microsoft COCO (MS-COCO) [7], ILSVRC-
2017 object detection (ILSVRC-2017 DET) dataset [8] and Visual
Genome (VG) [44].

Pascal VOC is a very fundamental dataset for object detection
and contains 20 object classes collected from photo-sharing web-
sites with different viewing conditions. Following [14], we split
the dataset with 16/4 for seen/unseen classes.

MS-COCO is a collection of common object instances in complex
everyday scenes and contains 80 categories. While there are two
different seen/unseen class split settings in this dataset for ZSD
task: 48/17 split [18] and 65/15 split [10]. We follow both data
splits to evaluate our method.

ILSVRC-2017 DET is a large dataset with 200 basic-level cate-
gories for object detection task. We select 177 categories as seen
classes for training, and the rest categories are for unseen classes,
as in [17].

VG is designed to deal with rich content in images for cognitive
tasks. We follow [18] to use part-1 of the dataset for training and
randomly selected images from part-2 for testing. Only visual class
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instances are selected, and the seen/unseen category split is
478/130.
5.1.2. Semantic embedding
For semantic features in classification subnet, we follow [10] to

use 300-dimensional semantic vectors that are fromword2vec [45]
for MS-COCO and VG dataset. For a fair comparison, 500-
dimensional word2vec [45] vectors are applied for ILSVRC-2017
DET as [17] does. We apply L2 normalization as a preprocessing
to reduce the noise in the vectors. As for Pascal VOC, we follow
[10,14] to use attribute annotations from aPY dataset[46] as
semantic embeddings. For semantic alignment in regression sub-
net, the auxiliary information is used as the same as the classifica-
tion subnet.
5.1.3. Implementation details
Our proposed ZSD network uses ResNet50 [40] to obtain the

feature pyramid. We experimentally choose 4 convolutional layers
to build the auto-encoder, without two hidden layers whose out-
put channel number is h. The output channel numbers for the
encoder of the 4-layer auto-encoder are m ¼ 256 and e ¼ 128.
The filter sizes l in the auto-encoder are experimentally set to 1.
For each dataset, a pre-trained model is trained by original Retina-
Net [2] on seen class instances without any semantic information.
Seen class instances from its validation set are applied to evaluate
the pre-trained model, which is used to initialize the training
model. During training, the predicted bounding boxes with
IOUs > 0:5 are considered as positive predictions. ReLU activation
is applied for all layers except for the auto-encoder, which employs
ELU [47] activation. Additionally, We use an Adam optimizer [48]
with a learning rate of 10�5 and a learning rate decay of 0:1. Factor
s and m in SMFL are set to 0:75 and 0:2 with a parameter selection.
The model is trained for 40 epochs on a single Tesla V100 GPU with
16G graphics memories, and each epoch contains 10000 iterations.
On average, it takes 2500 seconds for training each epoch. The
batch size is set to 1, and the hyper-parameters kcls; kloc; kae in loss
function are set to 1 experimentally and the regularization weight
kreg is 0.01.

In the inference stage, semantic vectors of unseen classes are
offered for the classification subnet. Only predicted bounding



Q. Li, Y. Zhang, S. Sun et al. Neurocomputing 449 (2021) 117–135
boxes with IOUs > 0:5 and similarity scores greater than 0.3 for
seen classes and 0.1 for unseen are selected.

5.1.4. Evaluation metric
For Pascal VOC and ILSVRC-2017 DET, we choose mAP to evalu-

ate our method. However, Recall@100 is applied as the evaluation
metric for VG dataset, because the mAP metric is sensitive to miss-
ing annotations in large-scale datasets. As for MS-COCO, we follow
[10] to use both mAP and Recall metrics. For fair comparisons, the
first three datasets are only evaluated on ZSD setting where each
image contains at least one unseen object in testing. The general
ZSD (GZSD) setting, where the testing images contain both seen
and unseen objects, is applied to evaluate the performance of
MS-COCO by a harmonic mean (HM) of mAP and Recall.

5.2. Comparison to state-of-the-art methods

5.2.1. Quantitative results
We compare our approach with several state-of-the-art meth-

ods and provide a brief description of them: (a) SB, DSES and LAB
[18] map visual features and word vectors into a common space
and apply a max-margin loss for the alignment. (b) PL-48/65/80
[10] learn a visual-semantic projection with linear layers and pro-
pose a polarity loss to align it. Based on it, a transductive learning is
proposed in TL-ZSD [16], where unseen class instances also appear
in the training process. (c) MS-Zero++ [9] uses similarity scores in
both visual and semantic space to alleviate the hubness problem.
(d) ACS-ZSD [34] uses a category similarity to establish a visual-
semantic synergy. (e) ConSE-ZSD [23] and DeViSe-ZSD [22] are
from zero-shot image recognition and [9] applies them for ZSD
task. (f) TOPM-ZSD [11] offers semantic information for ZSD task
with textual descriptions while GTNet [37] proposes a knowledge
transfer module to learn seen and unseen domain knowledge. (g)
BLC [33] proposes a cascade semantic R-CNN to align visual and
semantic modalities. (h) SU-ZSD [38] synthesizes visual features
for unseen categories by using a generative adversarial network.
(i) Our proposed method uses a semantic-visual auto-encoder for
the mapping mechanism in classification subnet and a trainable
matrix for semantic alignment in box regression subnet.

The results on MS-COCO dataset are shown in Table 1 with var-
ious settings: two different seen/unseen class splits, mAP/Recall
evaluation metrics, and ZSD/GZSD data settings. Our framework
achieves nearly the best performance on both ZSD and GZSD set-
Table 1
Comparison of our SVAE-ZSD to the state-of-the-art methods for ZSD/GZSD in terms of
highlighted with bold.

Method S/U Split ZSD

mAP Recall mAP

SB [18] 48/17 0.70 24.39 –
TOPM-ZSD [11] 48/17 15.43 39.2 –
ConSE-ZSD [23] 48/17 9.3 – 42.4
DeViSe-ZSD [22] 48/17 10.6 – 30.3

DSES [18] 48/17 0.54 27.19 –
JRLNC-ZSD [32] 48/17 5.05 12.27 13.93

FL-48 [10] 48/17 10.01 43.56 35.92
BLC [33] 48/17 9.90 46.39 42.10

MS-Zero++ [9] 48/17 13.80 35.00 35.00
Ours 48/17 19.42 45.32 38.07

ACS-ZSD [34] 65/15 15.34 47.83 –
FL-80 [10] 65/15 10.73 22.25 40.60
FL-65 [10] 65/15 12.40 37.72 34.07
TL-ZSD [16] 65/15 14.57 48.15 28.79
BLC [33] 65/15 13.10 51.65 36.00

SU-ZSD [38] 65/15 19.00 54.00 36.90
Ours 65/15 27.39 45.83 37.41
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tings in terms of mAP. For the 48/17 class split, our method outper-
forms the previous best work by large margins of 3.99% and 6.26%
in terms of mAP of ZSD and harmonic-mAP of GZSD, respectively.
Although recalls of our model are lower than those of BLC [33],
our method beats it by large margins in the mAP metric. The rea-
son is that BLC [33] succeeds to separate the foreground from the
background, but the built visual-semantic alignment in classifica-
tion branch fails to recognize them for unseen categories. As for
65/15 class split, our model achieves 8.39% and 6.58% improve-
ments against SU-ZSD [38] in terms of mAP of ZSD and
harmonic-mAP of GZSD, respectively. However, SU-ZSD [38] gets
higher recalls by the synthesized visual features for unseen classes
because these synthesized features contribute to providing more
predicted bounding boxes for unseen classes. But the performance
of detecting seen instances is reduced while optimizing its
synthesizer.

The average precision (AP) of per class for MS-COCO is also pre-
sented in Table 2. Compared to state of the arts, our method out-
performs them by large margins on mAP metric in 48/17 and
65/15 data split. The AP of most classes in our work is much higher
than that of other methods. Some classes, like bus, elephant, snow-
board, skateboard, and counch, get over 10% AP improvements in
48/17 data split. However, the model does not perform well on
detecting cat, umbrella, tie, knife and scissors, due to the unavailabil-
ity of semantically similar classes in the training set. A similar sce-
nario also appears in 65/15 data split.

Further in Recall@100 with different IOU thresholds (i.e.
0:4;0:5;0:6), we report performances on both MS-COCO and VG
datasets in Table 3. On MS-COCO dataset, though our Recall is a
bit lower than that of ZSD-CNN-ohem [35] at IOU¼ 0:4, our
method outperforms it at other IOU conditions, especially when
IOU = 0.6. Comparing to other approaches, the smaller decrease
in Recall with IOU increasing shows the robustness of our model.
Similarly, the performance on the VG dataset also presents the
robustness.

For Pascal VOC dataset, we adjust the output dimensions for the
encoder of the 4-layer auto-encoder to m ¼ 256 and e ¼ 256,
because the selected ones for 300d word vectors might be not suit-
able for the 64d attributes. As visualized in Fig. 6, the transformed
semantic features with SVAE are apart from each other in visual
space, especially for car and train. Benefitting from it, the model
gets balanced APs for the two classes in Table 4. The overlap of
semantic attributes for the two classes in semantic space results
mAP(%) and Recall@100 on MS-COCO dataset with IOU = 0.5. The best results are

GZSD

Seen Unseen HM

Recall mAP Recall mAP Recall

– – – – –
– – – – –
– 9.3 – 15.25 –
– 10.6 – 15.71 –

15.02 – 15.32 – 15.17
20.42 2.55 12.42 4.31 15.45
38.24 4.12 26.32 7.39 31.18
57.56 4.50 46.39 8.20 51.37

– 13.80 35.00 19.80 –
40.04 19.81 45.28 26.06 42.50

– – – – –
59.19 10.28 19.43 16.40 29.25
36.38 12.40 37.16 18.18 36.76
54.14 14.05 37.16 18.89 44.07
56.39 13.10 51.65 19.20 53.92
57.70 19.00 53.90 25.08 55.74
39.43 27.44 46.13 31.66 42.52
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in the unbalanced APs that the model gets good performances for
one class and bad performances for the other. Although our AP of
each class is lower than the best, the mAP still outperforms previ-
ous best work TL-ZSD [16] by 1.3%.

For ILSVRC-2017 DET, we report the performances with mAP
metric in Table 5. From the experimental results, we find that
our method achieves AP improvements on nearly a half of unseen
classes and outperforms GTNet [37] by 0.6%, which is a significant
improvement for this challenging dataset. Especially, it gets over
10% improvements on bench, snail and train. However, the model
fails to correctly detect harmonica, ray and horizontal-bar. The rea-
son is that there are some similar categories for the first three
classes in training dataset while few for the last three classes.

5.2.2. Qualitative results
We present some qualitative comparison results, as shown in

Fig. 7. From the figure, we observe that our model not only detects
unseen classes such as airplane, snowboard, suitcase, frisbee, train,
and bear, but also correctly recognizes them. However, PL-ZSD
[10] locates some of them but fails to classify. Besides, PL-ZSD
[10] also fails to detect some objects. For example, airplane and
train are missed by PL-ZSD [10] while our model detects them.
More qualitative results of our proposed method are shown in
Fig. 8. In this figure, our model detects objects of unseen classes
with various poses and sizes. For example, it not only correctly
detects big unseen objects such as airplane, train, bear, but also
detects small ones like fork, hot-dog. We additionally provide some
false-positive cases that are also shown in this figure. We can see
that the model correctly detects unseen objects, but it fails to cor-
rectly classify them. For instance, airplane instances are detected in
some images, but they are misclassified as kite or bird, most prob-
ably due to the relative similarity between it and the two seen
classes in the semantic space. Other cases like misclassifying cat
as dog or misclassifying handbag as suitcase are for the same rea-
son. It shows that our model still has much room to improve. Syn-
thesizing unseen training samples may help solve this problem,
and it will be our future research direction.

Furthermore, with t-SNE [50], we compare the seen/unseen
class representations learned by the two methods. From the result
in Fig. 9 (a), we can find that the representations of seen categories
obtained by PL-ZSD [10] are mostly overlapped. In contrast, the
representations of different classes learned by our SVAE-ZSD, as
shown in Fig. 9 (b), are dispersed, making the features more dis-
criminative. This shows that our method can learn better feature
representations on seen categories. As for the results in Fig. 10
(a), PL-ZSD fails to distinguish unseen class representations, which
will result in misclassification. However, in Fig. 10 (b), the repre-
sentations of each category obtained by our model are clustered
separately, and in most cases, they are far from the representations
of other categories. It illustrates the effectiveness of our model that
can transfer the learned classification discriminability from seen to
unseen categories to some extent.

5.3. Model analysis

For model analysis, we mainly conduct experiments on MS-
COCO dataset with the 65/15 data split. Except the part for analy-
sis, the rest settings of the model are the same as in
subSection 5.1.3.

5.3.1. Analysis of different mapping mechanisms
We compare and analyse them in two mapping mechanisms:

one maps from semantic to visual space (S2V), the other maps from
visual to semantic space (V2S). For fair comparisons, we use a
two-layer auto-encoder architecture, one for encoder and the other
for decoder, in both mapping mechanisms. For the S2V mapping



Fig. 6. The t-SNE [50] visualization of semantic attributes (a) and transformed semantic attributes (b) of unseen class samples from Pascal VOC dataset. In figure (a), semantic
attributes of train and car class overlap each other (shown in the red box), which often results in misclassification. Our SVAE transforms these semantic attributes into visual
space, as shown in (b), and all unseen classes are basically separated from each other. It alleviates hubness problem to some extent.

Table 4
Experimental comparisons for ZSD on Pascal VOC dataset.

Method car dog sofa train mAP

DeViSe-ZSD [22] 44.2 81.5 48.7 28.1 50.6
HRE-ZSD [14] 55.0 82.0 55.0 26.0 54.2
CGSCI-ZSD [49] 20.4 92.7 50.1 55.9 54.8
ConSE-ZSD [23] 62.2 83.7 58.2 17.1 55.3
TOPM-ZSD [11] 21.0 95.2 58.8 63.6 59.6
MS-Zero++ [9] 55.2 89.2 58.4 25.5 61.1
PL-ZSD [10] 63.7 87.2 53.2 44.1 62.1
SU-ZSD [38] 59.6 92.7 62.3 45.2 64.9

SPGP-Occurrence [36] 65.0 85.7 75.0 40.1 66.4
TL-ZSD [16] 64.4 77.9 70.5 53.6 66.6

Ours 58.5 92.2 68.3 52.7 67.9

Table 3
Comparisons with other methods on MS-COCO (48/17) and Visual Genome datasets in Recall@100 metric. The results are presented with IOU 2 ½0:4;0:5;0:6�.

MS-COCO Visual Genome

IOU 0.4 0.5 0.6 0.4 0.5 0.6

SAN [17] 35.7 26.3 14.5 6.8 5.9 3.1
SB [18] 37.8 28.6 15.4 7.2 5.6 3.4

DSES [18] 42.6 31.2 16.3 8.4 6.3 3.3
LAB [18] 35.2 22.4 12.1 8.6 6.1 3.3

TD-ZSD [15] 45.5 34.3 18.1 9.7 7.2 4.2
SPGP-Occurrence [36] 45.6 35.4 19.4 – – –
ZSD-CNN-ohem [35] 47.8 41.2 34.4 13.7 11.0 8.3

GTNet [37] 47.3 44.6 35.5 14.3 11.3 8.9
Ours 47.2 45.3 41.8 13.3 11.6 9.8
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mechanism, the auto-encoder is constructed by 1D convolution.
The other mapping is built with two different structures: an FC-
layer based model (V2S_FC) and a 2D-convolution based model
(V2S_Conv2D). Additionally, we choose four different mapping fea-
ture dimensions (e ¼ 128;256;512 or 1024) for each model. In the
auto-encoder, the feature dimension in semantic space is set to
d ¼ 300. For the V2S mapping mechanism, e is the input dimension
of the encoder, and for the S2V mapping mechanism, it is the out-
put dimension of the encoder.

The comparison of the number of parameters is shown in
Table 6. We observe that V2S_Conv2D has much more parameters
126
than those of S2V and V2S_FC in different e. The number of param-
eters of V2S_Conv2D grows much faster than the ones of others as
e increases. To further study the influence of the mapping mecha-
nisms, we train the three models with various e and evaluate them
in ZSD/GZSD setting, as shown in Fig. 11. We observe that S2V out-
performs both V2S_Conv2D and V2S_FC by large margins in the
two settings. Though V2S_FC has a bit more parameters compared
to S2V, its mapping mechanism might result in the not so good
performance as S2V. Compared to V2S_Conv2D, not enough
parameters or the structure for V2S_FC possibly contribute to its
performance. The ability of S2V to relieve the hubness problem is
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shown in Fig. 6, and we further compare the visual features of the
two mapping mechanisms in Fig. 12. Comparing to V2S_Conv2D
and PL-ZSD [10], we observe that our S2V mapping mechanism
can better distinguish the foreground from the background, which
helps to detect unseen objects. It further demonstrates that map-
ping from semantic to visual space is more effective.

5.3.2. Analysis of regularization on auto-encoder and the mapping
feature dimension

Firstly, we apply the model to ZSD and GZSD tasks with two dif-
ferent settings:with orwithout regularization for the auto-encoder.
The results are reported in Table 7.We find that themodelwith reg-
ularization boosts the performance on the two tasks by large mar-
gins. The average improvement for the mAP/Recall metric is
6.59%/3.53%, respectively. It shows that the regularization is effec-
tive to alleviate overfitting and improve the performances. We also
conduct experiments in different e 2 f128;256; 512;1024g to anal-
yse its influence on performance of our method. In the same table,
we observe that the results in ZSD and GZSD settings both decrease
a little as e increases. It might be because visual features are not
well represented to fit the projected semantic features, leading to
more projection mismatches and performance reduction.

5.3.3. Analysis of the number of layers on auto-encoder
We conduct the experiments with 2-layer and 4-layer auto-

encoder, as reported in Table 8. The 2-layer auto-encoder has no
hidden layer, while the 4-layer has one hidden layer in both enco-
der and decoder. As for hidden layers, we use 256/256/512/512 fil-
ters when e ¼ 128/256/512/1024, respectively. From the results,
we observe that the model with 4-layer achieves the best result
in terms of mAP as e ¼ 128. For Recall@100 metric, the model with
2-layer gets the highest score in ZSD/GZSD setting when
e ¼ 128=512, respectively. However, low mAP scores are shown
in the two models. It is because mAP scores decrease when recalls
increase and vice versa. Besides, compared to the 2-layer models,
performances of the model with 4 layers get a little improvement
for each e. The more parameters with a little deeper layers may
contribute to it, but we observe that not much gain or even a small
decrease appears in the model with over 4 layers. It might be
harder for the model to optimize or get overfitting as the network
goes deeper.

5.3.4. Analysis of filter size l in auto-encoder
The experiments are carried out with filter size l 2 f1;2;3;5;7g,

as shown in Fig. 13 (a–b). We find that there is a big drop in both
mAP and Recall scores for unseen class as l increases, and it
achieves the highest scores when l ¼ 1. As l increases, the filter
needs more data padding for the first and last features in Vu. When
l ¼ 1, the 1D-convolution (Conv1D) based auto-encoder is similar
to an auto-encoder built by MLP. So we further conduct some
experiments with different e to analyse the two structures. From
Fig. 13 (c–d), we observe that the model with Conv1D structure
also outperforms the one with MLP by margins in two settings
for all e, especially as e ¼ 128. It is because filters in Conv1D are
shared for all semantic vectors while the weight for each class is
different from each other and not shared in MLP. Besides, the num-
ber of parameters in MLP is more than the one in conv1D. Conv1D
reduces the computational complexity for establishing the map-
ping mechanism.

5.3.5. Sensitivity analysis of hyper-parameters in SMFL function
We study the sensitivity of our model to hyper-parameter s;m

in SMFL. Firstly, we vary s 2 ½0;5� with keeping m ¼ 0:1. The
performances of the model in ZSD and GZSD settings are shown
in Fig. 14 (a). Even the mAP score for s ¼ 0:50 is close to that of



Fig. 8. More qualitative examples (the top two rows) and some false-positive detection examples (the bottom two rows) of our proposed method.

Fig. 7. Qualitative comparison results under GZSD setting on MS-COCO. Yellow and pink bounding boxes represent the detection results of seen and unseen classes,
respectively.
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s ¼ 0:75 in ZSD setting, the model with s ¼ 0:75 also achieves the
highest score in GZSD setting. So as s ¼ 0:75, we further carry out
some experiments with varying m 2 ½0;0:5�. From the experimen-
tal results in Fig. 14 (b), our model works best with
s ¼ 0:75;m ¼ 0:2 in the two settings.
128
5.3.6. Effectiveness analysis of SMFL function
We compare our SMFL with other two loss functions: Focal loss

(FL) [2] and Polarity loss (PL) [10]. In this experiment, hyper-
parameters in SMFL are set to s ¼ 0:75;m ¼ 0:2, while the ones
in FL [2] and PL [10] are set to a ¼ 0:25; c ¼ 2 and b ¼ 20,



Fig. 9. The t-SNE [50] visualization comparison of learned features of 15 seen class categories from MS-COCO in 65/15 data split during testing. The features are obtained
from visual samples in the embedding space, where PL-ZSD [10] and SVAE-ZSD fuse semantic features with visual features to generate classification scores.

Fig. 10. The t-SNE [50] visualization comparison of learned features of 15 unseen class categories from MS-COCO in 65/15 data split during testing. They are also obtained
from visual samples in the embedding space.

Table 6
We compare the number of parameters of different mapping mechanisms for the auto-encoder module: (a) mapping from visual to semantic space using 2D convolution
(V2S_Conv2D) or FC layers (V2S_FC), (b) mapping from semantic to visual space (S2V). M represents a million parameters in a model.

Mapping Direction Mapping feature dimension (e)

128 256 512 1024

V2S_Conv2D (M) 69.07 99.72 161.02 283.62
V2S_FC (M) 46.08 53.74 69.05 99.94
S2V (M) 41.14 43.87 49.34 60.27
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respectively. We report the performances for the ZSD/GZSD setting
in Fig. 15. From the results, we find that the model trained with
SMFL nearly outperforms the ones with other loss functions by
large margins. Though the mAP scores of PL with e ¼ 512 are a lit-
tle higher than those of SMFL for two settings, they are still lower
than mAP scores of SMFL with e ¼ 128. Therefore, the SMFL func-
tion contributes to aligning the semantic-visual mapping mecha-
nism and improves the performance of detecting unseen objects.

5.3.7. Ablation study
We report the results on three variants of our model in Table 9.

After dropping the decoder in classification subnet, the model has a
significant drop in performance on unseen classes. It shows that
the model only with the encoder tends to misplace the projections
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of the unseen classes. Without semantic alignment in regression
subnet, the performance of this variant reduces in ZSD/GZSD set-
ting, which shows the semantic alignment is effective in detecting
unseen objects. We further apply the auto-encoder architecture to
the regression subnet, and the performance degradation indicates
that the semantic alignment with a trainable matrix can produce
better results.

Additionally, we also conduct experiments to analyse the per-
formances of ZSD models in a supervised setting. In Table 10,
though PL-ZSD [10] and our SVAE-ZSD have performance degrada-
tions in the traditional object detection task, our model performs
better than PL-ZSD [10]. It shows that our method can handle
the challenging ZSD task while maintaining model performance
in supervised learning.



Fig. 11. Performances of model with two different mapping mechanisms in both ZSD (a) and GZSD (b) settings. The model V2S_FC and V2S_Conv2D both map visual features
to semantic space. They are constructed by FC layers and 2D convolution, respectively. For S2V model, it projects semantic features to visual space. Each model is set with
e 2 f128;256;512;1024g.

Fig. 12. Comparison of different visual features: the original visual features extracted by ResNet50 [40], the transformed visual features by V2S_Conv2D or PL-ZSD [10]
(visual-semantic mapping mechanism) and the visual features constrained by SVAE (semantic-visual mapping mechanism) transformed attributes or word vectors.
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5.3.8. Model convergence and training efficiency
To analyse the model convergence, we plot the four-loss value

curves in Fig. 16 (a). It is apparent that all the loss values decrease
as the number of training iterations increases, and they gradually
converge to stabilized values, which proves the convergence of
130
the model. As for training efficiency, we test the model on each
epoch under the GZSD setting. From the results in Fig. 16 (b), we
can see that all metrics achieve similar convergence speed, and
the process can be divided into three stages. All the metrics
increase quickly in the early 5� 2500 seconds. They are in oscilla-



Table 7
Comparison of results for regularization analysis with different mapping feature dimension e. The results of GZSD are harmonic mAP/Recall of seen and unseen.

Regularization? e

128 256 512 1024

� U � U � U � U

ZSD mAP 19.70 27.39 16.56 24.94 18.68 24.83 19.52 26.10
Recall 43.71 45.83 42.99 44.42 39.34 44.05 37.84 45.14

GZSD mAP 24.80 31.66 22.22 30.00 23.15 29.75 24.10 30.62
Recall 40.37 42.52 39.86 42.00 36.93 41.46 36.55 42.07

Fig. 13. Analysis of filter size l in auto-encoder with mAP (a) and Recall (b) metrics. l is set to 1;2;3;5 or 7. As l ¼ 1, performances in ZSD (c) and GZSD (d) settings are
compared with those of an auto-encoder based on MLP.

Q. Li, Y. Zhang, S. Sun et al. Neurocomputing 449 (2021) 117–135
tion status between ð5 � 25Þ � 2500 seconds and converge to
stable values in the last 15� 2500 seconds. It shows the training
efficiency of our model.

6. Conclusion

In this paper, we propose a Semantic-Visual Auto-Encoder net-
work (SVAE) to address zero-shot object detection task. By inte-
grating a 1-dimensional convolution by various shared filters to
construct the auto-encoder, the SVAE maps semantic features into
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visual space to alleviate hubness problem. For the semantic align-
ment in the classification subnet, we design a softplus margin focal
loss to distinguish semantic projections on positive categories from
negative categories by margins and address the class imbalance
problem. Similarly, in the box regression subnet, we further imple-
ment a trainable matrix to present semantic information well in
visual space to locate unseen objects. Extensive experiments are
carried on four challenging object detection datasets, and signifi-
cant improvements show the effectiveness of our proposed
approach.



Fig. 14. Sensitivity analysis of hyper-parameter s;m in SMFL function. (a) varies s with keeping m ¼ 0:1 while (b) varies m with a fixed s ¼ 0:75.

Fig. 15. Performance comparison of loss functions. They are focal loss (a ¼ 0:25; c ¼ 2) [2], polarity loss (b ¼ 20) [10] and our SMFL (s ¼ 0:75;m ¼ 0:2).

Table 8
Comparison of results for the number of layers and the mapping feature dimension e in auto-encoder.

Depth e

128 256 512 1024

2-layer 4-layer 2-layer 4-layer 2-layer 4-layer 2-layer 4-layer

ZSD mAP 24.07 27.39 23.89 24.94 24.66 24.83 22.85 26.10
Recall 47.39 45.83 48.27 44.42 48.58 44.05 47.51 45.14

GZSD mAP 29.27 31.66 28.83 30.00 29.28 29.75 27.81 30.62
Recall 43.41 42.52 43.07 42.00 43.08 41.46 42.50 42.07

Table 9
Comparison to three variants, one without the decoder in the classification subnet, one without the semantic alignment in box regression subnet, and one with the proposed auto-
encoder structure in box regression subnet, but they are identical otherwise.

Method ZSD GZSD

Seen Unseen HM

mAP Recall mAP Recall mAP Recall mAP Recall

Class subnet-Decoder 14.40 28.88 37.48 40.25 14.46 28.61 20.87 33.45
Box subnet-Alignment 24.15 47.72 36.60 38.69 24.15 47.72 29.10 42.74

Box subnet + auto-encoder 21.62 44.76 35.63 38.79 20.57 44.90 26.09 41.62
Ours 27.39 45.83 37.51 39.65 27.39 45.83 31.66 42.52
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Table 10
Comparison of three models in a supervised setting: the original RetinaNet [2], PL-ZSD [10], and our
SVAE-ZSD. They were trained and tested on instances from the 65 seen categories.

Method mAP Recall

RetinaNet [2] 51.20 42.80
PL-ZSD [10] 47.90 39.95

ours 50.38 40.70

Fig. 16. The loss value curves (a) and the mAP/Recall curves (b) for analyzing the convergence of and the training efficiency of our model, respectively.

Q. Li, Y. Zhang, S. Sun et al. Neurocomputing 449 (2021) 117–135
CRediT authorship contribution statement

Qianzhong Li: Conceptualization, Formal analysis, Software,
Validation, Writing - original draft. Yujia Zhang: Methodology,
Writing - review & editing. Shiying Sun: Investigation, Data cura-
tion. Xiaoguang Zhao: Supervision, Project administration. Kang
Li: Visualization. Min Tan: Funding acquisition.

Declaration of Competing Interest

The authors declare that they have no known competing finan-
cial interests or personal relationships that could have appeared
to influence the work reported in this paper.

Acknowledgments

This work was supported by the National Key Research and
Development Project of China (Grants No. 2019YFB1310601), the
National Key R&D Program of China (Grants No.
2017YFC0820203-03), and the National Natural Science Founda-
tion of China (Grants No. 61673378).

References

[1] K. He, G. Gkioxari, P. Dollar, R. Girshick, Mask r-cnn, IEEE International
Conference on Computer Vision (ICCV) 2017 (2017) 2980–2988, https://doi.
org/10.1109/ICCV.2017.322.

[2] T. Lin, P. Goyal, R. Girshick, K. He, P. Dollar, Focal loss for dense object
detection, IEEE International Conference on Computer Vision (ICCV) 2017
(2017) 2999–3007, https://doi.org/10.1109/ICCV.2017.324.

[3] W. Liu, D. Anguelov, D. Erhan, C. Szegedy, S. Reed, C.-Y. Fu, A.C. Berg, Ssd: Single
shot multibox detector, European Conference on Computer Vision (2016) 21–
37, https://doi.org/10.1007/978-3-319-46448-0_2.

[4] J. Redmon, A. Farhadi, YOLOv3: An Incremental Improvement, arXiv e-prints..
[5] S. Ren, K. He, R. Girshick, J. Sun, Faster r-cnn: Towards real-time object

detection with region proposal networks, IEEE no. 6 (2017) 1137–1149,
https://doi.org/10.1109/TPAMI.2016.2577031.
133
[6] M. Everingham, L. Van Gool, C.K. Williams, J. Winn, A. Zisserman, The pascal
visual object classes (voc) challenge, International Journal of Computer Vision
88 (2) (2010) 303–338, https://doi.org/10.1007/s11263-009-0275-4.

[7] T.-Y. Lin, M. Maire, S. Belongie, J. Hays, P. Perona, D. Ramanan, P. Dollár, C.L.
Zitnick, Microsoft coco: Common objects in context, in: European Conference
on Computer Vision, Springer, 2014, pp. 740–755, https://doi.org/10.1007/
978-3-319-10602-1_48.

[8] O. Russakovsky, J. Deng, H. Su, J. Krause, S. Satheesh, S. Ma, Z. Huang, A.
Karpathy, A. Khosla, M. Bernstein, et al., Imagenet large scale visual recognition
challenge, International Journal of Computer Vision 115 (3) (2015) 211–252,
https://doi.org/10.1007/s11263-015-0816-y.

[9] D. Gupta, A. Anantharaman, N. Mamgain, V. Balasubramanian, C. Jawahar,
et al., A multi-space approach to zero-shot object detection, IEEE Winter
Conference on Applications of Computer Vision (WACV) 2020 (2020) 1198–
1206, https://doi.org/10.1109/WACV45572.2020.9093384.

[10] S. Rahman, S. Khan, N. Barnes, Improved visual-semantic alignment for zero-
shot object detection, in, in: The 34th AAAI Conference on Artificial
Intelligence (AAAI), 2020, pp. 11932–11939, https://doi.org/10.1609/aaai.
v34i07.6868.

[11] Y. Shao, Y. Li, D. Wang, Zero-shot detection with transferable object proposal
mechanism, IEEE International Conference on Image Processing (ICIP) 2019
(2019) 3666–3670, https://doi.org/10.1109/ICIP.2019.8803655.

[12] P. Zhu, H. Wang, V. Saligrama, Zero shot detection, IEEE Transactions on
Circuits and Systems for Video Technology 30 (4) (2019) 998–1010, https://
doi.org/10.1109/TCSVT.2019.2899569.

[13] P. Zhu, H. Wang, V. Saligrama, Don’t even look once: Synthesizing features for
zero-shot detection, IEEE/CVF Conference on Computer Vision and Pattern
Recognition (CVPR) 2020 (2020) 11690–11699, https://doi.org/10.1109/
CVPR42600.2020.01171.

[14] B. Demirel, R. Gokberk Cinbis, N. Ikizler-Cinbis, Zero-shot object detection by
hybrid region embedding, British Machine Vision Conference (2018).

[15] Z. Li, L. Yao, X. Zhang, X. Wang, S. Kanhere, H. Zhang, Zero-shot object detection
with textual descriptions, in: Proceedings of the AAAI Conference on Artificial
Intelligence, vol. 33, 2019, pp. 8690–8697. doi:10.1609/aaai.
v33i01.33018690..

[16] S. Rahman, S. Khan, N. Barnes, Transductive learning for zero-shot object
detection, in: 2019 IEEE/CVF International Conference on Computer Vision
(ICCV), IEEE, pp. 6081–6090. doi:10.1109/ICCV.2019.00618..

[17] S. Rahman, S. Khan, F. Porikli, Zero-shot object detection: Learning to
simultaneously recognize and localize novel concepts, Asian Conference on
Computer Vision, Springer (2018) 547–563, https://doi.org/10.1007/978-3-
030-20887-5_34.

[18] A. Bansal, K. Sikka, G. Sharma, R. Chellappa, A. Divakaran, Zero-shot object
detection, European Conference on Computer Vision, Springer (2018) 397–
414, https://doi.org/10.1007/978-3-030-01246-5_24.

https://doi.org/10.1109/ICCV.2017.322
https://doi.org/10.1109/ICCV.2017.322
https://doi.org/10.1109/ICCV.2017.324
https://doi.org/10.1007/978-3-319-46448-0_2
https://doi.org/10.1109/TPAMI.2016.2577031
https://doi.org/10.1007/s11263-009-0275-4
https://doi.org/10.1007/978-3-319-10602-1_48
https://doi.org/10.1007/978-3-319-10602-1_48
https://doi.org/10.1007/s11263-015-0816-y
https://doi.org/10.1109/WACV45572.2020.9093384
https://doi.org/10.1609/aaai.v34i07.6868
https://doi.org/10.1609/aaai.v34i07.6868
https://doi.org/10.1109/ICIP.2019.8803655
https://doi.org/10.1109/TCSVT.2019.2899569
https://doi.org/10.1109/TCSVT.2019.2899569
https://doi.org/10.1109/CVPR42600.2020.01171
https://doi.org/10.1109/CVPR42600.2020.01171
http://refhub.elsevier.com/S0925-2312(21)00459-8/h0070
http://refhub.elsevier.com/S0925-2312(21)00459-8/h0070
https://doi.org/10.1007/978-3-030-20887-5_34
https://doi.org/10.1007/978-3-030-20887-5_34
https://doi.org/10.1007/978-3-030-01246-5_24


Q. Li, Y. Zhang, S. Sun et al. Neurocomputing 449 (2021) 117–135
[19] M. Radovanovic, A. Nanopoulos, M. Ivanovic, Hubs in space: Popular nearest
neighbors in high-dimensional data, Journal of Machine Learning Research 11
(sept) (2010) 2487–2531.

[20] Y. Shigeto, I. Suzuki, K. Hara, M. Shimbo, Y. Matsumoto, Ridge regression,
hubness, and zero-shot learning, in: Joint European Conference on Machine
Learning and Knowledge Discovery in Databases, Springer, 2015, pp. 135–151,
https://doi.org/10.1007/978-3-319-23528-8_9.

[21] Y. Kim, Convolutional neural networks for sentence classification, in, in:
Proceedings of the 2014 Conference on Empirical Methods in Natural
Language Processing (EMNLP), 2014, pp. 1746–1751.

[22] A. Frome, G.S. Corrado, J. Shlens, S. Bengio, J. Dean, M. Ranzato, T. Mikolov,
Devise: A deep visual-semantic embedding model, in: Advances in neural
information processing systems, 2013, pp. 2121–2129..

[23] M. Norouzi, T. Mikolov, S. Bengio, Y. Singer, J. Shlens, A. Frome, G. Corrado, J.
Dean, Zero-shot learning by convex combination of semantic embeddings, in,
in: Proceedings of 2nd International Conference on Learning Representations
(ICLR), 2014.

[24] Y. Xian, Z. Akata, G. Sharma, Q. Nguyen, M. Hein, B. Schiele, Latent embeddings
for zero-shot classification, in: Proceedings of the IEEE Conference on
Computer Vision and Pattern Recognition, 2016, pp. 69–77.

[25] M. Meng, J. Yu, Zero-shot learning via robust latent representation and
manifold regularization, IEEE Transactions on Image Processing 28 (4) (2019)
1824–1836, https://doi.org/10.1109/TIP.2018.2881926.

[26] M. Meng, X. Zhan, J. Wu, Joint discriminative attributes and similarity
embeddings modeling for zero-shot recognition, Neurocomputing 399
(2020) 117–128, https://doi.org/10.1016/j.neucom.2020.02.077.

[27] S. Biswas, Y. Annadani, Preserving semantic relations for zero-shot learning,
in: 2018 IEEE/CVF Conference on Computer Vision and Pattern Recognition,
IEEE, 2018, pp. 7603–7612. doi:10.1109/CVPR.2018.00793..

[28] E. Kodirov, T. Xiang, S. Gong, Semantic autoencoder for zero-shot learning, in:
2017 IEEE Conference on Computer Vision and Pattern Recognition (CVPR),
IEEE, 2017, pp. 4447–4456. doi:10.1109/CVPR.2017.473..

[29] R. Girshick, J. Donahue, T. Darrell, J. Malik, Rich feature hierarchies for accurate
object detection and semantic segmentation, IEEE Conference on Computer
Vision and Pattern Recognition (CVPR) 2014 (2014) 580–587, https://doi.org/
10.1109/CVPR.2014.81.

[30] R. Girshick, Fast r-cnn, in: 2015 IEEE International Conference on Computer
Vision (ICCV), IEEE, 2015, pp. 1440–1448. doi:10.1109/ICCV.2015.169..

[31] J. Dai, Y. Li, K. He, J. Sun, R-fcn: Object detection via region-based fully
convolutional networks, in: Advances in neural information processing
systems, 2016, pp. 379–387..

[32] S. Rahman, S.H. Khan, F. Porikli, Zero-shot object detection: Joint recognition
and localization of novel concepts, International Journal of Computer Vision
(2020) 1–21, https://doi.org/10.1007/s11263-020-01355-6.

[33] Y. Zheng, R. Huang, C. Han, X. Huang, L. Cui, Background learnable cascade for
zero-shot object detection, arXiv preprint (2020) arXiv:2010.04502..

[34] Q. Mao, C. Wang, S. Yu, Y. Zheng, Y. Li, Zero-shot object detection with
attributes-based category similarity, IEEE Transactions on Circuits and
Systems II: Express Briefs 67 (5) (2020) 921–925, https://doi.org/10.1109/
TCSII.2020.2982316.

[35] L. Zhang, X. Wang, L. Yao, L. Wu, F. Zheng, Zero-shot object detection via
learning an embedding from semantic space to visual space, in: Twenty-Ninth
International Joint Conference on Artificial Intelligence and Seventeenth
Pacific Rim International Conference on Artificial Intelligence (IJCAI-PRICAI),
International Joint Conferences on Artificial Intelligence Organization, 2020.

[36] C. Yan, Q. Zheng, X. Chang, M. Luo, C.-H. Yeh, A.G. Hauptmann, Semantics-
preserving graph propagation for zero-shot object detection, IEEE Transactions
on Image Processing doi:10.1109/TIP.2020.3011807..

[37] S. Zhao, C. Gao, Y. Shao, L. Li, C. Yu, Z. Ji, N. Sang, GTNet: Generative Transfer
Network for Zero-Shot Object Detection, in: The 34th AAAI Conference on
Artificial Intelligence (AAAI), 2020, pp. 12967–12974.

[38] N. Hayat, M. Hayat, S. Rahman, S. Khan, S.W. Zamir, F.S. Khan, Synthesizing the
unseen for zero-shot object detection, arXiv preprint (2020)
arXiv:2010.09425..

[39] A. Abdalwhab, H. Liu, Zero-shot object detection for indoor robots, in: 2019
International Joint Conference on Neural Networks (IJCNN), IEEE, 2019, pp. 1–
8, https://doi.org/10.1109/IJCNN.2019.8852423.

[40] K. He, X. Zhang, S. Ren, J. Sun, Deep residual learning for image recognition, in:
2016 IEEE Conference on Computer Vision and Pattern Recognition (CVPR),
IEEE, 2016, pp. 770–778. doi:10.1109/CVPR.2016.90..

[41] T.-Y. Lin, P. Dollár, R. Girshick, K. He, B. Hariharan, S. Belongie, Feature pyramid
networks for object detection, in: Proceedings of the IEEE Conference on
Computer Vision and Pattern Recognition, 2017, pp. 2117–2125, https://doi.
org/10.1109/CVPR.2017.106.

[42] S. Changpinyo, W. Chao, B. Gong, F. Sha, Synthesized classifiers for zero-shot
learning, IEEE Conference on Computer Vision and Pattern Recognition (CVPR)
2016 (2016) 5327–5336, https://doi.org/10.1109/CVPR.2016.575.

[43] X. Glorot, A. Bordes, Y. Bengio, Deep sparse rectifier neural networks, in:
Proceedings of the fourteenth international conference on artificial
intelligence and statistics, vol. 15, 2011, pp. 315–323..

[44] R. Krishna, Y. Zhu, O. Groth, J. Johnson, K. Hata, J. Kravitz, S. Chen, Y. Kalantidis,
L.-J. Li, D.A. Shamma, et al., Visual genome: Connecting language and vision
using crowdsourced dense image annotations, International Journal of
Computer Vision 123 (1) (2017) 32, https://doi.org/10.1007/s11263-016-
0981-7.
134
[45] T. Mikolov, I. Sutskever, K. Chen, G.S. Corrado, J. Dean, Distributed
representations of words and phrases and their compositionality, in:
Advances in Neural Information Processing Systems, 2013, pp. 3111–3119..

[46] A. Farhadi, I. Endres, D. Hoiem, D. Forsyth, Describing objects by their
attributes, in: 2009 IEEE Conference on Computer Vision and Pattern
Recognition, IEEE, 2009, pp. 1778–1785, https://doi.org/10.1109/
CVPR.2009.5206772.

[47] D.-A. Clevert, T. Unterthiner, S. Hochreiter, Fast and Accurate Deep Network
Learning by Exponential Linear Units (ELUs), arXiv e-prints (2015)
arXiv:1511.07289..

[48] D.P. Kingma, J. Ba, Adam: A Method for Stochastic Optimization, arXiv e-prints
(2014) arXiv:1412.6980..

[49] Y. Li, Y. Shao, D. Wang, Context-guided super-class inference for zero-shot
detection, IEEE/CVF Conference on Computer Vision and Pattern Recognition
Workshops (CVPRW) 2020 (2020) 944–945, https://doi.org/10.1109/
CVPRW50498.2020.00480.

[50] L. v. d. Maaten, G. Hinton, Visualizing data using t-sne, Journal of Machine
Learning Research 9 (Nov) (2008) 2579–2605..

Qianzhong Li received the B.E. degree in Control Sci-
ence and Engineering from Central South University,
Hunan, China, in 2017. He is currently pursuing the Ph.
D. degree in Control Theory and Control Engineering
with the Institute of Automation, Chinese Academy of
Sciences, Beijing, China. His current research interests
include computer vision and intelligent robot systems.
Yujia Zhang received the B.E. degree in computer sci-
ence from Xi’an Jiaotong University in 2014, and the Ph.
D. degree in control theory and control engineering
from the Institute of Automation, Chinese Academy of
Sciences (CASIA) in 2019. She is currently an Assistant
Professor with the State Key Laboratory of Management
and Control for Complex Systems, CASIA. Her research
interests are computer vision and robotics.
Shiying Sun received the B.E. degree in Control Science
and Engineering from Central South University, Hunan,
China, in 2013, and the Ph.D. degree from the Institute
of Automation, Chinese Academy of Sciences (IACAS),
Beijing, China, in 2019, both in control science and
engineering. He is currently a postdoctor with the State
Key Laboratory of Management and Control for Com-
plex Systems, Institute of Automation, Chinese Academy
of Sciences, Beijing, China. His current research interests
include advanced robot control, navigation and com-
puter vision.
Xiaoguang Zhao received the B.E. degree in control
engineering from Shenyang University of Technology,
Shenyang, China, in 1992, and the M.E. and Ph.D. degree
in control theory and control engineering at the She-
nyang Institute of Automation, Chinese Academy of
Sciences, Shenyang, China, in 1998 and 2001, respec-
tively. She is currently a Professor with the State Key
Laboratory of Management and Control for Complex
Systems, Institute of Automation, Chinese Academy of
Sciences, Beijing, China. Her current research interests
include advanced robot control, wireless sensor net-
work and robot vision.

http://refhub.elsevier.com/S0925-2312(21)00459-8/h0095
http://refhub.elsevier.com/S0925-2312(21)00459-8/h0095
http://refhub.elsevier.com/S0925-2312(21)00459-8/h0095
https://doi.org/10.1007/978-3-319-23528-8_9
http://refhub.elsevier.com/S0925-2312(21)00459-8/h0105
http://refhub.elsevier.com/S0925-2312(21)00459-8/h0105
http://refhub.elsevier.com/S0925-2312(21)00459-8/h0105
http://refhub.elsevier.com/S0925-2312(21)00459-8/h0105
http://refhub.elsevier.com/S0925-2312(21)00459-8/h0115
http://refhub.elsevier.com/S0925-2312(21)00459-8/h0115
http://refhub.elsevier.com/S0925-2312(21)00459-8/h0115
http://refhub.elsevier.com/S0925-2312(21)00459-8/h0115
http://refhub.elsevier.com/S0925-2312(21)00459-8/h0115
http://refhub.elsevier.com/S0925-2312(21)00459-8/h0120
http://refhub.elsevier.com/S0925-2312(21)00459-8/h0120
http://refhub.elsevier.com/S0925-2312(21)00459-8/h0120
http://refhub.elsevier.com/S0925-2312(21)00459-8/h0120
https://doi.org/10.1109/TIP.2018.2881926
https://doi.org/10.1016/j.neucom.2020.02.077
https://doi.org/10.1109/CVPR.2014.81
https://doi.org/10.1109/CVPR.2014.81
https://doi.org/10.1007/s11263-020-01355-6
https://doi.org/10.1109/TCSII.2020.2982316
https://doi.org/10.1109/TCSII.2020.2982316
http://refhub.elsevier.com/S0925-2312(21)00459-8/h0175
http://refhub.elsevier.com/S0925-2312(21)00459-8/h0175
http://refhub.elsevier.com/S0925-2312(21)00459-8/h0175
http://refhub.elsevier.com/S0925-2312(21)00459-8/h0175
http://refhub.elsevier.com/S0925-2312(21)00459-8/h0175
http://refhub.elsevier.com/S0925-2312(21)00459-8/h0175
http://refhub.elsevier.com/S0925-2312(21)00459-8/h0185
http://refhub.elsevier.com/S0925-2312(21)00459-8/h0185
http://refhub.elsevier.com/S0925-2312(21)00459-8/h0185
http://refhub.elsevier.com/S0925-2312(21)00459-8/h0185
https://doi.org/10.1109/IJCNN.2019.8852423
https://doi.org/10.1109/CVPR.2017.106
https://doi.org/10.1109/CVPR.2017.106
https://doi.org/10.1109/CVPR.2016.575
https://doi.org/10.1007/s11263-016-0981-7
https://doi.org/10.1007/s11263-016-0981-7
https://doi.org/10.1109/CVPR.2009.5206772
https://doi.org/10.1109/CVPR.2009.5206772
https://doi.org/10.1109/CVPRW50498.2020.00480
https://doi.org/10.1109/CVPRW50498.2020.00480


Q. Li, Y. Zhang, S. Sun et al. Neurocomputing 449 (2021) 117–135
Kang Li received the B.E. degree from Central South
University, Hunan, China, in 2014, and the Ph.D. degree
from the Institute of Automation, Chinese Academy of
Sciences (IACAS), Beijing, China, in 2019, both in Control
Theory and Control Engineering. His research interests
include human-machine interaction, computer vision
and cognitive neural science.
135
Min Tan received the B.E. degree from Tsinghua
University, Beijing, China, in 1986, and the Ph.D. degree
from the Institute of Automation, Chinese Academy of
Sciences (IACAS), Beijing, China, in 1990, both in control
science and engineering. He is currently a Professor
with the State Key Laboratory of Management and
Control for Complex Systems, IACAS. He has published
more than 200 papers in journals, books, and conference
proceedings. His research interests include robotics and
intelligent control systems.


	Rethinking semantic-visual alignment in zero-shot object detection via a softplus margin focal loss
	1 Introduction
	2 Related work
	2.1 Zero-shot learning (ZSL)
	2.2 Object detection
	2.3 Zero-shot detection (ZSD)

	3 Method
	3.1 Problem definition and system overview
	3.2 Semantic-Visual Auto-Encoder Network (SVAE)
	3.3 Semantic alignment in box regression subnet

	4 Loss functions for zero-shot object detection
	4.1 Softplus margin focal loss
	4.1.1 Definition
	4.1.2 Theoretical analysis

	4.2 Object localization loss
	4.3 Reconstruction loss and regularization

	5 Experiments
	5.1 Datasets and experimental settings
	5.1.1 Datasets and data split
	5.1.2 Semantic embedding
	5.1.3 Implementation details
	5.1.4 Evaluation metric

	5.2 Comparison to state-of-the-art methods
	5.2.1 Quantitative results
	5.2.2 Qualitative results

	5.3 Model analysis
	5.3.1 Analysis of different mapping mechanisms
	5.3.2 Analysis of regularization on auto-encoder and the mapping feature dimension
	5.3.3 Analysis of the number of layers on auto-encoder
	5.3.4 Analysis of filter size l in auto-encoder
	5.3.5 Sensitivity analysis of hyper-parameters in SMFL function
	5.3.6 Effectiveness analysis of SMFL function
	5.3.7 Ablation study
	5.3.8 Model convergence and training efficiency


	6 Conclusion
	CRediT authorship contribution statement
	Declaration of Competing Interest
	Acknowledgments
	References


