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   Abstract—In  reinforcement  learning  an  agent  may  explore
ineffectively when dealing with sparse reward tasks where finding
a reward point  is  difficult.  To solve  the problem,  we propose an
algorithm  called  hierarchical  deep  reinforcement  learning  with
automatic  sub-goal  identification  via  computer  vision  (HADS)
which  takes  advantage  of  hierarchical  reinforcement  learning  to
alleviate  the  sparse  reward  problem  and  improve  efficiency  of
exploration  by  utilizing  a  sub-goal  mechanism.  HADS  uses  a
computer  vision  method  to  identify  sub-goals  automatically  for
hierarchical deep reinforcement learning. Due to the fact that not
all  sub-goal  points  are  reachable,  a  mechanism  is  proposed  to
remove unreachable sub-goal points so as to further improve the
performance  of  the  algorithm.  HADS  involves  contour
recognition to identify sub-goals from the state image where some
salient  states  in  the  state  image  may  be  recognized  as  sub-goals,
while  those  that  are  not  will  be  removed  based  on  prior
knowledge. Our experiments verified the effect of the algorithm.
    Index Terms—Hierarchical  control,  hierarchical  reinforcement
learning, option, sparse reward, sub-goal.
  

I.  Introduction

D EEP  reinforcement  learning,  controlled  by  input
information, similar to the decision mode of humans, is a

combination of deep learning and reinforcement learning [1].
Since Manih et al. introduced the deep Q network (DQN) [2],
applications of deep reinforcement learning have continued to
increase  and  many  improved  DQN  algorithms  have  been
proposed,  such  as  double  Q-learning  [3],  the  Priority  Replay
Buffer  [4]  and  the  Dueling  Deep  Q  Network  (DuDQN)  [5],
which  solve  the  control  problem  in  the  continuous  action
space with a human-level performance.

However,  these  algorithms  perform  poorly  in  tasks  with
sparse  rewards,  e.g.,  the  Montezuma  game  where  agents

barely  find  reward  points.  In  order  to  solve  these  problems,
hierarchical  reinforcement  learning  is  used  to  deal  with  such
problems,  such  as  with  the  abstract  method  proposed  by
Sutton et  al. [6],  where  abstraction  was  used  to  decompose
large-scale problems into smaller ones and complex problems
into  simpler  ones.  After  the  agent  solves  all  the  decomposed
problems, the complex large problem is then correspondingly
resolved.  Hierarchical  deep  reinforcement  learning,  which
takes  advantage  of  the  concept  of  hierarchy  in  deep
reinforcement learning, consists of hierarchical reinforcement
learning  and  deep  learning.  Kulkarni et  al.  proposed
hierarchical  deep  reinforcement  learning  (hDQN)  [7],  which
alleviates  the  sparse  reward  problem  by  constructing
hierarchical  decision  models  and  setting  up  small  goals.
Andrychowicz et  al.  proposed  hindsight  experience  replay
(HER) [8], which made the agents’ learning relatively smooth
by  establishing  relatively  feasible  goals.  Florensa et  al.
introduced a stochastic network for hierarchical reinforcement
learning [9],  which divided tasks  into two layers  and learned
useful  skills  in  a  pretrained  environment.  Le et  al.  put  forth
hierarchical  imitation  reinforcement  learning  to  solve  the
problem of sparse rewards by imitating the behavior of human
experts [10].

In  hierarchical  deep  reinforcement  learning,  sub-goal
identification is a crucial issue, where a well chosen sub-goal
speeds  up  learning  [11].  Methods  to  find  sub-goals  in
hierarchical  reinforcement  learning  include  determining  sub-
goals  based  on  the  state  access  frequency,  recognizing  sub-
goals based on the state transition graph or common subspace,
etc.  Rafati  and  Noelle proposed  a  model-free  algorithm  for
detecting  sub-goals  associated  with  the  intrinsic  motivation
learning  mechanism,  learning  sub-goals  and  skills  based  on
the  experience  from the  environment  [12].  Imani  and  Braga-
Neto  used  a  partially  observable  boolean  dynamic  system
(POBDS) signal model to measure the time sequence of noise
expression in Boolean GRN and developed the Bayes inverse
reinforcement  learning  (BIRL)  [13].  Dilokthanakul et  al.
proposed  an  algorithm  with  the  advantage  of  learning
representations  from  intrinsic  rewards  to  improve  the
performance  of  HER  [14].  However,  the  majority  of
approaches  require  defining  sub-goals  manually,  which  not
only causes poor performance in complex problems,  but  also
results in poor generalization ability, difficulty in determining
sub-goals in large space, and large deviations between manual
methods and other methods.

To  address  the  problem,  we  propose  a  hierarchical  deep
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reinforcement  learning  algorithm  with  automatic  sub-goal
identification via computer vision (HADS), which obtains the
sub-goals  from pixels.  One  of  the  goals  of  automatic  control
of  hierarchical  deep  reinforcement  learning  is  to  detect  sub-
goals without any human intervention. However it is very hard
to  achieve at  present.  Standard approaches  for  detecting sub-
goals require heavy computation while the performance is not
as good as expected. Some points are in fact unreachable, such
as  points  behind  the  walls,  as  well  as  fringe  points.  As  for
obstacles,  if  they  are  identified  as  sub-goal  points,  the  agent
gets  a  positive  reward  when  reaching  these  points,  while
according  to  most  settings  the  agent  gets  a  negative  reward,
which is a contradiction. Correspondingly, obstacle points are
also  removed.  Removing  these  points  helps  to  improve  the
performance.  Although  our  ultimate  goals  are  to  provide
automatic  control,  it  is  worth  adding  a  little  bit  of  human
knowledge to enhance behavior of the algorithm. The paper is
organized  as  follows.  In  Section  II,  we  introduce
preliminaries,  including  reinforcement  learning,  hierarchical
reinforcement  learning  and  hierarchical  deep  reinforcement
learning.  In  Section  III,  we  expand  the  model  and  the
processing  workflow of  the  HADS algorithm.  In  Section  IV,
we  explain  the  experiments  and  analyze  the  results  of
experiment. In Section V, we conclude our work.  

II.  Preliminaries
  

A.  Reinforcement Learning
Reinforcement learning, which is different from supervised

learning and unsupervised learning, is a trial-and-error method
in  which  the  agent  receives  a  reward  signal  in  exploration
process  rather  than  receiving  timely  feedback  [15].
Reinforcement  learning  consists  of  four  elements,  including
the  state,  action,  reward,  and  environment,  where  for  the
environment,  the  agent  interacts  with  it  to  obtain  a  higher
reward;  the  state  refers  to  the  single  state  in  the  state  space
that the agent is in for each time step; the action refers to the
single action in the action space that the agent adopts for each
time  step;  the  reward  refers  to  the  reward  the  agent  receives
for adopting a certain action.

⟨S ,A,P,R,γ⟩
S P

γ ∈ [0,1]
π

π (a|s) = P [At = a|S t = s]

Q
Q (st,at)

at st

A  reinforcement  learning  problem  can  be  modelled  with  a
Markov  decision  process  (MDP)  by  a  tuple 
where  is  a  state  set, A is  an  action  set,  is  the  state
transition probability, R is a reward function, and  is a
discount factor. A policy  is a distribution over actions given
states, .  Q-learning  [16],  a  classical
algorithm  of  reinforcement  learning,  where  temporal-
difference (TD) [1] is utilized, uses a  value to evaluate the
action  under  some  certain  state. ,  the  expected
cumulative reward of taking action  in state , is calculated
as follows:
 

δ = Rt+1+γmax
a

Q(st+1,a)−Q(st,at) (1)
 

Q (st,at) = Q (st,at)+αδ (2)
α Rt+1where  is  the  step  size  parameter,  is  the  immediate

γ Q

Q∗

reward  and  is  the  discount  rate.  In  this  case,  the -value
function that is near the optimal state action-value function is
denoted as .

(S ,A,P,R,Ω,O,γ) Ω

O

The  partially  observable  Markov  decision  process
(POMDP) is a variation of MDP in which the POMDP model
only has part of the information. POMDP is represented by a
tuple ,  where  is  a  group  of  result  sets
which  contain  the  environment  data  collected  by  the  sensor,
and  is  the  situation-observation  probability,  that  is,  the
probability  the  agent  is  under  state s when  it  observes  the
environment  data o.  In  POMDP,  since  the  information  is
inadequate,  the  history  sequence  information  is  utilized  to
estimate the state, referred to as the belief state.

Recently,  deep  reinforcement  learning  (DRL),  which
combines  deep  learning  with  reinforcement  learning,  has
achieved  much  success.  Deep  reinforcement  learning
algorithms  usually  learn  control  strategies  from  high-
dimensional raw data directly. In particular,  as a widely used
deep reinforcement learning algorithm, DQN takes advantage
of  a  convolutional  neural  network  (CNN)  [17]  to  get  state
information from pixel data and makes a decision by using Q-
learning.  

B.  Hierarchical Reinforcement Learning
Hierarchical  reinforcement  learning  is  an  extended

framework  of  common  reinforcement  learning  [18],  e.g.,
HAM  [19],  Options  [20],  MAXQ  [21],  and  HER  [8],  which
decompose  the  original  tasks  into  smaller  and  simpler  sub-
tasks so as to form a hierarchical structure. Learning tasks are
assigned to  each sub-task,  which,  according to  reinforcement
learning  methods,  explores  policy  in  the  constrained  task
hierarchical  space  [22].  As  soon  as  the  policy  exploration  of
each  sub-task  is  completed,  the  policy  of  the  original  task  is
also achieved.

Abstraction [20] is a key issue in hierarchical reinforcement
learning,  by  which  some  irrelevant  or  redundant  information
from  different  sub-tasks  are  removed  so  as  to  simplify  the
problem.  There  are  various  abstractions  in  hierarchical
reinforcement  learning,  including  state  abstraction  (space
abstraction)  [23],  task  abstraction  [24],  and  time  abstraction
(action abstraction) [25]. Space abstraction can be divided into
two cases: one is to encapsulate several states so as to form a
single  abstract  state;  the  other  is  to  simplify  the  state
representation by deleting state variables independent of sub-
states  in  the  case  of  a  decomposable  state.  Task  abstraction
decomposes  the  main  learning  task  into  several  sub-tasks  by
some  evaluation  index,  solves  the  sub-tasks  separately  by
which  the  whole  problem  can  be  solved.  Time  abstraction
encapsulates  several  actions  as  a  single  abstract  action,  of
which  the  purpose  is  to  make  full  use  of  the  hierarchical
structure of the problem. Each abstract action corresponds to a
closed-loop local policy defined on a subset of environmental
states  with  termination  conditions,  which  is  called  Option  or
Temporally-extended  actions  that  is  a  framework  based  on
time abstraction [20].

Abstract  action  is  an  important  concept  in  the  Option
framework, which uses prior knowledge to speed up learning.
It  is  known  that  the  reuse  of  a  learned  model  can  speed  up
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learning. In practice, it is of very little value to have two tasks
that  are  exactly  the  same.  Therefore,  it  is  usually  unable  to
achieve reuse at the entire task level. In fact, it is more likely
that  two  tasks  are  partially  similar,  making  it  is  possible  to
apply  reuse  at  a  more  subtle  level,  i.e.,  to  reuse  policy  of
subtasks  rather  than  the  entire  task.  Although  the  sharing
policy of the sub-task has many constraints, it really provides
a feasible way for the present. The abstract action includes the
basic action defined in the corresponding problem domain. A
reinforcement learning agent can select an abstract action in a
certain state and then execute the abstract action according to
the policy, until the termination condition is satisfied.  

C.  DRL With Time Abstraction

g Q Q

The  difference  between  deep  reinforcement  learning  with
time  abstraction  [26]  and  standard  deep  reinforcement
learning  is  that  deep  reinforcement  learning  with  time
abstraction appends a goal  to  value. The corresponding 
estimates of the controller are
 

C = γmax
at+1

Q∗1 (st+1,at+1;g) (3)
 

Q∗1 (s,a;g) = max
πag

E

 ∞∑
t′=t

γt′−trt′ |st = s,at = a,gt = g,πag


= max
πag

E
[
rt +C|st = s,at = a,gt = g,πag

]
(4)

g πag
Q

where  is  the  goal  at  state  s,  is  the  policy  currently
adopted, and E represents expectation. The  estimates of the
meta-controller  are  also  derived  from  the  previously
aforementioned equations
 

C2 = st = s, gt = g, πag (5)
 

Q∗2 =max
πag

E
[
t+N∑
t′=t

ft′ +γmax
g′

Q∗2 (st+N ;g′) |C2

]
(6)

N
g′ st+N πg

g

where  is the time steps required for the controller to achieve
its  goal,  represents  the  agent’s  goal  at ,  and  is  the
policy adopted by the meta-controller to reach the goal  [27].

Q
Q g
θ Q∗ (s;g) ≈ Q (s,g;θ)

Q ∈ {Q1,Q2}
L1 (θ1) L2 (θ2)

(st,gt, ft, st+N) Q2 (st,at,gt,rt,
st+1) D1 D2

Q
Q1

In DQN, the  value is constantly updated to approach the
optimal [28] value, and the  value with target  can also be
expressed by adding parameter : . Similar
but different from DQN, each  needs to be trained
to  minimize  loss  functions  and  [29].  The
interaction  sequences  of  and 

 are  stored  in  corresponding  replay  buffers  and .
The loss function of  value is defined as mean squared error.
The loss function of  is similar to that of DQN.
 

L1 (θ1, i) = E(s,a,g,r,s′ D1
) [(y1,i−Q1

(
s,a;θ1,i,g

))2] (7)
 

y1,i = r+γmax
a′

Q1
(
s
′
,a
′
;θ1,i−1,g

)
(8)

i y1,i

θ1,i−1
θ1

where  represents the number of iterations,  is determined
by (8), and E represents expectation. When the loss function is
updated  during  the  optimization  stage,  the  parameters  of  the
previous  iterations,  remain  unchanged.  The  gradient  is
used to optimize the parameter . 

R = r+γmax
a′

Q1
(
s′,a′;θ1,i−1,g

)
(9)

 

τ = R−Q1 (s,a;θ1,g) (10)
 

▽θ1,i L1
(
θ1,i
)
= Es,a,g,r,s′ D1

[
τ▽θ1,i Q1 (s,a;θ1,g)

]
. (11)

L2Loss  function  and its  gradient  updating parameters  [30]
can also be obtained in the same way.  

D.  Improving Exploration by Sub-Goal Identification
Exploration  and  exploitation  are  important  issues  in

reinforcement  learning  [31],  in  which,  given  a  single  policy
agent,  during  exploration,  one  tries  to  find  a  larger  search
space  so  as  to  get  a  better  policy,  bringing  a  higher  cost  but
not  necessarily a  higher success rate;  during exploitation,  the
agent  adopts  the  optimal  policy  with  the  highest  estimated
reward  at  present.  Performing  too  much  exploration  requires
lots  of  computation  despite  the  fact  that  it  provides  a  higher
probability  of  attaining  a  better  global  or  near-optimum
solution;  although  excessive  exploitation  speeds  up
convergence, it often leads to a local optimum. The efficiency
of  an  algorithm  lies  on  the  fine  balance  of  exploration  and
exploitation [32].

ϵ −greedy

In a Markov process,  effective exploration is  indispensable
to  learn  a  better  control  policy  [33],  which,  is  a  major
challenge.  Although  some  methods  have  been  proposed,
searching for more effective exploration methods has been an
ongoing  direction  in  reinforcement  learning.  In  the  study  of
reinforcement  learning,  the  most  frequently  used  policy  is

,  which  plays  an  important  role  in  common
reinforcement learning, because it chooses the best policy for
the time being, taking into account the exploration to prevent
falling  into  a  local  optima.  However,  due  to  the  sparsity  of
rewards and the large state space, common methods often fail
to find out the final goal [34].

st gt ∈G G

By  exploring  a  series  of  internal  goals  set  in  advance,  the
agent  achieves  the  goal  during  which  it  is  necessary  to  learn
the corresponding policy for that goal. An internal reward [35]
is  used  to  determine  whether  the  agent  has  reached  the  goal
point,  and  to  optimize  the  corresponding  policy.  In  deep
hierarchical  reinforcement  learning,  Kulkarni et  al.  [7]
proposed a framework for deep hierarchical learning (hDQN),
where agents adopted a two-layer hierarchical structure, which
was  composed  of  the  meta-controller  and  the  controller.  The
meta-controller interacts with the environment to get the state

, and then chooses a goal , where  is the current set
of all possible goals.

gt
at st gt

gt

gt gt

gt
rt (g)

After the meta-controller chooses the goal , the controller
chooses the action  according to the current state  and . It
requires certain time steps for the agent to reach  or the final
state.  As  shown  in Fig. 1 [7],  the  meta-controller  chooses  a
goal , and in the next period, the controller tries to reach .
In the framework of hDQN, there is an internal critic module
[36],  which  verifies  whether  the  controller  has  reached  the
corresponding  goal  and  returns  an  appropriate  internal
reward  to  the  controller.  If  the  controller  reaches  the
corresponding  goal,  it  gets  a  reward  of  1  or  a  reward  of  0
otherwise.  The  goal  of  the  controller  is  to  maximize  the
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Rt (g) =
∑∞

t′=t
γt
′−trt (g)

Ft =
∑∞

t′=t
γt
′−t ft′ ft′

t ft′

cumulative  internal  rewards, .  Simil-
arly,  the  goal  of  the  meta-controller  is  to  maximize  the
cumulative external rewards, , where  is the
cumulative  reward  for  interaction  with  the  external
environment  in  time  step ,  where  are  the  rewards  after
finishing a series of sub-goals.
 

Meta
controller

Meta
controller

Controller Controller Controller

gt

st

st st st

st+N

gt+N

at at+1 at+1

Q2(st, g; θ2)

Q1(st, a; θ1, gt) Q1(st+1, a; θ1, gt) Q1(st+1, a;  θ1, gt)

Q2(st+N, gt+N; θ2)

...... ......

......

 
g

g

st gt

gt N

Fig. 1.     Meta-controller selects the goal , and the controller completes the
goal . The meta-controller selects a sub-goal g that is supposed to visited by
controller. At state , the sub-goal  is generated by the meta-controller for
the controller. The controller gets to  after  steps. The procedure will be
carried on iteratively with the task is completed.
 

As  soon  as  the  sub-goals  are  completed,  the  agent  can
successfully reach the end point, and be rewarded. In order to
let  the  agent  reach  the  sub-goal  with  a  better  method,  the
controller  is  optimized  by  incorporating  the  internal  reward
function,  so  the  agent  can  reach  the  sub-goal  quickly  and
finally reach the end point smoothly.  

III.  Algorithm Description

On the  basis  of  the  original  hDQN algorithm,  the  function
of  automatic  sub-goal  identification  is  incorporated,  which
makes  the  original  hierarchical  reinforcement  learning
algorithm  more  intelligent  by  identifying  sub-goals  from  the
image. By capturing states from the state image, the algorithm
searches for the sub-goals, and improves them to so that they
are  higher  quality  by  taking  advantage  of  prior  knowledge.
Then  the  sub-goals  and  the  image  are  put  into  a  neural
network  to  be  trained  together.  As  there  are  some  sub-goals
that  are  unreachable,  we need to  incorporate  criteria  to  tailor
original  sub-goals.  First,  as  the  fringe  parts  are  unreachable,
the  fringe  sub-goal  points  should  be  filtered;  second,  as  for
obstacle points, the agent will receive a negative reward when
reaching  obstacles,  and  will  receive  a  positive  one  when
reaching a sub-goal, which is a contradiction; third, some sub-
goal points that are helpless to the mission are filtered.

Fig. 2 shows  the  illustration  of  the  interaction  between  the
agent  and  environment,  where  the  environment  provides  the
reward as well as a sub-goal set. When the controller achieves
the  target,  an  internal  reward  is  provided  by  the  critic.  The
environment  generates  a  set  of  sub-goals  for  the  meta-
controller  according  to  its  understanding  of  the  environment
from Fig. 3.  The  agent  receives  the  current  state,  the  meta-
controller chooses the goal according to the received state, and
the  controller  generates  the  action  according  to  the  received
state  and  the  selected  goal.  Once  the  controller  reaches  the

goal  chosen  by  the  meta-controller,  the  critic  will  give  the
controller a positive internal reward. Otherwise, if the goal is
not reached, the reward given by the critic is 0, and the reward
given by the external environment is negative. The final goal
of the meta-controller is the end point that the agent needs to
reach.  The  controller  achieves  the  last  goal  when  the  agent
reaches the end point.
 

External
environment

Goal-set External rewardAction State

CriticMeta-
controller

Controller
Action Internal

rewardchoose
a goal

Agent
 
Fig. 2.     In the model framework, for the interaction between the agent and
environment, the environment provides not only the outer reward but also a
sub-goal set. When the controller achieves the target (as stated previously), an
internal reward is provided by the critic part.
 
 

(a) (b) (c) (d) (e)
 
Fig. 3.     The generation of sub-goals where (a) represents the raw image as
the input; (b) represents the gray-scale image from the raw image; (c) rep-
resents  the  binary  image  from  the  gray-scale  image;  (d)  represents  the
detected sub-goal based on (c); and (e) represents the processed sub-goal
points.  

A.  Automatic Sub-Goal Identification
Like most standard deep reinforcement learning algorithms,

our method takes images as initial  input  to extract  sub-goals.
The  state  image  needs  to  be  processed  at  first  because  the
original  image  contains  much  redundant  information.
Preserving  valuable  pixels,  the  image  is  cut  to  the  fixed  size
because  the  network  requires  pictures  of  uniform  size.  After
obtaining  the  image,  we  adopt  a  method  in  which  the  two-
dimensional  Gauss  template  is  used  to  perform  smoothing
filtering to  remove the  noise  of  the  image.  The smaller  scale
template is used to ensure the accuracy of locating the contour
of the object in the image on a large scale, which will blur the
edge  of  the  contour  of  the  object  and  affect  the  subsequent
detection. Then the smoothed image is processed using object
edge  detection,  and  the  preliminary  response  image  is
obtained [37]. At this time, a blurred location of the contour of
the  object’s  edge  has  been  obtained,  and  the  final  step  is  to
locate it accurately. The non-maximum suppression method is
used  to  refine  the  image  processed  above,  in  which  only  the
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points  with  the  greatest  local  variation  are  retained,  and  the
edge  image  of  the  single-pixel  object  is  obtained.  According
to the binary image, after the contour position of the object is
obtained, the coordinates are obtained.

ϵ −greedy

There are several coordinates obtained, each corresponding
to  a  set  of  coordinates,  but  the  sub-goal  points  used  in  deep
learning are not a group, for which a set of coordinates need to
be  processed.  However,  there  are  still  two  problems
concerning the obtained target points. The first problem is that
the  coordinates  of  the  target  points  are  a  group  rather  than  a
single  point,  and  the  data  types  are  not  consistent  with  the
ones used in the algorithm. The second problem is  that  these
target  points  are  not  necessarily  what  we  need.  Therefore,  in
order  to  solve  the  problem  of  a  set  of  coordinates  in  the
algorithm, the average value of the set of coordinates is taken
as  its  corresponding  sub-goal  points.  For  the  data  type
problem,  the  obtained  goal  points  are  converted  into  data
types  compatible  with  the  network  without  changing  their
original  meanings.  On  the  basis  of  prior  knowledge,  some
sub-goal points which can not be explored by an agent as well
as  some  meaningless  sub-goal  points  are  removed  to  ensure
that  the  obtained  goal  points  are  reachable  and  meaningful.
For  example,  in  snapshots  of  game  controlling,  part  of  the
image represents the life value of agents, which is unimportant
to  an  agent.  In  the  exploration  process,  there  exists  some
places that are beyond the reach of agents, and thus would be
regraded  as  meaningless  points,  and  be  removed  from  sub-
goals. In addition, according to the initial position of the agent
in the game, we rank the distance from the target point to the
initial  position  of  the  agent.  Let  the  agent  explore  these  sub-
goal points from the near ones to the distant ones in the initial
stage  of  exploration,  which  is  equivalent  to  providing  a
relatively  good  policy  for  the  agent  at  the  beginning.
However,  the  algorithm  still  uses  the  policy  to
explore,  utilizing  the  provided  policy  to  attempt  to  achieve
better result.

84×84×1 84×84×3

GRAYmap = 0.3×R+0.59×G+0.11×B

f indContours

The size  of  the  adjusted  image  is  or 
and the former is more easily processed. We use the standard
method to process gray-scale maps so as to convert the image
to  a  Gray  map  by 
where R is red, G is green, and B is blue. In Algorithm 1 the
image is processed to obtain sub-goals where the input image
for  the  training  network  is  raw  RGB  images.  We  utilize

 in OpenCV to get the contour that is needed in
the experiment from the binary-value image.

Algorithm 1 Automatic Discovery of Sub-Goal

Require: state image
GEnsure: sub-goal set 

1: Cut the state image to 84 × 84 × 1, and get R, G, and B value of
each pixel

2: Convert original image into gray image by:
GRAYmap = 0.3×R+0.59×G+0.11×B   

t3: Calculate the average pixel of an image as a threshold 
4: for each pixel do

pixel =
{

set as WHIT E, if pixel value > t
set as BLACK, otherwise5:       

6: end for

G1 = {g11, ..,g1n,g21, ...,g2n, ...,gnn} f indContours

7:  Detect  external  contour  to  get  a  set  of  coordinates  of  target
points  by using function 

G2 =
{
g′1,g

′
2, ...,g

′
n

}8: Turn a set of coordinates corresponding to each goal point into

G2 =
{
g′′1 ,g

′′
2 , ...,g

′′
n

}
9:  Data  type  consistency  processing  with  data

used in subsequent algorithms
g G210: for each  in  do

11:      if g is fringe or obstacle or miscellaneous then
g12:            remove 

13:      else
g14:            reserve 

15:       end if
16: end for

g G = {g1,g2, ...,gm}17: Put all reserved  into 
  

B.  Hierarchical Deep Reinforcement Learning With Sub-Goals
The  obtained  sub-goals  are  applied  to  hierarchical  deep

reinforcement learning described, as follows.

O(E×B×T ) E
B T

The  algorithm  uses  dual  network  structures,  which  are
different  from  the  standard  network  structure  in  that  our
algorithm  has  sub-goal  points.  The  corresponding  network
structure of the controller is to store samples with goal points
in  the  corresponding  replay  buffer  at  each  time  step.  The
network structure corresponding to the meta-controller is that
when  the  goal  selected  by  the  meta-controller  is  completed,
the  samples  obtained by the  meta-controller  are  stored in  the
replay  buffer  corresponding  to  the  meta-controller.  In  this
way,  a  hierarchical  structure  is  constructed.  The  network
structure  corresponding  to  the  controller  is  shown  as Fig. 4.
The network structure corresponding to the meta-controller is
similar to that of Fig. 4.  Since the framework in this paper is
based on Deep Reinforcement Learning, the complexity of the
framework  is  equivalent  with  that  of  the  framework  decided
by  the  numbers  of  convolution  layers  and  full-connected
layers.  Like  DQN  network  structure,  our  proposed  network
contains  3  convolutional  layers  and  2  full-connected  layers,
solving more complex problems (the input includes sub-goals)
at the cost of higher expenses. The time complexity of DQN is
approximately ,  where  represents  the  number
of plots,  represents the batch size, and  represents the time
complexity  of  the  network.  On  the  basis  of  DQN,  our
algorithm  adds  the  process  of  finding  sub-goals.  Since  the
 

Image

Conv1 Conv2 Conv3

Dense 1 Dense 2 Q(s, a; g)

Goal
goal-set:

g1, g2, ..., gn

 

Q g

Fig. 4.     Diagram of network structure where the image and sub-goal set are
taken  as  the  input  of  the  network  of  3  hidden  layers  and  2  fully  connected
layers with the output being a  value with the sub-goal .
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O(n)

O(E×B×T )+O(n)

time  complexity  of  finding  sub-goals  algorithm  is ,  the
time  complexity  of  our  algorithm  is  approximately

.

Algorithm  2 Hierarchical  Deep  Reinforcement  Learning
Algorithm With Automatic Discovery of Sub-Goal (HADS)

Require: state image
D1 D2

θ1 θ2

1: Initialize replay buffer ,  and the corresponding parameters
,  for the controller and meta-controller, respectively
2: for each controller do

g ϵ1,g3:      Initialize exploration rate of each goal , , as 1
4: end for

ϵ25: Initialize exploration rate of meta-controller, , as 1
G6: Get sub-goal set  by Algorithm 1

i = 07: for  to Max episode counts do
s8:       Get the current state  of the agent

ξ = get random num9:         

g =
{

randomly select f rom G, if ξ < ϵ2
argmaxg∈GQ2(s,g), otherwise10:                 

s11:       while  is not terminal state do
F = 012:             
s0 = s13:             

g14:              while not reach  do
ξ = get random num15:               

a =
{

randomly select f rom A, if ξ < ϵ1,g
argmaxa∈AQ1(s,g,a), otherwise16:             

a s
′

f

17:              Execute action  and get the next state , and get an exte-
 rnal reward  from the environment

r
(
s,a, s

′ )18:             Get internal rewards  from internal critics(
{s,g} ,a,r,

{
s
′
,g
})

D119:             Store sample  into replay buffer 
D1 D220:             Randomly sample from , 

L1 (θ1, i)

L2 (θ2, i)
21:              Calculate gradient descent of loss function value ,

 
F = F + f22:               
s = s

′23:               
24:        end while (

s0,g,F, s
′ )

D225:        Store sample  into replay buffer 
26:        if s is not final state then

g ϵ227:                Get  according to 
28:        end if
29:      end while

ε1, ε2 = 0.1+Max(0, (1−0.1)× −Max(0,Steps−
PlaySteps)/AnnealSteps)

30:       AnnealSteps 
 

for31: end 
  

IV.  Experiments and Analysis

There  are  lots  of  studies  on  deep  reinforcement  learning.
The  DQN  algorithm  is  a  benchmark  approach  of  deep
reinforcement learning; the DuDQN algorithm is an improved
algorithm based on the DQN algorithm; the hDQN algorithm
is  based  on  hierarchical  reinforcement  learning  with  a  neural
network  for  solving  large-scale  continuous  problems.  We
compared performance of our proposed algorithms with DQN,
DuDQN,  and  hDQN.  In  some  areas,  although  manually
selecting  sub-goals  does  bring  a  better  result,  it  depends  on
human efforts and has too many constraints. In discrete areas
there are various approaches for automatically searching sub-
goals  but  in  continuous  areas  there  are  no  such  approaches.

Thus,  we  used  the  Computer  Vision  approach  to  search  for
sub-goals. But because of the complexity of the environment,
it still requires a little manual intervention.  

A.  Montezuma’s Revenge
As is  shown in Fig. 5,  in Montezuma’s Revenge,  the agent

needs  to  find  the  key  and  use  it  to  open  the  door.  The  agent
will  get  a  reward  when  it  gets  the  key,  and  another  reward
when it gets the key and opens the door. This is characterized
by features of sparse reward problems. Therefore, in order to
simplify the problem, without changing the final solution, the
agent is regarded as completing the task when it gets a reward.
In this game, we altered the reward criteria used by DQN and
other algorithms with the reward being assigned 0 for failure
and  1  for  succeeding  in  executing  sub-goals.  The  reward
setting  does  not  essentially  change  the  problem,  and  better
demonstrates  the  result.  In  the  experiments,  we  stipulate  that
the reward is 0 for each step of the agent, –1 for failure, or 5
for getting the external reward. Since the rewards are sparsely
distributed,  in  most  cases  the  agent  can  not  find  the  reward
points; if the reward is not altered, the result often appears to
be  a  horizontal  line,  inconvenient  for  analysis.  The  learning
rate is 0.00025 and the discount factor is 0.99. Although there
are many tools, such as AutoML [38], that enable the agent to
automatically  tune  hyper-parameters  so  as  to  get  better
performance,  we  did  not  take  advantage  of  them  in  order  to
evaluate approaches in a fair way, because we need to use the
same hyper-parameter settings used in Kulkarni et al. [7].
 

 
Fig. 5.     Illustration of Montezuma’s Revenge.
 

The sub-goal is obtained by Algorithm 1, which is shown in
red  dot  in Fig. 6(a),  where  it  can  be  seen  that,  when  the
unreachable  sub-goal  points  are  not  removed,  the  number  of
original  sub-goal  points  is  too  large.  If  agents  explore  based
on  these  sub-goal  points,  the  performance  of  the  algorithm
cannot  be  improved.  Therefore,  according  to  some  prior
knowledge,  we  need  to  remove  those  points,  such  as  the
number  of  life  values  on  the  top  of  the  graph  and  the  agent
itself.  The  number  of  life  values  that  is  used  to  indicate  the
remaining  number  of  lives  of  the  agent  can  not  be  explored.
Similarly, some other unexplored points are also removed, and

LIU et al.: HIERARCHICAL REINFORCEMENT LEARNING WITH AUTOMATIC SUB-GOAL IDENTIFICATION 1691 



the resulting figure is  shown in Fig. 6(b),  where the sub-goal
points are much less than those in the top graph, and they are
all accessible sub-goal points. Some reachable sub-goal points
are  helpless  to  the  mission  and  are  also  filtered,  such  as  the
door.

As is shown in Fig. 6(b), in the middle of the agent and the
ladder on the right, we find the sub-goal point, that is, the first
sub-goal  point  explored  by  the  agent  which  will  be  much
faster than the first sub-goal point explored by the hDQN. The
sub-goal  points  found  in  HADS  are  a  little  more  than  those
manually  identified  sub-goal  points.  It  is  undeniable  that  the
manually  defined  sub-goal  points  are  very  important,  but
adding  some  sub-goal  points  between  these  important  sub-
goal points can improve the speed of reaching these important
sub-goal points.

The number of plots of the experiment is set as 3000 and the
maximum number of steps per plot is set as 5000. In a plot, if
the  agent  takes  5000  steps  and  is  still  alive,  or  if  the  agent
does  not  find  a  reward  point,  the  plot  ends.  Similarly,  the
experiment also sets up 20 000 steps for the agent to explore
randomly.  In  these  20  000  steps,  the  network  is  not  used  to
train.  At the end of the random exploration,  we began to use
the network to train, and finally obtain the cumulative reward
of  all  plots  as  shown  in Fig. 7,  the  reward  of  each  plot
returned  is  shown  in Fig. 8,  and  the  average  reward  of  the
3000 plot is shown in Table I.
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Fig. 7.     Cumulative external rewards. The result trend of DQN overlapped
with that of DuDQN. HADS got a better convergence rate, as it has more sub-
goals than hDQN.
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Fig. 8.     Reward  for  each  plot.  HADS  is  better  than  the  other  three
approaches, because sub-goals alleviated the sparse problem which made
DQN and DuDQN incapable of solving the task.
 
 

TABLE I 

Average Reward for the Last 5 Plots

Method DQN DuDQN hDQN HADS

Value –6 –6 –2 0

 
 

Table I demonstrates that the average rewards of hDQN and
HADS for  the 3000th plot  are  superior  to  those of  DQN and
DuDQN. Fig. 7 indicates  that  DQN  has  not  explored  the
reward point in the searching process until the end of the plot,
and each time the value of life is used up, no reward point is
found.  It  can  be  seen  from  the Figs. 7 and 8,  that  the  result

 

(a)

(b)
 
Fig. 6.     Original  generated  sub-goal  graph  and  sub-goal  graph  after
removing unreachable sub-goal  points.  In (a),  the blurred red dots  are initial
sub-goal points, with some of them being unattainable for the agent and some
of them being non-real sub-goal points, that is, on the agent itself. In (b), the
red rectangle marks the actual sub-goal points.
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trend  of  DQN  overlapped  with  that  of  DuDQN.  These  two
algorithms  do  not  explore  reward  points.  However,  in  the
original data, it  is found that DuDQN still  has reward points,
although very few. In hDQN, the three manually defined sub-
goal points are the right ladder, the left ladder and the key in
Fig. 5,  sequentially,  and  the  three  points  are  set  with
increasingly  internal  rewards.  The  hDQN  performed  much
better  than  DQN,  and  DuDQN,  while  HADS  surpassed
hDQN,  as  can  be  seen  from Table II,  where  we  listed  the
average value (Avg), maximum value (max), minimum value
(min),  and  mean  square  deviation  (MSD).  Since Fig. 7 is  a
graph  of  cumulative  rewards,  the  trend  of  each  algorithm  is
shown.  Because  we  do  not  know  if  there  are  significant
differences  between  these  values,  we  draw  the  mean  value
chart and various tables for comparison and the MSD value is
also given in the tables. Because DQN and DuDQN do not get
rewards  in  the  current  environment,  the  MSD  value  of  both
algorithms is 0. The reason why HADS is slightly higher than
hDQN  is  that  the  sub-goal  points  in  hDQN  are  given
manually, so hdqn will be slightly lower than HADS.
 

TABLE II 

Results in the Montezuma’s Revenge

Method DQN DuDQN hDQN HADS

Avg –6.00 –6.00 –4.54 –0.69

Max –6.00 –6.00 27.00 25.00

Min –6.00 –6.00 –6.00 –6.00

MSD 0.00 0.00 2.72 3.43

 
 

As  can  be  seen  from Fig. 8,  before  700  plots,  hDQN  and
HADS  received  almost  the  same  reward  for  each  plot,  and
after 700 plots, the reward for each plot of HADS was higher
than that of hDQN, which shows that HADS had an advantage
over  hDQN, DQN, and DuDQN. From Table III,  we can see
that although our proposed algorithm, HADS, was not as good
as  an  expert  player,  it  really  achieved  automatic  control  and,
more importantly, showed a better trend. We believe that with
more subtle training, HADS could attain even better results. In
Fig. 8,  the  dotted  line  is  the  real  reward  for  each  plot,  while
the solid line is the average reward for 30 episodes. Therefore,
according  to  the  effect  in  the  figure,  HADS  shows  the  best
experimental effect.
 

TABLE III 

Results With Expert Player for 30 Plots

Method Expert system HADS DQN

Max 29.00 5.00 –6

Min 22.00 –3.00 –6

Avg 26.47 0.67 –6.00

 
   

B.  Kangaroo
Kangaroo  is  also  a  strategy  game,  which  aims  to  find

rewarding  points.  Unlike  in  Montezuma’s  Revenge,  in
Kangaroo  the  reward  is  not  sparse,  which  makes  it  a  bit

different from reward setting in Montezuma’s Revenge: if the
reward  point  is  found,  the  reward  point  will  be  set  to  1;
otherwise,  if  the  agent  fails,  the  reward  is  set  to  0.  An
illustration of Kangaroo is shown in Fig. 9.
 

 
Fig. 9.     Illustration of Kangaroo.
 

In the experiment, the sub-goals are obtained by algorithm 1
first. Kangaroo’s original sub-goals are highlighted in the red
dot  in Fig. 10(a).  If  the  original  unreachable  sub-goal  points
are unchanged, it is more difficult to improve performance as
there  are  many  sub-goal  points  which  requires  much
computational  cost.  Since  some  goal  points  are  not  explored
by  the  agent,  it  is  logical  to  eliminate  them.  Therefore,
according  to  prior  knowledge,  some  points  were  removed,
such as the staircase-like object on the left side, the number of
life  values,  and  the  score  attained  in  the  bottom.  As  can  be
seen, the sub-goal points are much less than those in left-hand
graph, and they are all accessible sub-goal points.

The  experiment  takes 3000 plots,  where  the  maximum
number of steps for each plot is 5000, i.e., if an agent survives
5000 steps  in  a  plot,  or  if  the  agent  has  not  explored  the
reward point, the plot will end. Similarly, the experiment sets
up  20  000  steps  for  algorithms  to  explore  randomly.  The
algorithms  do  not  start  training  the  network  until  the  end  of
the exploration stage. Finally, a cumulative reward for all the
plots is recorded, as shown in Fig. 11, a reward for each plot
as shown in Fig. 12, and an average reward for the 3000 plots
as shown in Table IV.

As  can  be  seen  from Table IV,  the  average  rewards  of
hDQN and HADS for the 3000th plot are better than those of
DQN  and  DuDQN.  From Fig. 11,  we  can  see  that  DQN
performs well, making progress steadily. Although DuDQN is
also  growing  better,  it  is  not  as  good  as  DQN  in  terms  of
training  results.  The  improvement  of  DuDQN  over  DQN  is
not  decisive  in  Kangaroo.  hDQN  did  not  perform  well  in
earlier stage because hDQN needs two networks to be trained,
which  requires  more  time  and  samples.  After  training  for  a
certain  plots,  the  strong  growth  rate  of  hDQN  proved  its
strength.  HADS  has  a  similar  result  to  that  of  hDQN.
Compared  with  hDQN,  the  HADS  algorithm  pays  much
attention  to  automatic  discovery  of  sub-goals.  In  the  process
of sub-goal identification, only a few manual intervention was
incorporated during sub-goal detection, the sub-goal identified
by HADS are better than the sub-goals automatically defined
by  hDQN,  and Fig. 11 demonstrates  that  the  final  result  is
better than that of hDQN algorithm. As shown in Fig. 11, the
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sub-goals  identification  by  HADS  are  superior  to  those
automatically defined by hDQN. Therefore, on this basis, the
effect of HADS is naturally better than that of hDQN. As can
be seen from Table V, we show the average value, maximum,
minimum and mean square deviation. Fig. 11 is similar to Fig. 7.

It can be seen that DQN and hDQN are relatively stable, but
the  rewards  in  each  plot  are  relatively  low.  The  rewards  of
hDQN  and  HADS  are  not  stable.  But  after 1000 plots,  the
rewards of the two algorithms begin to grow and soon exceed
the  rewards  of  DQN,  and  the  rewards  of  HADS  are  the
highest.  As  can  be  seen  from Fig. 12,  the  performance  of
HADS is  better  than  that  of  hDQN because  of  the  sub-goals
found.  The  expert  player  has  obvious  advantages  over  other
algorithms,  because  the  expert  player  has  significant
experience.  After  training,  our  algorithms  also  get  a  better

training result.  

C.  t-Test
In this section, we utilize the paired sample t-test to evaluate

the difference between average results of the experiments. The
t-test includes the single population test and double population
test, where the single population t-test is used to test whether
the difference between the average of  a  sample and that  of  a
known population is  significant.  The double population t-test
can  be  divided  into  two  situations:  one  is  an  independent
sample t-test,  which  is  used  to  test  the  difference  of  the  data
obtained  by  two  groups  of  unrelated  samples;  the  other  is  a
paired  sample t-test,  which  is  used  to  test  the  difference

 

(a)

(b)
 
Fig. 10.     Original  generated  sub-goal  graph  and  sub-goal  graph  after
removing unreachable sub-goal  points.  In (a),  the blurred red dots  are initial
sub-goal points, with some of them being unattainable for the agent and some
of  them  being  not  real  sub-goal  points,  that  is,  being  on  the  agent  itself.  In
(b), the red rectangle denotes the actual sub-goal points.
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Fig. 11.     Kangaroo cumulative external rewards. DQN was the most stable.
DuDQN did not achieve a better result.  After 1300 plots,  hDQN and HADS
got better results than DQN. Finally the maximum reward of the HADS was
better than the other three algorithms.
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Fig. 12.     Kangaroo  reward  for  each  plot.  DQN  and  DuDQN  have  more
stable  trend.  HADS  and  hDQN  have  better  results.  Before  the 1200 plots,
because  Options  have  not  been  constructed,  hDQN  and  HADS  did  not
perform  well.  However,  after  successfully  setting  up  Options,  HADS  and
hDQN showed a powerful capacity and got much better results.
 

 

TABLE IV 

Average Reward for the Last 5 Plots

Method DQN DuDQN hDQN HADS

Value 3.12 2.64 3.4 4.6
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between  the  data  obtained  by  two  groups  of  subjects  or  the
data  obtained  by  the  same  group  of  subjects  under  different
conditions.  The  samples  following  two  situations  are  the
relevant  samples.  We  used  the  method  of  the  paired  sample
test, and the equations [39] for obtaining t-value is as follows:
 

t =
d̄−µ0

sd/
√

n
(12)

 

d̄ =

n∑
i=1

di

n
(13)

 

sd =

√√√√ n∑
i=1

(di− d̄)2

n−1

(14)

d̄ sd
n

n−1
µ0

where  is the average of paired sample differences,  is the
standard  deviation  of  paired  sample  difference,  is  the
number of paired samples,  is the degrees of freedom and

 is  the  average  value  of  original  sample.  According  to  the
number  of  samples  and  the  table  of t-bounds,  the p-value
corresponding to t-value can be obtained to judge whether the
difference between the two results is significant.

DQN and DuDQN suffer from sparse problem. As a result,
by  using  DQN  and  DuDQN  to  solve  the  experiment  tasks,
they  do  not  attain  the  reward  until  the  termination,  which
means they are unable to receive an immediate reward during
processing.  It  is  meaningful  to  make  statistical  analysis.
Therefore, in this paper, we use paired sample test of t-test to
compare  the  difference  between  the  average  results  of  the
hDQN  and  HADS.  hDQN  and  HADS  solve  the  aforemen-
tioned  spare  reward  problem,  where  algorithms  attain
meaningful immediate reward during processing. We adopted
experimental  results  of  hDQN and HADS and the performed
t-test. The t-value and p-value are showed in Table VI.

As pointed out by some work [40], a p-value of 0.5 denotes
that  there  is  no  significant  difference  between  these  two
samples  that  take  part  in  comparison.  Based  on  this,  we  can
infer that hDQN and HADS have similar performance. Since
hDQN  is  a  state-of-the-art  algorithm,  HADS  can  also  be
regarded  as  a  good  approach.  Compared  with  other  results
(Fig. 7, Fig. 8, Table I, Table II, Table III, Fig. 11, Fig. 12,
Table IV, Table V,  and Table VII)  indicating  HADS  has  a
better  performance  than  hDQN, and it  can  be  concluded that
HADS is a good algorithm.  

V.  Conclusion

Most  standard  hierarchical  deep  reinforcement  learning
approaches have to choose sub-goals manually, showing their

limitations.  In  this  work,  we  put  forward  an  algorithm  of
hierarchical  reinforcement  learning  with  automatic  sub-goal
identification  via  a  computer  vision  approach.  Based  on
current  hierarchical  deep  reinforcement  learning,  sub-goals
are  selected  automatically  by  using  the  way  of  computer
vision  before  they  are  fed  into  deep  layered  reinforcement
learning to achieve intelligent control. The experiment results
demonstrate  that  our  proposed  approach  has  considerable
improvement from others.
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