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a b s t r a c t

Zero-shot learning (ZSL) aims to recognize objects from unseen classes, where the key is to transfer
knowledge from seen classes to unseen classes by establishing appropriate mappings between visual
and semantic features. Currently, the knowledge transfer in many existing works is rather limited due
to various factors: (i) the widely used visual features are global ones, and they are not completely
consistent with semantic attributes; (ii) only one mapping is learned, which is not able to effectively
model diverse visual–semantic relations; (iii) the bias problem in the generalized ZSL (GZSL) could
not be effectively handled. In this paper, we propose two techniques to alleviate these limitations.
Firstly, we propose a Semantic-diversity transfer Network (SetNet) addressing the first two limitations,
where (1) a multiple-attention architecture and a diversity regularizer are proposed to learn multiple
local visual features being more consistent with semantic attributes and (2) a projector ensemble
which geometrically takes diverse local features as inputs is proposed to diversify visual–semantic
relations. Secondly, we propose an inner disagreement based domain detection module (ID3M) for
GZSL to alleviate the bias problem, which picks out unseen-class data before class-level classification.
Due to the lack of unseen-class data in the training stage, ID3M employs a novel self-contained
training scheme and detects out unseen-class data based on a proposed inner disagreement criterion.
Experimental results on three public datasets show that the proposed SetNet with the explored ID3M
achieves a significant improvement against many state-of-the-art methods.

© 2021 Elsevier B.V. All rights reserved.
1. Introduction

Despite the great success of deep learning on object recogni-
ion, its superiority heavily relies on the availability of a large
mount of labeled data. Recently, zero-shot learning (ZSL) has
eceived much attention in the machine learning and computer
ision fields, which aims to recognize objects from those classes
ithout labeled samples (often named as unseen classes). To
ompensate the absence of unseen-class labels, the semantic
eatures (e.g. attributes and text descriptions) which represent
ome semantic relations between seen and unseen classes are
nstead used in ZSL. The key to achieve ZSL is to transfer the
earned visual–semantic knowledge from seen to unseen classes

The code (and data) in this article has been certified as Reproducible by
Code Ocean: (https://codeocean.com/). More information on the Reproducibility
Badge Initiative is available at https://www.elsevier.com/physical-sciences-and-
engineering/computer-science/journals.
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by establishing appropriate mappings between visual features
(often extracted by a convolutional neural network (CNN)) and
semantic features.

According to the mapping direction, most existing ZSL meth-
ods could be broadly divided into three categories: semantic-to-
visual mapping methods, intermediate mapping methods, and
visual-to-semantic mapping methods. The semantic-to-visual
mapping methods [1–7] either map individual semantic features
into individual visual prototypes via a regression model, or map
individual semantic features into many visual feature instances
via a conditional generative model, and then learn a classifier
with the inferred unseen-class visual prototypes or visual features
in the visual feature space. The intermediate mapping meth-
ods [8–12] map both the visual features and semantic features
into a common latent space and then learn a classifier in the
latent space. Despite their high performances, it is not easy for
the two categories of methods to combine the feature mapping
and the feature extractor in a whole network that can be trained
end-to-end. The visual-to-semantic mapping methods [13–22]
employ a CNN to extract visual features and map them into the
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emantic feature space by a mapping function on the top of
he CNN, and then classify them in the semantic feature space.
lthough the performances of the visual-to-semantic methods
ould be affected by the hubness problem [1], one of the main
dvantages of these methods is that they could naturally explore
new CNN architecture and jointly learn the feature extractor
nd the feature mapping in an end-to-end manner, so they could
otentially extract more semantically consistent visual features.
One open problem in ZSL is the domain shift problem, i.e. the

apping function between visual and semantic features learned
ith data from a seen-class domain has a limited transferability
o an unseen-class domain. The limited transferability could be
aused by (i) the patterns of knowledge transfer from a seen-
class domain to an unseen-class one are generally diverse, for
instance, heads of different animals have different visual appear-
ances, hence they should have different mapping relationships
with the same ‘head’ semantic attribute. However, most existing
methods learn only one mapping function which is not able to
sufficiently tackle such diversities of knowledge transfer; (ii) the
annotated semantic attributes are fine-grained ones, e.g. head and
hand attributes, while the widely used visual features extracted
by a pre-trained CNN are generally global ones, which are not
completely consistent with semantic attributes; (iii) the recogni-
tion bias to the seen-class domain in the generalized ZSL (GZSL)
could not be effectively handled.

In this paper, we propose two techniques to alleviate the
above limitations. Firstly, we propose a semantic-diversity trans-
fer network (SetNet) for ZSL to alleviate the first two limitations
(i) and (ii), where a multiple-attention architecture is employed
to extract multiple local visual features which are more seman-
tically diverse via a diversity regularizer, and a visual–semantic
projector ensemble with population diversity is adopted to model
the diverse relations between local visual features and semantic
features. Different projectors in the ensemble geometrically take
different local visual features as inputs and employ different
projection functions to model various visual–semantic relations.
Secondly, we propose an inner disagreement based domain de-
tection module (ID3M) for GZSL to alleviate the third limitation
(iii), which aims to detect out the unseen-class data before class-
level classification. In the proposed ID3M, due to the lack of real
unseen-class data, a novel self-contained training scheme that
trains multiple sub-domain detection modules (sub-DDMs) with
fake unseen-class data is explored and an inner disagreement
criterion is designed for differentiating seen and unseen class data
with these sub-DDMs.

By integrating SetNet with ID3M, a novel method is further
proposed to tackle the (G)ZSL problem, whose flowchart is shown
in Fig. 1. In the flowchart, for ZSL, the inputs are directly pro-
cessed by a SetNet for ZSL (i.e. ZSL-SetNet). For GZSL, the inputs
are firstly fed into ID3M to perform domain detection. If the
inputs are detected belonging to the unseen-class domain, they
will be processed by ZSL-SetNet, otherwise by a SetNet for GZSL
(i.e. GZSL-SetNet). In summary, our contributions are three-fold:

• We propose a semantic-diversity transfer network (SetNet)
to consolidate knowledge transfer from a seen-class do-
main to an unseen-class one. SetNet extracts diverse local
visual features being consistent with semantic attributes
via a multiple-attention module and a diversity regular-
izer and establishes a visual–semantic projector ensemble
to model the visual–semantic relations from diverse local
perspectives.

• We propose an inner disagreement based domain detection
module (ID3M) to alleviate the bias problem in GZSL, which
employs a novel self-contained training scheme and de-
tects out unseen-class data based on an inner disagreement
criterion.
2

Fig. 1. Flowchart of the proposed method.

• Extensive experimental results show that the proposed Set-
Net with ID3M can outperform many state-of-the-art meth-
ods with significant improvements on three public datasets
with two data splits.

2. Related work

2.1. Zero-shot learning

Lampert et al. [23] proposed a pioneering two-stage method
for ZSL, where a probabilistic classifier was used to predict at-
tribute probabilities, and then a Bayesian classifier was used
to classify the image based on the attribute probabilities. To
achieve end-to-end learning, Frome et al. [13] proposed a visual-
to-semantic embedding method where visual features extracted
by a CNN were projected into the semantic feature space by a
linear function which was trained by a compatibility loss. Based
on this work, lots of methods have been proposed to improve
the visual–semantic mapping by adopting different loss functions
or different mapping functions [24–34]. For instance, ALE [27]
employed a bilinear compatibility function to embed the visual
features and semantic features. ESZSL [35] used a nonlinear neu-
ral network to map the visual features. LATEM [29] embedded
the visual features with a piecewise linear function which was
trained by a ranking-based objective function. To alleviate the
hubness problem [1] in visual-to-semantic embedding methods,
some works [2,36–38] proposed to learn a semantic-to-visual
embedding, where semantic features were mapped into visual
features by a regression function. DEM [1] used a two-layer
neural network to learn a discriminative visual features space
from the semantic feature space. EXEM [2] employed SVR to
predict the visual exemplar of each class from the correspond-
ing semantic feature. All the aforementioned methods (named
as the embedding based method) focused on learning a dis-
criminative embedding space to establish the mapping between
visual and semantic features. As an alternative direction, the
generative methods [5,6,39–48] have received increasing atten-
tion recently due to their superior performances in GZSL. All
the generative methods used a conditional generator to generate
many unseen-class samples conditioned on their correspond-
ing semantic features and then trained a classifier using these
fake unseen-class samples with corresponding labels to clas-
sify real unseen-class ones. Their differences mainly lie in the
adopted generator and the way to regularize the generator. f-
CLSWGAN [49] used a generative adversarial network (GAN) to
generate visual features and a pre-trained classifier was used to
regularize the feature generation. DASCN [50] employed a dual
GAN architecture to train a visual feature generator and a se-
mantic feature generator in a cyclic manner. CVAE [51] employed
a conditional variational autoencoder (VAE) to generate visual
features. CADA-VAE [52] used two VAEs to map visual features
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Fig. 2. Architecture of the proposed SetNet.
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nd semantic features into a common latent space and generated
nseen-class latent features to train an unseen-class classifier.
ince a large number of fake unseen-class samples could be
enerated, generative methods could effectively alleviate the bias
roblem in the GZSL tasks, and significantly improve the GZSL
erformance against the embedding based methods. However,
oth the generative methods and the embedding based meth-
ds generally suffer from the feature inconsistency phenomenon,
ince visual features extracted by a pre-trained CNN usually can-
ot sufficiently represent fine-grained semantics. More recently,
ome works [17,18,21,53–55] aimed to improve the consistency
etween visual features and semantic features by employing a
ine-tuned CNN with novel architecture to extract more dis-
riminative and semantically consistent visual features, which is
enoted as fine-tuned feature based methods in this work.

.2. Domain-aware generalized ZSL

In the generalized ZSL, most existing methods suffer from
recognition bias towards the seen-class domain because the

esting unseen-class data are out-of-distribution (OOD) data com-
ared to the seen-class data. Recently, OOD detection [56–58]
as received much attention in the deep learning community.
nspired by the OOD detection, several works [59–61] have intro-
uced the OOD detection techniques to alleviate the bias problem.
ocher et al. [59] used a Gaussian mixture model to estimate the
robability of being an outlier for each input and detected out the
utliers with a threshold. Mandal et al. [60] used a conditional
AN to generate fake OOD data (i.e. fake unseen-class data)
nd trained a classifier that makes high-entropy predictions on
nseen-class data to differentiate the seen and unseen class data.
in et al. [61] proposed an adaptive margin second-order embed-
ing model to minimize the entropies of predictions on seen-class
ata and then differentiated the seen-class data and unseen-class
ata according to their entropies. Besides, some other domain-
ware modules [62–64] were also proposed to tackle the bias
roblem. Chao et al. [62] proposed a simple calibrated stacking
echnique by subtracting a constant from the probabilities of
een classes. Liu et al. [63] proposed a calibration network to
educe the confidences of the seen-class data on unseen classes.
tzmon et al. [64] computed the probabilities to be seen/unseen
lass for each input instead of making a hard decision and com-
ined the seen/unseen probabilities with the class-level posterior
robabilities to finally classify the input.

.3. Other related works

In fact, many different theories and principles in the machine
earning community tackle similar problems, hence they could
lso be adopted to mitigate ZSL problems. Due to the limited
pace, here we only list a few examples of such attempts in
3

the literature. For example, domain adaptation, which was orig-
inally proposed to study how to transfer the knowledge learned
from one domain (e.g. natural images) to other domains (e.g. oil
paintings) with the same semantic class space, was applied to
ZSL in [65]. Pre-training which was considered as an effective
feature reuse step for few-shot learning [66], was also used in
ZSL. In addition, meta-learning, which employed an episode based
training strategy and a bilevel optimization method, was also
applied to tackle the ZSL problem recently in [67] for RGB images
and in [68] for hyper-spectral images.

3. Semantic-diversity transfer network

Before elaborating our proposed method, we first outline the
definition of ZSL. Suppose a labeled seen-class dataset DS =

(xn, yn) | n = 1, 2, . . . ,N} and a semantic feature set E =

ey | y ∈ Y } is given in the training stage, where xn ∈ RV is
he nth labeled visual feature, yn is the class label of xn, which
elongs to the seen-class label set Y s, N is the number of visual
eatures in DS , and ey ∈ RS is the semantic feature of the class y
n the total class label set Y , which not only contains the seen-
lass label set Y s, but also the unseen-class label set Y u. Note that
he unseen-class label set Y u is disjoint with the seen-class label
et Y s. In the testing stage, given a testing visual feature set X ,
n the conventional ZSL setting, the task is to learn a mapping

: X → Y u from the test set X to the unseen-class label set
u. In the generalized ZSL setting, the task is to learn a mapping
: X → Y from the test set X to the total class label set Y .
In this section, we propose a semantic-diversity transfer net-

ork (SetNet) whose architecture is shown in Fig. 2. SetNet con-
ists of three parts: a backbone for extracting general visual fea-
ures, a diverse attentive feature learning module for extracting
emantically diverse local visual features, and a visual–semantic
rojector ensemble for modeling diverse visual–semantic rela-
ions. In the following, we describe the diverse attentive feature
earning module and the visual–semantic projector ensemble in
etail. In addition, we present a comparison between SetNet and
ome related works.

.1. Diverse attentive feature learning module

Here our goal is to extract multiple local visual features with
emantic diversity. We achieve this goal by firstly extracting
ultiple local features via a multiple-attention module and then
nforcing some semantic diversities via a diversity regularizer.
pecifically, for a given input image x, it is firstly fed into the CNN

backbone F (·), generating the general feature maps M . Then we
ompute K spatial attention maps {Ak | k = 1, 2, . . . , K } via K
convolutional attention modules {Gk(·) | k = 1, 2, . . . , K }, each
of which localizes a semantically meaningful region. Lastly we
obtain K attentive feature vectors {mk ∈ RV

| k = 1, 2, . . . , K }

by applying the K spatial attention maps to the general feature
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aps via a spatial mapping P1(·) followed by an average pooling
2(·). The above procedure is formulated as:

k = P(F (x),Gk(F (x))) k = 1, 2, . . . , K (1)

where P(·) is the concatenation of the P1(·) and the P2(·), which
are both parameter-free, while the parameters of F (·) and Gk(·)
will be trained end-to-end under the guidance of a classification
metric presented in the next subsection. Note that the general
feature maps M which are generated at the last convolutional
layer of the CNN backbone contain rich high-level visual informa-
tion about the inputs, and most existing methods apply a global
pooling operation to the general feature maps to extract visual
features, which usually results in some loss of visual information
with fine-grained semantic meanings. In contrast, we extract local
visual features with semantic meanings in this work by localizing
some semantically meaningful regions via the multiple-attention
module. Hence, the visual features learned by our method are
more consistent with semantic attributes.

Note that by the aforementioned multiple-attention operation
alone, the learned local visual features are not guaranteed to be
diverse. To explicitly encourage diversity, we propose a regular-
izer on these spatial attention maps to make different spatial
attention maps focus on different spatial locations. Specifically,
since the spatial attention map Ak is a softmax output, meaning
that it is a probabilistic distribution, we could measure the statis-
tic divergence between spatial attention maps by the Helliinger
distance metric. To compute Helliinger distance, we firstly vector-
ize the spatial attention map Ak ∈ RH×W into ak ∈ RT , T = H×W .
We denote the tth element in ak by atk, then compute Helliinger
distance between two vectorized spatial attention maps ai and aj
by:

H2(ai, aj) = 1 −

T∑
t=1

(
√
ati a

t
j ) (2)

where H2 is the square of Helliinger distance which is a widely
used proxy to represent the Helliinger distance. Note that other
statistical divergence metrics (e.g. KL divergence) could also be
used, here we simply used the Helliinger distance due to its
simplicity and symmetry. Then, we define the diversity regular-
izer as the sum of square Helliinger distances between pairwise
vectorized spatial attention maps as follows:

Ldiv =

K∑
i=1

K∑
j=1,j̸=i

H2(ai, aj)

=

K∑
i=1

K∑
j=1,j̸=i

H2(V(Gi(F (x))),V(Gj(F (x))))

(3)

where V(·) is the vectorization operation, and the others are the
same as Eq. (1). The diversity regularizer Ldiv is used to measure
he divergence between spatial attention maps, i.e. the difference
etween spatial locations focused by different spatial attention
aps. Hence, we could maximize the diversity of local visual

eatures by maximizing the diversity regularizer.

.2. Visual–semantic projector ensemble

Here our goal is to learn a visual–semantic projector ensemble
o model the relations between visual features and semantic
eatures from diverse local perspectives. Suppose x is the input
mage and y is the class label of x. The semantic feature of y
s also known, denoted by ey ∈ Et , where Et ∈ RS×D is the
esting semantic feature set which contains D class-level semantic
eatures and each of them is a S-dimensionality vector. In the

bove subsection, we have obtained K semantically diverse local

4

isual features {mk ∈ RV
| k = 1, . . . , K }. Here, we project

ach visual feature mk into the semantic space via a visual–
emantic projector Qk(·), obtaining the projected visual feature
¯ k ∈ RS . Then, we employ the dot-product metric to measure the
imilarities between the projected visual feature m̄k and the set
f testing semantic features Et . These similarities represent the
onsistency between a local visual feature and semantic features.
ince we have K local visual features for each input image, i.e. K
rojected visual features, we average the similarities between K
rojected visual features and the semantic features to represent
he overall consistency. Considering that the local visual features
re usually more diverse in nature and the projectors are different
rom each other, the K projectors are able to establish a more
iverse visual–semantic mapping compared to the one-mapping
ethods. Lastly, a softmax function followed by a cross-entropy

oss function is used to train the projectors for ensuring that
he projected visual features are more similar to the semantic
eatures of their corresponding labels and less similar to the
emantic features of other classes. We formulate this as follows:

cls = C(S(
1
K

K∑
k=1

((Qk(mk)) · Et )), y) (4)

where S(·) is the softmax function and C(·) is the cross-entropy
loss function. Note that every semantic feature in Et is normalized
into an unit vector. According to Eqs. (4) and (1), we reformulate
the Lcls as follows:

Lcls =C(S(
1
K

K∑
k=1

((Qk(P(F (x),Gk(F (x))))) · Et )), y) (5)

Finally our overall objective function is:

Lall = Lcls + λLdiv (6)

where λ is a hyper-parameter to weight the diversity regularizer.
In the ZSL testing stage, given an arbitrary input image x, it

will be predicted as follows:

y∗
= argmax

K∑
k=1

(Qk(P(F (x),Gk(F (x))))) · EYu (7)

where EYu includes the semantic features of classes in the unseen-
class label set Y u and y∗ is the predicted class belonging to the
nseen-class label set Y u.

3.3. Comparison to related works

Note that several works [17,18,21] also applied attention
mechanism to ZSL. However, ours differs from them in three
aspects. Firstly, we devise an attention module with a different
architecture from those in [17,18,21]. Li et al. and Zhu et al. [18,
21] used hard attention which crops out salient regions from the
image and extracted visual features by feeding the resized image
regions into CNN again, which needs more expensive computing
resources. Xie et al. [17] also used soft attention but they learned
the attention map with average pooling while our method em-
ploys a learnable convolutional module for integrating visual
information across channels. Secondly, we propose a regularizer
to explicitly enforce the semantic diversity of local visual features.
Thirdly, the learned local visual features are mapped into seman-
tic features via a projector ensemble where each projector takes
a distinct local feature as input to ensure transferred knowledge
with semantic diversity.
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. Inner disagreement based domain detection for GZSL

In the GZSL task, the bias to the seen-class domain significantly
mpacts the performance of the unseen-class domain. The cause
f the bias problem lies in the fact that the testing unseen-class
ata are generally out-of-distribution (OOD) data compared to the
raining seen-class data (i.e. in-distribution (ID) data). Inspired
y the OOD detection, we propose an inner disagreement based
omain detection module (ID3M) for GZSL. In the following, we
resent our ID3M and its application in GZSL.

.1. ID3M

The inner disagreement based domain detection module
ID3M) is to pick out the unseen-class data before class-level clas-
ification in GZSL. Since the unseen-class data are unavailable in
ZSL training stage, direct OOD detection training is impossible.
o overcome this problem, we propose a self-contained training
cheme that trains multiple sub-domain detection modules (sub-
DMs) with fake OOD data. In the self-contained training scheme,
e split the seen classes into I subsets uniformly. Each time we
onsider I − 1 subsets as the ID classes and the remaining one as
he fake OOD classes, then train a sub-DDM using these ID classes
nd the fake OOD classes. According to the data split, we could
rain I different sub-DDMs. Each sub-DDM is trained to make
igh-confidence predictions on its corresponding ID class data
nd uniform-distribution predictions on its OOD class data. This
s implemented by minimizing cross-entropy loss on ID class data
nd minimizing Kullback–Leibler (KL) divergence between the
redictions on fake OOD class data and the uniform distribution
s follows:
DDM
i = E(x,y)∈DID

i
C(FD

i (x), y) + Ex̀∈DOOD
i

KL(FD
i (x̀) ∥ Ui) (8)

here x and y are an image and its corresponding label from the
th ID dataset DID

i , x̀ is an image from the ith fake OOD dataset
OOD
i , FD

i (x) and FD
i (x̀) are the predictions made by the ith sub-

DM on x and x̀ respectively, and Ui is a uniform distribution over
he classes belonging to the ith fake OOD class set.

After training, all the sub-DDMs tend to make high-confidence
redictions on their corresponding ID data and low-confidence
redictions on their fake OOD data. At the same time, since none
f the sub-DDMs have seen the real unseen-class data, they are
ikely to make predictions with similar confidence levels on them.
rom the perspective of data, the seen-class data are ID data for

I−1
I sub-DDMs and fake OOD data for 1

I sub-DDMs, while the
nseen-class data are OOD data for all the sub-DDMs, hence, the
ub-DDMs will have an evident disagreement on the seen-class
ata while relatively small disagreement on the unseen-class
ata. Hence, we define an inner disagreement criterion to differ-
ntiate the seen and unseen class data. Specifically, for a given
nput x, we first sort the confidence scores predicted by the I
sub-DDMs on it by:

[ps1 , ps2 , . . . , psI ] = sort([p1, p2, . . . , pI ]) (9)

where pi = max FD
i (x) − En(FD

i (x)) is the normalized confidence
score predicted by the ith sub-DDM on the input x and En(FD

i (x))
is the entropy of the prediction FD

i (x), and psi is the ith largest
confidence score on x. Then, we define the disagreement degree
d as the confidence difference between the mean of the Top I −1
largest confidence scores and the smallest confidence score:

d =
1

I − 1

I−1∑
t=1

pst − psI (10)

astly, we distinguish the seen and unseen class data based on
he following inner disagreement criterion: if the disagreement
5

degree d on the input is smaller than θ , the input is regarded as
an unseen-class data, otherwise a seen-class data.

We note that some works [59–61] also devised an OOD de-
tection module for GZSL. The main difference between our work
and these works lies in the different OOD detection methods.
Specifically, our OOD detector is based on the inner disagreement
between sub-DDMs which are trained via our proposed self-
contained training scheme, while existing works [59–61] trained
a single network by maximizing the prediction confidence (or
minimizing prediction entropy) on the seen-class data.

4.2. Classification for GZSL

By combining ID3M with SetNet, the flowchart of our GZSL
method is designed as shown in Fig. 1. ID3M firstly picks out the
unseen-class data from all the testing data and then the picked
unseen-class data are predicted by a SetNet for ZSL (i.e. ZSL-
SetNet) according to Eq. (7) while the remaining data are pre-
dicted by a SetNet for GZSL (i.e. GZSL-SetNet) as follows:

y∗
= argmax

K∑
k=1

(Qk(P(F (x),Gk(F (x))))) · EY (11)

where EY includes the semantic features of classes in the total
class label set Y and y∗ is the predicted class in the total classes
label set Y . The others are the same as in Eq. (7). Note that we
mploy a GZSL model to classify the remaining data instead of a
een-class classifier. This is because (1) the GZSL model usually
as a considerably high performance on the seen classes, hence
sing a GZSL model to classify the remaining data has a very small
nfluence on the seen-class accuracy; (2) limited by the accuracy
f the OOD detector, the remaining data inevitably contain some
eal unseen-class data, hence using a GZSL model to classify the
emaining data would improve the unseen-class accuracy. As for
he training of GZSL-SetNet, it is trained in the same way as that
f ZSL-SetNet (i.e. the same loss function and training data), but
he parameters of GZSL-SetNet are not necessary to be the same
s those of ZSL-SetNet.
Before ending our methodology, we would make one more

emark:

emark 1. Our proposed two methods are domain-independent
n nature. In principle, they can be used or of reference value
or other transfer learning tasks, e.g. few-shot learning, domain
daptation, open-set recognition, etc. Here we would say a few
ore words on several potential applications of our methods.
ew-shot learning aims to recognize those classes for which only
very few samples are available at the training stage, which

ould benefit from our proposed diverse attention mechanism
y learning visual features with different semantic granularities,
nd semantic features could also be used to improve feature
earning in few-shot learning as done in our work. Our methods
ould also be adapted to domain adaptation which was origi-
ally proposed to study how to transfer the knowledge learned
rom the source domain (e.g. natural images) to target domains
e.g. oil paintings) with the same semantic class space by es-
ablishing multiple local and global mappings from the source
omain to target domain. Open-set recognition which aims to
ecognize the known-class samples and reject the unknown-class
nes could directly benefit from our inner-disagreement based
omain detection mechanism.
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tatistics of AWA2, CUB and SUN. Number = the number of samples, Visual-
eat = the visual feature dimensionality, Semantic-Feat = the semantic feature
imensionality, All = the number of all classes, Seen = the number of seen

classes, Unseen = the number of unseen classes.
Dataset Number Visual-

Feat
Semantic-
Feat

All PS SS

Seen Unseen Seen Unseen

AWA2 37,322 2048 85 50 40 10 40 10
CUB 11,788 2048 312 200 150 50 150 50
SUN 14,340 2048 102 717 645 72 645 72

5. Experimental results

5.1. Experimental setup

5.1.1. Datasets and evaluation protocol
The proposed methods are evaluated on three commonly used

atasets whose original images are available for training, includ-
ng AWA2 [69], CUB [70], SUN [71]. Specifically, AWA2 is an
nimal dataset containing 37,322 images from 50 classes, with 85
ttributes provided by experts to describe the semantic feature
f each class. CUB is a fine-grained bird dataset that contains
1,788 images from 200 species. Each species is annotated by
12 attributes which are usually used as semantic features. SUN
s a fine-grained scene dataset which includes 14,340 images
elonging to 717 classes and each class is annotated by 102
emantic attributes. Note that the number of samples of each
lass in SUN is relatively small, with 20 images per class. The
tatistics about the three datasets are summarized at Table 1.
Seen/unseen data split has a huge influence on the (G)ZSL

erformance. Proposed Split (PS) [69] and Standard Split (SS) are
oth available to the above three datasets. Although SS does not
trictly satisfy the ZSL setting since some unseen classes in SS
ctually have been seen by the commonly used ImageNet1000
re-trained CNNs, it is still a widely used data split to evaluate
he ZSL performance. Hence, as done in many previous works,
e employ both PS and SS to evaluate the proposed method

n the conventional ZSL setting and employ PS to evaluate the
roposed method in the generalized ZSL setting. Under both the
S and SS data split, {40, 150, 645} classes are regarded as the
een classes in AWA2, CUB, and SUN respectively, while the
emaining {10, 50, 72} classes are regarded as the unseen classes
espectively. The statistics about the two data splits are summa-
ized at Table 1. Following the existing methods, we evaluate the
erformance in the conventional ZSL setting by average per-class
op-1 accuracy (ACC) on unseen classes. In the generalized ZSL
etting, ACC of both seen classes and unseen classes are computed
o evaluate their performances. Besides, the harmonic mean H of
the two ACC is also computed to evaluate the overall performance
by:

H =
2 × ACCseen × ACCunseen

ACCseen + ACCunseen
(12)

For the evaluation of ID3M, since the task of ID3M in GZSL is
to pick out unseen-class data from all the testing data and the
unseen-class data are usually regarded as negative samples, we
employ the True-Negative Rate (TNR) to evaluate performance
when the False-Negative Rate (FNR) is set as a series of values.

5.1.2. Implementation details and comparative methods
The ImageNet1000 pre-trained ResNet101 [72] is employed

as the backbone (i.e. F (·)) of SetNet. The K attention modules
{Gk(·)}K1 are jointly implemented by a two-layer convolutional
module, whose input-channel number is 2048 and output-
channel number is K , and the hidden-channel number is 1024 for
6

Table 2
Comparative results (ACC) in the conventional ZSL setting on AWA2, CUB, and
SUN. Generative: generative methods; Embedding: embedding based methods;
Fine-tuned: fine-tuned feature based methods.

Method CUB AWA2 SUN

SS PS SS PS SS PS

Generative
SABR [3] – 63.9 – 65.2 – 62.8
ABP [73] – 58.5 – 70.4 – 61.5
LsrGAN [6] – 60.3 – 66.4 – 62.5

Embedding
MLSE [8] – 64.2 – 67.8 – 62.8
TCN [74] – 59.5 – 71.2 – 61.5
APNet [43] – 57.7 – 68.0 – 62.3

Fine-tuned

QFSL [75] 58.5 58.8 72.6 63.5 58.9 56.2
AREN [17] 70.7 71.8 86.7 67.9 61.7 60.6
LFGAA [54] 67.6 67.6 84.3 68.1 62.0 61.5
DAZLE [19] 67.8 65.9 – – – –

SetNet(Ours) 71.0 74.0 88.7 68.0 66.7 64.2

all the three datasets. The spatial mapping and pooling operation
P(·) is parameter-free. Each visual–semantic projector Qk(·) in the
projector ensemble is implemented by a fully-connected layer
whose input-unit number is 2048 and output-unit number is the
dimensionality of corresponding semantic features in the three
datasets. In ID3M, the ImageNet1000 pre-trained ResNet101 is
also employed as the backbone of the sub-DDMs. The pre-trained
ResNet101 takes 224∗224 images as inputs. At the training stage,
the inputs are preprocessed by ‘randomcrop’ and ‘randomflip’ op-
erations. At the testing stage, only ‘centercrop’ operation is used
for preprocessing. The SGD optimizer is employed to train all the
models. For the SetNet training, all the models are trained with 60
epochs, and the learning rates are set as {0.0005, 0.0005, 0.001}
in AWA2, CUB, and SUN respectively. λ is simply set as 0.2 for
all three datasets. The visual–semantic projector ensemble size
is selected from {1, 2, 4, 6, 8, 10}. For the ID3M training, the
models are trained by 50 epochs with learning rates as 0.0001
for all three datasets. I is simply set as 5 since it is a common
divisor of the seen-class numbers {40, 150, 645} of the three
datasets. θ is set according to False-Negative Rate which is se-
lected from {0.05, 0.07, 0.09, 0.11, 0.13, 0.15, 0.17, 0.19}. Note
that the unseen-class data are not needed in the process to set
θ . Our algorithms are trained and tested in a machine equipped
with an Ubuntu 16.04 LTS system, an Intel Core i7-4790K CPU,
a 32G memory card, and a 12G GTX TITAN X. The algorithms
are implemented with Pytorch 1.0.0 and Python 2.7 under the
Anaconda 2 environment.

We compare the proposed methods with 10 state-of-the-art
methods, including 3 generative methods: SABR [3], ABP [73],
LsrGAN [6], 3 embedding based methods: MLSE [8], TCN [74],
APNet [43], and 4 fine-tuned feature based methods: QFSL [75],
AREN [17], LFGAA [54], DAZLE [19].

5.2. Conventional ZSL results

In the ZSL setting, we first evaluate the proposed SetNet on
the three datasets with both PS and SS data splits and then
compare it with 10 existing methods. Results are reported in
Table 2 where the results of existing methods are cited from
the original papers. From Table 2, we can see that SetNet has
achieved significant improvements against the existing methods.
Specifically, compared with the embedding based methods and
the generative methods, the improvements are evident, especially
on CUB and SUN. This demonstrates that the local visual features
learned by SetNet are more consistent with the semantic features
than the global visual features used by the comparative meth-
ods. In addition, SetNet outperforms all the fine-tuned feature
based methods by a significant margin about 2.2% on CUB with
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A

S, 2.0% on AWA2 with SS, and 4.7% and 2.7% on SUN with
S and PS respectively. These improvements demonstrate that
he proposed visual–semantic projector ensemble could learn a
ore effective visual–semantic mapping than the one-mapping
ethods by modeling the visual–semantic relations from diverse

ocal perspectives.

.3. Generalized ZSL results

In the GZSL setting, we present two evaluations on the three
atasets with PS data split. The first one performs the GZSL task
ithout ID3Mwhile the second one with ID3M. The performances
re compared with 10 existing methods listed in Table 3. In
he first evaluation, SetNet achieves better performances than
ost existing embedding based methods and fine-tuned fea-

ure based methods, which demonstrates the effectiveness of
he local feature learning and projector ensemble. However, it is
bvious that SetNet suffers from recognition bias to seen-class
omain like all the embedding based methods and fine-tuned
eature based methods. Hence, we adopt the proposed ID3M in
he second evaluation to reduce this bias. The corresponding
esults in Table 3 show us lots of information. Firstly, SetNet
ith ID3M achieves huge improvements, especially on AWA2 and
UB with improvements about 30.3% and 14.2% respectively. This
s caused by the fact that ID3M achieves significantly excellent
erformances in distinguishing seen-class/unseen-class data on
WA2 and CUB. Secondly, the most recent state-of-the-art meth-
ds [17,19] also adopt an external module to reduce the bias.
ompared with them, our method is able to achieve state-of-
he-art results on more datasets. For instance, our method has
omparable performance with DAZLE+CAL [19] on AWA2 while
t outperforms DAZLE+CAL by 8.7% and 2.8% on CUB and SUN
espectively. Thirdly, on CUB and AWA2, SetNet with ID3M also
utperforms the generative methods which are famous for their
uperior GZSL performances, while it has inferior performance on
UN. This is because ID3M achieves a plain performance on SUN
hich has a large number of classes (717 classes). Actually, the
enerative methods and the OOD-detection based methods adopt
wo different strategies to alleviate the bias problem in GZSL. The
ormer reduces the bias by re-weighting the seen-class samples
nd fake unseen-class samples in the overall loss function while
he latter achieves it by distinguishing seen-class/unseen-class
amples before class-level classification. The compared results
how us that the OOD-detection based methods are superior at
andling the bias problem in the GZSL setting where the class
umber is relatively small while the generative methods have
uperior performances at the setting where the class number
s relatively large. Finally, it is noted that the seen-class ACC
rops after adding the ID3M. This is because ID3M could not dis-
riminate seen-class samples from unseen-class samples with a
00% accuracy. A subset of seen-class samples are inevitably mis-
lassified as ‘unseen-class samples’ and they would be definitely
rongly classified since they are classified in the unseen-class
pace. Actually, there is a balance between seen-class and unseen-
lass accuracies. As noted in Table 3, the same problem exists at
AZLE+CAL and AREN+CS and the seen-class accuracy at gener-
tive methods is also limited due to the increase of unseen-class
ccuracy.

.4. Performance of ID3M

We evaluate ID3M by performing OOD detection tasks on
WA2, CUB, and SUN, with FNR selected from {0.05, 0.07, 0.09,

0.11, 0.13, 0.15, 0.17, 0.19}. Since OOD detection methods are
usually not evaluated on AWA2, CUB, and SUN, we compare the
7

Fig. 3. Comparative results (TNR) in the OOD detection task on AWA2, CUB, and
SUN under a series of FNR.

proposed ID3M with two state-of-the-art OOD detection meth-
ods: MAX-SOFTMAX [56] and GAN-OD [60], whose codes are
available. The comparative results are shown in Fig. 3 where the
results of MAX-SOFTMAX and GAN-OD are obtained using the
public codes. From Fig. 3, we can see that ID3M achieves signifi-
cantly superior performances than GAN-OD and MAX-SOFTMAX,
especially on CUB and AWA2, which demonstrates the effec-
tiveness of the self-contained training scheme and the inner
disagreement criterion. In addition, Fig. 3 also shows us that
performances of all the three methods on AWA2 and CUB are
significantly better than those on SUN. This is because AWA2 and
CUB have relatively small numbers of classes (50 and 200 classes
respectively), while SUN is a fine-grained dataset with 717 classes
and only 20 samples per class. Finally, combining the results in
Fig. 3 with those in Table 3, we conclude that an excellent OOD
detector can largely improve the GZSL performance, for instance,
result from 38.6% to 68.9% on AWA2.

5.5. Results analysis

5.5.1. Effect of projector ensemble size/attention number
Here we analyze the effect of ensemble size (i.e. attention

number) on the ZSL performance by training SetNet models with
a different number of visual–semantic projectors. We conduct
experiments in the conventional ZSL setting on AWA2, CUB, and
SUN with the PS data split. The results are reported in Table 4, Ta-
ble 4 shows that the projector ensemble can significantly improve
performances compared to the single projector (size = 1) on all
three datasets. In addition, the performances on all the datasets
become insensitive to the ensemble size when the size increases
to a certain scale. This is because the diversity of the projector’s
input, i.e. the local visual features will dominate the performances
when the projector number reaches a certain value considering
the image size is not large.

5.5.2. Effect of disagreement threshold on GZSL performance
We propose an inner disagreement based OOD detector (ID3M)

for GZSL, where the testing data are firstly classified into ‘seen
class’ or ‘unseen class’ according to a disagreement threshold, and
then the ‘seen-class’ and ‘unseen-class’ data are classified by a
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Table 3
Comparative results in the generalized ZSL setting on AWA2, CUB, and SUN. U = ACC of unseen classes, S = ACC
of seen classes, H = Harmonic mean of unseen-class ACC and seen-class ACC . Generative: generative methods;
Embedding: embedding based methods; Fine-tuned: fine-tuned feature based methods.

Method CUB AWA2 SUN

U S H U S H U S H

Generative SABR [3] 55.0 58.7 56.8 30.3 93.9 46.9 50.7 35.1 41.5
ABP [73] 47.0 54.8 50.6 55.3 72.6 62.6 45.3 36.8 40.6

Embedding TCN [74] 52.6 52.0 52.3 61.2 65.8 63.4 31.2 37.3 34.0
APNet [43] 48.1 55.9 51.7 54.8 83.9 66.4 35.4 40.6 37.8

Fine-tuned

QFSL [75] 33.3 48.1 39.4 52.1 72.8 60.7 30.9 18.5 23.1
LFGAA [54] 36.2 80.9 50.0 27.0 93.4 41.9 18.5 40.0 25.3
AREN [17] 38.9 78.7 52.1 15.6 92.9 26.7 19.0 38.8 25.5
DAZLE [19] 42.0 65.3 51.1 25.7 82.5 39.2 21.7 31.9 25.8
AREN+CS [17] 63.2 69.0 66.0 54.7 79.1 64.7 40.3 32.3 35.9
DAZLE+CAL [19] 56.7 59.6 58.1 60.3 75.7 67.1 52.3 24.3 33.2

SetNet(Ours) 40.0 76.7 52.6 24.6 89.5 38.6 24.4 37.0 29.4
SetNet+ID3M(Ours) 64.3 69.4 66.8 61.8 77.9 68.9 37.7 34.5 36.0
5

w
Z
w

Table 4
Comparative results (ACC) of SetNet with different ensemble sizes on AWA2,
UB, and SUN.
Ensemble size 1 2 4 6 8 10

AWA2 64.7 66.6 65.3 66.5 68.0 67.4
CUB 68.9 69.0 72.4 72.6 74.0 73.4
SUN 60.0 60.8 62.2 63.3 64.2 63.8

Fig. 4. Results with different False-Negative Rates.

ZSL-SetNet and a ZSL-SetNet respectively. Here we investigate
he effect of the disagreement threshold (θ ) on the GZSL perfor-
ances by performing GZSL tasks on AWA2, CUB, and SUN under

he PS data split setting. θ is set according to the False-Negative
Rate (FNR), which is set as {0.05, 0.07, 0.09, 0.11, 0.13, 0.15,
0.17, 0.19}. The results are shown in Fig. 4. As seen from Fig. 4,
in the beginning, the GZSL performances increase as the FNR
increases accordingly. This is because when the FNR is larger,
more real unseen-class data would be classified as ‘unseen class’
by ID3M and then classified by a specialized ZSL-SetNet, which
means a higher unseen-class ACC. Since the harmonic mean (H)
of unseen-class ACC and seen-class ACC is mainly influenced
by the unseen-class ACC in GZSL, a higher unseen-class ACC
results in a higher H. However, exceedingly increasing FNR would
make the GZSL performances decrease since it leads to a largely
reduced seen-class ACC. On the whole, Fig. 4 shows us that the
GZSL performances are not very sensitive to the disagreement
threshold.
8

Fig. 5. Results with different weights of diversity regularizer.

.5.3. Sensitiveness to weight of diversity regularizer
Here we test the sensitiveness of the ZSL performances to the

eight of diversity regularizer (λ) by performing conventional
SL tasks on AWA2, CUB, and SUN under the PS data split setting
ith λ = {0, 0.01, 0.1, 0.2, 0.4, 0.8, 1.0}. The results are shown

in Fig. 5, where we can see that diversity regularization is benefi-
cial to the ZSL performances and the ZSL performances are not
very sensitive to the weight of diversity regularizer to a large
extent on all the three datasets. However, the ZSL performances
would decrease if the weight of the diversity regularizer is too
large or too small. This is because a quite large λ would reduce
the influence of the classification objective term on the overall
objective and a very small λ would ignore the effect of diversity
regularizer, both resulting in inferior ZSL performances.

5.6. Visualization

To show that the multiple-attention module in SetNet has
learned semantically meaningful visual features, we visualize the
attentive regions generated by SetNet on unseen-class images
from CUB. As shown in Fig. 6, different parts like heads, bodies,
legs from different bird species are explicitly captured by the
multiple-attention module, demonstrating the ability of SetNet
to learn local visual features which are consistent with seman-
tic attributes. Besides, it is noted that the region captured by
A seems to have no explicit semantic meaning for the shown
3
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Fig. 6. Visualization of semantically salient regions. At each row, the most-
left image is the original image, the four images at the right side show the
semantically salient regions via heat maps generated by spatial attentions.

Table 5
Comparative results of the overheads of SetNet, sub-DDM and ResNet101.
Para num=parameter number, FLOPs = floating point operations, Train time =

raining time on AWA2 by 60 epochs, Train mem = training memory on AWA2
with batch size = 64, Infer time = inference time on 100 images, Infer mem =

nference memory on 100 images, K = 1e3, M = 1e6, G = 1e9, h means hour,
means second.
Method Para num FLOPs Train

time
Train
mem

Infer
time

Infer
mem

ResNet101 44,549k 7834M 6.6 h 9.6G 0.52 s 2.2G
Our SetNet 43,677k 7839M 6.8 h 9.5G 0.47 s 1.8G
Our sub-DDM 42,562k 7831M 6.6 h 9.6G 0.47 s 2.2G

images, this is potentially because the visual feature extracted
from this region is discriminative for all the images in the whole
dataset.

6. Conclusion and future works

In this paper, we propose a semantic-diversity transfer net-
ork (SetNet) and an inner disagreement based domain detection
odule (ID3M) to tackle the (G)ZSL problem. SetNet extracts mul-

iple local visual features with semantic diversity via a multiple-
ttention module and a diversity regularizer and models the di-
erse visual–semantic relations by establishing a visual–semantic
rojector ensemble, facilitating the knowledge transfer from seen
lasses to unseen classes from diverse local perspectives. ID3M is
roposed to alleviate the bias problem in GZSL, which employs
novel self-contained training scheme and detects out unseen-
lass data based on an inner disagreement criterion. Extensive
xperimental results show that the proposed method can outper-
orm existing methods with a significant improvement on three
ublic datasets. In addition, as shown in Table 5, the overheads of
ur proposed methods are generally close to or even smaller than
hat of the widely used ResNet101 backbone network, which are
sually affordable for a single-card GPU machine.
We would also point out that although our proposed methods

re designed for (G)ZSL for RGB images, it could also be extended
o other domains and fields. Broadly speaking, the potential other
omains could be categorized into image data and other modal-
ties. For image data, they could be directly applied without
otable modifications. For other input modalities, some modality-
pecific modifications are needed, in particular, a domain-specific
ackbone network should be designed to extract domain-specific
eatures, e.g. DGCNN [76] for 3D point clouds, Bert [77] for texts,
nd Wav2vec [78] for audios.
9

In the immediate future, we would pursue in the following
three directions to improve our proposed methods: Firstly, rather
than designing multiple mappings as done in this work, how
to use the known knowledge on the semantic space to design
more suitable mappings in a principled way, will be investigated.
Secondly, our current OOD detector achieves a relatively low
performance on the dataset with a large number of classes, its
suitability on large-scale datasets should be further investigated.
Thirdly, all the training samples are treated equally in our cur-
rent ID3M module, but some samples are generally harder to be
identified than others. Hence how to assign different weights to
the training samples, would also be investigated.
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