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to Physical Reasoning
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Abstract—Unknown surface material classification
(SMC) can inform a robot about material properties,
enabling it to interact with environments appropriately.
Recent research has leveraged multimodal data using deep
learning to improve the performance of SMC. In this article,
we present a deep learning model, multimodal temporal
convolutional neural network (MTCNN), which integrates
energy spectrum, dilated convolutions, and sequence
poolings into a unified network architecture. The proposed
model can learn material representations from auditory and
multitactile (i.e., acceleration, normal force, and friction
force) data generated by dragging a tool along surfaces,
and distinguish unknown object surface materials into
categories. For surface material data collection, a tool
is also designed to detect different object surfaces. The
performance of MTCNN is evaluated on a public dataset
and the highest classification accuracy is 87.55%. A robotic
curling example is provided to illustrate how the presented
model helps the robot in manipulation.
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I. INTRODUCTION
ATERIAL perception is an important ability for both humans and robots to appropriately interact with environments [1], [2], which entails distinguishing a material category
and its properties (e.g., flexibility, friction) via sensory inputs.
Surface material classification (SMC) is a typical formulation
of robotic material perception, which has wide applications in
many fields [3], [4]. Most prior works focus on addressing classical SMC, where the methods aim to recognize the materials as
same as the materials in the training dataset at the inference stage.
In the real world, robots are more likely to encounter unknown
materials that have never been discovered before. Recognizing
unknown materials, whether they belong to the same category
as some materials learned yet, is a more challenging task. We
formulate this task as unknown surface material classification
(USMC) and explore its application to physical reasoning in
robotics (as shown in Fig. 1).
Suitable perception capability is the basis of material perception. Visual modality has been widely explored in many
tasks [5]. Nevertheless, as a noncontact sensing modality,
visual sense has limited ability to infer material physical properties [6]. Moreover, vision-based SMC approaches also have
some intrinsic limits [7]. These motivate us to leverage contact
sensing modalities in the USMC task. Haptics and (contact)
sound are both generated by continuous contact between two
objects, which are also two crucial cues in human material
perception [8]. Both kinds of modalities can be used to address
some challenges existing in vision-based models. For instance,
two bolts or boards made of different materials may have similar
visual appearances (see Fig. 2). It is difficult for vision-based
methods or humans to identify the difference between these two
materials just by sight. However, it is possible to distinguish them
if we can get auditory and tactile feedback. Humans can leverage
multiple kinds of haptic signals and sound to provide reliable
material recognition, however, most prior works in robotics have
not considered as many modalities as humans. How to leverage
sound and multiple haptic cues in robotic material perception
needs further study.
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Fig. 1. Overview of the robotic manipulation framework with material
perception. The robot first automatically collects multimodal data by
dragging the recording tool across the surface. It then recognizes the
interacted unknown surface material by a USMC model. Finally, the
integrated physics engine reasons and leverages the physical properties through the recognition result to generate a suitable strategy for
manipulation. The red dotted lines denote the trajectories of the blocks,
and the red arrows denote the moving direction.

Fig. 2. Examples of different materials with similar visual appearances. The bolts in (a) and (b) are nylon (Polymers) and alloy steel
(Metals), respectively. (c) is a white cardboard (Wood), while (d) is a
white PVC board (Polymers).

The primary problem of multimodal USMC is how to learn
powerful representations from diverse modalities effectively. In
this article, all multimodal modalities are 1-D heterogeneous
sequence data, which often have different temporal resolutions
(i.e., sample rates and length). Most prior works have extracted
representations from sequence data by hand-crafted descriptors,
1-D convolutional neural networks (CNN), or 2-D CNNs. However, hand-crafted features require a lot of expert experience
and have worse generalizations than deep learning methods.
Raw 1-D data often contains redundant information and noise,
which makes 1-D CNN methods hard to converge [9]. The others
convert 1-D sequence data into pseudoimages and leverage 2-D
CNNs to process these images, which breaks the fundamental
assumption translation invariance of 2-D CNNs [10]. Besides,
different hyperparameters are often required for processing different modalities [11], and it takes a lot of time to find out a set
of suitable hyperparameters.
To this end, we present multimodal temporal convolutional
neural networks (MTCNN), which take energy spectrums of
raw multimodal data as inputs and leverage dilated 1-D CNNs to
extract material representations. The novel structure of MTCNN
enables it to efficiently process multiscale temporal data using the same architecture, which also helps us analyze each
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modality’s effect on material perception without the impact
of parameter difference. Furthermore, based on the recognition results from MTCNN, robots can understand and leverage
physical properties through a physics engine. Then, the robots
can generate appropriate manipulation strategies (as shown in
Fig. 1). The main contributions of this article are summarized
as follows.
1) We propose MTCNNs that can effectively learn material
representations from heterogeneous auditory and haptic
1-D sequences to reliably recognize unknown materials,
where a novel unified network structure is used to process
multiscale temporal data productively.
2) We introduce a robotic manipulation framework consisting of a multimodal data automatically recording tool, a
USMC pipeline (MTCNN), and a physics engine. It can
generate suitable manipulation strategies through physical reasoning based on the interacted unknown surface
materials’ recognition, while the recording tool can automatically collect the multimodal data.
3) We compare the experimental results to demonstrate the
effectiveness of MTCNN in USMC. Real-world robotic
experiments demonstrate that the proposed approach can
help the robot understand the environment and infer
appropriate manipulation strategies, suggesting that the
USNC-based framework has considerable potential in
industrial applications (e.g., product material sorting and
assembling).
The rest of this article is organized as follows. Section II provides related works of SMC. Section III introduces the proposed
MTCNN. The USMC experiment results are given in Section IV.
The robotic experiments are presented in Section V. Finally,
Section VI concludes this article.
II. RELATED WORK
A. Tactile/Auditory SMC
In the past decades, SMC using tactile perception has been
widely explored. Tactile modalities including contact force [12],
capacitance [13], acceleration [14] have been used for material
recognition for a long time. Recently, with the development
of sensor technology, the BioTac fingertip, which can sense
multiple types of tactile information, including temperature and
vibration, has been used in the SMC task [15]. Optical tactile
sensors have also been developed to estimate material properties [16]. Optical tactile information contained denser tactile
information than the traditional ones, from which SMC methods
can learn texture features by image-based approaches. Only a
few studies on material recognition using acoustic sensing have
been published [17], [18].
B. Multimodal SMC
Combining vision with haptics is a common way to address SMC. Gao et al. [19] stacked multichannel tactile data
as pseudoimages and fused texture features from them with
real visual representations. Zheng et al. [20] converted tactile
data into spectrograms and learned a common space of tactile
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Fig. 3. Overview of MTCNN. The network consists of three modules: 1) MFCCs extractors, 2) TCNNs, and 3) a multimodal classifier. Three
modules work jointly to learn unimodal and multimodal material representations and recognize the unknown materials.

and visual modalities. Besides visual and tactile information,
Tatiya et al. [11] leveraged audio data. They first extracted
primary Mel-spectrogram features from raw sound data and
stacked tactile data as pseudoimages. They then processed these
pseudoimages and real visual images by a 2-D CNN. Liu
et al. [7] pointed out that auditory and tactile information was
rather complementary and helpful for the SMC task. They
also showed that bimodal material recognition outperformed
unimodal recognition. Unlike most previous studies, our work
explores a novel approach that can leverage multitactile and
auditory information, which is inspired by the human perception
process in nonvisual situations [8].
III. MULTIMODAL TEMPORAL CONVOLUTIONAL NEURAL
NETWORK (MTCNN)

MTCNN takes the MFCCs of multiple heterogeneous sequence data as inputs to reduce noise and redundant information
in raw data. Given a raw 1-D sequence data as x and split it into
L frames with U points in each frame. We denote si (n) as one
frame, i ∈ {1, 2, . . ., L} and n ∈ {1, 2, . . ., U }. Then, we can
take the discrete Fourier transform (DFT) of the si (n)
si (n)w(n)e−j2πkn/N , 1 ≤ k ≤ K

(1)

n=1

where w(n) is a N sample long analysis window function, and
K is the length of the DFT. The short-term power spectrum
Pi (k) of si (n) is given by
Pi (k) =


π
Cit cos d(t − 0.5)
T
t=1

T


(5)

where d = 1, . . ., D and D is the dimension of the MFCCs.
Then, we can get the MFCCs of the raw sequence data, which
are frame-level features.
B. Temporal Convolutional Neural Network (TCNN)

A. MFCCs Extractor

N


where t ∈ {1, 2, . . ., T } and T is the number of filters, and F [·]
is the list of T + 2 Mel-frequencies.
Finally, we denote Cit (M ) = ln(Gti (M )) and the MFCCs of
x can be computed by
MFCCi (d) =

The overall architecture of MTCNN is shown in Fig. 3,
which consists of three components: Mel-frequency cepstral
coefficients (MFCCs) extractors, temporal convolutional neural
networks (TCNNs), and a multimodal classifier.

Si (k) =

The resulted spectrum is then convolved with a set of triangular band-pass filters Pi (M ) into Gti (M ). The filters are given
by
⎧
0
k < F [t − 1]
⎪
⎪
⎪ k−F [t−1]
⎨
F
[t − 1] ≤ k ≤ F [t]
[t−1]
Ht (k) = FF[t]−F
(4)
[t+1]−k
⎪
F [t] ≤ k ≤ F [t + 1]
⎪
F [t+1]−F [t]
⎪
⎩
0
k > F [t + 1]

1
|Si (k)|2 .
N

(2)

The spectrum Pi (k) is wrapped along with its frequency
axis k (in Hz) into the Mel-frequency axis M as Pi (M ). The
relation [21] between k and M is given by
M (k) = 2595 log10 (1 + k/700).

To effectively learn unimodal material representation from
1-D sequence data with multiscale temporal information, we
develop a novel neural module TCNN, which is the core of
MTCNN and consists of two submodules: Dilated 1-D CNN
and Sequence Pooling (SeqPooling).
Dilated 1-D CNN. A general receptive field setting is required in TCNN to adapt to multiscale temporal information.
Compared to the standard convolution, the dilated convolution
is one way to support the exponential expansion of the receptive
field, which makes the model more robust, and without loss of
convergence [5]. Dilated 1-D CNN consists of both standard 1-D
convolutional layers and the dilated ones, making TCNN more
robust to adapt to different situations. Both 1-D convolutional
operators can be described by

(3)

y[i] =

L


x[i + rl]h[l]

(6)

l=1

where x[i] is the data point of the ith frames, y[i] is the corresponding output, h[l] denotes the lth filter parameter with the
total parameter number is L, and r is the dilated rate. For the
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standard convolution, r = 1, while r > 1 for the dilated one.
Dilated 1-D CNN then learns the primary unimodal material
representations Mf ∈ Rnc ×1 from MFCCs, where nc is the
channel number. However, Mf is a frame-level feature and does
not contain global temporal information. TCNN thus needs an
effective module to integrate all frames’ representations.
SeqPooling. To capture global temporal information from all
frames and get the final material representations, SeqPooling is
proposed, which is based on the assumption that
Mf ∼ N (μ, Σ)

(7)

where N (μ, Σ) is a multivariate normal distribution with mean
vector μ ∈ Rnc ×1 and covariance matrix Σ ∈ Rnc ×nc . To reduce
the computation costs and accelerate convergence, we further
assume the covariance matrix Σ is a diagonal matrix with
di = Σ[i, i], and we denote D = (d1 , d2 , . . ., dnc )T . Therefore,
the mean vector μ and the vector D can be used as the final
material representations. We experimentally evaluate different
combinations of μ and D to find out the best way to merge the
frame-level representations in the USMC task. Finally, we find
that taking μ alone as the material representations has the best
performance in the USMC task. Therefore, the merged material
features are given by
Mp = (μ1 , μ2 , . . ., μnc )T
nf
l=1

μi =

Mfl (i)

(8)
(9)

nf

where l denotes the vector is from the lth frame.
Besides, we leverage the multihead scheme to improve the
generalization of MTCNN. Given a primary material feature
Mp , the multihead scheme can extract the final representation
by the following step.
The Mp is first projected into multiple relatively lowerdimensional spaces
i
Mmid
= f WiT Mp + bi

(10)

where Wi ∈ Rnc ×nmid is the projection matrix of ith head with
nmid < nc , bi is the bias, and f (·) is the activation function.
These low dimensional vectors are then concatenated and
projected into the desired feature dimensions.
Mm = f WoT Mmid + bo
Mmid =

1
Mmid

⊕ ... ⊕

h
Mmid

(11)
(12)

where Wo ∈ Rhnmid ×nf d with nf d is the expected feature dimensions, bo is the bias, f (·) is the activation function, h is the
number of heads, and ⊕ denotes concatenation.
C. Multimodal Classifier
The multimodal classifier is a three-layer fully connected
neural network that maps a multimodal material representation
to material categories. Given the unimodal material features Ms ,
Mhi , i = 1, . . ., n, where subscripts s and h represent sound
and haptics, respectively, and n denotes the number of tactile
modalities, the recognition result is given by
C = W1T f W2T f W3T Ms,h + b3 + b2 + b1

(13)
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Ms,h = Ms ⊕ Mh1 ⊕ . . . ⊕ Mhn

(14)

where C = {ck }k=1...N is the recognition category vector, W1 ,
W2 , and W3 are projection matrix with the corresponding biases
b1 , b2 , and b3 , and f (·) is a activation function.
D. Implement Details
We train our model by Adam [22] with a fixed learning rate
10−5 and use Xavier initialization [23] to initialize. The loss
function is the cross-entropy function [see (15)], and the batch
size is always 32. The Pytorch-1.31 is used to build our models,
which are all trained on a single NVIDIA GeForce RTX 2080Ti.
L(y, ŷ) = −

N


ŷk log(yk )

(15)

k

where yk and ŷk are the predicted score by the model and the
groundtruth for each class k in N categories.
Network Architecture Details. MTCNN consists of the following layers for each module:
1) TCNN: C(5,512) - DC(3,512,2) - DC(3,512,3) - C(1,512)
- C(1,1536).
2) SeqPooling: MO - 3×L(1536,512) - CO - L(1536,256).
3) Multimodal classifier: L(N ×256,128) - DP(0.2) L(128,128) - DP(0.2) - L(128,8).
where C(k, c) denotes a standard convolutional layer with k × k
filters, c channels, and 1 stride, DC(k, c, d) denotes a dilated
convolutional layer in which the dilated rate is equal to d,
and k and c have the same meanings of them in C(k, c), MO
and CO denote mean computation and concatenate operation,
L(i, o) denotes a fully connected (linear) layer mapping features
from i-dimensions to o-dimensions, 3× means three parallel
linear layers in the multihead scheme, N denotes the numbers
of modalities, and DP(p) denotes a dropout operation with p
possibility. ReLU and batch normalization functions are added
after each layer in TCNN, while ReLU functions are also
added after the first two linear layers in the multimodal classifier. Furthermore, we extract MFCCs from raw sequence data
by python_speech_features, while numcep=24, nfft=1024, and
other parameters are default values.
IV. EXPERIMENTS
In this section, we perform several quantitative experiments
on LMT Haptic Material (LMTHM) Database [24] to evaluate
the USMC performance of MTCNNs. The goals of the experiments are: 1) to test whether MTCNN outperforms baselines
in USMC tasks, 2) to demonstrate that each proposed module in MTCNN is helpful, and 3) to investigate whether the
combining sound and multiple haptic cues can improve USMC
performance of models (i.e., whether modalities are helpful and
complementary for each other). We also build a new multimodal
material dataset using an automatic recording tool to deploy the
proposed model in the real world. The qualitative experiment
results show that MTCNN can distinguish different objects with
similar visual appearances but different materials using auditory
and haptic inputs.
1 [Online].

Available: https://pytorch.org/
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Fig. 4. Overview of LMTHM Database. (a) The visual appearances correspond to eight categories named from left to right: wood,
biodegradable, polymers, ceramics, glasses, stones, metals, and composites. (b) Examples of normalized auditory and tactile data in LMTHM
database. (a) Examples of visual appearances of 8 categories. (b) Examples of auditory and tactile data.

A. Dataset Introduction
LMT Haptic Material (LMTHM) Database is a public multimodal material dataset. Strese et al. [24] proposed the device
Texplorer2 and used it to record multimodal data (such as sound,
acceleration, normal force, and friction force) of various surface
materials. LMTHM Database is composed of 193 × 5 = 965
multimodal samples collected for 193 different surface materials, while each material has 5 samples and all materials belong
to 8 different categories. The examples of the visual appearance
of each category are shown in Fig. 4(a). The examples of multimodal data in LMTHM Database are shown in Fig. 4(b). The raw
3-D acceleration collected by TU1 is combined to one dimension
using DFT321 [25]. More details of LMTHM Database can be
found at [24] and their website.2
Daily-Life Sound and Haptic Material (DSHM) Dataset is
built by an automatic recording tool XELA-Sound [as shown
in Fig. 5(a)]. XELA-Sound is composed of a XELA tactile
sensor (Model XR1946) for recording tactile data (i.e., normal
force and friction force) and an Audio-Technica microphone
(AT9902) for recording sound. Compared to LMTHM Database,
we use quite different sensors to record multimodal auditory
and tactile data, and normalize all data just like [24]. We do
not incorporate an accelerometer into the device because the
benefit of additional acceleration is negligible (see details in
Section IV-E). The automatic data collection process has three
stages: device location, haptics recording, and sound recording.
1) The XELA-Sound is initially positioned in the robot
workspace in a posture for which the tactile sensor is
facing the ground. A calibrated camera is then used to
obtain the location of the device in the robot coordinate.
2) Given the device’s location, the robot can automatically
grasp XELA-Sound and bring it above the fixed surface.
The robot manipulates the device downward until the
normal force exceeds a threshold, ensuring a complete
contact between the tactile sensor and the surface [like
Fig. 5(b)]. The robot then manipulates the device to rub
2 [Online].

Available: https://zeus.lmt.ei.tum.de/downloads/texture/

Fig. 5. Overview of DSHM Dataset. (a) XELA-Sound can record the
haptic data by a XELA tactile sensor (like (b)) and record the sound data
by an Audio-Technica microphone (like (c)). The gripper takes XELASound device swipe across the interacted surface to record multimodal
data. For small objects (e.g., bolts, UV curable resin, and hammerhead), the robot takes the device repeatedly swipe across the surface.
(d) All materials in DSHM Dataset. (a) XELA-Sound. (b) Haptic collection. (c) Audio collection. (d) The materials in DSHM Dataset.

TABLE I
DESCRIPTION OF EACH PART OF 5-FOLD CROSS-VALIDATION ON THE
LMTHM DATABASE

across the surface at a constant speed in order to record
tactile data. Finally, the robot repositions the device and
rotates it into a new posture such that the tactile sensor is
perpendicular to the ground [like Fig. 5(a)].
3) The sound collection [like Fig. 5(c)] is similar to the
haptic collection, but when to stop the moving down
action is determined by the starting position of swiping
in the haptic collection.
To build DSHM Dataset, we leverage a robotic arm UR5 and
collect 86 samples from 16 objects with different materials [as
shown in Fig. 5(d)]. More details about the recording process
and the DSHM Dataset can be found in Appendix A.
For quantitative comparisons, we use LMTHM Database to
train and evaluate USMC methods. Besides, fivefold crossvalidation is used to obtain reliable comparison results. We
divide materials in each category into five parts and take in turn
one of these as testing data with the others as training data. Class
5, named Glasses, only has four materials, so we use them for
training only. The description of the numbers of materials in
each part could be found in Table I. For qualitative evaluations
and robotic applications, DSHM Dataset is used to fine-tune
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TABLE II
UNIMODAL PERFORMANCE AND COMPUTATION COSTS COMPARISON

the MTCNNs, which have been pretrained on the LMTHM
Database.
Additional data augmentation techniques such as the on-thefly method [26] have the potential to improve performance by
increasing the amount and the variety of the training data. But
they require extra methods for each kind of modality and are not
the focus of this article.
B. Baseline Introduction
In this article, we adopt the five existing SMC approaches for
performance comparison:
1) DAL Network (DALNet): This method is proposed in [3].
It first extracts power spectral density (PSD) features
from raw data, and principal component analysis (PCA)
is applied to reduce PSD features’ dimensions into 200
dimensions. These features are then fed into a fully connected network.
2) Spectrogram-Based (Spec.): This method is proposed
in [20]. It first uses short-time Fourier transform (STFT)
to convert raw data to spectrograms, which are treated as
images and processed by 2-D CNNs.
3) Mel-Spectrogram-Based (Mel-spec.): This method is proposed in [11]. It is similar to Spec., but it computes log
Mel-spectrogram of raw data as pseudoimages.
4) 1DCNN-Based (1DCNN): This method is proposed
in [10]. It directly takes raw data as inputs and flattens
the features from CNNs as texture representations.
5) LSTM+1DCNN (LSTM.): This method is proposed
in [27]. It is based on 1DCNN, but uses LSTM to integrate
temporal information.
In Spec. and Mel-Spec., we directly use ResNet-18 [28] to
extract texture representations. We leverage scipy to extract
PSD features from raw data, STFT to convert time-series data
into spectrogram [20], and librosa to generate log-scaled Melspectrogram [11].
C. Unimodal Quantitative Results
The unimodal situation is a simplified multimodal situation. It
is easier to analyze the effect of each modality in USMC through
unimodal inputs. Table II introduces each method’s performance
in unimodal situations on the LMTHM Database. Table II also
presents the number of parameters (Params. Num.) and the computation costs (floating-point operations, FLOPs) of methods
when each method takes sound as inputs. For convenience, in
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the following tables, we use abbreviations to replace the full
modality names: S for sound, A for acceleration, F for friction
force, and N for normal force.
The results in Table II show that MTCNN outperforms all
baselines in unimodal situations. Specifically, MTCNN approximately improves 10% compared to the best baselines when taking either sound or normal force as inputs. Especially, DALNet
prefers to recognize all samples as Wood so that it achieves the
same accuracy 46.67% in all situations, while the proportion
of Wood in the dataset is also equal to 46.67%. It might be
caused by that USMC is a challenging task, and LMTHM
Database exhibits long-tail distribution so that DALNet fails to
learn effective representations from materials in each category.
Mel-spec. gets a similar result comparing to MTCNN when it
takes acceleration as inputs. Compared to MTCNN, 1DCNN
gets an approximate performance with friction force as input. In
general, MTCNN achieves the best USMC performance with
relatively low computation costs and parameter amounts in
unimodal situations.
Fig. 6 illustrates that sound is more appropriate than haptics for recognizing ceramics and metals. Meanwhile, tactile
information (except acceleration) is more effective for distinguishing polymers. Acceleration-MTCNN struggles to distinguish unknown materials. Nevertheless, acceleration-MTCNN
obtains a little better performance than sound-MTCNN for
wood and normal force-MTCNN for stones, respectively. Since
materials in composites are all composites of the other seven
categories, making it difficult to determine whether a novel
material belongs to composites or the other seven categories.
Overall, each modality has its own irreplaceable advantages
in distinguishing different materials, and the information for a
single modality may not be sufficient to distinguish all materials. It is why we need to leverage multimodal data to address
USMC tasks.
D. Ablation Studies
The ablation studies are based on the unimodal MTCNN. The
details of the ablation studies are as follows.
1) No-MFCCs (Raw): We take raw time-series data as inputs,
just like [10]. Raw data have high dimensions, which
can not be processed by the original network. We merge
the architecture of 1DCNN into the TCNN. The architecture of TCNN here turns into: C(225,24,3) - MP(5)
- C(5,512,3) - MP(3) - DC(3,512,2) - DC(3,512,3) C(1,512) - C(1,1536).
2) No-MFCCs (FBanks): We use the filter-banks (FBanks)
as preprocessed features to replace MFCCs.
3) No-Dilated: We use standard 1-D convolutional layers
to replace dilated ones. The architecture of TCNN here
turns into: C(5,512) - C(3,512) - C(3,512) - C(1,512) C(1,1536).
4) No-MultiHead: We just employ h = 1 in (12). The architecture of SeqPooling then turns into: MO - L(1536,512)
- L(512,256).
5) No-SeqPooling: We directly use LSTM to integrate frame
representations. The LSTM has two layers and takes
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Confusion metrics of the unimodal performance of MTCNN. (a) Sound. (b) Acceleration. (c) Friction force. (d) Normal force.

features with 256 dimensions as inputs, while the outputs
features have the same dimension.
where C(k, c, s) denotes a standard convolutional layer with
k × k filters, c channels, and s strides, MP(k) denotes a max
pooling layer with kernel size k. Table II shows that MFCCs,
dilated convolutions, and the multihead scheme can improve the
generalization of MTCNN to process heterogeneous sequence
data. When MTCNN takes raw friction force data as inputs, it
gets a better USMC accuracy than taking MFCCs as inputs. But,
it does not perform well for other modalities. The experiment
results also show that the model with FBanks can still learn
effectively from different modalities, but it is slightly worse than
MTCNN. SeqPooling plays a vital role in the MTCNN, and the
lack of SeqPooling makes the USMC performance significantly
decrease for all modalities. Overall, the ablation studies indicate
that all modules in the MTCNN are necessary and help MTCNN
process different modalities.
E. Multimodal Quantitative Results
We then investigate whether MTCNN still outperforms baselines in multimodal situations and whether combining auditory
and multitactile data is helpful and necessary.
The results in Table IV show that MTCNN improves USMC
performances ranging from 5.51% to 15.78% compared to

TABLE III
MTCNN PERFORMANCE WHEN ABLATING DIFFERENT MODULES

TABLE IV
MULTIMODAL PERFORMANCE COMPARISON

the best baselines in all multimodal situations. Compared to
unimodal sound-MTCNN in Table II, additional acceleration,
friction force, and normal force improve the USMC accuracy of
MTCNN by 0.81%, 10.1%, 12.35%, respectively. Multimodal
DALNets have the same results as unimodal situations since
they failed to learn distinctive representations from different
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Confusion metrics of the bi-modal performance of MTCNN. (a) Sound + Acceleration. (b) Sound + Friction Force. (c) Sound + Normal

TABLE V
MULTITACTILE PERFORMANCE COMPARISON

modalities to distinguish unknown materials. The results also
indicate that combining sound with normal force gets a higher
margin of accuracy improvement than other bimodal situations.
This because sound and vibrations (i.e., acceleration) here are
generated by sliding friction so that sound, acceleration, and
friction force may contain more similar information [29]. The
USMC methods all get the best recognition performance when
they take all four modalities as inputs. Nevertheless, the sound,
normal force, and friction force play a more vital role than
acceleration.
To further analyze the effectiveness of multimodal fusion in
the USMC task, we compute the confusion metrics of bi-modal
MTCNN (as shown in Fig. 7). Figs. 6 and 7 illustrate that by
combining sound with tactile modalities, MTCNN can overcome
the weaknesses existing in each unimodal data to some extent
to improve the USMC performance of MTCNN. Remarkably,
using sound and acceleration alone fail to recognize polymers,
while the bimodal MTCNN using sound and acceleration can
recognize polymers better than unimodal ones. Furthermore, all
four unimodal MTCNNs have failed to identify composites, but
the fusion of sound and normal force improves the accuracy of
composites recognition.
To investigate whether the auditory and multi-tactile information is complementary and effective in USMC tasks, we design
several multimodal experiments without audio. The results in
Table V show that without sound information, the USMC performances of MTCNN are significantly decreased compared to the
results in Table IV. Table V and Fig. 6 demonstrate that diverse
kinds of tactile information contain different materials’ features,
and the combinations of different haptic cues can also improve
the USMC performance. In general, combining auditory and
multitactile data is helpful for USMC tasks, and modalities are
complementary to each other.

Fig. 8. Auditory and tactile data of two bolts. For both (a) and (b), the
modalities from left to right are sound, friction force, and normal force. All
auditory and tactile data are normalized and collected by XELA-Sound.
(a) The auditory and tactile data of the bolt of Polymers. (b) The auditory
and tactile data of the bolt of Metals.

F. Qualitative Results
In this experiment, the robot automatically leverages the
XELA-Sound to perceive the two different bolts [as shown in
Figs. 2(a) and (b)]. It then can distinguish them by MTCNN
using the combinations of sound, friction force, and normal
force. These two bolts have very similar appearances, but their
auditory and tactile information are quite different (as shown in
Fig. 8). We train MTCNN 10 times using DSHM Dataset and
take the average recognition performance as the final result in
the evaluation. Finally, we find out that MTCNN can correctly
recognize the bolt of Nylon as polymers, and the accuracy is
higher than 85%. When identifying the bolt of alloy steel, the
accuracy is 60%. MTCNN has 22% to confuse the metal bolt as
wood and 18% to confuse it as polymers.
V. ROBOTIC APPLICATIONS
One main goal of robotic material perception (e.g., USMC)
is to assist robots in understanding and interacting with the environment efficiently. Although quantitative and qualitative experiments in Section IV have shown the USMC performance of
our approach, there are some gaps between material perception
and robotic manipulation. In this section, we develop a prototype
system of curling to show how material perception models help
robots understand environments and infer appropriate strategies.
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A. Task Statements and Physics Engines
We consider applications of material perception for robotic
curling and use a robotic arm UR5 equipped with a parallel-jaw
gripper for gripping and releasing the object. The robotic curling
can be described as: 1) the robot first grasps the object to the
preset point, 2) next, the gripper with the object accelerates
continuously along a predetermined trajectory, and 3) the robot
then opens the gripper such that the object slides forward with
the initial velocity vr when the gripper reaches the release point
xr with the desired velocity vr . Therefore, the strategies here
are determined by two key parameters: xr and vr . Following
the conventions in [30], we assume that the object and the
gripper always have the same velocity during acceleration, and
the friction force between the object and surface mainly works
after the robot releases the object. In this case, physics engines
are used to reason on the physical properties via a look-up table
that describes the relationship between material categories and
friction coefficients.
After the robot releasing the object, only friction force does
negative work such that the process of object slide is described
as follows:
1
1
mv 2 − mv 2 = −μFn d
2 1 2 0

(16)

where m is the mass of the object, v0 is the initial velocity
when the robot release the object, v1 is the velocity after the
object sliding d, μ is the friction coefficient, and Fn = mg is
the normal force with g = 9.81 m/s2 . Thereafter, we develop
physics engines for three different kinds of shots in curling.
Single Object Slide aims to let an object slide forward and rest
on the desired position, which is a basic action in curling. Since g
is a constant, and μ is inferred by the physics engine based on the
MTCNN recognition result, given v1 = 0, the sliding distance
is
d=

1 2
v
2μg 0

(17)

Raise and Takeout are two typical kinds of shots, which
involve two object slides and impacts. Both of them aim to let
the object b slide desired distance, but the kinetic energy is given
by the collision between object a and b. The collisions between
two objects can be described as
α=

vb2 − va2
va1 − vb1

ma va1 + mb vb1 = ma va2 + mb vb2

1
2μg

ma
ma + m b

2

(1 + α)2 va2 0 − 2μgda

where va0 is the speed of a when the robot releases it, and da is
the sliding distance of a before the impact.
Definitions of Some Curling Terms. Before proceeding, we
explain some curling terms for understanding the tasks. House
is the area where points are scored. Tee is the center point of
House, and the blocks’ distances from Tee determine the score.
Raise is a shot in which the delivered block bumps another block
forward to Tee, while Takeout is a shot in which a block hits
another one and knocks it out of House.

(18)

where α is the coefficient of restitution which depends on the
materials of object a and b, va1 , va2 are the velocity of the object
a before and after the collision, respectively, and vb1 , vb2 are the
velocity of the object b before and after the collision respectively.
In our case, we denote the object b is the bumped one with
vb1 = 0, and all impacts are the central impact so that the sliding
distance of the object b after the collision is given by
d=

Fig. 9. Real-world simplified curling experiments. (a) and (b) show
single object slide on a PVC board and a particleboard, respectively.
The red dotted lines denote the trajectories of blocks, while the red
arrows represent the moving direction. The green points indicate the
goal position. (c) and (d) demonstrate a raise shot, while (e) and (f)
show a Takeout shot. The red zones and the green points in (c), (d), (e),
and (f) denote house and tee, respectively. Please see the accompanying videos for more results. (a) Single object slide on a PVC board.
(b) Single object slide on a particleboard. (c) Raise: The blue block slides
forward. (d) Raise: Bumping the blue block forward to Tee. (e) Takeout:
The blue block slides forward. (f) Takeout: Removing the blue block from
House.

(19)

B. Experiment in Robotic Curling
In this part, we leverage physics engines and MTCNNs to
evaluate the performance of three different kinds of shots.
Specifically, the objects used here are two cubic blocks. The
positions of both blocks are detected by a calibrated camera.
Fig. 9 illustrates the qualitative results of robotic curling.
Single Object Slide. We conduct 30 tests on each of the two different surfaces: a PVC board from Polymers and a Particleboard
from Wood. The qualitative experiments show that the robot can
deal with sliding well on unknown surfaces using MTCNN and
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the physics engine. The average sliding distance error (ASDE)
is within 0.04 m based on a correct recognition, while the ASDE
is larger than 0.15 m based on an incorrect recognition.
Raise and Takeout. We consider two types of shots: Raise and
Takeout. A Raise is shown in the second row of Fig. 9, while the
third row demonstrates a Takeout. To minimize the blue block
sliding deviations and get reliable results, we manually put the
blue block at the edge of House when evaluating shots’ accuracy.
We evaluate 30 times for each type of shot, and the average
success rates are 73.3% for Raise and 80.0% for Takeout.
VI. CONCLUSION
In this article, we presented a novel deep learning model
(MTCNN) to address challenging USMC tasks using multitactile and auditory modalities. MTCNN can process multiscale
temporal information efficiently based on a unified network
architecture and the appropriate preprocessing of raw data.
Quantitative experiments showed that combining auditory and
multitactile data was helpful, and it aligns with the human
nonvisual material perception process. Through qualitative experiments, we demonstrated that MTCNN, as a USMC model,
can help the robot to understand the environment and guide it to
infer appropriate manipulation strategies.
Although MTCNN performs well in both LMTHM Database
and real-world experiments, it falls short in recognizing Composites. Because the materials in Composites are composed of
mixed components, it is difficult to identify them from other
materials composed of pure ingredients. A possible direction for
future work is to harness more sensory information to improve
the USMC performance of MTCNN. We have focused on classifying unknown object surface materials into the learned categories, which is more challenging than typical SMC. However, if
the robot meets materials that belong to unknown categories, the
classification results may be unreliable. An interesting direction
of USMC is to leverage few-shot learning to enable models to
adapt to novel categories by a few shots. To deploy MTCNN in
our experiment, we have developed XELA-Sound to separately
collect tactile and auditory data, which takes a lot of time. It is
intriguing to construct a novel device capable of simultaneously
recording multimodal data, which will save time and qualify
MTCNN for industrial applications. Besides, in our real-world
experiments, we leverage the hand-crafted physics engines to
understand physical properties and infer appropriate control
parameters, which have many limitations. For more challenging
tasks, It would be necessary to investigate a more sophisticated
physical reasoning and manipulation system (e.g., knowledge
graph reasoning system and sensorimotor learning).
APPENDIX A
DETAILS ABOUT RECORDING PROCESS
In this section, we will introduce more details about the
recording process in Section IV-A. The XELA-Sound is composed of a XELA tactile sensor (Model XR1946)3 and an

3 [Online].

Available: https://xelarobotics.com/xr1946

Fig. 10.

Illustration of the XELA tactile sensor and the used taxel.

Audio-Technica microphone (AT9902).4 We use a XELA tactile
sensor with 24 taxels, each of which can measure tri-axial tactile
cues, to record tactile data. The right-upper taxel (as shown in
Fig. 10) is used to detect friction and normal force (i.e., the
y-axial and z-axial data of this taxel). The raw data received
from the XELA sensor is a relative value of force, which means
that if the sensor is not manually calibrated, the received data are
dimensionless. In our case, the inputs required for the network
should be normalized. As a result, the calibration is trivial. In the
experiment, the normal force read back by the sensor ranges from
38 000 to 45 000 and the threshold mentioned in Step 2) is 39 000.
The friction force ranges from 15 000 to 18 000. When the
robot grabs the XELA-Sound in the air, the values of the friction
and normal force are around 16 300 and 38 000, respectively.
Furthermore, we control the UR5 arm to rub across surfaces
by fixed parameters: speed=0.25 m/s, acceleration=1.2 m/s2 ,
and moving distance=0.3 m.
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