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a b s t r a c t
Photo-to-caricature translation is an extremely challenging task because there are not only texture
differences between caricatures and photos, but also various spatial deformations in caricatures. Most
of existing methods tend to introduce difficult obtained additional information such as precise facial
landmarks to guide caricature generation. In addition, identity preservation is a crucial characteristic
of caricatures, but unfortunately there seems to be few methods to consider it. Motivated by the
aforementioned observations, we propose an Identity-Preservation Generative Adversarial Network
(IPGAN) for unsupervised photo-to-caricature translation. In particular, considering the importance
of identity retention, we propose a novel identity preservation loss to hold the identity information
of original photos and improve the quality of generated caricatures. To capture realistic caricature
styles, we design a style differentiation loss to help our model produce caricatures with styles that
remarkably differ from photos. Moreover, to learn satisfactory deformations without supervision, our
model uses a warp controller to acquire exaggerations automatically that enable to customize diverse
exaggerations. As an unsupervised translation method, our IPGAN can also be applied to caricatureto-photo translation. Experiments on the WebCaricature dataset suggest that our IPGAN achieves
state-of-the-art performance and can generate realistic as well as identity preservation caricatures.
© 2022 Elsevier B.V. All rights reserved.

1. Introduction
A caricature can be regarded as a specific form of portraiture which exaggerates the most distinctive facial characteristics
while retaining the identity of person in the caricature. Caricatures are not only commonly used in political satire, but also are
increasingly used in social media and daily life. For instance, it is
not rare to choose a caricature as the profile picture in blogs as
well as social media sites, or buy a caricature drawn by a street
artist as a gift or souvenir. Unlike cartoons [1] and sketches [2],
the most fascinating character about caricatures is that despite
with the massive distortions, we can still readily identify the
people in the caricatures. Moreover, some researchers have found
it even easier to recognize a person from a caricature than from
an original face image [3].
When drawing caricatures, artists tend to exaggerate the
person-specific facial features based on their observations, which
may be exaggerated to an incredible extent due to the less
constraint by reality. In recent years, with the prosperity of social
∗ Corresponding author.
E-mail address: gouchao@mail.sysu.edu.cn (C. Gou).
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media, there has been a growing interest in caricatures. However,
since creating a caricature often requires a lot of time and effort
from a skilled artist, it is not convenient or friendly to ordinary
people. Thus, the automatic generation of caricatures from a given
face photo, i.e., photo-to-caricature translation is an interesting
and significant research problem. Fig. 1 shows two examples of
photo-to-caricature translation.
Automatically generating caricatures from face photos requires the consideration of both textural style transformations
and spatial exaggerations. Therefore, it is an extremely challenge
task. Most of the early studies [4–9] leverage some computer
graphics and image transformation techniques to generate outline caricatures or black–white illustration caricatures, but their
results usually lack abundant colors and vivid expressions. Recently, generative adversarial networks (GANs) [10] become a hot
topic in the field of computer vision, and various solutions based
on GANs for different problems emerge one after another [11–14].
Moreover, with the success of GANs in image synthesis [15–18]
and image translation tasks [19–24], researchers begin to design
GAN-based models to achieve the photo-to-caricature translation.
Li et al. [25] propose the CariGAN and introduce a facial mask to
guide the exaggerations. CariGANs [26] use two CycleGANs [27]
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noteworthy that we aim at unsupervised translation which stands
for identity labels or paired caricatures and photos are not available as well as our model can also be used to caricature-to-photo
translation.
In summary, our main contributions are three-folds:

• We propose a new Identity-Preservation Generative Adversarial Network (IPGAN) for unsupervised photo-to-caricature
translation, which can generate realistic caricatures with
satisfactory exaggerations while preserving the identity.
• Built upon GAN, besides the frequently-used adversarial loss
and reconstruction loss, we introduce an identity preservation loss to preserve the identity information of original photos. We further present a style differentiation loss
to help our network generate caricatures with styles that
remarkably differ from photos.
• Extensive experiments demonstrate that compared with
other state-of-the-arts, our IPGAN can generate more realistic and visually appealing as well as identity preservation
caricatures. Due to our IPGAN is an unsupervised translation
method, it can also be applied to generating a photo from a
caricature.

Fig. 1. Two examples of photo-to-caricature translation. From left to right, the
images in turn are real face photos, caricatures generated by our method, and
caricatures drawn by artists.

to learn the texture rendering and geometric deformation, respectively. WarpGAN [28] presents a point-based warp method
and jointly learns the texture style transfer along with image
warping. Gong et al. [29] propose a supervised learning caricature
generation model, i.e., AutoToon, and use the deformation field to
guide the exaggeration.
Although these methods have achieved preferable results,
there are still two defects remain improved. On the one hand,
during training, most of these methods require not only many
images from photo and caricature domains, but also additional
guidance information, such as precise facial landmarks. However,
it is time-consuming and laborious to acquire the guidance information for supervised learning. On the other hand, one of
the characteristics of caricatures is that we can easily identify
the people in them. In other words, when translating a face
photo to a caricature, we should consider preserving the identity
information of the people in the original photo, which is rarely
considered in previous works.
Based on the aforementioned observations, we aim to develop
a deep learning model that can be trained in an unsupervised
way and can generate satisfactory caricatures that retain identity
information as much as possible. To this end, we propose a novel
Identity-Preservation Generative Adversarial Network (IPGAN) to
generate realistic and identity detail information preserved caricatures from real photos without supervision. Inspired by recent
face recognition studies that introduce the cosine and angular
margin penalty [30–32] to enhance the discriminative power of
deep face recognition models, we propose an identity preservation loss function based on these penalties to pay more attention
to identity sensitive features and reduce the loss of identifiable information during caricatures generation. To the best of our
knowledge, this is the first attempt to introduce the loss function
from the perspective of face recognition for identity preservation
caricatures generation.
In addition to retaining the identity, to synthesize a satisfactory caricature, it is necessary to realize the transformation of
texture style as well as geometric exaggeration. To make the style
of generated caricatures be more different from that of original
photos, we propose a style differentiation loss during training.
In order to acquire satisfactory exaggerating deformation without
supervision, we introduce a warp controller to estimate a group
of sparse control points to obtain the exaggeration automatically.
Furthermore, our model allows customization of the exaggeration
extent and can generates caricatures with diverse distortions. It is

2. Related work
In this section, we introduce the related works about image
warping, style transfer and caricature generation.
2.1. Image warping
There are many image distortion approaches proposed before, and they can be mainly fell into three classes: parameterbased, field-based and point-based approaches. Parameter-based
approaches [33,34] estimate a group of distortion parameters,
while due to the limited number of parameters, they cannot deal
with fine-grained deformation. Field-based approaches [35,36]
generate the deformation field by predicting all vertices in the
deformation grid, but most of these vertices are futile and difficult
to estimate. Point-based approaches [37,38] use the predicted
control points to control the image warping. In this work, we introduce a point-based warping control module to guide the geometric
deformation without any supervision.
2.2. Style transfer
Style transfer methods aim to address the problem of rendering an original image with target styles. Early style transfer
efforts [39,40] use Convolutional Neural Networks (CNNs) for
style rendering. In recent years, due to the strong ability of GANs
in fitting data distributions, many GAN-based approaches have
been proposed [41,42]. CycleGAN [27] introduces a cycle consistency loss and realizes image-to-image translation with unpaired
image sets. UNIT [43] and MUNIT [44] make shared-latent space
assumption, and generate multiple styles using a generator consisting of two encoders and a decoder. DRIT [19] produces diverse
style outputs by a disentangled representation based approach.
MSGAN [45] proposes a convenient mode seeking regularization
method and shows its effectiveness in image-to-image translation
tasks. StarGAN [46] and StarGAN-v2 [47] achieve one-to-many
and many-to-many translation by employing one single generator. However, all of these models only consider texture rendering,
and do not take into account the geometric deformation which is
important to generate caricatures from photos.
2
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as inputs to generate a style-specific rendered photo G(p, s). The
style encoder Es is used to encode different image styles. The
warp controller W aims to produce appropriate exaggeration
and output the synthesized caricature W (G(p, s), Gm (p, s)), where
Gm (p, s) means the feature map outputted by a certain intermediate layer of the generator. For simplicity, we use W (G(p, s)
to represent W (G(p, s), Gm (p, s)). The discriminator D targets to
distinguish between the real caricature c and the synthesized
caricature W (G(p, s). Note that our model focuses on the retention
of identity information and does not introduce extra identity
labels for supervision. We propose an identity preservation loss
to preserve identity information as much as possible and improve
the quality of generated caricatures. In addition, we further introduce a style differentiation loss to widen the stylistic gap between
the synthesized caricature and the original photo.

Table 1
Comparison of approaches related to caricature generation.
Method

CycleGAN [27]
UNIT [43]
MUNIT [44]
DRIT [19]
MSGAN [45]
StarGAN-v2 [47]
CariGAN [25]
CariGANs [26]
WarpGAN [28]
AutoToon [29]
Ours

Characteristics
Texture

Deformation

Unsupervised

Diverse

✓
✓
✓
✓
✓
✓
✓
✓
✓
✓
✓

×
×
×
×
×
×

✓
✓
✓
✓
✓
✓

×
×

✓
✓
✓
✓
✓

×
✓

×
×
✓

✓
✓
✓

×
✓
✓
✓
✓
✓

2.3. Caricature generation

3.1. Loss functions

The previous works on caricature generation can be mainly
divided into three types: deformation-based, texture-based, and
approaches considering both [28]. Deformation-based approaches
devote to introduce the guidances like 2D landmarks or 3D
mesh [48–50], to realize the geometry deformation. However,
their ability to distort geometrically is often limited by the requirement for guidance. Texture-based approaches [25,51] attempt to capture the style of caricature with popular GANs, but
often result in poor visual quality when they face the situations
with large spatial variation. To solve the above problems, some
works consider to implement texture rendering and geometric
deformation simultaneously in recent years. CariGANs [26] train
two CycleGANs in the image and surface space for texture style
transfer and geometry deformation, respectively. WarpGAN [28]
proposes to realize texture rendering and geometry warping in
an end-to-end system. AutoToon [29] is a supervised learning
caricature generation approach which employs deformation fields
to achieve exaggeration.
The comparison between our approach and other caricature
generation approaches is listed in Table 1. It is worth noting
that although from Table 1, CariGANs and our approach appear to share the same characteristics, our approach differs in
two aspects. On the one hand, our framework only needs to
train a single model, whereas CariGANs need to train two CycleGANs separately. On the other hand, our method emphasizes
the preservation of identity information during generation, which
CariGANs do not consider. Similar to CariGANs, AutoToon leverages two models to conduct image warping and texture rendering respectively. Moreover, AutoToon adopts the supervised
learning training manner and introduces deformation field for
image warping. WarpGAN applies point-based image warping,
only needs one single model and considers preserving the identity, which is closer to our work. However, WarpGAN requires
introducing identity labels as the weakly supervision information in
training, and its proposed identity-preservation adversarial loss may
make the discriminator need to be pre-trained on auxiliary datasets
to acquire identity recognition capacity.

Our loss function contains five categories: adversarial loss,
image reconstruction loss, style reconstruction loss, style differentiation loss and identity preservation loss. Among them, the
style reconstruction loss is used to help our network better capture the style of images and generate a caricature with a specified
style code. The style difference loss is introduced to obtain the
style code of caricatures which is different from the style code of
photos. The identity retention loss is designed to preserve identity
details.
Adversarial Loss. During training, a real photo p and a real
caricature c are randomly sampled. Considering that our goal is to
produce as realistic caricatures as possible, we utilize adversarial
loss to facilitate our network to output fake caricatures that are
hard to distinguish by the discriminator. Our adversarial loss is
formalized as:
Ladv =Ec ∈C [log D(c)]+

Ep∈P ,c ∈C [log(1 − D(W (G(p, Es (c)))))],

(1)

where W (G(p, Es (c))) denotes the fake caricature, which is first
rendered by the generator G with the style of the real caricature
Es (c), and then is geometric distorted by the warp controller W .
Image Reconstruction Loss. Since previous studies have
shown that the L2 distance is more likely to cause blurring
than the L1 distance [41], we used the L1 distance to build
our image reconstruction loss. Therefore, we define the image
reconstruction loss as:
Lrec =Ep∈P ,c ∈C [∥G(G(p, Es (c)), Es (p)) − p∥1 ],

(2)

where G(p, Es (c)) is a rendered image that is synthesized by the
generator G using the real photo p and the style code of the real
caricature Es (c) as inputs.
Style Reconstruction Loss. To ensure that the generated caricature W (G(p, Es (c))) uses the style codes of real caricature Es (c)
during generation, a style reconstruction loss is defined as follows:
Lsr =Ep∈P ,c ∈C [∥Es (W (G(p, Es (c)))) − Es (c)∥1 ].

(3)

Style Differentiation Loss. In order to further make our network generate caricatures with styles that are different from
those of original photos, we design the style differentiation loss
to regularize the network:

3. The proposed approach
Our goal is to build an effective network without supervision
to transform face photos into caricatures with appropriate exaggeration and identity preservation. We denote the photo and
caricature domains as P and C , respectively. The face photo and
caricature are represented to p and c, where p ∈ P and c ∈ C . As
illustrated in Fig. 2, our model consists of a generator G, a style
encoder Es , a warp controller W and a discriminator D. The generator G takes a real photo and a random style code s ∼ N (0, 1)

Lsd =Ep∈P ,c ∈C [∥Es (W (G(p, Es (c)))) − Es (p)∥1 ].

(4)

Note that we aim to enlarge the stylistic gap between generated caricatures and original photos. Hence, we maximize the
style differentiation loss to enforce our network explore the image space and find meaningful style features for the generation
3
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Fig. 2. Overview of our IPGAN. The left shows the pipeline in training phase, and the right illustrates the testing phase. Dotted connection lines of different colors
represent different loss functions.

discrepancy, and enable models to obtain better discriminative
powers. Combining three different kinds of margin penalty from
SphereFace [30], CosFace [31] and ArcFace [32], the face recognition loss can be expressed as:
LFR = −

N
1 ∑

N

i=1

log

eρ (cos(σ1 θyi +σ2 )−σ3 )
eρ (cos(σ1 θyi +σ2 )−σ3 ) +

∑

j̸ =yi

eρ cos θj

,

(5)

where ρ means the feature scale, N is the batch size. θj represents
the angle between ith feature vector xi and the weight vector wj .
yi means the ground-truth class of xi . σ1 , σ2 and σ3 are the hyperparameters. If σ1 = 1 and σ2 , σ3 = 0, LFR becomes a normalized
version of Softmax loss; if σ1 > 1 and σ2 , σ3 = 0, LFR equals
to the loss function of SphereFace [30]; if σ1 = 1, σ2 = 0 and
σ3 > 0, LFR becomes the loss of CosFace [31]; if σ1 = 1, σ2 > 0
and σ3 = 0, LFR degenerates to the loss of ArcFace [32].
Our proposed loss: inspired by these margin penalties, we
present an identity preservation loss to try the best to reduce
the loss of identity information and achieve realistic caricature
generation. Specially, after the last middle residual block of the
generator, we increase a convolution layer, whose kernel size is
3 with stride 2. Following the convolution layer, we introduce
a fully connected layer to obtain important features reflecting
identity. The above process of extracting these important features
is denoted by Φ . Additionally, in our experiment, we follow the
setting of these literatures [30–32], and employ the features with
dimension of 512. Thus, we formulate our identity preservation
loss as:

Fig. 3. Examples of photo-to-caricature translation with and without considering
the retention of identity information.

of caricatures whose style is significantly different from the style
of original photos.
Identity Preservation Loss. Since identity preservation is a
hallmark of caricatures, it is important to pay attention to identity
information for the task of photo-to-caricature translation. To
preserve identity, an intuitive idea is to first make the model
know which important features characterize identity, and then
focus on and preserve these features during the translation process. Since the goal of face recognition is to recognize according to
human facial features, which requires the face recognition model
to focus on the identity sensitive features and adopt applicable
loss functions to boost their discriminative power. Therefore, we
can be inspired from the design of face recognition loss to design
our own identity preservation loss. Fig. 3 displays examples of
photo-to-caricature translation with and without considering the
retention of identity information.
Overview of the face recognition loss: the angular and cosine margin penalties [30–32] using in face recognition models
can enhance both intra-class compactness and the inter-class

Lip = Ep∈P ,c ∈C [Lf (Φ (p), Φ (G(p, Es (c))))].

(6)

Since face recognition losses are actually classification losses
and require ground-truth class labels as supervision information,
while our goal is to achieve unsupervised translation. Therefore,
we skillfully design Lf by combining the idea of angular and
cosine margin penalties:
Lf (a, b) = −ρ (cos(σ1 θ (a, b) + σ2 ) − σ3 ),

(7)

where a and b stand for two different feature, θ (a, b) denotes
the angle between feature a and feature b after normalization.
σ1 , σ2 , σ3 and ρ are hyper-parameters. In this work, we follow
ArcFace [32] to set ρ = 30 and intuitively set σ1 = 1, σ2 =
0, σ3 = 1.
Full Objective. Built upon the above loss functions, our full
objective is defined as:
L = Ladv + λrec Lrec + λsr Lsr − λsd Lsd + λip Lip ,
4

(8)
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Fig. 4. Network architecture of the proposed IPGAN framework for unsupervised photo-to-caricature translation.

where λrec , λsr , λsd and λip are the hyper-parameters controlling the weight of image reconstruction loss, style reconstruction loss, style differentiation loss and identity preservation loss,
respectively.

dimension of the middle layer of the controller is 128, and that
of the last two fully connected layers is 32. We adopt thin-plate
spline interpolation [57] and warp the rendered images to obtain
appropriate exaggeration effect.
Discriminator. As illustrated in Fig. 4, the network structure
of our discriminator is similar to that of the style encoder, but
there are two differences between them. The first is for the discriminator, AdaLIN is used for normalization after the last block
structure. The second one is that the output dimension of the fully
connection layer of our discriminator is 1.

3.2. Network architecture
In this subsection, we introduce the network architecture of
our IPGAN. As shown in Fig. 4, our IPGAN contains four modules
described in detail as below.
Generator. Given an input image, our generator first makes it
pass through a convolution layer with kernel size 3 and stride
1. Following the convolution layer, we introduce four downsampling blocks which adopt the instance normalization [52]
and realize down-sampling by the average pooling. Then there
are four intermediate blocks, where the first two of them use
instance normalization, and the last two of them employ adaptive layer-instance normalization (AdaLIN) [53] combining instance normalization and layer normalization. This is followed
by four up-sampling blocks that employ the nearest neighbor interpolation for up-sampling and adaptive instance normalization
(AdaIN) [21,54]. Finally, the rendered image is output through a
convolutional layer with kernel size 1 and stride 1. Note that the
block structures used in this paper are inherited from the preactivation residual units [55]. A style code is entered into the third
intermediate block to generate images with a certain style.
Style Encoder. We construct our style encoder using a convolution layer with kernel size 3 and stride 1, six aforementioned
block structures, a convolution layer with kernel size 4 and stride
1, as well as a fully connected layer. These block structures
leverage leaky ReLU [56] with slope 0.2 and employ the average
pooling for down-sampling. We do not use any normalization in
the style encoder. In addition, inputting an reference image, our
style encoder outputs a style code with 128 dimensions.
Warp Controller. Our warp controller includes three fully
connected layers. The controller takes the output of the second intermediate block of our generator as input to predict the
control points and the corresponding displacement vectors. Each
control point and corresponding displacement vector is a twodimensional vector in u-v space. Similar to WarpGAN [28], we
employ 16 control points. Therefore, as shown in Fig. 4, the output

4. Experiments
In this section, experiment settings are firstly introduced.
Then, we compare our IPGAN with seven state-of-the-arts and
show the superiority of our IPGAN (in Section 4.2). Subsequently,
we experimentally demonstrate the distortion diversity of our
model (in Section 4.3) and verify the effectiveness of our proposed losses (in Section 4.4). Then, the user study is conducted
to further evaluate our model (in Section 4.5) and face recognition experiments are performed to display the capacity of
our IPGAN in identity preservation (in Section 4.6). Finally, we
conduct comparison experiments on the CaVI dataset (in Section 4.7) and experimentally show the IPGAN can also be applied
to caricature-to-photo translation (in Section 4.8).
4.1. Experiment settings
We conduct our experiments on the WebCaricature dataset
[58] which has 252 identities (celebrities) with a total of 6042
caricatures and 5974 photographs collected from the Internet. We
follow WarpGAN [28] to split the dataset and pre-process these
images using the available 17 facial landmarks. To be specific, we
randomly choose 126 identities (3112 caricatures and 3016 photographs) for training and other 126 identities (2930 caricatures
and 2958 photographs) for testing.
In order to quantitatively evaluate our method, it is necessary
to select appropriate evaluation metrics. Our IPGAN is obviously
a GAN-based approach, and Inception Score (IS) [59] along with
Fréchet Inception Distance (FID) [60] are commonly used to evaluate GANs. However, considering the huge gap between face
5
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Fig. 5. The results of hyper-parameters experiments on the WebCaricature dataset. (a)–(d) show the caricature synthesis performance of our IPGAN under different
values of the hyper-parameters λrec , λsr , λsd and λip , respectively.

Fig. 6. Comparison of our method and seven state-of-the-arts for photo-to-caricature translation on the WebCaricature dataset.

photos and caricatures [58] as well as the requirement of geometric deformation for caricature generation, we do not use IS
and FID for quantitative evaluation. In this work, we choose the
learned perceptual image patch similarity (LPIPS) [61] and Single
Image Fréchet Inception Distance (SIFID) [62] as the evaluation
metric. LPIPS has been proved to have a good correlation with
human perceptual similarity [61] and SIFID pays attention to
the internal patch statistics of image. The lower LPIPS and SIFID
indicate the generated caricatures have better perceptual quality.
We employ the Adam optimizer in PyTorch with β1 = 0 and
β2 = 0.99. Our network is trained for 100,000 steps with the
learning rate of 0.0001 along with the bath size of 8. We resize
the input images to 256 × 256 and the hyper-parameters λrec , λsr ,
λsd and λip are determined by some quantitatively experiments.
The results of hyper-parameters experiments are demonstrated
in Fig. 5. As we can see in Fig. 5(a), when λrec = 10 our method
obtains the lowest LPIPS and SIFID scores. It indicates that setting
λrec to 10 can achieve better performance than setting λrec to
0.01, 0.1, 1 or 100, and λrec = 10 is the best choice. Similarly,
we can select other hyper-parameters in the same way from
Fig. 5. Therefore, we set the hyper-parameters of our model as:
λrec = 10, λsr = 100, λsd = 0.01 and λip = 0.01. In order to
improve the stability of training, the hyper-parameter λsd decays
linearly to zero with the increase of iteration.

of photos and caricatures. Therefore, among the methods specifically designed for caricature generation, we choose WarpGAN for
the comparison experiment. The qualitatively comparison results
are displayed in Fig. 6.
From Fig. 6, we can observe that among all seven comparison methods, CycleGAN produces the clearest results and least
artifacts. The results generated by UNIT and MUNIT lose some
detailed semantic information and have a lot of artifacts. This
may be due to the tremendous difference between caricatures
and photographs, which makes it difficult for them to tackle
the problem of photo-to-caricature translation. DRIT, MSGAN and
Stargan-v2 are able to produce results with rich styles and strong
visual appeal. However, although these approaches can sometimes produce fine texture rendering results, they do not consider
geometric deformation and cannot generate caricatures with exaggeration. Moreover, these approaches attempt to use texture
to compensate for deformations, which easily leads to difficulty
in training and mode collapse. WarpGAN considers both texture
and deformation, and outputs caricatures with diverse styles, but
it also produces some artifacts. However, the results generated by
our IPGAN not only achieve both texture rendering and geometric deformation, but also produce almost no artifacts. Therefore,
Fig. 6 qualitatively demonstrates the superiority of our model
compared to other state-of-the-arts for photo-to-caricature translation.
Note that we aim to achieve photo-to-caricature translation
while preserving the identity information. UNIT, MUNIT, and
WarpGAN all produce somewhat ambiguous output, which inevitably leads to loss of identity information. Although CycleGAN,
DRIT, MSGAN and StarGAN-v2 output cleaner results, they still
fail to produce exaggeration and achieve our goal.
In order to evaluate the quality of synthetic caricatures more
objectively, we also compare our IPGAN with aforementioned
seven method quantitatively. Table 2 lists the quantitative comparison results.

4.2. Comparison to state-of-the-arts
To demonstrate the superiority of our IPGAN, we compare our
IPGAN with seven state-of-the-art approaches, i.e., CycleGAN [27],
UNIT [43], MUNIT [44], DRIT [19], MSGAN [45], StarGAN-v2 [47]
and WarpGAN [28]. Note that of the caricature generation methods mentioned in Section 2.3 that consider both texture rendering
and geometric distortion, only the code of WarpGAN and AutoToon [29] is publicly available. Since AutoToon requires paired
data to supervise the learning of warping field, it cannot be
trained on the WebCaricature dataset that does not provide pairs
6
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Table 2
The quantitative evaluation results of different photo-to-caricature translation
approaches. The best and second best results are highlighted in boldface and
underline format, respectively.
Method

LPIPS

SIFID

CycleGAN [27]
UNIT [43]
MUNIT [44]
DRIT [19]
MSGAN [45]
StarGAN-V2 [47]
WarpGAN [28]
Ours

0.3596
0.3831
0.3792
0.3858
0.3581
0.3620
0.3684
0.3524

2.1086
2.3644
2.2636
2.4122
2.0989
2.2098
2.2316
1.9975

Fig. 8. The results of diverse distortion with different Gaussian noises.

Fig. 7. The results of diverse distortion with different scale factors.

As we can see in Table 2, our IPGAN achieves the lowest
LPIPS and SIFID scores, which indicates that our method can
generate more realistic caricatures compared to other baselines.
CycleGAN, StarGAN-v2 and MSGAN obtain good LPIPS scores,
while UNIT, MUNIT, DRIT and WarpGAN achieve poor LPIPS and
SIFID scores. This may be because the latter four models produce
more artifacts, which sharply drops the image quality.
To summarize, both the quantitative and qualitative comparisons demonstrate that the proposed IPGAN outperforms previous
state-of-the-art models in generating high quality caricatures.

Fig. 9. Ablation experiment results on style differentiation loss Lsd and identity
preservation loss Lip .
Table 3
The results of quantitative experiments in ablation study.

4.3. Distortion diversity
To demonstrate that our IPGAN can generate caricatures with
diverse distortions, we design two experiments in this subsection.
First, the proposed IPGAN allows us to customize exaggeration by
introducing a scale factor α . Since we can acquire the estimated
control points and the corresponding displacement vectors, it is
an effective way to use α to scale these displacement vectors to
control the exaggeration degree of the facial shape. The results
using different scaling factors are presented in Fig. 7. When we
set α to 1.0, the result is the original output of our IPGAN. With
the increase of the scale factor, the degree of exaggeration also
increases, but these exaggerations remain reasonable.
Besides, we add some noises to the input feature of our warp
controller, which not only does not change the semantic information of the generated caricatures, but also creates diverse
distortions. These noises are sampled from the standard Gaussian
distribution clamped at [−0.1, 0.1] and they slightly change both
the control points and the displacement vectors. Fig. 8 demonstrates the results of diverse distortions using different additional
Gaussian noises.

Method

Lip

Lsd

LPIPS

SIFID

Ours w/o Lip , Lsd
Ours w/o Lip
Ours w/o Lsd
Ours

×
×

×
✓

✓
✓

✓

0.3579
0.3562
0.3558
0.3524

2.0974
2.0589
2.0604
1.9975

×

experiment. Two variants of IPGAN with removing Lsd and Lip
are trained, respectively. Fig. 9 reports the results of our ablation
experiment.
From Fig. 9, it is clear that without the style differentiation loss
Lsd , the synthesized caricatures tend to be photo-like and with
little or unexpected changes in texture relative to the original
input photos. Hence, our style differentiation loss Lsd is effective
to promote the network to capture texture styles that are closer
to real caricatures and remarkably different from original photos.
Without the identity preservation loss Lip , the network produces
caricatures that are more ambiguous and lose identity details,
which is particularly evident in the last line of Fig. 9. Thus,
it is demonstrated that the proposed identity preservation loss
Lip is effective in preserving the identity information of original
photos. With all these losses, our IPGAN can generate caricatures
with both distinctive styles and satisfactory exaggerations while
preserving the identity.
In addition, we perform quantitative evaluation to further
demonstrate the validity of our proposed losses. The experiment
results are listed in Table 3. ‘‘Ours w/o Lip , Lsd ’’ represents a

4.4. Ablation study
To verify the effectiveness of our proposed style differentiation
loss Lsd and identity preservation loss Lip , we perform an ablation
7
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Fig. 10. Comparison results of photo-to-caricature translation on the CaVI dataset.
Table 4
The voting results of user study.
Method

Proportion

MUNIT [44]
MSGAN [45]
StarGAN-v2 [47]
WarpGAN [28]
Ours

4.92%
16.29%
19.67%
11.48%
47.54%

4.6. Face recognition
In order to validate the capacity of our IPGAN to preserve
identity, we adopt the pre-trained open source face recognition
model SphereFace [30] for model evaluation. In particular, we
select 5000 images containing 252 identities and randomly generated 6000 pairs of images. Two images in each of the 3000
pairs belong to a same identity, while two images in each of
the remaining 3000 pairs belong to two different identities. We
use the first image in each image pair as a probe and determine
whether it matches the second real photo. We employ different
kinds of probes, including real photos, real caricatures, and the
caricatures generated by different photo-to-caricature translation
methods. We adopt 10-fold cross validation for the evaluation of
face recognition accuracy and show the results in Fig. 11.
From Fig. 11, it is evident that our IPGAN achieves the closest
accuracy to using real photos as probes. This indicates that our
method is able to retain identity information better than other
state-of-the-arts. Moreover, we observe that UNIT obtains the
worst accuracy. This is because UNIT outputs too vague results,
so that a lot of identity information is lost. In addition, by adding
the identity preservation loss Lip , the face recognition accuracy
improves 1.65% (78.92% → 80.57%). This further implies that the
proposed identity preservation loss is conducive to improving the
ability of network to keep identity information.

Fig. 11. Face recognition accuracy with different probes. The orange short line
indicates the standard deviation, and the values shown next to it are the
averages of accuracy.

variant of our approach that does not use style differentiation loss
Lsd and identity preservation loss Lip during training. As shown
in Table 3, ‘‘Ours w/o Lip , Lsd ’’ obtains the worst performance
while our method using all losses achieves the best performance,
and adding Lsd or Lip is helpful to get better model evaluation. These indicate that both the style differentiation loss Lsd
and identity preservation loss Lip contribute to the synthesis of
high quality caricatures for our model. Therefore, both qualitative
and quantitative ablation studies show that our proposed style
differentiation loss Lsd and identity preservation loss Lip are
effective.
4.5. User study
We perform the user study against four comparison approaches, including MUNIT [44], MSGAN [45], StarGAN-V2 [47] and
WarpGAN [28]. Given 10 caricatures from each of the five methods, along with corresponding input photos, subjects are instructed to choose the caricature that best considered both
texture rendering and geometric deformation as well as preserving identity information. The final number of valid voters is 61.
The voting results of the each approaches are reported in Table 4.
The higher percentage reflects better user acceptance.
As shown in Table 4, our IPGAN receives the most votes against
the other four approaches. These results indicate that our IPGAN
is better in synthesizing high-quality caricatures with identity
preservation than the other competitors.

4.7. Comparison on the CaVI dataset
We also conduct comparison experiments on the CaVI dataset
[63]. The CaVI dataset contains 5091 caricatures and 6427 photographs of 205 public figures. Since it dose not offer the annotations of facial landmarks, which are necessary to align images to produce a dataset that can be used to train the phototo-caricature translation model. Thus, we still adopt the model
trained on the WebCaricature dataset and use the CaVI dataset
only in the test phase. Considering that more than 50 identities appeared in both the WebCaricature and CaVI datasets,
8
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Fig. 12. Comparison of our method and six state-of-the-arts for caricature-to-photo translation.
Table 5
The quantitative evaluation results on the CaVI Dataset. The best and second
best results are highlighted in boldface and underline format, respectively.
Method

LPIPS

SIFID

CycleGAN [27]
UNIT [43]
MUNIT [44]
DRIT [19]
MSGAN [45]
StarGAN-V2 [47]
WarpGAN [28]
Ours

0.3735
0.3926
0.3881
0.3908
0.3862
0.3701
0.3784
0.3667

3.4915
3.9632
3.8085
4.0528
3.2658
3.6147
3.4551
3.1035

of original caricatures (e.g., Hillary Clinton, Ban Ki-moon and
Sean Connery) from generated photos. Obviously, our method
is superior to the above methods, and our IPGAN generates
more realistic and identity-preserving photos. In addition, for
the challenging caricature-to-photo translation task, the identity
preservation loss Lip is also important to generate photos with
identity details preserved.
5. Conclusion and future work
In this paper, to generate realistic caricatures with satisfactory exaggerations while preserving the identity, we propose a
novel Identity-Preservation Generative Adversarial Network (IPGAN) which jointly learns the style transfer and the geometry
deformation. Without the requirement of any identity labels,
the proposed identity preservation loss appropriately helps our
model preserve the identity information of original photos. Besides, a style differentiation loss is introduced to guide the network to generate caricatures with styles that remarkably differ
from photos. Comprehensive experiments demonstrate the superiority of our IPGAN against other exiting approaches. In the
future, we will explore the relationship between the distortion
and the input character as well as the finer grained feature
representation related to the generated distortion.

we randomly select 100 individuals (2021 caricatures and 2364
photographs) who present only in CaVI dataset for our experiment. The quantitative evaluation results are listed in Table 5. In
addition, Fig. 10 displays the results of different methods on the
CaVI dataset.
In Fig. 10, the caricatures generated by UNIT have the worst
visual effect. MUNIT, DRIT and MSGAN produce many unsatisfactory artifacts. CycleGAN and StarGAN-v2 synthesize caricatures that are visually appealing, but lack geometric exaggeration.
WarpGAN considers geometric distortion but the visual effect of
produced caricatures is not satisfactory. However, our approach
takes into account geometric deformations and can produce visually satisfying caricatures. Moreover, as shown in Table 5, our
model achieves the best performance on both LPIPS and SIFID
metrics. Therefore, both the quantitative and qualitative comparisons show that on the CaVI dataset, our method also outperforms
other competitors.
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4.8. Caricature-to-photo translation
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