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Abstract— Automatic surgical phase recognition plays a key
role in surgical workflow analysis and overall optimization in
clinical work. In the complicated surgical procedures, similar
inter-class appearance and drastic variability in phase duration
make this still a challenging task. In this paper, a spatio-
temporal transformer is proposed for online surgical phase
recognition with different granularity. To extract rich spatial
information, a spatial transformer is used to model global
spatial dependencies of each time index. To overcome the
variability in phase duration, a temporal transformer captures
the multi-scale temporal context of different time indexes with
a dual pyramid pattern. Our method is thoroughly validated
on the public Cholec80 dataset with 7 coarse-grained phases
and the CATARACTS2020 dataset with 19 fine-grained phases,
outperforming state-of-the-art approaches with 91.4% and
84.2% accuracy, taking only 24.5M parameters.

I. INTRODUCTION

With the developments of computer-assisted surgery, sur-

gical workflow analysis has been a crucial task for the

intelligent assistant systems design in the operating room [1].

As one of its most important technologies, automatic surgical

phase recognition has applications including intra-operative

monitoring, real-time warning [2], providing context-aware

decision support [3] and facilitating skill assessment. The

surgical phase can be described from different granularity

depending on the surgical type and surgeon’s need.

Video-based phase recognition is extremely challenging

due to the scene blur and limited inter-class variance of

recorded videos. As shown in Fig. 1, the same phase may

include various instruments and the same instruments might

appear in different phases. The duration of different phases

varies greatly, even the same phase also has a wide range of

duration, which requires the multi-scale temporal modeling

ability. Online recognition is more tricky with the limitation

of future information and computing resource.

Convolutional neural networks (CNN) have long been a

common method to extract spatial features for surgical phase

recognition [1] [4]. One stream of recent works obeys an end-

to-end paradigm to use 3D CNN [5] or combine 2D CNN
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Fig. 1. Illustration of common phenomenons in cataract surgery. These
phases are easily confused without a complete spatio-temporal context.

and recurrent neural networks (RNN) [2], learning the spatio-

temporal context jointly. Another stream of resolution applies

a factorization approach, which first extracts the features of

the isolated frame and then inputs spatial features into the

temporal models. Temporal convolutional networks (TCN)

[4] and Long short-term memory (LSTM) networks [6] are

the typically recent methods to model high-level temporal de-

pendencies. Recently transformer [7] has achieved promising

performance in image-level predictions [8] and video-level

action segmentation [9]. In surgical phase recognition, the

transformer is only used as a post-processing method to reuse

extracted spatial features and temporal features [3].

In this paper, a spatio-temporal causal transformer is

proposed for multi-grained surgical phase recognition. Our

transformer follows a factorized paradigm that uses different

types of transformers to decompose the spatial and temporal

dimensions of surgical phases. A pre-trained spatial trans-

former [8] is fine-tuned to model spatial token interaction

extracted from the same time index. Compared to CNN,

the transformer can model spatial relationships globally and

extract more abundant spatial information. Inspired by the

hierarchical transformer [9], a casual temporal transformer is

designed to aggregate spatial tokens of different time indexes

to learn the long-term temporal relations.

To deal with the variability of phase duration, a dual pyra-

mid pattern is applied for the temporal transformer to capture

multi-scale context. The encoder increases the footprints of

the encoder block gradually to accumulate the local context

into long-range context. The decoder follows a global-to-

local strategy to decrease the footprints of the decoder block

gradually, attending global information from the encoder into

the local context to fuse long-range and short-range temporal



Fig. 2. The architecture of spatio-temporal causal transformer, which consists of a spatial transformer and a temporal transformer. The spatial transformer
generates spatial tokens for each frame from untrimmed videos. Then the dual pyramid temporal transformer is used to model multi-scale temporal
interaction and generate final predictions. The encoder follows an upside-down pyramid structure while the decoder follows an upright pyramid structure.

dependencies. So the encoder and decoder can cooperate

better to form an effective long short-term representation

of each time index. Besides, our network is parameter

efficient, showing great potential for online recognition. We

evaluate our approach on two surgical activities with different

granularity and both reach excellent performance.

II. METHODS

A. Token Embedding of Spatial Transformer

PCPVT [8] is fine-tuned as our spatial transformer to

produce a latent representation per time index. There are

four transformer blocks in the spatial transformer and each

block has a similar structure, which consists of a patch

embedding layer, a position encoding generator (PEG), and

several transformer encoder layers. The patch embedding

layer is used to divide the input feature maps into N patches

and each patch has the same size P × P × Ci−1. Then

each patch is flattened and projected to an embedding with

dimension Ci. PEG is used to generate conditional position

encoding (CPE). The embedded patches first pass through

an encoder layer. Then the output is integrated with CPE

and passes through multiple encoder layers. The output is

reshaped as the input of the next block. We use the output

of the last block as the spatial token embedding st ∈ R
512.

B. Temporal Causal Transformer

The temporal causal transformer consists of an encoder

with an upside-down pyramid structure and a decoder with an

upright pyramid structure. Our temporal transformer predicts

the result of t time ŷt(st−n, ..., st) only depending on current

and previous n frames.

The encoder follows a progressive expanding strategy to

enlarge the temporal receptive field. The input of the encoder

is the spatial token sequences l̂ ∈ R
T×512, where T is

the video length. Firstly a linear layer is used to reduce

the feature dimension. Then several stacked causal encoder

blocks are used to capture the local-to-global context. Each

encoder block is composed of a causal convolution [4], a

self-attention layer and a feed forward layer as Fig. 2 shows.

As temporal information may get lost during the propagation

through layers, a causal convolution is added to each encoder

block to enhance the inductive bias. Then a causal self-

attention layer is followed to learn to focus on meaningful

time steps adaptively, which can be described as follows:

SAtt(ĝs) = softmax

(
Wq ĝs(Wkĝs)

T

√
dk

⊗M

)
Wv ĝs (1)

where Wq ,Wk,Wv represent the linear mapping matrixes of

query Q, key K and value V separately. dk is the dimen-

tation of key after linear transformation. ĝs is the temporal

embedding sequence in a sliding window of size s. ⊗ is

the broadcasting element-wise multiplication. The diagonal

binary causal mask M � {0, 1} limits the prediction only

conditioned on past information, whose diagonal is upward

adjusted to apply the rectangle sliding window. The sliding

window strategy [9] is used to deal with longer sequences,

which can reduce the space complexity to be linear with the

sequence length. The feed-forward layer is a linear layer.

The instance normalization and the residual connection are

applied to accelerate convergence. At the end of the encoder,

a linear layer followed by a softmax function is applied to

generate the class probabilities ŷ for each time index.



The decoder has a similar composition to the encoder.

The main difference is that the decoder uses vanilla attention

[7] to attend the supporting long-range information from the

encoder. The output probabilities of the encoder are used as

the input of the decoder. V and K of each decoder block

are projected from the output feature map of the encoder F ,

while the query Q is just translated from the output of the

last layer, which can be described as below:

Att(ĝs,F) = softmax

(
Wq ĝs(WkF)T√

dk
⊗M

)
WvF (2)

C. Dual Pyramid Pattern

The temporal encoder-decoder follows a dual pyramid

pattern to fuse long-range and short-range context. In image

segmentation tasks, a U-shape encoder-decoder is a typical

pattern to fuse the detail information and the semantic

information. Inspired by this, our encoder uses a progressive

expanding strategy to exponentially enlarge the footprints to

capture longer dependencies in higher layers. The decoder

follows a global-to-local strategy to shrink the long-range

context to local context while embedding the long-range

information layer-by-layer to refine the local representation

coarse-to-fine. For concreteness, in encoder, the sliding atten-

tion window size of block j Sj is 2j−1×2j , i.e. j = 1, 2, ...J ,

where Qj ∈ R
nj×c×2j−1

, Kj , Vj ∈ R
nj×c×2j and window

number nj = � T
2j−1 �. Meanwhile, the causal conv dilation

rate rj is 2j−1. In decoder, Sj = 2J−j×2J−j+1, where Qj ∈
R

nj×c×2J−j

, Kj , Vj ∈ R
nj×c×2J−j+1

, nj = � T
2J−j � and

rj = 2J−j . In this way, the encoder builds an upside-down

pyramid structure and the decoder constructs an upright

pyramid structure. We use J = 8 blocks on account of the

memory limitation and practical effects.

D. Loss Function

The spatial transformer uses cross-entropy loss to train.

After the temporal encoder and temporal decoder, the fused

loss is used to train the model. The fused loss function is

made up of two parts: the first part is the weighted focal

loss to enhance the learning of hard samples and mitigate

the imbalance between classes. The weights are calculated

by median frequency balancing [3]. The other part is the

smoothing loss adopting truncated mean squared error [10].

L = −
T∑

i=1

C∑
c=1

α(1− ŷi,c)
γ logŷi,c + λLmse (3)

III. EXPERIMENTS AND DISCUSSION

A. Datasets, Evaluation and Implementation

Cholec80. Cholec80 is a coarse-grained dataset, which in-

cludes 80 laparoscopic videos recording the cholecystectomy

procedures [1]. Videos are recorded with 25 fps and the

frame resolution is either 854 × 480 or 1920 × 1080. The

surgery is divided into 7 coarse-grained phases. The average

duration of each phase varies from 83 s to 954 s. We adopt

the same assessment strategy as previous works [3] [6]. The

first 40 videos are divided for training, while the remaining

40 videos will be tested. All videos are subsampled to 1 fps.

TABLE I

PERFORMANCE COMPARISON AMONG DIFFERENT COMBINATION OF

DECODER NUMBER AND PYRAMID STRUCTURES. � MEANS THIS

DECODER FOLLOWS AN UPSIDE-DOWN PYRAMID STRUCTURE, � MEANS

AN UPRIGHT PYRAMID STRUCTURE. ALL MEASURES ARE GIVEN IN %.

Cholec80
Num Structure Precision Recall Jaccard Accuracy

0 84.6 86.1 74.6 91.0
1 � 84.9 86.1 74.8 90.9
1 � 85.4 86.3 75.4 91.4
2 �|� 84.1 86.2 74.2 90.8
2 �|� 84.1 86.1 74.2 90.8
2 �|� 84.4 86.3 74.7 91.0
2 �|� 84.5 86.2 74.7 90.9

CATARACTS2020
Num Structure Precision Recall Jaccard Accuracy

0 67.1 62.2 50.6 83.8
1 � 67.8 65.3 53.1 84.8
1 � 69.3 66.4 53.7 84.2
2 �|� 67.5 64.3 51.1 83.5
2 �|� 67.0 63.2 51.4 83.8
2 �|� 67.1 64.3 51.1 83.3
2 �|� 66.6 64.6 51.5 83.8

CATARACTS2020. This is a fine-grained surgical activity

dataset from MICCIA 2020 challenge on automatic activity

recognition for cataract surgery [11], [12]. It consists of 50

cataract surgeries videos, whose average length is 10 minutes

and 56 s. The videos are acquired at 30 fps frequency and a

resolution of 1920 × 1080. Videos are fully annotated with

19 common surgical steps at the frame level. We split the

first 25 videos into the training set and the rest 25 videos

into the testing set. All videos are subsampled to 5 fps.

Evaluation metrics. Keeping consistent with previous

works [3] [6], the following four frequently-used metrics

are used to evaluate the performance comprehensively. (1)

Video-level accuracy (AC), the percentage of correctly rec-

ognized frames in the entire video. (2) Precision (PR), PR =
|GT∩P |

|P | . (3) Recall (RE), RE = |GT∩P |
|GT | . (4) Jaccard index

(JA), JA = |GT∩P |
|GT∪P | . We calculate AC, PR, RE of each class

and average these values over all the classes since the classes

are imbalanced. To compare the training and inference speed,

the number of model parameters is counted.

Implementation details. Our model is implemented based

on PyTorch, trained in two-stage using two NVIDIA Titan

Xp GPUs. Firstly, we initialize the parameters of the spatial

transformer that is pre-trained on the ImageNet [8]. Transfer

learning is used to extract the spatial representation of each

frame with a batch size of 128. It employs an AdamW

optimizer with a learning rate of 5e-4. Images are resized

to 250× 250 and processed with data augmentation [2] [3].

The temporal transformer is trained by Adam with learning

rates of 5e-4 for Cholec80 and 1e-3 for CATARACTS2020

separately. The whole spatial token embeddings of a video

are fed into the temporal transformer with a batch size of 1.

B. Impact of Decoder Number and Pyramid Structure

We start our evaluation by demonstrating the impact of

the dual pyramid pattern. As table I shows, it forms a dual

pyramid pattern between encoder and decoder when there is



TABLE II

PERFORMANCE COMPARISON OF VARIOUS METHODS ON CHOLEC80

AND CATARACTS2020 DATASET.

Cholec80
Method Accuracy Precision Recall Jaccard #Params.

EndoNet [1] 81.7 73.7 79.6 - 58.3M
SV-RCNet [2] 85.3 80.7 83.5 - 28.8M

OHFM [6] 87.3 - - 67.0 47.1M
TeCNO [4] 90.0 82.1 85.8 72.3 24.7M

Trans-SVNet [3] 89.6 81.7 87.5 73.1 24.7M
Fact-VIVIT [13] 86.9 77.2 82.9 66.6 24.3M

Ours 91.4 85.4 86.3 75.4 24.5M

CATARACTS2020
Method Accuracy Precision Recall Jaccard #Params.

3DCNN [5] 80.1 66.2 55.7 45.9 33.1M
SV-RCNet [2] 81.3 66.0 57.0 47.2 28.8M

TeCNO [4] 79.0 62.6 56.9 45.1 24.7M
Trans-SVNet [3] 77.8 61.3 55.0 43.8 24.7M
Fact-VIVIT [13] 78.2 61.0 54.7 41.2 24.3M

Ours 84.2 69.3 66.4 53.7 24.5M

only one decoder with an upright pyramid structure. We also

try to increase the decoder number and combine different

pyramid structures. The second decoder’s inputs all come

from the first decoder. It is observed that a dual pyramid

pattern is necessary to gain a notable improvement. The

decoder boosts the temporal refinement greatly, which is

extremely important for rare phases as its spatial information

is not fully extracted. We try to combine all pyramid patterns

in the case of two decoders and find that more decoders

do not mean higher performance, which might be caused

by overfitting in the small dataset or mistake accumulation.

Our dual pyramid pattern realizes the efficient utilization of

parameters. In fine-grained CATARACTS2020, it exceeds the

baseline of no decoder 2.2% in PR, 4.2% in RE, and 3.1% in

JA. Coarse-grained Cholec80 is relatively easier and the dual

pyramid pattern also improves performance on all metrics.

C. Comparison with the State-of-the-Art
We compare the performance of our model to various

methods on datasets with different granularity and results

demonstrate that our transformer achieves the state-of-the-art

method. We reproduce recent TeCNO [4], Trans-SVNet [3],

Fact-VIVIT [13] et.al depending on the released codes. Table

II shows that in the fine-grained cataract dataset our method

outperforms other models by a large margin. It exceeds the

second-place method SV-RCNet [2] by 2.9% on AC, 3.3% on

PR, 9.4% on RE, 5.5% on JA. Moreover, our model obtains

optimal results while saving the memory budgets, which is

significant in actual deployment. We find that methods like

TeCNO and Trans-SVNet do not show as good performance

on fine-grained datasets as on coarse-grained datasets. End-

to-end models like SV-RCNet and 3DCNN [5] with joint

spatio-temporal context perform better on the fine-grained

dataset. Fig. 3 shows the results of comparisons using color-

coded ribbon. The results highlight the ability of our model to

achieve accurate recognition in multi-grained surgical tasks.

IV. CONCLUSIONS

In this study, we propose a spatio-temporal transformer

for online surgical phase recognition. Our model factorizes

Fig. 3. Qualitative results of phase identification with color-coded ribbon
illustration in video 42 of Cholec80 and video 28 of CATARACTS2020. The
horizontal axis means the time progression and different colors represent
different phases. From top to bottom are executed video frames, the
inference results of TeCNO, Trans-SVNet, our method and ground truth.

the surgical activities from the spatial domain and temporal

domain while taking a few memory budgets. Moreover, it can

be competent for the drastic variability in the phase duration.

Experiments prove that our network outperforms a variety of

advanced models on two datasets with different granularity,

demonstrating extraordinary potential in clinical work.
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