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Abstract—As a significant composition of art, fine art paint-

ing is becoming a research hotspot in machine learning commu-

nity. With unique aesthetic value, paintings have quite different 

representations from natural images, making them irreplacea-

ble. Meanwhile, the lack of training data is common in painting-

related machine learning tasks. Therefore, the synthesis of fine 

art painting is meaningful and challenging work. There are two 

main types of generative models for image synthesis: generative 

adversarial networks (GANs) and likelihood-based models. 

GAN-based models can obtain high-quality samples but usually 

sacrifice diversity and training stability. Diffusion models are a 

class of likelihood-based models and have recently been shown 

to achieve state-of-the-art quality on the image synthesis tasks. 

In this paper, we explore generating fine art paintings by using 

diffusion models. We carried out the experiments on the partial 

impression paintings from the Wikiart dataset. The results 

demonstrate that the diffusion model can generate high-quality 

samples, and it is easy to train to cover more target distribution 

than the GAN-based methods. 

Keywords—painting synthesis, image generation, diffusion 
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I. INTRODUCTION  

Over the past few years, fine art painting is becoming a hot 
research topic in machine learning community. As an 
information carrier, painting is an enduring art creation form, 
and it undertakes various social functions such as aesthetic 
cognition, aesthetic education, aesthetic entertainment. 
During a painting creation, the painter can use painting 
techniques to highlight the object of interest and omit 
unimportant details. It makes the painting have a quite 

different representation from real images and irreplaceable. 
On the other hand, the lack of training data is common in 
painting-related tasks, while recent work [19] has shown that 
paintings can be used as a form of data augmentation to 
improve the model's robustness. Therefore, the synthesis of 
high-quality fine art paintings has extremely high aesthetic 
value and research significance [1], [2]. As far as we know, 
only a few studies [17] have focused on generating fine art 
paintings.  

There are two main types of image generation models 
proposed by previous works: generative adversarial networks 
(GANs) and likelihood-based models. GANs currently 
perform best on most tasks [5] in image synthesis. However, 
GANs usually sacrifice diversity to obtain high-quality 
samples and are often difficult to train. The diffusion model 
[6] is a class of likelihood-based generative models. Recent 
research [7] shows that diffusion models achieve state-of-the-
art quality on the image synthesis tasks and capture more 
diversity than the GAN-based models. Therefore, we explore 
the potential of diffusion models in fine art painting synthesis 
and compare it with GAN-based methods to evaluate its per-
formance.  

 Fine art painting is a creative expression with various 
styles, including baroque, rococo, romanticism, etc. We 
evaluate the diffusion model on the partial impression 
paintings (Fig. 1) from the Wikiart dataset created by Van 
Gogh or Claude Monet.  

The main contributions of this work are as follows: 
• We explore generating fine art paintings using diffusion 

models. The results demonstrate that it can generate high-
quality samples similar to real paintings. 

• We contrast diffusion models with GAN-based models 
and find diffusion models easy to train to maintain a 
higher coverage of target distribution than the GAN-
based models in the painting generation task. 

II. RELATED WORKS  

A. Machine Learning in Fine Art Paintings 

Many machine learning tasks on paintings have been 
studied, such as object detection [8], fine art paintings 
classification [10], etc. Due to the unique aesthetic value of 
artworks, the content understanding [11] and aesthetic 
evaluation [9] of paintings have also been discussed. Some 
robot-based researches explore the creation of real artworks 
[12]. Style transfer tasks [22] render a content image in 
different styles. This process involves reorganizing the 
images' style and content, which differs from painting 
generation tasks. 

1The fine art paintings shown here are from the Wikiart dataset: 
https://www.wikiart.org.  
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Fig. 1.  Impressionist artworks1 painted by Claude Monet (a~d) and 

Vincent Van Gogh (e~h). 

 



B. Fine Art Paintings Generation  

One of the most challenging tasks of machine learning in 
art is fine art paintings generation.  Machado et al. [13] present 
a painting generation system by combining a neural network 
for image classification with a genetic algorithm. Elhoseiny et 
al. [14] propose a novel loss structure of GANs to generate 
machine-original paintings that deviated from homogeneous 
styles. Tan et al. [3], [4] proposed a model called ArtGAN, in 
which the label information is propagated back to the 
generator for learning more efficiently. Results show that the 
model can generate fine art paintings based on artist, genre, 
and style. Recent research [15] proposes a GAN-based model 
focused on East Asian art.  The results of existing studies still 
have a large gap with real fine art paintings. 

C. Image Generation Models  

Generative models can produce representative data by 
simulating the observed distribution. There are two main types 
of image generation models proposed by previous works: 
GANs and likelihood-based models, both of which are 
potential for painting generation tasks. 

GANs have achieved great success in natural image 
generation [5], [16]. Instead of estimating the maximum 
likelihood, the GAN-based framework trains the model 
through an adversarial process. Inspired by painting-related 
works [3], [4], some researchers generate paintings by using 
GANs [16], [18], which are state-of-the-art on natural image 
generation tasks. However, GANs usually sacrifice diversity 
to obtain high-quality samples and easily collapse without 
appropriate hyperparameters [5]. 

Diffusion models are a class of generative models based 
on the likelihood function. Diffusion models generate samples 
through iterative denoising noisy images aimed to get a 
reweighted variational lower bound. Recent research shows 
that diffusion models achieve state-of-the-art quality on the 
image synthesis tasks [7]. Furthermore, improved diffusion 
models can catch more diversity than state-of-the-art GANs 
[23]. Therefore, we explore the potential of diffusion models 
in fine art painting synthesis. To evaluate its performance, we 
compare the diffusion model with VQGAN [18], a state-of-
the-art GAN-based model on natural image generation tasks. 

III. METHODOLOGY 

In this section, we first demonstrate that how the painting 

generation is modeled as a  denoising diffusion process. Then 

we introduce diffusion models and the corresponding settings 

for generating fine art paintings. Finally, we carefully select 

the dataset to evaluate the performance. 

A. Assumptions 

To generate paintings, we establish an inverse of the 
iterative denoising process from pure noise �� to the painting 
��  (Fig. 2). We consider a data distribution �� ∼ ���� �, in 
which � is a forward noising process. � adds Gaussian noise 
from �	 to �� in which 1~T represents different step t in the 
iterative process. With variance 
� ∈ �0,1� , the processing 
can be shown as follows: 

���	, … , �� ∣ ��� ∶= ∏��	
�  ���� ∣ ���	�                   �1�

���� ∣ ���	� ∶= ����; �1 − 
����	, 
���     �2�
 

If   is large enough and the variance 
� is well behaved, 
we can consider the final noise ��  as an isotropic Gaussian 
distribution. Therefore, once the exact reverse distribution 
�����	 ∣ ��� is known, the �� ∼ ��0, �� can be sampled and 
we can generate sample painting images from �� by reversing 
the forward noising process. 

B. Diffusion Models 

 As described above, the objective of diffusion models in 
to learn the denoising process from ���	 to ��. Given this, the 
training objective can be parameterized as the predictive 
function !"��� , #� which compute the distribution of noise in 
�� .  During the training process, each training data ��  is 
randomly produced by three factors: a real sample ��, a noise 
distribution ! And a time step t. Therefore, the loss function 
of the model can be defined as: 

&simple = '�,(),*+∥∥! − !"��� , #�∥∥-.                  �3� 

It means the mean-squared error between predicted noise 
and real noise. Ho et al. [7] demonstrate that through the 
reasonable approximation of the relevant parameters, one can 
get the sample from noise predictor !"��� , #�.  

 The above diffusion models need to sample from thou-
sands of diffusion steps. Therefore, it takes a long time for the 

 
Fig. 2.  Latent samples from denoising diffusion model, cosine schedule is applied to sample at linearly spaced values of t from T to 0. 



model to generate high-quality samples. To improve the sam-
ple quality with fewer diffusion steps, Dhariwal et al. [6] 
change the variance of the original noise Gaussian distribution 
from a constant 
� to a neural network Σ"��� , #� that needs to 
be trained. Furthermore, they propose a hybrid loss to train 
both !"��� , #� and Σ"��� , #� reduce the step of sampling, and 
the sample quality has barely dropped. 

&hybrid = &simple 1 2&345                         �4� 

 The variational lower bound &345  can be obtained by 
treating the diffusion model as a VAE. We adopt this hybrid 
loss and the relevant parameters to conduct our experiments. 

C.  Dataset for Evaluation 

We conduct our experiments using the partial data from 
the Wikiart dataset. Wikiart is an artworks dataset collected 
from the wikiart.org website, contains more than 80,000 fine 
art paintings. To generate a particular painting style, we spe-
cifically select 1,993 images from the dataset by two famous 
impressionist painters: Van Gogh and Claude Monet. Consid-
ering the excessive computational consumption and time cost 
when training high-resolution images, we resize the training 
images to 64×64, which is the same resolution used in [7]. 

IV. EXPERIMENTS 

A. Implementation Details  

To evaluate the performance of the diffusion model, we 
compare it with VQGAN [18], one of the state-of-the-art 
GAN-based models on natural image generation tasks. 

a) The Diffusion Model: The structure of the model in 
our experiments is similar to that proposed by Dhariwal et al. 
[6]. In detail, we train the model in 4000 diffusion steps with 
Adam optimizer [20]. And we use 4 attention heads and 128 
channels at attention layers. We train the models for 116K it-
erations. The learning rate of our experiments is 10-4, and the 
batch size is 128. Considering the resolution of training data, 
we choose a cosine schedule to add noise, which has been 
shown to work better at lower resolutions [6]. 

b) The VQGAN: Our training strategy is the same as the 
original model. In the VQGAN architecture, the downsam-
pling step m is 5, and the adaptive weight 2 is set to 0, which 
empirically leads to better results [18]. After getting the code-
books, we use the transformer to learn with temperature t = 
1.0 and a top-k cutoff k = 100. 

B. Results and Discussion 

Fig. 2 shows the denoising process in our experiments. We 
sample from diffusion step from T to 0. We reduce the 
diffusion steps T used in sampling to speed up the process 
since the &hybrid model can maintain the sample quality with 

sampling steps fewer than it was trained with. During the sam-
pling process. We set T to 250, which is sufficient for us to get 
a high-quality sample in few minutes. 

 The sample paintings of the diffusion model are shown in 
Fig. 3. By comparing the results with samples from the 
training dataset (Fig. 4), we argue that samples generated by 
the diffusion model reach a similar granular level to real fine 
art painting. Meanwhile, the landscape paintings (Fig. 4 
columns a and b) generated by the diffusion model have a 
solid color and smooth brushwork similar to Monet’s painting, 
which is considered to mimic the painter's unique 
characteristics [21]. It demonstrates that the diffusion model 
can generate paintings according to the painter's specific style. 

Besides, we qualitatively compare our samples with sam-
ples generated by VQGAN, as shown in Fig. 5. Compared 
with the diffusion model, the samples from VQGAN are poor 
at the granular level, and objects in some samples are hardly 
recognizable (Fig. 4a and b, top row), while its construction 
results are quite well. And almost all samples generated by 
VQGAN are landscape paintings. Other classes of samples in 
the dataset (e.g., portrait, bridge, town, etc.) are ignored during 
the sampling process. We argue that this phenomenon might 
be caused by an inadequate selection of hyperparameters. On 

 
Fig. 3.  Samples from the diffusion model (64×64). 

 
Fig. 4. Comparison between training daraset (columns a and b) and the 

diffusion model (columns c and d).  



the contrary, samples from the diffusion model have 
significantly more classes, which shows that diffusion models 
are easy to train to cover more target distribution than the 
VQGAN. 

 We further make a Visual Turing Test with 33 participants 
to evaluate the quality of our samples. Among the participants, 
nine are experienced in painting, nine are AI engineers 
familiar with image generation, and the rest do not have 
relevant experience. The test set consists of 30 paintings, split 
evenly between human paintings, diffusion model paintings, 
and VQGAN paintings. Each participant needs to answer the 
question: Who created the paintings, a human or computer? 

 Table. I shows the frequency that different categories of 
paintings are considered human art. We can see that the 
diffusion model performs observably better than the VQGAN 
in fooling participants while similar to the real paintings. We 
further use the two-tailed t-test for statistical analysis. The 
statistical result shows no significant difference between the 
diffusion model paintings and human paintings, while the 
former is quite different from the VQGAN’s (p < 0.001). It 
demonstrates that the diffusion model can generate high-
quality fine art paintings similar to artist-created paintings.  

Meanwhile, we found some problems during the 
experiments. The diffusion models recall some existing 
images from the training dataset during the sampling. We 
speculate that this overfitting phenomenon is caused by 
insufficient training data. It can be solved by expanding the 
training dataset. Dhariwal et al. [6] propose to avoid 
overfitting by increase the size of the diffusion model, and a 
latent space interpolation experiment has been used to 
demonstrate that the diffusion models can generate novel 
images instead of memorizing the training data. 

V. CONCLUSION  

This paper explores generating fine art paintings using 
diffusion models. The results demonstrate that it can generate 
samples similar to real paintings. We qualitatively 
demonstrate that the diffusion models can cover more target 
distribution than the GAN-based models on the painting 
generation task through the contrast experiment. In future 
work, we will conduct more quantitative experiments on a 
larger scale dataset with more varied paintings to evaluate the 

model’s performance. We hope our work can offer insight into 
fine art paintings synthesis. 

REFERENCES 

[1] F.-Y. Wang, “Parallel art: from intelligent art to artistic intelligence,” 

The Alfred North Whitehead College, Tech. Rep., 2017, the Alfred 
North Whitehead Academy. 

[2] C. Guo, Y. Lu, Y. Lin, F. Zhuo, and F.-Y. Wang, “Parallel art: artistic 

creation under human-machine collaboration,” Chinese Journal of In-
telligent Science and Technology, vol. 1, no. 4, pp. 335–341, 2019. 

[3] W. R. Tan, C. S. Chan, H. E. Aguirre, and K. Tanaka, "ArtGAN: Art-

work synthesis with conditional categorical GANs," in 2017 IEEE In-
ternational Conference on Image Processing (ICIP), 2017, pp. 3760–

3764. 
[4] W. R. Tan, C. S. Chan, H. E. Aguirre, and K. Tanaka, "Improved art-

gan for conditional synthesis of natural image and artwork," IEEE 

Transactions on Image Processing, vol. 28, no. 1, pp. 394–409, 2018. 
[5] A. Creswell, T. White, V. Dumoulin, K. Arulkumaran, B. Sengupta, 

and A. A. Bharath, "Generative adversarial networks: An overview," 

IEEE Signal Processing Magazine, vol. 35, no. 1, pp. 53–65, 2018. 
[6] A. Nichol and P. Dhariwal, "Improved denoising diffusion probabilis-

tic models," arXiv preprint arXiv:2102.09672, 2021. 

[7] J. Ho, A. Jain, and P. Abbeel, "Denoising diffusion probabilistic mod-
els," arXiv preprint arXiv:2006.11239, 2020. 

[8] N. Westlake, H. Cai, and P. Hall, “Detecting people in artwork with 

cnns,” in European Conference on Computer Vision, 2016, pp. 825–
841. 

[9] Y. Lu, C. Guo, Y. Lin, F. Zuo, and F.-Y. Wang, "Computational aes-

thetics of fine art paintings: The state of the art and outlook," Acta Au-
tomatica Sinica, vol. 46, no. 11, pp. 2239–2259, 2020. 

[10] E. Cetinic and S. Grgic, “Genre classification of paintings,” in 2016 

International Symposium ELMAR, 2016, pp. 201–204. 
[11] E. Cetinic, T. Lipic, and S. Grgic, “A deep learning perspective on 

beauty, sentiment, and remembrance of art,” IEEE Access, vol. 7, pp. 

73694–73710, 2019. 
[12] C. Guo, T. Bai, Y. Lu, Y. Lin, G. Xiong, X. Wang, and F.-Y. Wang, 

“Skywork-davinci: A novel cpss-based painting support system,” in 

Proceedings of the IEEE 16th International Conference on Automation 
Science and Engineering. IEEE, 2020, pp. 673–678. 

[13] P. Machado, J. Romero, and B. Manaris, “Experiments in computa-

tional aesthetics,” in The art of artificial evolution, Springer, 2008, pp. 
381–415. 

[14] A. Elgammal, B. Liu, M. Elhoseiny, and M. Mazzone, “Can: Creative 

adversarial networks, generating" art" by learning about styles and de-
viating from style norms,” arXiv preprint arXiv:1706.07068, 2017. 

[15] A. Xue, “End-to-end chinese landscape painting creation using gener-

ative adversarial networks,” in Proceedings of the IEEE/CVF Winter 
Conference on Applications of Computer Vision, 2021, pp. 3863–3871. 

[16] T. Karras, M. Aittala, J. Hellsten, S. Laine, J. Lehtinen, and T. Aila, 

“Training generative adversarial networks with limited data,” arXiv 
preprint arXiv:2006.06676, 2020. 

[17] I. Santos, L. Castro, N. Rodriguez-Fernandez, A. Torrente-Patino, and 

A. Carballal, “Artificial Neural Networks and Deep Learning in the 
Visual Arts: A review,” Neural Computing and Applications, pp. 1–

37, 2021. 

[18] P. Esser, R. Rombach, and B. Ommer, “Taming transformers for high-
resolution image synthesis,” in Proceedings of the IEEE/CVF Confer-

ence on Computer Vision and Pattern Recognition, 2021, pp. 12873–

12883. 
[19] H. Lin, M. van Zuijlen, S. C. Pont, M. W. Wijntjes, and K. Bala, “What 

Can Style Transfer and Paintings Do For Model Robustness?,” in Pro-

ceedings of the IEEE/CVF Conference on Computer Vision and Pat-
tern Recognition, 2021, pp. 11028–11037. 

[20] D. P. Kingma and J. Ba, "Adam: A method for stochastic optimiza-

tion," arXiv preprint arXiv:1412.6980, 2014. 
[21] A. Elgammal, Y. Kang, and M. Den Leeuw, “Picasso, Matisse, or a 

Fake? Automated Analysis of Drawings at the Stroke Level for Attrib-
ution and Authentication,” in Proceedings of the AAAI Conference on 

Artificial Intelligence, 2018, vol. 32, no. 1. 

[22] Y. Jing, Y. Yang, Z. Feng, J. Ye, Y. Yu, and M. Song, “Neural style 
transfer: A review,” IEEE transactions on visualization and computer 

graphics, vol. 26, no. 11, pp. 3365–3385, 2019. 

[23] P. Dhariwal and A. Nichol, “Diffusion models beat gans on image syn-
thesis,” arXiv preprint arXiv:2105.05233, 2021. 

 

 
Fig. 5. Comparison between VQGAN[18] (columns a and b) and the 

diffusion model (columns c and d). 

TABLE I.  RESULT OF THE VISUAL TURING TEST 

 Average Stddev 

VQGAN 0.236 0.286 
Diffusion Model 0.676 0.234 

Human Paintings 0.682 0.229 


