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ABSTRACT
The majority of current techniques for pose transfer disregard the
interactions between the transferred person and the surrounding
instances, resulting in context inconsistency when applied to com-
plicated situations. To tackle this issue, we propose InterOrderNet, a
novel framework to perform order-aware interaction learning. The
proposed InterOrderNet learns the relative order on the direction
of the z-axis among instances to describe instance-level occlusions.
Not only does learning this order guarantee the context consistency
of human pose transfer, but it also enhances its generalization to nat-
ural scenes. Additionally, we present a novel unsupervised method,
named Imitative Contrastive Learning, which sidesteps the require-
ments of order annotations. Existing pose transfer methods are easy
to be integrated into the proposed InterOrderNet. Extensive experi-
ments demonstrate that InterOrderNet enables these methods to
perform interaction manipulation.

CCS CONCEPTS
• Computing methodologies→ Activity recognition and un-
derstanding.
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1 INTRODUCTION
Human pose transfer aims to transfer a person from the input pose
to the target pose. This task is of great value for a wide range of
applications in computer vision and graphics, e.g., image/video
manipulation and data augmentation. It has been a long-standing
challenge that inherently requires meeting two goals: 1) achieving
plausible structure change while preserving the identity informa-
tion, and 2) ensuring the pose transfer to be context-reasonable,
i.e., ensuring the interactions between the transferred body and
environment reasonable.

Recent studies have dedicated a lot of efforts to meet the first
goal and made remarkable contributions [3, 13, 14, 17–20, 22, 25,
28, 35]. They mainly focus on solving self-occlusion of a certain
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Figure 1: Multi-person pose transfer results on our modified
version of DeepFashion dataset [16]. We aim at preserving
the identity of the input image, as well as obtaining the pose
and interaction relation of the reference image.

human body. InteractGAN [4] made the first attempt to explore the
interactions between humans and objects. However, InteractGAN
only discussed interactions defined by the instances’ 2D coordinates
on the X-Y plane. While in reality, the occlusion relationships are
determined by the 3D positions of instances. That is, learning the
relative orders among objects on the Z-axis is rather crucial.

In this work, we present an Order-aware Interaction Learning
Network (InterOrderNet). As shown in Fig. 1, our method can deal
with instance-level interactions. The overall pipeline is divided into
three stages as presented in Fig. 2. First, we extract the relative
orders from the input and target image. Then, we transfer the
extracted human body to the target pose. Finally, we merge the
transferred human body with the target context based on the target
relative orders. The whole process guarantees the settlement of
instance-level occlusion, leading to a harmonious pose transfer
with the context.

To learn the relative orders from a single image, we introduce
the modal mask and amodal mask. The modal mask parses only the
visible parts, while the amodal mask [39] describes the complete
structures of instances including the invisible parts. By analyzing
the modal mask with the amodal mask of an image, we can then ex-
plore the instances’ order on the Z-axis. For example, if the amodal
mask of an instance is larger than the corresponding modal mask,
we can infer that the instance is occluded.

Unfortunately, the amodal masks are difficult to obtain in prac-
tice. Existing approaches mainly use either synthesized or human-
annotated amodal masks [8, 21, 39]. It results in domain gaps com-
paring with real amodal masks.

To avoid the influence of the aforementioned gaps, we propose
an unsupervised method named Imitative Contrastive Learning.
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We use datasets with only modal mask annotations for training.
We train the model to learn the completion of modal masks from
manually occluded modal masks. Then, the model imitates the
process to estimate the amodal mask from the modal mask.

Existing pose transfer methods are easy to be integrated in the
proposed framework. We use the pre-trained models for pose trans-
fer at the second stage. We conduct extensive experiments based on
the state-of-the-art baselines [14, 28, 40]. Qualitative and quantita-
tive results have been obtained on multiple datasets, including the
modified DeepFashion dataset [16] with objects, the modified Deep-
Fashion dataset with multiple persons, and the COCOA dataset
[39]. All baselines gain significant performance improvements in
context-aware pose transfer, demonstrating the effectiveness and
generalization of our proposed framework.

Our contributions can be summarized as follows:

• We present InterOrderNet to perform order-aware inter-
action learning in the task of pose transfer. The proposed
method enables existing pose transfer methods to deal with
instance-level occlusions and perform interaction manipula-
tion.
• We formulate the learning of relative orders between humans
and the context as perceiving amodal masks of instances. We
propose Imitative Contrastive Learning to trace the order
implicated by 2D images, sidestepping the requirement of
order annotations.
• Extensive qualitative and quantitative results prove the effec-
tiveness and generalizability of the proposed InterOrderNet.

2 RELATEDWORK
2.1 Ordering Recovery
The existing ordering recovery methods can be mainly divided into
two groups, including the supervised ones and unsupervised ones.
The supervised mechanisms [8, 21, 39] usually rely on datasets
with annotated order, which means a limitation in datasets. For
the unsupervised methods, for instance, Tighe et al. [29] created a
prior occlusion matrix between courses on the training set to re-
cover the order. Wu et al. [32] recommended using object templates
to restore the order by recomposing the scene using object tem-
plates. However, none of them made efforts on natural scenes. We
propose to recover the order in a self-supervised manner, without
requirements for annotated data.

2.2 Human pose transfer
Human pose transfer aims to transfer the view/pose of a person.
Existing methods mainly focus on addressing self-occlusion. Ma
et al. [18] proposed a two-stage CNN framework to synthesize an
image of a person in the target pose. In [19], they further enhanced
their work using disentangling based strategy. Pumarola et al. [20]
divided the problem into two parts. A pose conditioned bidirec-
tional generator was proposed to generate person images without
the need to resort to any training image. Esser et al. [3] employed
a conditional U-Net [9] combined with the VAE [12] to disentan-
gle the appearance and pose. Li et al. [14] utilized the estimated
dense and intrinsic 3D appearance flow to facilitate the process of
pose transfer. Apart from self-occlusion, we propose to take the

instance-level occlusions into account and try to preserve context
consistency.

2.3 Unsupervised Representation Learning
Unsupervised learning aims to pre-train a model network for use
in other tasks, where the corresponding labels are not needed. It
gives a possibility to achieve generic machine learning and draws
a lot of attention from researchers. There are dozens of excellent
work [1, 7, 23, 27, 30, 31, 33, 37] developing unsupervisedmethods in
different tasks, including segmentation, recognition, classification,
and so on. For instance, Chang et al. [2] predict clusters to retrain
themodel, formulating unsupervised clustering as a pairwise task. Ji
et al. [10] realize unsupervised classification without fine-tuning on
data with labels. In our paper, we develop an imitative contrastive
learning strategy for completing amodal masks.

3 METHOD
We aim at manipulating the pose of a person H. Specifically, three
essential attributes are taken into consideration: 1) the identity i,
2) the pose p, and 3) the interaction relation r. They are denoted
as a triplet < i, p, r >. We use these variables with subscript in
lowercase to specify their affiliations. We use the presence and
absence of superscriptˆon a variable to indicate it is drawn from
the distribution of the generated data and real data, respectively.

Given an input image I𝑎 with < i𝑎, p𝑎, r𝑎 > and a reference image
I𝑏 with < i𝑏 , p𝑏 , r𝑏 >, our goal is to generate Î𝑡 with < î𝑡 , p̂𝑡 , r̂𝑡 >,
where î𝑡 = i𝑎 , p̂𝑡 = p𝑏 , and r̂𝑡 = r𝑏 . That is, the transferred person
Ĥ𝑡 in Î𝑡 should have the same identity with the input H𝑎 in I𝑎 , as
well as preserving the same pose and interaction relation as the
reference person H𝑏 in I𝑏 .

3.1 Overall Pipeline
We present an order-aware interaction learning framework (In-
terOrderNet) with three stages (shown in Fig. 2). First, the Order
Recovery Net (ORNet) 𝑓R extracts the relative order from both input
image I𝑎 and reference image I𝑏 (Eq. 1). Second, the pose transfer
network 𝑓P is responsible for transferring the input person H𝑎 to
Ĥ𝑡 based on the pose p𝑏 from the reference personH𝑏 (Eq. 2). Third,
the Merging Net (MNet) 𝑓M merges the transferred Ĥ𝑡 with other
instances in reference image I𝑏 under the guidance of learned r̂𝑏 .
This process is formulated as follows:

r𝑗 = 𝑓R (I𝑗 ), 𝑗 ∈ {𝑎, 𝑏}, (1)

Ĥ𝑡 = 𝑓P (H𝑎,H𝑏 ), (2)

Î𝑡 = 𝑓M (Ĥ𝑡 , r𝑏 ). (3)

Note we use existing pose transfer methods as 𝑓P. These methods
act as baselines in the experiments. The ORNet and MNet will be
introduced in detail in the following parts.

3.2 Learning Relative Orders
We propose the Order Recovery Net (ORNet) to learn the relative
orders of instances along the Z-axis. We denote the order between
instances F1 and F2 as O′ (F1, F2). To recover the relative order
of multiple instances in an image, the order between every two
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Figure 2: Overall pipeline of our proposed InterOrderNet. Given input images I𝑎 and I𝑏 , ORNet 𝑓𝑅 is responsible for estimating
the interaction relation between the target human and other instances. We get r𝑎 and r𝑏 as the relative order extracted from I𝑎
and I𝑏 , respectively. Let us take r𝑏 which is also the target relative order as an example, instance No. 4 pointing to instance No.
1 indicates that No. 4 is occluded by No. 1, representing the stick held by the slider. Second, the extracted human body H𝑎 is
transferred to Ĥ𝑡 by a pose transfer network 𝑓𝑝 . In the end , the MNet 𝑓𝑀 produces the final Î𝑡 containing Ĥ𝑡 under the guidance
of the desired relative order r𝑏 .

instances should be considered. Thus, the learned order from an
image that contains 𝑛 (𝑛 ∈ N∗ & 𝑛 ≥ 2) instances is formulated as:

𝑓𝑅 (I) = 𝑂 (F0 . . . F𝑛−1) =
⋃

𝑂 ′(F𝑖 , F𝑗 ), (4)

where 𝑖 ≠ 𝑗 , and 𝑖, 𝑗 ∈ {0 . . . 𝑛 − 1}.
Since the orders are intrinsically difficult to learn from 2D images,

we alternatively learn the relation between the modal mask and
amodal mask. The amodal mask describes the complete structures
of instances including the invisible parts. Particularly, we denote
the modal mask of instances F1 and F2 as M1 and M2, respectively.
After perceiving the completed amodal mask A𝑖 of F𝑖 (𝑖 = 1, 2), the
order O′ is inferred as:

O′ (F1, F2) =


0, M1 = A1 & M2 = A2
1, M2 < A2
−1, M1 < A1

, (5)

where 0 indicates that there is no overlap between F1 and F2, and
1/-1 indicates F1 occludes/is occluded by F2.

Perceiving the amodal mask is quite a challenging task. Existing
approaches are mainly trained on datasets with amodal masks
either generated by neural networks or manual annotations [29, 32,
34]. These datasets suffer from a gap compared with real amodal
masks either because of the inherent defect of deep learning or
the stereotypes from annotators. The gaps in training will result in
bigger gaps in testing.

To address the aforementioned issue, we design an unsupervised
method named Imitative Contrastive Learning, sidestepping the
needs of amodal mask annotations. Specifically, we train our model
to learn the process of completing modal masks from manually
occluded modal masks. Then, we utilize the trained model to imitate
the process to complete amodal masks from modal masks. Note
that an instance can be occluded by other instances belonging to
any kind of category with any irregular shape. To improve the
generalization of the model to free form masks, we randomly select
instance masks from the dataset as the manual occluders.

As shown in Fig. 3, we design a siamese inference network based
on contrastive learning with two encoders, namely 𝐸𝑞 and 𝐸𝑘 , and
one decoder 𝐺1. The network is trained to complete a modal mask
from a manually occluded modal mask. Particularly, the encoders
are trained first to get effective representations of the modal mask.
Then, the decoder is trained to generate a complete modal mask
with the pre-trained encoders. In the testing phase, we use complete
modal masks as the input, the model will imitate its training process
and perceive the corresponding amodal masks accordingly. Specif-
ically, given an input image I𝑎 , the modal masks fed into 𝐸𝑞 and
𝐸𝑘 are denoted asM𝑡

𝑞 andM𝑡
𝑘
, respectively.M𝑟

𝑖
(𝑖 ∈ {𝑘, 𝑞}) repre-

sents the randomly selected instance mask that acts as an occluder
to make M𝑡

𝑖
incomplete. The initial inputs are denoted as x𝑞 and

x𝑘 respectively, where x𝑞 =< I𝑎,M𝑡
𝑞,M𝑟

𝑞 >, x𝑘 =< I𝑎,M𝑡
𝑘
,M𝑟

𝑘
>.

Then the union setM𝑢𝑛𝑖𝑜𝑛
𝑖

= M𝑡
𝑖
∪M𝑟

𝑖
is fed into the corresponding

encoder 𝐸𝑖 together with the input image I𝑎 masked by M𝑟
𝑖
. When

M𝑡
𝑞 = M𝑡

𝑘
, the corresponding representation encoded by 𝐸𝑘 can

be regarded as z𝑘+. Regarding contrastive learning as a dictionary
look-up task, the “query” represented by z𝑞 = 𝐸𝑞(x𝑞) should be
as similar as possible to its corresponding “key” represented by
z𝑘+ = 𝐸𝑘 (x𝑘+) and dissimilar to others. We adopt a contrastive loss
to optimize the parameters of 𝐸𝑞 :

Lz𝑞 = − log
exp

(
z𝑞 · z𝑘+/𝜏

)∑𝐾
𝑗=0 exp

(
z𝑞 · z𝑘 𝑗 /𝜏

) , (6)

where 𝜏 is the temperature hyper-parameter.Lz𝑞 aims at classifying
z𝑞 as z𝑘+. We follow the settings in [6] where 𝜏 = 0.7, which has
been proved to be efficient.

Denoting \q and \k respectively as the parameters of 𝐸𝑞 and 𝐸𝑘 ,
the update of \k can be formulated as:

\k ←𝑚\k + (1 −𝑚)\q, (7)
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Figure 3: Training strategy of the proposed ORNet 𝑓𝑅 and MNet 𝑓𝑀 . Note they share the same inputs, network structure, and
training strategy. As shown above, both of them are trained by siamese inference networks with two encoders and one decoder.
As shown in the caption part, the input x𝑞 is composed of the target instance mask M𝑡

𝑞 , a randomly selected instance mask M𝑟
𝑞

and an input image I𝑎 . The other input x𝑘 is composed of an instance mask M𝑡
𝑘
, a randomly selected instance mask M𝑟

𝑘
and the

input image I𝑎 . The two encoders perform momentum contrastive learning. The 𝑓𝑅 and 𝑓𝑀 aim at reconstructing the target
maskM𝑡

𝑞 and target instance F𝑡𝑞 , respectively.

where 𝑚 ∈ [0, 1) represents the momentum coefficient that is
set to 0.9 in this paper. \q is updated following the regular back-
propagation. Themomentum update allows 𝐸𝑘 to be updated slowly
and progressively, ensuring the consistency of the dictionary.

After training encoders, the decoder𝐺1 is trained under the su-
pervision of M𝑡

𝑞 with Binary Cross-Entropy loss. The loss function
of ORNet can then be denoted as:

LR = − 1
𝑁

∑︁
M𝑡
𝑞 log 𝑓R

(
< x𝑘 , x𝑞 >, \R

)
+
(
1 −M𝑡

𝑞

)
log

(
1 − 𝑓R

(
< x𝑘 ; x𝑞 >, \R

) )
,

(8)

where \R and 𝑁 represent the parameter of 𝑓R and the number
of queries introduced in the training phase, respectively. During
testing of InterOrderNet, both the input image I𝑎 and reference
image I𝑏 are fed into the ORNet 𝑓R to get the corresponding relations
r𝑎 and r𝑏 .

3.3 Merging Net
To mitigate the gap between the transferred person Ĥ𝑡 with the
reference image I𝑏 , we propose the Merging Net (MNet) 𝑓𝑀 . MNet
aims to complete each instance including invisible parts. Then we
recombine them based on the desired relative order r𝑏 . The model
is trained to complete visible instances from manually occluded
instances. Then, the model is used to mitigate this process and esti-
mate a complete instance including invisible parts from its visible
parts.

The completion network is developed under the frame of Gener-
ative Adversarial Network [5]. The generator G, which produces
instance F̂𝑡𝑞 as a reconstruction of the target F𝑡𝑞 , plays a min-max
game with the discriminator D:

L𝑎𝑑𝑣 = min
G

max
D
E logD

(
F̂𝑡𝑞

)
+E log

(
1 − D

(
G
(
F𝑡𝑞

)) . (9)
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Figure 4: Amodal completion results of different methods on COCOA [39]. From left to right are the input modal mask, the
amodal completion results of convex [34], convex𝑅 [34], Zhan et al. [34], ours, and the ground truth. For every image tuple, the
left one is the masked image, the right one is the zoom-in results with interested areas.

Note G shares the same structure with ORNet, including two en-
coders 𝐸

′
𝑞 , 𝐸

′

𝑘
and one decoder 𝐺2. First, the encoders are trained

for learning effective representation of visible instances. Second,
the decoder 𝐺2 learns to generate the complete visible instances.

As shown in Fig. 3, there are mainly two differences with ORNet.
First, we further process the inputs x𝑖 to getM𝑖𝑛𝑡𝑒𝑟𝑖

= M𝑡
𝑖
∩M𝑟

𝑖
(𝑖 ∈

{𝑘, 𝑞}). Then the relative complement ∁M𝑡
𝑖
M𝑖𝑛𝑡𝑒𝑟
𝑖

= {𝑥 ∈ M𝑡
𝑖
| 𝑥 ∉

M𝑖𝑛𝑡𝑒𝑟
𝑖
} together with F𝑡

𝑖
masked byM𝑖𝑛𝑡𝑒𝑟

𝑖
is fed into the network.

With encoded query z
′
𝑞 = 𝐸

′
𝑞 (x𝑞) and encoded key z

′

𝑘
= 𝐸

′

𝑘
(x𝑘 ),

the corresponding loss function of 𝐸
′
𝑞 can be formulated as:

Lz′𝑞
= − log

exp
(
z
′
𝑞 · z

′

𝑘+/𝜏
)

∑𝐾
𝑗=0 exp

(
z′𝑞 · z

′
𝑘 𝑗
/𝜏
) . (10)

Similar to ORNet, whenM𝑡
𝑞 = M𝑡

𝑘
, we have the positive represen-

tation z
′

𝑘+ encoded by 𝐸
′

𝑘
.

The decoder𝐺2 is trained to generate reconstructed F̂𝑡𝑞 under the
supervision of F𝑡𝑞 , leading to reconstruction loss function denoted
as:

L𝑟𝑒𝑐 =
F̂𝑡𝑞 − F𝑡𝑞1 , (11)

where ∥ · ∥1 denotes the vector 1-norm. Moreover, we utilize the per-
ceptual loss [11] over the target instance F𝑡𝑞 and generated instance
F̂𝑡𝑞 . It is calculated by using L2 loss where 𝜙 (·) denotes extracting
image representation with VGG16 [26]:

L𝑝𝑒𝑟 = ∥𝜙 (F̂𝑡𝑞) − 𝜙 (F𝑡𝑞)∥2 . (12)

The overall loss of 𝑓𝑀 can be denoted as:

L𝑀 = _𝑎𝑑𝑣L𝑎𝑑𝑣 + _𝑟𝑒𝑐L𝑟𝑒𝑐 + _𝑝𝑒𝑟L𝑝𝑒𝑟 , (13)

Table 1: Order recovery accuracy of ORNet on the COCOA
dataset compared with OrderNetM, OrderNetM+1 [39], Area,
Y-axis, Convex, and De-occ [34]. “Ours w/o con” denotes our
baseline without contrastive learning.

Method Unsupervised Accuracy (%)

OrderNetM ✗ 81.7
OrderNetM+1 ✗ 88.3

Area ✓ 62.4
Y-axis ✓ 58.7
Convex ✓ 76.0
De-occ ✓ 87.1

Ours w/o con ✓ 88.2
Ours ✓ 90.9

where _𝑎𝑑𝑣 , _𝑟𝑒𝑐 , and _𝑝𝑒𝑟 are all set to 1.

4 EXPERIMENTS
We conduct experiments on the modified DeepFashion dataset [16]
with objects and multiple persons, the Market-1501 [38] dataset,
and the COCOA dataset [39]. We introduce three state-of-the-art
pose transfer methods as our baselines, namely XingGAN [28],
PATN [40], and the method of Li et al. [14]. They are integrated
into our framework, providing both qualitative and quantitative
results. The implementation details and analyses will be discussed
in the following parts.
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Figure 5: Pose transfer results on the modified DeepFashion dataset. We introduce (a) XingGAN [28], (b) PATN [40], and (c) Li et
al. [14] as our baselines. In each triplet, the pictures denote the image generated by the officially released model, the retrained
model on our modified dataset, and the model trained by our framework. Red boxes indicate the wrongly rendered textures.

Table 2: Datasets comparison.

Dataset Occlusions Single/Multiple Person(s) Environment
DeepFashion No Single constrained
The modified DeepFashion with objects Yes Single constrained
The modified DeepFashion with person Yes Multiple constrained
Market-1501 No Single unconstrained
COCOA Yes Multiple unconstrained

4.1 Datasets
Table 2 presents an overview of the datasets involved in our experi-
ments.

The DeepFashion dataset [16] collects high-resolution person
images in clean background. Following [28, 40], we split the train-
ing/testing sets of 101,966/8,570 with all the images re-scaled to
256 × 256.

To create artificial occlusions, wemodify theDeepFashion dataset
in two ways. First, we paste objects on the persons. The objects
are collected from the internet, including 8 categories, 60 images of
each. In each category, 50 images are selected for training, while the
rest 10 images are for testing. During training, these 400 objects are
pasted onto images of the DeepFashion dataset with random size
and positions, ensuring the robustness of the model. The newly-
collected object dataset is provided in the supplementary materials.

Second, we reorganize the persons in the dataset to form images
with two persons, where one is partially occluded by another.

The Market-1501 [38] dataset is a famous dataset on the task of
pose transfer, person ReID, and so on. We use this dataset to train
the pose transfer methods. The dataset contains 1,501 identities with
32,668 images captured from 6 disjoint surveillance cameras. Hu-
mans included in this datasets vary from each other in illumination,
pose, and viewpoint. Following [36], we split the training/testing
sets of 12,936/19,732 with all the images re-scaled to 128 × 64. We
have 439,420 training pairs and 12,800 testing pairs.

The COCOA dataset [39] is a subset of the COCO2014 dataset
[15] with annotations in order, modal masks, and amodal masks. It
is used for training the proposed ORNet and MNet. The training
split contains 2,500 images with 22,163 instances, and the testing
split is composed of 1,323 images with 12,573 instances.
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Figure 6: Multi-person pose transfer results on the modified DeepFashion dataset. The introduced three baselines include (a)
XingGAN [28], (b) PATN [40], and (c) Li et al. [14], respectively. Red boxes indicate the obviously wrongly rendered textures.

Table 3: Structure Similarity (SSIM, the higher the better),
Inception Score (IS, the higher the better), and user study on
the modified DeepFashion dataset with objects.

Method SSIM IS Human-eval

XingGAN [28] 0.698 3.479 3%
XingGAN Retrain 0.760 3.550 11%
XingGAN + ours 0.773 3.553 86%

PATN [40] 0.710 3.407 2%
PATN Retrain 0.763 3.411 30%
PATN + ours 0.770 3.412 70%

Li et al. [14] 0.702 3.351 11%
Li et al. Retrain 0.614 3.340 0%
Li et al. + Ours 0.773 3.476 89%

Real Data 1.000 4.053 -

4.2 Implementation Details
During training, the three stages of the framework are trained
separately. Specifically, the ORNet and MNet are trained on the
COCOA dataset. We use Stochastic Gradient Descent (SGD) as our
optimizer, with the initial learning rate set to 0.015 and weight
decay set to 1e-4. The SGD momentum is set to 0.9. The encoders
are trained on an NVIDIA Tesla V100 for 13 epochs. Note in our
network, the decoders are trained after the training of encoders.
We also use SGD as our optimizer. We set the initial learning rate

Table 4: Ablation study. Structure Similarity (SSIM, the higher
the better), and Inception Score (IS, the higher the better) on
the modified DeepFashion dataset with objects.

Method SSIM IS

Li et al. [14] 0.702 3.351
Li et al. + DRNet (w/o con) 0.744 3.427
Li et al. + DRNet (w/ con) 0.767 3.454

Li et al. + DRNet + MNet (Ours) 0.773 3.476

to 0.001 with weight decay set to 1e-4. The decoders are trained on
an NVIDIA Tesla V100 for 80 epochs. The training of pose transfer
methods belong to the second stage. For each baseline, the model
is trained on DeepFashion, and the modified DeepFashion dataset
with objects. We follow [14, 28, 40] to set the parameters of each.

4.3 Analyses
Ordering Recovery

As shown in Table 1, our proposed unsupervisedmethod achieves
comparable results in ordering recovery compared with the super-
vised method [39]. Moreover, among all the other unsupervised
methods, including Area, Y-axis, Convex, and de-occlusion [34], our
method achieves the best ordering recovery accuracy on the CO-
COA dataset. Table 5 further presents ordering recovery accuracy
on the modified DeepFashion dataset with objects.
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Figure 7: Pose transfer results from the Market-1501 dataset to the COCOA dataset. In each quaternion, the pictures denote
the input image, the reference image, the result of the baseline [14], and our generated results with the baseline, respectively.
There may exist multiple humans in one image, we use red bounding boxes to specify humans we are interested in.

Table 5: Order recovery accuracy on the modified DeepFash-
ion dataset with objects.

Method Accuracy

XingGAN [28] 0%
XingGAN Retrain 87.1%
XingGAN + ours 99.6%

PATN [40] 1.3%
PATN Retrain 92.2%
PATN + ours 98.7%

Li et al. [14] 11%
Li et al. 0%
Li et al. + Ours 99.9%

Since our order recovery is realized by perceiving amodal masks
from images, the amodal completion results are also presented
as shown in Fig. 4. It can be observed that our results are more
precise than that of the other competitors. For example, in row 2,
we get better-estimated chairs. Both qualitative and quantitative
comparisons demonstrate that we are better at dealing with details
and produce fine-grained amodal masks.
Pose Transfer

For images occluded by objects, to perform a fair comparison,
we conduct experiments on each baseline with models trained by
three different strategies, including their officially released models,
the retrained models on the modified dataset with objects, and
the models of baselines integrated with our framework. We also
provide results comparison for images with two persons. Note that
the frameworks of baselines are only designed for single person
pose transfer. For quantitative analyses of evaluating context-aware
pose transfer, we introduce Structure Similarity (SSIM), Inception
Score [24] (IS), and human preference. As shown in Table 3, all
three baselines achieve performance improvements after being
integrated in our framework. Table 4 presents the results of ablation
studies, which demonstrate the effectiveness of DRNet, MNet, and
the imitative contrastive learning.

Moreover, for qualitative analyses, we present pose transfer re-
sults as shown above. As shown in Fig. 5, we have emphasized
the obviously wrongly rendered textures with red boxes. We can

find that the officially released models are not able to deal with
occlusions caused by objects well. Although the performance of
baselines becomes better after retrained with our modified Deep-
Fashion dataset, these methods still regard the occluded parts be-
tween the human body and objects as part of the person, resulting
in texture inconsistency while generating the transferred person.
For instance, take the input girl on the right, whose leg is occluded
by a red beg, as an example. The retrained model regard the red
beg as part of her left leg and resulting in generating red legs.

As shown in Fig. 6, when interaction relations become more
complicated, these baselines perform even worse. It is obvious that
they can not handle complicated pose transfer where more than
one person is involved. They only transfer the pose of one person
instead of two. In addition, as emphasized by the red boxes, they
mistakenly regard the occlusions caused by the other person as
part of the transferred person and generate textures accordingly.
It demonstrate that our framework enables existing pose transfer
methods to better deal with occlusions and complex scenarios.

Moreover, to evaluate the generalization of the proposed Inter-
DepthNet, we also conduct pose transfer experiments in the fused
datasets of Market-1501 and COCOA. It makes the task even more
challenging and more applicable to practical scenarios. Fig. 7 shows
the generated results of using images in the Market-1501 dataset
as inputs and the person-related images in the COCOA dataset as
reference images. It is obvious that the results of Li et al. [14] suffer
from interference from the context of the input images.

5 CONCLUSION
This paper has proposed an Order-aware Interaction Learning Net-
work (InterOrderNet) to address interaction manipulation in the
task of pose transfer. We demonstrate that human-object interac-
tion can be defined by the relative orders between humans and the
surrounding context. We propose an unsupervised method namely
Imitative Contrastive Learning. It enables us to perceive interaction
relations between persons and surrounding context without the
requirements of ordering annotations. We conduct experiments
with multiple baselines on multiple datasets. Both quantitative and
qualitative results demonstrate the effectiveness and generalization
of our proposed framework.
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