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   Abstract—Continual  learning  (CL)  studies  the  problem  of
learning  to  accumulate  knowledge  over  time  from  a  stream  of
data. A crucial challenge is that neural networks suffer from per-
formance  degradation  on  previously  seen  data,  known  as  catas-
trophic  forgetting,  due  to  allowing  parameter  sharing.  In  this
work,  we  consider  a  more  practical  online  class-incremental  CL
setting, where the model learns new samples in an online manner
and  may  continuously  experience  new  classes.  Moreover,  prior
knowledge  is  unavailable  during  training  and  evaluation.  Exist-
ing works usually explore sample usages from a single dimension,
which  ignores  a  lot  of  valuable  supervisory  information.  To  bet-
ter  tackle  the  setting,  we  propose  a  novel  replay-based  CL
method, which leverages multi-level representations produced by
the  intermediate  process  of  training  samples  for  replay  and
strengthens  supervision  to  consolidate  previous  knowledge.
Specifically, besides the previous raw samples, we store the corre-
sponding logits and features in the memory. Furthermore, to imi-
tate  the  prediction  of  the  past  model,  we  construct  extra  con-
straints by leveraging multi-level information stored in the mem-
ory.  With  the  same  number  of  samples  for  replay,  our  method
can  use  more  past  knowledge  to  prevent  interference.  We  con-
duct  extensive  evaluations  on  several  popular  CL  datasets,  and
experiments  show  that  our  method  consistently  outperforms
state-of-the-art  methods  with  various  sizes  of  episodic  memory.
We  further  provide  a  detailed  analysis  of  these  results  and

demonstrate  that  our method is  more viable  in  practical  scenar-
ios.
    Index Terms—Catastrophic  forgetting,  class-incremental  learning,
continual learning (CL), experience replay.
  

I.  Introduction

D EEP  neural  networks  (DNNs)  have  achieved  great  suc-
cess  in  many  fields  over  the  last  decade.  For  example,

DNNs significantly improve object detection, object tracking,
and  semantic  segmentation  in  computer  vision  [1]–[3]  and
also  promote  the  development  of  reinforcement  learning  in
many  applications  such  as  robot  navigation  and  Atari  games
[4]  and [5].  Typically,  this  learning paradigm assumes a  pre-
requisite, where the model is trained to solve a single task and
training  data  are  independent  and  identically  distributed
(i.i.d.). However, in practical applications, data usually comes
in  the  form  of  a  stream,  and  the  distribution  shifts  continu-
ously over time. If no effective strategy is adopted, DNNs are
only updated to solve the currently presented task and can not
maintain  the  previously  acquired  knowledge.  This  phe-
nomenon  is  defined  as  catastrophic  forgetting  [6]–[8],  which
is an intractable problem that DNNs suffer from.

Continual  learning  (CL)  [9],  also  called  lifelong  learning
[10] or sequential learning [11], aims to accumulate and con-
solidate  knowledge  from  a  never-ending  data  stream  while
alleviating the catastrophic forgetting of networks. Current CL
settings  are  mainly  divided  into  two  branches  based  on
whether  task  identity  is  available  at  the  inference  time  [12]
and [13].  The first  one,  referred to as  task-incremental  learn-
ing (Task-IL), assigns different output layers to each task and
relies on task-specific information during evaluation, which is
the  easiest  CL  evaluation  protocol.  The  second  setting  is
described as class-incremental learning (Class-IL), in which a
task identity is not provided to assist in making the inference
and the model must perform predictions from all seen classes
after  the learning procedure.  In addition,  it  assumes that  new
classes arrive sequentially.

However,  the  above  two  settings  relax  the  constraints  that
the CL actually should keep to different degrees. They assume
that  the  data  distribution  is  i.i.d.  within  each  task  and  the
model  has  access  to  all  data  of  the  current  task.  Moreover,
offline  training  for  multiple  epochs  is  allowed  to  be  per-
formed.  In  this  work,  we  focus  on  a  more  realistic  and  chal-
lenging CL setting,  termed online  class-incremental  CL [14],
[15]. Under this setting, new data arrives in the form of a data
stream,  and  the  model  may  continuously  experience  new
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classes.  More  specifically,  due to  the  single  pass  through the
data  stream,  the  training  samples  can  be  seen  only  once;
namely the  model  has  only one chance to  perform an update
on  new  data.  Therefore,  determining  how  to  fully  tap  more
potential  knowledge  and  improve  the  utilization  of  the  sam-
ples  will  directly  affect  the  performance  of  online  CL.  Fur-
thermore,  no  prior  knowledge  is  provided  during  evaluation,
and the model must predict all seen classes using a single out-
put layer.

Meanwhile,  many  methods  have  been  proven  to  be  effec-
tive.  Based  on  how previous  data  are  used  and  whether  they
are  stored,  these  methods  can  be  classified  into  three  broad
categories  [16].  Regularization-based  methods  estimate  the
parameter importance and use a regularization term to penal-
ize  the  parameter  drifts.  This  kind  of  method  avoids  storing
raw  data.  Parameter  isolation  methods  assign  specific  model
parameters  or  add  new  neurons  to  different  tasks.  Replay-
based  methods  gain  inspiration  from  neurobiology  [17]  and
[18] and employ an episodic memory to store a subset of pre-
viously  seen  data.  These  data  are  replayed  from the  memory
to consolidate previous knowledge while learning a new task.

Compared with the first two approaches, many efforts have
shown that replay-based methods could achieve more compet-
itive performance under limited memory consumption. Conse-
quently, we consider replay-based methods as the basis of our
work.  In  real  scenarios,  to  overcome  forgetting,  we  can  not
store all  previously seen data for retraining the model,  which
is  totally  impractical  and  will  cause  enormous  computing
resource consumption. Existing replay-based methods employ
a  fixed  episodic  memory  to  store  small  amounts  of  previous
data.  It  is  crucial  for  CL  to  efficiently  use  limited  memory
samples  for  knowledge  transfer.  Current  approaches  usually
just retrain these samples together with new data or construct
a  constrained  optimization  by  utilizing  the  gradients  of  old
data. These strategies consider sample usages only from a sin-
gle  level  to  alleviate  forgetting.  As  a  result,  lots  of  valuable
information  that  can  be  further  exploited  is  ignored.  In  fact,
from  the  perspective  of  representation  learning  and  knowl-
edge  transfer,  feature  representations  from  different  network
layers  produced  by  the  intermediate  process  of  the  training
can  provide  more  affluent  and  diverse  cross-information,
which  can  be  leveraged  to  acquire  the  abstraction  and
strengthen supervision.  The information can be introduced to
the  CL  method  to  construct  extra  constraints,  which  can
improve model generalization and preserve more past knowl-
edge.

To address this issue, we propose a novel online class-incre-
mental  CL  method.  Specifically,  as  shown  in Fig. 1,  to  fully
tap the potential  of  training samples,  we introduce logits  and
features  produced  by  training  samples  at  different  network
positions and store them in the memory with raw inputs. The
raw  data  are  retrieved  randomly  from  memory  and  concate-
nated with the incoming batch. In addition, we match the cor-
responding  logits  and  features  to  construct  multi-level  con-
straints,  which  simulates  the  original  network’s  prediction  of
previous  data.  Moreover,  the  intermediate  information  is  the
by-product of the regular training process, thus avoiding addi-
tional  computation.  More  importantly,  these  intermediate

products  are  stored  in  a  low-dimensional  vector  manner,  so
the training procedure is efficient and consumes few memory
requirements.  Under  the  limited  samples  and  memory
resources,  our  method  can  squeeze  out  more  valuable  infor-
mation and effectively consolidate the knowledge acquired in
the  past.  Our  method  is  evaluated  on  five  class-incremental
CL  datasets,  and  the  experimental  results  show  that  the  pro-
posed method outperforms state-of-the-art methods.
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Fig. 1.     Overview of our proposed method. Data arrive continuously in a
class-incremental  manner  where  the  model  experience  new classes.  Our
method employs a fixed memory to store previous data information. In each
learning batch, the model receives new data from data stream and retrieves
old data from memory. To imitate the previous predictions, we leverage log-
its and features generated during training to squeeze more past knowledge.
The model and the memory are concurrently updated for the next step, as new
classes are encountered. Moreover, the entire training process does not need
any prior knowledge and can predict all seen classes using a shared output
layer.
 

The key contributions of this work are summarized in three
folds:

1)  To  preserve  more  supervision  information  while  avoid-
ing  additional  computational  overload,  we  propose  a  hierar-
chical  replay-based  method  for  online  class-incremental  CL,
which  leverages  multi-level  representations  produced  by  the
intermediate process of the training for replay.

2) Apart from the previous raw samples, we store the corre-
sponding  logits  and  features  generated  during  training  and
construct  multi-level  constraints  to  imitate  the  predictions  of
the past model by leveraging the abundant information stored
in  the  memory.  With  limited  resources,  our  method  can
squeeze out more knowledge from previous data.

3)  The  proposed  method  achieves  state-of-the-art  perfor-
mance  on  five  CL  datasets.  Experimental  results  further
demonstrate  that  fully  tapping  the  potential  of  samples  is  an
effective way to alleviate catastrophic forgetting.  

II.  Related Work
  

A.  Regularization-Based CL
Regularization-based  methods  add  an  extra  regularization

term  to  the  loss  function  to  consolidate  previously  gained
knowledge  when  learning  a  new  task.  This  kind  of  method
does  not  need  to  store  the  raw  data  and  further  ensures  data
privacy. They can be classified into prior-focused and knowl-
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edge distillation methods.
Prior-focused  methods  estimate  importance  weights  for

model  parameters  that  are  usually  assumed  independent  and
use  a  penalty  term  to  constrain  the  changes  to  important
parameters. This allows the model to stay in a feasible region
for  all  the  seen  data  and  avoid  overfitting  on  certain  classes.
Elastic weight consolidation (EWC) [19] estimates the param-
eter  importance  by  computing  the  Fisher  information  matrix.
Synaptic intelligence (SI) [20] computes the importance mea-
sure in an online fashion, based on the contribution to the drop
of  the  loss.  oEWC [21]  is  a  modification  of  EWC.  It  avoids
the  need  for  identifying  task  labels  and  does  not  make  the
computational cost linear in the number of tasks. Aljundi et al.
[22] accumulate importance weights in an unsupervised man-
ner  based  on  the  sensitivity  of  the  outputs.  From a  Bayesian
perspective,  Nguyen et  al. [23]  propose  a  general  variational
continual  learning  framework,  which  merges  online  varia-
tional  inference  (VI)  with  Monte  Carlo  VI  for  neural  net-
works. Ahn et al. [24] propose the notion of node-wise uncer-
tainty  and design  novel  regularization  terms to  freeze  impor-
tant  weights.  Wei et  al. [25]  propose  a  class-incremental
method  for  the  embedding  network  by  leveraging  zero-shot
translation  to  bridge  the  semantic  gaps  between  different
tasks.

Other  methods  exploit  knowledge distillation  (KD) to  alle-
viate forgetting. Learning without forgetting (LwF) [26] fuses
fine-tuning and KD for  neural  networks by using the outputs
of  the  previous  model  as  soft  labels  for  previous  tasks.  The
work  presented  in  [27]  is  built  on  top  of  LwF  and  mitigates
forgetting by constraining the distance between resulting rep-
resentations.  In  addition,  Gu et  al. [28]  utilize  multi-teacher
networks to consolidate previous knowledge and adapt to new
classes for incremental instance segmentation. Yang et al. [29]
propose  an  incremental  semantic  segmentation  method  by
leveraging a contrastive distillation loss. Fini et al. [30] devise
a  continual  self-supervised  learning  framework  that  converts
self-supervised loss into a distillation mechanism.  

B.  Parameter Isolation CL
Parameter  isolation  methods  dedicate  different  network

parts or model parameters to each task. Based on whether the
network  structure  is  changed,  these  methods  can  be  divided
into dynamic architecture and fixed network methods.

Dynamic architecture methods allocate more neurons or net-
work  layers  for  new tasks  by  increasing  the  architecture  size
of the model. The works presented in [31] and [32] grow new
network  branches  for  new  tasks  while  freezing  previous
branches  learned  for  past  tasks.  Expert  gate  [33]  develops  a
gating mechanism to forward test samples to activate the cor-
responding  model  during  evaluation.  The  dynamically
expandable  network  [34]  adds  additional  neurons  for  new
tasks when the loss of the retrained network exceeds a certain
threshold.  Douillard et  al. [35]  leverage  a  transformer  archi-
tecture to dynamically expand special tokens, and the encoder
and decoder can be shared among all tasks.

Without  changing  the  network  structure,  Fixed  Network
methods  assign  part  of  model  parameters  to  different  tasks.
The  parameters  specified  for  previous  tasks  are  masked  out

when  learning  a  new  task.  PackNet  [36]  frees  up  redundant
parameters  after  finishing  a  task,  and  multiple  tasks  will  be
sequentially packed into a single network. PathNet [37] gener-
ates different parameter paths for each task within a fixed net-
work. The work proposed in [38] learns a hard attention mask
for each task.  

C.  Replay-Based CL
Replay-based methods have biological significance and use

a  subset  of  past  samples  to  consolidate  knowledge.  These
samples can be raw inputs or pseudo-samples. We summarize
this kind of method as follows.

Rehearsal  methods  store  a  subset  of  previous  data  into
memory  and  retrain  them  at  each  learning  batch.  FDR  [39]
stores network outputs at task boundaries and utilizes them to
align  old  and  current  outputs.  GDumb  [40]  greedily  stores
samples  in  memory  and  trains  a  model  from  scratch  only
using  memory  samples  during  evaluation.  Adversarial  Shap-
ley  value  experience  replay  (ASER)  [14]  leverages  Shapley
value  to  score  memory  samples  in  memory  retrieval.  Hind-
sight anchor learning (HAL) [41] uses bilevel optimization to
regularize  the  training  objective.  Bang et  al. [42]  propose  a
memory  management  strategy  to  enhance  the  diversity  of
samples in episodic memory. Jin et al. [43] edit memory sam-
ples based on a small gradient update to create more challeng-
ing  examples  for  replay.  Wang et  al. [44]  utilize  data  com-
pression  to  reduce  the  storage  cost  of  old  samples.  Gu et  al.
[15]  propose  a  novel  gradient-based  memory  retrieval  strat-
egy  and  effectively  mine  semantic  information  between  dual
view  image  pairs  by  maximizing  mutual  information.  The
works presented in [45] and [46] explore more representative
online  memory  selections  from  a  data  stream.  iCaRL  [47],
dark  experience  replay  (DER)  and  DER++  [48]  hybridize
knowledge distillation with rehearsal to prevent interference.

Pseudo-rehearsal  methods  employ  generative  models  to
generate  pseudo-samples  that  are  replayed  when  new  data
arrives.  Shin et  al. [49]  propose  a  deep  generative  replay
framework  that  separately  trains  a  generator  and  a  predictor.
Riemer et al. [50] compress high-dimensional experiences to a
compact  latent  code  with  a  variational  AutoEncoder  (VAE).
Ven et  al. [51] propose a brain-inspired replay that  can scale
up  generative  replay  to  complicated  tasks.  Wei et  al. [52]
introduce  a  novel  incremental  zero-shot  learning  setting  and
leverage generative replay and knowledge distillation strategy
to tackle the setting. Tang et al. [53] develop a feature genera-
tor  to  encourage  diversity  of  generated  samples  that  are
semantically  consistent  with  memory  samples  by  exploiting
unlabeled data.  However,  pseudo-rehearsal  relies  on an addi-
tional  generator  which  also  suffers  from  catastrophic  forget-
ting.

Constrained optimization methods constrain the direction of
gradient  updates  over  new data  to  improve  knowledge  trans-
fer. Gradient episodic memory (GEM) [54] projects the gradi-
ent of new data on the feasible region constructed by past data
gradients  in  the  memory.  A-GEM [55]  provides  a  more  effi-
cient variant of GEM. Gradient-based sample selection (GSS)
[56]  maximizes  the  diversity  of  samples  in  the  memory  to
approximate  the  best  feasible  region.  In  addition,  Farajtabar
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et al. [57] leverages the gradient directions of network predic-
tions to prevent interference with previous tasks.

Overall,  regularization-based  methods  may  completely  fail
in  the  class-incremental  setting  with  long  task  sequences,  as
the  penalty  term  has  a  limited  ability  to  restrict  parameter
drifts.  This  also  can  be  reflected  in  our  subsequent  experi-
ments.  Parameter  isolation  methods  usually  need  to  rely  on
task  identities  to  make  inferences,  which  is  not  available  for
real scenarios. As the size of network architectures increases,
more computing and memory resources are consumed, result-
ing  in  poor  efficiency  and  scalability.  In  this  work,  we  con-
sider replay-based methods, which have been shown to obtain
a  trade-off  between  model  performance  and  resource  con-
sumption. Moreover, many replay methods have been proven
to  be  suitable  for  an  online  setting.  Therefore,  we  will  carry
out  the  following  work  to  alleviate  forgetting,  based  on  this
kind of method.  

III.  Proposed Method

In  this  section,  we  first  introduce  the  definition  of  online
class-incremental  CL  and  formulate  the  optimization  objec-
tive.  We  then  show  how  to  squeeze  more  knowledge  from
previous  samples  and  further  construct  extra  constraints  by
matching  different  levels  of  information.  Finally,  we  present
the  overall  replay  procedure  that  consists  of  memory  update,
memory retrieval and constraint construction. An overview of
our method is shown in Fig. 2.  

A.  Problem Formulation

(X,Y)

Generally,  the  traditional  machine  learning  paradigm
assumes  that  the  model  is  allowed  to  learn  a  single  task  and
that  the  training  data  are  i.i.d.  Under  this  setting,  all  data

 are  available  at  training  time,  and  the  model  can  per-

Dform offline learning for multiple epochs over the dataset .
The objective can be formulated as
 

argmin
θ
L, L = E(X,Y)∼D

[
ℓ ( f (X;θ) ,Y)

]
(1)

ℓ f (·;θ)where  is  the  loss  function,  is  a  predictor  parameter-
ized by θ.

D = {D1, . . . ,DT }

P (Yt) , P (Yt+1)
(xt,yt) Dt

θ∗

Different from the aforementioned paradigm, we consider a
more  realistic  and  challenging  setting,  namely  online  class-
incremental  CL.  In  this  setting,  data  arrives  in  the  form of  a
stream and can be seen only once throughout the training. For-
mally, the model needs to learn new classes in an online man-
ner from a sequence of unknown tasks . The
classes contained in different tasks are disjoint, which guaran-
tees .  The  model  sequentially  receives  a
mini-batch  of  samples  from  the  current  task .  The
goal  is  to  find  the  optimum  parameter  that  minimizes  the
loss  of  the  current  samples  while  not  interfering  with  previ-
ously gained knowledge. This is a significant difference from
transfer learning [58] and multi-task learning [59]. Moreover,
any prior  knowledge is  not  provided at  inference time,  and a
single output layer is employed to predict all seen classes. The
objective can be formulated as
 

argmin
θ

T∑
t=1

Lt, Lt = E(x,y)∼Dt

[
ℓ ( f (x;θ) ,y)

]
. (2)

Dt
θ∗

M

M

In the CL scenario, previous samples are not available, and
the model can only observe one portion of the current task 
at a time. This means that the optimum parameter  must be
sought  with  limited  data.  Furthermore,  we  introduce  a  fixed
episodic  memory  which  is  used  to  store  a  subset  of  past
samples. The setting does not limit the usage of the samples in

. Note that unless the samples are stored in the memory, the
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Fig. 2.     Illustration of the proposed replay process. In this figure, ,  and  denote the previous samples, features and logits retrieved from the memory,
respectively.  and  show the memory samples' features and logits produced by the current model. The complete replay procedure con-
tains memory update, memory retrieval and constraint construction. Specifically, for each learning step, we concatenate the incoming mini-batch from the data
stream and the retrieved mini-batch from the memory and utilize the augmented batch to train the model. Apart from raw inputs, we retain the corresponding
features  and logits  generated in  the intermediate  process.  To imitate  the prediction of  the previous model  and strengthen supervision,  our  method constructs
multi-level constraints by matching the features and logits. Consequently, the generic loss , the features loss  and the logits loss  form the final loss
function to prevent interference.
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M

model  will  not  have  access  to  these  previous  samples  in  the
future.  In  each  learning  step,  a  mini-batch  of  samples  is
retrieved  from  the  memory  for  replay.  We  seek  to  minimize
the  following loss  with  only  access  to  the  current  mini-batch
and the mini-batch from :
 

L = E(x,y)∼Dt

[
ℓ ( f (x;θ) ,y)

]
+E(x,y)∼M

[
ℓ ( f (x;θ) ,y)

]
. (3)

f (·;θ) MThe  predictor  and  the  memory  will  be  updated
concurrently  for  each  training  step  completed.  Let τ define  a
time step, the updating process can be formulated as
 ⟨(

f
(
xτ;θτ

)
,yτ
)
,Mτ⟩ −→ ⟨ f

(
·;θτ+1

)
,Mτ+1

⟩
. (4)

  

B.  Response-Based Matching

Bc
BM

M Bc
BM

Baug

The  conventional  CL  setting  assumes  that  new  data  arrive
one  task  at  a  time,  and  that  all  data  of  the  current  task  are
available.  Thus,  the  model  can  perform offline  learning  with
multiple epochs over the current task. In an online class-incre-
mental  setting,  since  the  stream  of  data  is  experienced  only
once,  the  model  receives  a  new mini-batch  in  each learn-
ing step. Meanwhile, another mini-batch  is retrieved from
the  memory .  We  concatenate  the  current  mini-batch 
with the retrieved mini-batch  to form an augmented batch

 

Baug = Bc∪BM. (5)
Therefore,  different  from  the  relaxed  task-based  CL

assumption, we update the model over a sequence of batches
during  the  optimization  trajectory.  A  generic  experience
replay strategy minimizes the following loss:
 

Lc = E(x,y)∼Baug

[
ℓce ( f (x;θ) ,y)

]
(6)

Lc
ℓce

where  indicates  the  loss  incurred  by  the  raw  inputs  and
labels and  is  the cross-entropy loss.  This direct method is
simple but effective in alleviating the forgetting of networks.

z = φ (x;θ)

f (x;θ) = softmax(φ (x;θ))

To  further  consolidate  previously  accumulated  knowledge,
as  shown  in Fig. 2,  we  introduce  the  network’s  logits

 as  the  outputs  of  the  last  fully  connected  layer  of
the  deep  model.  The  relationship  between  the  logits  and  the
corresponding probability distribution over the classes can be
defined as .

M

Apart from retaining the raw past samples, we store the cor-
responding  logits  in  the  memory  during  training.  Without
using the ground-truth labels, we leverage the logits to imitate
the  previous  prediction  of  the  model  and  transfer  the  past
knowledge  to  alleviate  forgetting.  Specifically,  the  logits
stored in  indicate the previous response of the model. For
every learning step, the current model calculates the logits of
the mini-batch retrieved from the memory. We match the cor-
responding  logits  throughout  the  optimization  trajectory.  The
objective can be defined as
 

Llog = E(x,z)∼BM
[
ℓ2 (φ (x;θ) ,z)

]
(7)

ℓ2 L2

Llog Lc

where  is  loss.  Explicitly,  our  goal  is  to  squeeze  more
valuable information with limited data.  Therefore,  we further
add the loss  to the generic loss , and get the following
objective: 

Lr =Lc+αLlog (8)

Lc Llog

Lc

where α indicates  a  hyper-parameter  balancing  the  trade-off
between  the  terms.  The  idea  of  response-based  matching  is
straightforward and easy to understand, especially in the con-
text of image classification problems. The loss  and  are
complementary  in  essence.  Without  softmax  processing,  the
current  model can imitate the previous response by matching
the logits that retain more past information. Under the online
class-incremental  setting,  the  data  distribution  may  experi-
ence  gradual  or  sudden  changes.  Logits  observed  at  the  sub-
optimal  have  high  bias  and  might  be  sampled  into  the  mem-
ory  for  later  replay.  uses  ground-truth  labels  for  the  aug-
mented batch,  which is  explicit  and robust  to the distribution
shift. Therefore, we can effectively learn new data while con-
solidating  the  predictions  of  previous  samples  at  each  learn-
ing step. These two loss terms work together to prevent inter-
ference.

Lr

Lc Llog

Note that there are three main differences between the algo-
rithm  DER++  and  the  loss  function .  The  first  is  that
DER++  trains  the  model  independently  on  the  mini-batch
retrieved from the memory and utilizes the acquired loss as an
extra  regularization  term.  In  contrast,  we  concatenate  the
incoming  mini-batch  with  the  retrieved  mini-batch  and  feed
the augmented batch into the model. Secondly, DER++ needs
to  retrieve  two mini-batches  from the  memory in  each learn-
ing  step,  which  are  used  for  computing  different  loss  terms.
Our method only uses one retrieved mini-batch to compute the
generic  loss  and  logits  loss  respectively.  Finally,  we
focus on training at  the mini-batch level,  which is  more suit-
able for online CL setting.  

C.  Constructing Features Constraint
In fact,  logits indicate the class probability distribution and

are  suitable  for  the  supervised  classification  task.  However,
using past knowledge only via logits has some limitations and
drawbacks.  Firstly,  its  effectiveness  is  limited  to  the  softmax
loss function, which relies on the number of classes and can-
not  be  applied  to  low-level  vision  tasks  [60].  Secondly,
although logits  could represent each sample by a class distri-
bution  and  transfer  intra-class  variations,  its  performance  is
susceptible  to  model  capacity  [61].  Moreover,  it  fails  to
address  intermediate-level  representations,  which  means  that
lots  of  valuable  information is  ignored to  strengthen supervi-
sion.  Thus,  it  is  necessary  to  introduce  features  to  construct
stronger constraints.

From the  perspective  of  representation  learning,  DNNs are
good at learning multiple levels of feature representation with
increasing abstraction [62]. Many works focus on better inter-
pretation  of  feature  representations  and  have  shown that  fea-
tures  might  contain  more  affluent  supervisory  information
[63]–[65].  From  the  perspective  of  knowledge  transfer,  the
similarity-preserving  knowledge  from  intermediate  features
expresses not only the representation space, but also the acti-
vations of object category, which is similar to the class proba-
bility distribution [66]. Therefore, feature knowledge is a good
extension  of  logits  and  can  provide  better  generalization  to
problems without class labels.

F = Ψ (x;θ)
To  acquire  more  knowledge  from  previous  samples,  as

shown in Fig. 2,  we  further  introduce  features  to
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construct an empirical constraint. Without an additional com-
putation  procedure,  the  algorithm  retains  network’s  features
generated  at  the  final  pooling  layer.  As  a  result,  raw  inputs
together with the corresponding logits and features form data
triplets  and  are  stored  in  the  memory  by  a  specific  sampling
strategy. For each incoming mini-batch, we randomly retrieve
another mini-batch from memory  which contains different
data triplets used for replay. Note that the past features stored
in  memory  are  not  changed,  and  the  retrieved  raw  samples
will be retrained by the current model to get new features. We
try to align feature representations and learn the predictions of
the previous model’s intermediate representations. Thus, indi-
rect  replay  makes  up  for  the  constraint  that  the  prediction  of
the same sample at different time steps, which provides more
advantageous  and  diverse  cross-information  to  the  current
model.  According  to  this  consideration,  we  optimize  the  fol-
lowing objective by matching the features:
 

Lfea = E(x,F)∼BM [ℓ2 (Ψ (x;θ) ,F)] . (9)

Lc Llog
Lfea

Instead  of  just  playing  back  the  raw  inputs,  multi-level
information  from  different  positions  is  exploited  to  consoli-
date  previous  knowledge,  which  improves  the  generalization
of the model with limited samples. The overall CL loss func-
tion, composed of the generic loss , the logits loss  and
the features loss , is calculated as
 

Lall =Lc+αLlog+βLfea. (10)

Lall

where β is a hype-parameter to balance the last term. We use
the  loss  function  to  update  parameters  during  the  opti-
mization trajectory and keep the model in a region that is fea-
sible for previously seen samples.  

D.  Online Replay via Multi-Level Information
MFor replay-based methods,  the  memory  will  be  updated

together with the network model, as new data arrive continu-
ally. To maintain a fixed memory, we need to decide whether
a new input is stored in the memory and which data triplet is
removed from the memory when memory is full. As an impor-
tant  component  of  replay,  the  quality  of  memory update  will
directly  affect  the  performance  of  algorithms.  Specifically,  a
memory update must be performed in an online manner due to
the  data  stream  that  is  seen  only  once.  Moreover,  any  prior
knowledge is not provided during updating.

M M/N
In  this  work,  we  adopt  reservoir  sampling  (RS)  to  update
. RS ensures each data has the same probability  to be

sampled into the memory, where M is the size of memory and
N is the number of samples observed up to now. Note that we
do not need to know the length of the data stream in advance.
In addition, RS avoids relying on the task identity to populate
the memory for different tasks, which is more suitable for the
online CL scenario. In addition to memory update, a complete
replay process includes memory retrieval. To ensure that each
memory sample has the same chance to be replayed, we ran-
domly  select  a  mini-batch  of  samples  from memory.  Similar
procedures can be found in neuro-biological systems. Accord-
ing to the complementary learning system, the formation and
consolidation  of  human memory,  namely  short-term memory
to  long-term memory,  contain  information integration,  retrie-
val  and replay.  Specifically,  our method continually retrieves

previous  samples  from  memory  for  replay  at  each  learning
step,  which effectively alleviates  forgetting and improves the
generalization of the model.

The entire learning process is presented in Algorithm 1. We
combine  generic  experience  replay  with  additional  constraint
terms  and  acquire  a  joint  loss,  which  squeezes  more  knowl-
edge from previous samples to prevent interference. After the
model  is  updated with the joint  loss,  the raw inputs,  together
with the corresponding logits, features and labels, are used for
memory  update.  As  the  outputs  of  the  intermediate  process,
logits and features avoid extra computational requirements. In
addition, this information provides richer knowledge but con-
sumes limited memory resources. This increases flexibility for
performance improvements.  From the constraint  optimization
perspective,  leveraging multi-level  knowledge can result  in  a
more feasible parameter space during the optimization trajec-
tory,  which  is  more  advantageous  than  using  only  the  raw
inputs and labels.

Algorithm 1 Online squeezing experience replay

S MInput: data  stream ,  parameters θ,  learning  rate λ,  memory ,
mini-batch size b

M← { }1 Initialize ;
Bc ∼ S2 for  do

BM← MemoryRetrieval (M,b)3　 　 ;
Baug = Bc

∪
BM4　 　 ;
Lc = E(x,y)∼Baug

[
ℓ ( f (x;θ) ,y)

]5　 　 Generic loss: ;
Llog = E(x,z)∼BM

[
ℓ2 (φ (x;θ) ,z)

]6　　  Logits loss: ;
Lfea = E(x,F)∼BM [ℓ2 (Ψ (x;θ) ,F)]7　 　 Features loss: ;

Lall =Lc +αLlog +βLfea8　 　 Joint loss: ;
θ← θ−λ · ∇θLall9　　  ;

(x,y) Bc10　　for  in  do
z = φ (x;θ)11　　　　 ;
F = Ψ (x;θ)12　　　　 ;
M← MemoryU pdate (M, ((x;z;F) ,y))13　　　　 ;

14　　end
15 end

  

IV.  Experiments

In this  section,  we review the commonly used datasets and
metrics  for  CL  evaluation.  Then,  details  about  baselines  and
experimental  settings  are  introduced.  Finally,  we  present  and
analyze the results compared to state-of-the-art methods.  

A.  Datasets and Evaluation Metrics
To  verify  the  effectiveness  of  the  proposed  method  under

the  online  class-incremental  CL setting,  we  conduct  compre-
hensive evaluations on five CL datasets as follows:

Split  MNIST splits  the  MNIST [67]  dataset  into  5  disjoint
tasks based on the labels. Each task has two different classes,
and each class has around 6000 3×28×28 training images and
1000 testing images.

Split  CIFAR-10  divides  the  CIFAR-10  [68]  dataset  into  5
disjoint tasks with two classes in each task, where each class
contains 5000 3×32×32 images for  training and 1000 images
for testing.

Split CIFAR-100 is constructed by splitting the CIFAR-100
[68]  dataset  into  10  different  tasks  with  non-overlapping
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classes.  Each task has  10 classes,  and every class  consists  of
500 3×32×32 training images and 100 testing images.

Split  MiniImageNet  splits  the  MiniImageNet  [69]  dataset
into  10  disjoint  tasks  with  10  different  classes  in  each  task.
Every class consists  of  500 3×84×84 images for  training and
100 images for testing.

Split  TinyImageNet  is  a  variant  of  the  TinyImageNet  [70]
dataset.  This benchmark contains 20 disjoint tasks, each with
10  different  classes.  Every  class  consists  of  500  3×64×64
training images and 50 testing images.

It  can  be  seen  that  original  datasets  are  split  to  form  a
sequence  of  tasks.  The  algorithm  is  asked  to  learn  each  task
sequentially while accumulating knowledge over time. Unlike
the task-based setting where the data arrive one task at a time,
our setting receives a mini-batch of samples at each time step
and does not need to provide the task boundaries in advance.
That is, although the aforementioned datasets are presented in
the form of  tasks,  we actually train the model  in  a  streaming
manner,  which  is  more  challenging  and  suitable  for  practical
scenarios.  Furthermore,  different  from  the  conventional
machine learning paradigm, CL aims to learn and consolidate
new  knowledge  while  alleviating  the  forgetting  of  networks.
Following [54] and [71], we use two popular metrics to mea-
sure the performance of CL algorithms:

a j,i

AT

Average Accuracy:  indicates the test accuracy on task i
after  the  model  has  finished  the  training  of  task j.  Assuming
that  there  are T tasks  in  total,  the  average  accuracy  is
defined as
 

AT =
1
T

T∑
i=1

aT,i. (11)

f j,i

FT

Average Forgetting:  denotes the forgetting of the model
on task i after being trained on task j, which measures the per-
formance  degradation  that  the  model  suffers  from.  The  aver-
age forgetting  at task T is defined as
 

FT =
1

T −1

T−1∑
i=1

fT,i

where f j,i = max
t∈{1,..., j−1}

(
at,i−a j,i

)
. (12)

  

B.  Baselines
In  this  work,  we  focus  on  comparison  with  regularization-

based methods and replay-based methods. For a fair compari-
son,  all  baselines  are  unified  to  the  online  class-incremental
CL setting.  Note  that  we do not  consider  parameter  isolation
methods  such  as  progressive  neural  networks  (PNN) [31],  as
they rely on task identities and are not suitable for the online
CL  setting.  Specifically,  we  compare  our  proposed  method
against the following baselines:

1)  Regularization-Based  Baselines: We  compare  the  pro-
posed  method  with  three  regularization-based  methods  that
avoid  storing  previous  samples.  For  prior-focused  methods,
we  consider  SI  [20]  and  oEWC  [21],  which  are  variants  of
EWC [19]. In addition, LwF [26] is adopted as a data-focused
method that combines knowledge distillation and fine-tuning.

2)  Replay-Based  Baselines: We  select  several  baselines
from rehearsal  and  constrained  optimization  methods  respec-

tively.  In  particular,  we  do  not  consider  pseudo-rehearsal
methods,  as  they  need  to  train  a  generator  that  also  suffers
from catastrophic forgetting. Among all  baselines,  FDR [39],
GDumb [40],  ASER [14] and HAL [41] are typical rehearsal
methods  that  explicitly  retrain  samples  stored  in  memory.
Moreover,  iCaRL  [47],  DER  [48]  and  DER++  [48]  leverage
knowledge distillation to improve performance. GEM [54], A-
GEM [55] and GSS [56] belong to the constrained optimiza-
tion methods, which need additional computation of gradients.
Different  from  regularization-based  methods,  these  baselines
employ  a  memory  to  store  previous  samples.  We will  evalu-
ate the performance of algorithms on different memory sizes.

3)  i.i.d.  Offline: It  trains  the  model  offline  for  multiple
epochs with i.i.d. data and can be regarded as the upper bound
performance.  We  use  five  epochs  in  all  the  experiments  for
this baseline.

4)  i.i.d.  Online: It  considers  training  the  model  on  an  i.i.d.
data stream in an online manner.

5) Fine-Tuning: It  involves training the model online with-
out any mechanism to prevent forgetting and can be regarded
as the lower bound of performance.  

C.  Experimental Settings
All  baselines  are  required  to  use  the  same  neural  network

architecture.  For  a  fair  comparison,  our  choices  here  are
largely  affected  by  previous  work.  Specifically,  for  Split
MNIST,  we  follow  [54]  and  train  a  fully-connected  network
with  two  hidden  layers,  each  one  consisting  of  100  ReLU
units. Due to more complex samples, we use a ResNet18 with-
out  pre-training,  similar  to  [48],  on  Split  CIFAR-10,  Split
CIFAR-100,  Split  MiniImageNet  and  Split  TinyImageNet.
Following  [56]  and  [71],  the  mini-batch  size  is  set  to  10  for
the incoming samples. To better evaluate the ability to acquire
knowledge from previous samples,  the size of the mini-batch
sampled  from  the  memory  is  also  set  to  10  irrespective  of
memory size.

Under the online CL setting, we adopt a shared output layer
to  predict  all  seen  classes  during  evaluation.  Moreover,  we
perform only  a  single  gradient  update  on the  incoming mini-
batch for all  experiments,  which is more suitable for realistic
scenarios.  We  train  all  models  using  the  stochastic  gradient
descent  (SGD)  optimizer.  Following  [72]  and  [73],  the  fea-
tures  used  to  construct  constraints  are  derived  from the  final
pooling layer. For all datasets, we set the value of α to 0.5 and
β to 0.2. For all experiments, we report the average and stan-
dard  deviation  over  five  runs,  each  with  different  random
seeds.  

D.  Experimental Results
1)  Average  Accuracy  With  Different  Memory  Sizes: As

shown in Tables I and II,  we  report  the  average  accuracy  on
Split  MNIST, Split  CIFAR-10, Split  CIFAR-100, Split  Mini-
ImageNet and Split TinyImageNet. We can find a clear differ-
ence  in  performance  between  the  regularization-based  and
replay-based  methods.  Regularization-based  baselines  do  not
cope well with the online class-incremental setting. This sug-
gests that only using penalty terms makes it hard to constrain
the model to a feasible parameter space when task identity is
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not  provided.  In  contrast,  replay-based  methods  show  the
potential  to  perform  well  in  this  setting.  Furthermore,  the
model  acquires  better  performance,  as  the  memory  size M

increases.  This  is  because  a  larger  memory  can  ensure  that
more diverse samples are used for replay by memory retrieval
at each learning step, which further avoids overfitting on pre-

 

TABLE I 

Comparison of Average Accuracy (Higher is Better) on Split MNIST and Split CIFAR-10 With Different Memory Sizes.
Averages and Standard Deviations are Computed Over Five Runs Using Different Random Seeds

Methods
Split MNIST Split CIFAR-10

M = 100 M = 500 M = 1000 M = 2000 M = 5000 M = 100 M = 500 M = 1000 M = 2000 M = 5000

i.i.d. offline 97.44±0.20 97.44±0.20 97.44±0.20 97.44±0.20 97.44±0.20 83.30±0.60 83.30±0.60 83.30±0.60 83.30±0.60 83.30±0.60

i.i.d. online 96.05±0.17 96.05±0.17 96.05±0.17 96.05±0.17 96.05±0.17 64.89±1.31 64.89±1.31 64.89±1.31 64.89±1.31 64.89±1.31

Fine-tuning 19.63±0.12 19.63±0.12 19.63±0.12 19.63±0.12 19.63±0.12 18.55±0.27 18.55±0.27 18.55±0.27 18.55±0.27 18.55±0.27

LwF 19.48±0.16 19.48±0.16 19.48±0.16 19.48±0.16 19.48±0.16 18.55±0.11 18.55±0.11 18.55±0.11 18.55±0.11 18.55±0.11

SI 19.64±0.26 19.64±0.26 19.64±0.26 19.64±0.26 19.64±0.26 18.11±0.77 18.11±0.77 18.11±0.77 18.11±0.77 18.11±0.77

oEWC 20.31±0.96 20.31±0.96 20.31±0.96 20.31±0.96 20.31±0.96 18.18±0.37 18.18±0.37 18.18±0.37 18.18±0.37 18.18±0.37

iCaRL 69.91±0.67 69.97±0.60 70.26±0.50 69.60±0.47 70.05±0.23 38.21±0.99 41.26±1.07 41.54±1.38 41.05±1.14 41.02±0.01

GEM 65.30±1.78 85.26±1.93 90.21±0.56 93.27±0.61 95.38±0.16 19.52±0.60 18.55±0.23 19.44±0.83 19.46±0.73 27.49±1.77

A-GEM 30.62±2.23 32.56±1.30 34.92±4.61 32.99±4.10 34.21±2.24 18.50±0.46 18.40±0.47 18.45±0.23 18.36±0.36 18.52±0.29

GSS 58.89±3.24 85.36±0.92 88.22±0.69 90.86±1.01 91.69±0.61 33.30±3.14 48.39±2.59 51.57±1.49 53.54±1.89 54.79±5.46

FDR 72.75±3.01 87.75±1.81 90.27±1.81 92.19±0.79 92.37±1.99 24.53±2.71 20.05±1.78 18.75±0.47 18.87±0.21 18.69±0.16

DER 74.74±2.10 90.44±0.54 92.78±0.47 93.17±0.19 94.07±0.18 32.96±1.23 37.31±4.17 34.47±6.55 37.85±3.83 34.61±2.99

DER++ 75.14±1.81 91.15±0.45 93.06±0.84 93.48±0.88 94.37±0.64 37.56±1.67 55.18±1.95 59.95±2.38 62.87±1.58 65.39±1.84

GDumb 72.95±1.88 86.22±0.53 89.38±0.20 91.75±0.51 94.91±0.17 23.41±4.08 35.34±2.02 49.62±2.74 57.82±0.96 60.38±2.60

µASER 73.27±1.03 87.34±0.62 90.76±0.77 91.24±0.64 93.51±0.49 26.58±1.82 43.82±2.26 55.60±1.09 60.84±2.51 63.58±0.92

HAL 70.85±2.40 85.60±2.14 88.89±1.80 91.39±1.02 93.18±0.71 27.95±5.04 39.93±4.60 46.54±2.48 50.28±4.24 51.89±3.11

rOurs 77.38±1.59 91.01±0.70 93.16±0.37 94.03±0.41 94.47±0.26 39.48±2.57 58.20±2.98 63.56±1.95 66.18±1.30 67.59±1.42

allOurs 79.94±0.65 91.66±0.30 93.36±0.28 94.28±0.20 94.57±0.17 40.69±1.56 60.42±1.86 65.07±1.49 67.89±0.72 69.12±1.11
 

 

TABLE II 

Comparison of Average Accuracy (Higher is Better) on Split CIFAR-100, Split Miniimagenet and Split
Tinyimagenet With Different Memory Sizes. Averages and Standard Deviations are

Computed Over Five Runs Using Different Random Seeds

Methods
Split CIFAR-100 Split MiniImageNet Split TinyImageNet

M = 500 M = 1000 M = 2000 M = 5000 M = 1000 M = 2000 M = 5000 M = 1000 M = 2000 M = 5000

i.i.d. offline 52.16±0.83 52.16±0.83 52.16±0.83 52.16±0.83 41.25±1.19 41.25±1.19 41.25±1.19 41.01±0.75 41.01±0.75 41.01±0.75

i.i.d. online 23.16±0.44 23.16±0.44 23.16±0.44 23.16±0.44 17.73±0.71 17.73±0.71 17.73±0.71 17.10±0.59 17.10±0.59 17.10±0.59

Fine-tuning 6.63±0.23 6.63±0.23 6.63±0.23 6.63±0.23 5.26±0.28 5.26±0.28 5.26±0.28 2.81±0.32 2.81±0.32 2.81±0.32

LwF 6.77±0.24 6.77±0.24 6.77±0.24 6.77±0.24 5.48±0.46 5.48±0.46 5.48±0.46 2.84±0.16 2.84±0.16 2.84±0.16

SI 6.59±0.39 6.59±0.39 6.59±0.39 6.59±0.39 4.90±0.60 4.90±0.60 4.90±0.60 2.52±0.22 2.52±0.22 2.52±0.22

oEWC 6.65±0.26 6.65±0.26 6.65±0.26 6.65±0.26 3.74±0.31 3.74±0.31 3.74±0.31 2.57±0.27 2.57±0.27 2.57±0.27

iCaRL 8.07±0.34 8.04±0.49 8.00±0.30 7.03±0.36 7.79±0.33 7.89±0.06 7.45±0.40 3.55±0.34 3.82±0.20 3.74±0.17

GEM 11.60±0.93 15.85±0.65 17.15±1.79 22.33±0.76 9.44±0.33 13.78±1.23 16.07±1.10 6.32±0.21 9.78±0.19 11.04±0.46

A-GEM 6.75±0.16 6.94±0.22 6.51±0.39 6.84±0.24 5.37±0.60 5.52±0.21 5.57±0.42 2.86±0.14 2.87±0.15 2.90±0.12

GSS 11.23±0.72 12.19±0.41 13.02±0.30 13.01±0.44 10.29±0.65 11.04±0.37 11.69±1.06 5.40±0.13 5.95±0.19 6.25±0.36

FDR 6.91±0.18 7.13±0.35 7.12±0.10 7.01±0.13 5.58±0.31 5.82±0.26 5.65±0.17 3.04±0.09 3.01±0.14 3.06±0.13

DER 6.92±0.25 6.83±0.31 7.02±0.29 6.91±0.10 5.25±0.37 5.32±0.45 5.49±0.21 3.09±0.02 3.01±0.17 3.05±0.08

DER++ 16.47±0.94 18.94±1.18 21.78±0.86 23.06±0.77 13.93±0.23 15.07±0.33 17.05±0.69 10.14±0.83 11.92±0.74 14.01±0.82

GDumb 9.29±0.86 13.81±0.55 20.28±0.91 24.61±0.92 10.23±0.54 16.58±1.56 19.26±0.75 8.90±0.36 13.94±0.72 15.11±0.44

µASER 13.11±0.76 16.45±0.91 18.31±1.04 24.37±0.85 13.44±0.87 15.66±0.62 18.29±0.54 9.53±0.92 13.07±0.84 14.76±0.69

HAL 9.40±1.12 9.71±1.39 13.15±1.20 14.37±1.89 5.87±0.66 6.20±0.64 8.68±0.43 5.01±0.41 6.21±1.27 7.98±1.02

rOurs 19.16±0.64 23.15±0.96 25.64±0.83 27.20±0.97 18.73±0.35 19.67±0.90 20.31±0.49 11.30±0.61 14.81±0.28 15.79±0.18

allOurs 20.61±0.34 24.91±0.81 26.45±0.99 27.95±1.02 19.80±0.29 20.74±0.64 21.09±0.16 12.06±0.67 15.56±0.34 16.37±0.24
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vious samples. Moreover, we can observe that the increase of
the  average  accuracy slows down noticeably  when the  mem-
ory  is  large  enough.  Therefore,  in  practical  applications,  we
should  choose  an  appropriate  memory  size  according  to  the
specific  scenario  and  try  to  achieve  a  trade-off  between  per-
formance and memory consumption.

r
Lr all

Lall

We use Ours  to denote the model optimized by loss func-
tion  that  adds  an  extra  logits  loss.  Ours  represents  the
model  that  leverages  the  loss  function ,  which  retains
multi-level information from raw inputs, logits and features. A
significant  improvement  can  be  observed,  especially  when
memory size is limited. This demonstrates the effectiveness of
squeezing past knowledge by matching the logits and features.
For  more  challenging  datasets,  especially  for  Split  TinyIma-
geNet,  which  contains  more  classes  and  tasks,  our  method
shows  competitive  performance  although  all  methods  suffer
from more performance degradation. However, there is a large
gap  between  our  methods  and  i.i.d.  offline,  which  suggests
that  current  CL  methods  still  have  great  room  for  improve-
ment.  Overall,  our  method  achieves  state-of-the-art  perfor-
mance on different datasets and memory sizes.

2)  Evolution  of  Average  Accuracy: To  better  illustrate  the
performance  of  algorithms  during  optimization  trajectory,  as
shown in Fig. 3, we further show the evolution of the average
accuracy as new tasks are learned on different  datasets.  Note
that  the  results  of  i.i.d.  offline  and  i.i.d.  online  are  not  avail-
able due to training on stationary data distribution. In addition,
the performance of GDumb is not reported since we only train
a model  for  it  at  the end of  the data  stream. We can see that

µ

most  methods  achieve  better  performance  on  easier  Split
MNIST.  Moreover,  on  other  datasets,  the  average  accuracy
exhibits faster decline in the initial stages of the learning pro-
cedure,  but  the  rate  of  decline  slows  down  with  increasing
new tasks. This happens because the model does not accumu-
late enough knowledge to forget, as more classes are learned.
Specifically,  regularization-based baselines completely fail  in
all  tasks  and  obtain  similar  performance  to  Fine-tuning.  The
constrained  optimization  baseline  also  shows  poor  average
accuracy  on  complex  datasets.  In  contrast,  DER++  and
ASER  surpass  other  replay-based  baselines,  which  suggests
that  replaying raw inputs  can effectively  prevent  interference
in  the  online  class-incremental  setting.  Our  method  shows
consistently better performance throughout training. This fur-
ther demonstrates that  constructing extra constraints  is  favor-
able for consolidating knowledge.

3)  Effectiveness  on  Different  Task  Lengths: The  desiderata
of  CL is  to  accumulate  knowledge  from a  never-ending  data
stream.  Therefore,  it  should  have  the  ability  to  address  long
sequence  tasks.  To  evaluate  the  effectiveness  of  our  method
on different lengths of task sequences,  as shown in Table III,
we report the average accuracy on Split CIFAR-100 which is
split  into  different  numbers  of  disjoint  tasks.  For  example,
Split CIFAR-100 consists of 50 disjoint tasks with two classes
in each task, when T is set to 50. The number of samples per
class used for training and testing remains constant.  We con-
sistently  perform the  online  class-incremental  setting  for  dif-
ferent T values. We can see that i.i.d. offline and i.i.d. online
are not affected by dataset division due to training on station-
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(b) Split CIFAR-10

 
M = 500

M = 1000
Fig. 3.     Evolution of the average accuracy as new tasks are learned in different datasets. For Split MNIST and Split CIFAR-10, we set memory size ,
and for Split CIFAR-100, Split MiniImageNet and Split TinyImageNet, we set memory size . The average accuracy keeps decreasing gradually with
the increase in the number of tasks, especially on challenging datasets that contain more classes and tasks. Under the online class-incremental setting, we con-
sistently achieve improvement during the optimization trajectory.
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ary distribution.
Experimental results clearly indicate that all methods suffer

from  greater  performance  degradation,  as  the  model  experi-
ences more tasks. This phenomenon is reasonably straightfor-
ward, since it is difficult to optimize networks into a parame-
ter space that is feasible for all seen tasks when the sequence
of  tasks  becomes  longer.  Specifically,  we  can  see  that  many
baselines  are  completely  ineffective  and  achieve  similar  per-
formance to Fine-tuning. Moreover, apart from regularization-
based  methods,  using  only  distillation  or  gradient  optimiza-
tion, replay-based baselines also make it difficult to cope with
long  sequence  settings.  On  the  contrary,  our  method  lever-
ages  multi-level  information  of  samples  to  construct  con-
straints  and  consolidate  knowledge.  Although  performance
degradation  is  unavoidable,  we  consistently  maintain  better
performance  on  different  lengths  of  tasks.  This  further  sug-
gests  that  squeezing  more  knowledge  from previous  samples
could be considered for more challenging scenarios.

BM

BM

BM

4)  Effect  of  Different  Retrieved  Mini-Batch  Sizes: Memory
retrieval is  an important procedure for replay-based methods,
since  it  determines  how  many  previous  samples  can  be
replayed at each learning step. As shown in Table IV, we set
different  mini-batch  sizes  retrieved  from the  memory  to
evaluate  the  impact  of  this  process  on  the  performance  of
algorithms.  We  report  the  average  accuracy  of  all  replay-
based baselines on Split CIFAR-10 and Split CIFAR-100. As
the size of  increases, it can be seen that the performance
continuously  decreases  on  Split  CIFAR-10.  These  results
seem counter-intuitive, since increasing the size of  means
that more previous samples can be learned to alleviate the for-

getting  of  networks.  We  argue  that  this  is  because  retrieving
more  samples  from  memory  will  lead  to  overfitting  on  past
tasks  when  the  length  of  the  task  sequence  is  short,  which
interferes with the model in learning new knowledge.

BM

BM

BM

BM

BM

In  contrast,  for  Split  CIFAR-100  which  consists  of  longer
sequences of tasks, the average accuracy of baselines remains
comparatively  flat  or  decreasing.  However,  our  method  con-
sistently shows improvement when the mini-batch size  is
set  to  32  and  64,  but  suffers  from  performance  degradation
when  is  128.  This  suggests  that  appropriately  increasing
the number of samples for replay can help to consolidate pre-
vious  knowledge  when  experiencing  longer  sequences  of
tasks. In general,  our method achieves state-of-the-art perfor-
mance  with  different  mini-batch  sizes ,  especially  on  the
more challenging Split CIFAR-100 dataset. Moreover, we can
conclude that blindly increasing the size of  may have an
adverse  effect  on  the  final  results,  due  to  the  imbalance
between  old  and  new  samples.  Therefore,  according  to  the
specific  scenario,  it  is  necessary  to  choose  a  reasonable 
value, which may improve the performance of the algorithm.

5) Evaluation of Average Forgetting: As shown in Table V,
we show and analyze the average forgetting of the algorithms
from two aspects. Note that i.i.d. offline and i.i.d. online train
the model  on stationary data  distribution.  Hence,  the average
forgetting is not available. In addition, we only train a model
for GDumb at the end of the data stream and do not show the
forgetting metric in the table. On the one hand, we report the
average forgetting on Split  CIFAR-10 with different memory
sizes M.  Among  them,  Fine-tuning  and  regularization-based
baselines are not related to memory and fail to retain any pre-
vious knowledge. We can observe that the average forgetting
of replay-based methods decreases continuously with increas-
ing  memory  size.  This  suggests  that  replaying  more  diverse
samples  is  beneficial  for  alleviating  the  forgetting  of  net-
works.  Our  method  consistently  obtains  lower  forgetting  on
different M values.

On the other hand, we show the average forgetting on Split
CIFAR-100 with different task sequences T,  and the memory
size M is  uniformly set  to  1000.  Experimental  results  clearly
indicate  that  all  methods  suffer  from  more  forgetting,  as  the
model  encounters  more  tasks.  We  can  see  that  iCaRL  and
HAL  achieve  lower  average  forgetting  compared  with  our
method.  However,  these  two  baselines  do  not  acquire  good
performance for  the average accuracy,  as  shown in Table III.
This is mainly because the average forgetting is a self-relative
metric, which measures the change between the past best and
the  current  performance  of  the  method.  If  an  algorithm  per-
forms  poorly  throughout  training,  a  lower  average  forgetting
can be  observed as  it  has  little  knowledge to  forget  from the
beginning. As a result, the comparisons of the average forget-
ting between different methods may be misleading. Hence, we
cannot arbitrarily evaluate the performance of an algorithm by
only  observing  the  average  forgetting.  This  is  why  the  best
baseline  for  this  metric  is  not  bolded  in Table V.  To  better
illustrate the issue, as shown in Fig. 4, we show the evolution
of the accuracy values of each task when T is set to 5, as new
tasks  are  continuously  encountered.  iCaRL  and  HAL  show
consistently worse performance on each task than our method.

 

TABLE III 

Comparison of Average Accuracy (Higher is Better) on
Split CIFAR-100 With Different Task Sequences T. Aver-
ages and Standard Deviations are Computed Over Five

Runs Using Different Random Seeds

Methods
Task sequences T

T = 5 T = 10 T = 20 T = 50

i.i.d. offline 52.24±0.49 52.16±0.83 51.43±0.66 52.43±0.55

i.i.d. online 23.18±0.83 23.16±0.44 22.41±0.84 23.99±0.50

Fine-tuning 10.30±0.17 6.63±0.23 3.73±0.24 1.69±0.03

LwF 10.45±0.45 6.77±0.24 3.77±0.16 1.64±0.06

SI 10.35±0.58 6.59±0.39 3.71±0.09 1.69±0.04

oEWC 9.84±0.41 6.65±0.26 3.52±0.34 1.31±0.15

iCaRL 8.59±0.46 8.04±0.49 7.12±0.21 5.57±0.54

GEM 19.11±1.30 15.85±0.65 8.81±1.02 2.22±0.21

A-GEM 10.64±0.42 6.94±0.22 3.78±0.15 1.70±0.06

GSS 16.98±0.65 12.19±0.41 8.75±0.23 9.50±1.04

FDR 11.12±0.46 7.13±0.35 3.83±0.07 1.58±0.20

DER 11.29±0.52 6.83±0.31 3.97±0.04 1.65±0.06

DER++ 22.19±1.41 18.94±1.18 17.05±0.95 13.32±0.99

GDumb 13.83±0.72 13.81±0.55 12.80±0.37 13.75±0.69

µASER 22.13±1.02 16.45±0.91 13.17±0.64 9.31±0.85

HAL 11.81±1.45 9.71±1.39 10.46±0.69 8.08±0.92

rOurs 25.96±0.98 23.15±0.96 21.79±1.29 18.86±1.16

allOurs 27.51±0.52 24.91±0.81 23.22±0.64 20.24±0.65
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Many  tasks  have  very  poor  accuracy  from  the  beginning,
especially for iCaRL. Although these baselines achieve lower
average forgetting, they actually do not accumulate sufficient
knowledge and alleviate the forgetting of networks. Moreover,
compared  with  the  algorithms  with  close  average  accuracy,
such as DER++ and ASER , our method obtains a lower aver-
age forgetting, which shows that the proposed method has bet-
ter control over the negative transfer.  

E.  Ablation Study
1)  Effect  of  Different  Replay  Selections: We  have  shown

some ablation studies in the previous paragraphs. Specifically,

BM

M = 1000 M = 5000

we have  introduced the  impact  of  different  memory sizes M,
task  lengths T and  retrieved  mini-batch  sizes  on  perfor-
mance. In this subsection, we aim to illustrate whether differ-
ent replay selections affect our method. Without loss of gener-
ality,  we  conduct  the  experiment  on  Split  CIFAR-100  and
Split  TinyImageNet  with  two  different  memory  sizes,

 and ,  respectively.  A  generic  experience
replay is adopted as the basis for the algorithm. As shown in
Table VI,  we  provide  logits  and  features  during  replay  and
report  the performance of different replay selections.  We can
see  that  the  generic  experience  replay  has  proven  to  be  a
strong  CL  baseline.  Apart  from  replaying  the  raw  inputs,

 

TABLE IV 

BM
Comparison of Average Accuracy (Higher is Better) on Split CIFAR-10 and Split CIFAR-100 With Different Retrieved
Mini-Batch Sizes . Averages and Standard Deviations are Computed Over Five Runs Using Different Random Seeds

Methods
Split CIFAR-10 Split CIFAR-100

BM  = 10 BM  = 32 BM  = 64 BM  = 128 BM  = 10 BM  = 32 BM  = 64 BM  = 128
iCaRL 41.26±1.07 41.28±0.30 40.21±1.28 39.89±1.36 8.04±0.49 8.09±0.35 8.01±0.41 8.10±0.28

A-GEM 18.40±0.47 18.25±0.60 18.23±0.36 18.44±0.27 6.94±0.22 6.85±0.13 6.83±0.28 6.86±0.11

GSS 48.39±2.59 44.75±3.54 41.82±2.88 40.11±3.82 12.19±0.41 12.02±0.40 11.06±0.23 10.31±0.07

FDR 20.05±1.78 19.79±1.60 19.40±0.93 19.14±0.62 7.13±0.35 7.00±0.25 6.75±0.19 6.39±0.31

DER 37.31±4.17 39.64±2.49 38.75±1.11 37.17±3.01 6.83±0.31 5.56±0.36 6.10±0.59 7.50±0.92

DER++ 55.18±1.95 56.41±1.72 52.51±2.43 51.71±1.15 18.94±1.18 19.58±0.27 22.09±0.90 21.14±0.76

GDumb 35.34±2.02 39.08±2.51 38.59±2.44 38.46±2.14 13.81±0.55 13.17±0.73 13.38±1.13 13.34±0.46

µASER 43.82±2.26 40.64±1.29 37.42±2.81 36.79±2.18 16.45±0.91 16.18±0.72 14.52±0.45 14.43±0.63

HAL 39.93±4.60 37.28±1.78 32.44±3.06 29.31±3.83 9.71±1.39 8.63±0.78 6.08±1.10 5.70±1.29

rOurs 58.20±2.98 57.89±1.93 54.58±1.89 51.52±1.52 23.15±0.96 25.77±0.78 24.93±1.05 22.23±0.74

allOurs 60.42±1.86 59.85±0.45 55.20±1.27 53.07±0.64 24.91±0.81 26.51±0.51 25.70±0.54 22.85±0.76
 

 

TABLE V 

Comparison of Average Forgetting (Lower is Better) on Split CIFAR-10 With Different Memory Sizes M and Split CIFAR-
100 With Different Task Sequences T. Note That the Lowest Value is not Bolded Due to the Self-Relative Property of

the Metric. Averages and Standard Deviations are Computed Over Five Runs Using Different Random Seeds

Methods
Split CIFAR-10 Split CIFAR-100

M = 100 M = 500 M = 1000 M = 2000 M = 5000 T = 5 T = 10 T = 20 T = 50

i.i.d. offline N/A N/A

i.i.d. online N/A N/A

Fine-tuning 85.56±1.07 85.56±1.07 85.56±1.07 85.56±1.07 85.56±1.07 42.52±1.81 56.54±0.57 69.35±0.67 85.95±0.38

LwF 84.47±1.48 84.47±1.48 84.47±1.48 84.47±1.48 84.47±1.48 44.31±1.11 56.36±1.62 69.80±0.86 84.69±0.28

SI 85.83±0.60 85.83±0.60 85.83±0.60 85.83±0.60 85.83±0.60 42.63±0.34 55.64±1.65 68.97±0.49 85.37±0.59

oEWC 84.54±1.63 84.54±1.63 84.54±1.63 84.54±1.63 84.54±1.63 39.41±1.95 53.45±1.53 65.59±0.78 75.52±0.95

iCaRL 33.25±2.37 31.24±2.54 30.80±1.58 29.08±1.02 28.06±2.11 6.78±0.38 8.55±0.56 9.59±0.59 12.33±0.72

GEM 83.56±1.45 80.29±1.92 75.49±4.17 76.56±5.05 39.30±0.88 27.30±1.64 39.79±2.45 53.20±0.67 75.14±2.09

A-GEM 84.83±2.88 85.17±2.82 84.82±1.14 86.27±1.60 86.87±0.79 43.35±0.93 55.92±1.09 69.87±0.66 85.20±0.30

GSS 65.82±4.24 44.39±3.77 39.40±2.73 38.16±2.23 36.97±5.99 31.14±0.83 44.78±0.87 57.50±0.98 71.24±1.00

FDR 70.35±3.28 83.28±2.79 85.68±1.23 83.57±2.07 86.31±0.64 44.54±0.59 58.77±0.62 71.31±0.98 85.06±1.02

DER 59.79±1.76 51.29±5.97 47.72±6.80 46.18±4.59 43.17±3.26 43.48±0.99 56.39±1.20 69.70±0.71 84.76±0.32

DER++ 58.60±2.92 31.69±3.45 27.44±3.17 25.91±2.76 22.04±2.30 35.53±1.32 47.68±1.39 57.93±1.07 75.03±1.17

µASER 62.67±2.78 47.66±3.81 38.70±2.42 26.07±2.72 23.17±1.75 29.61±1.33 40.38±1.42 52.61±0.89 68.55±0.78

HAL 52.21±8.36 33.36±3.14 26.21±7.77 25.55±6.13 22.59±6.03 21.66±0.77 24.90±1.92 32.12±1.80 42.75±1.86

rOurs 57.91±3.03 29.50±4.62 22.93±3.18 21.19±2.51 21.02±1.96 28.91±1.73 39.16±1.51 49.25±1.33 63.31±1.33

allOurs 56.56±1.97 28.25±3.71 23.46±2.03 20.63±1.33 20.05±3.57 25.19±0.71 38.21±1.05 48.28±1.45 62.71±0.69
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when  logits  or  features  are  introduced  separately,  the  perfor-
mance of the algorithm is improved to varying degrees. More-
over,  using  logits  achieves  better  average  accuracy  than
replaying  features  individually.  This  is  because,  from  a  task
perspective, logits are more suitable for supervised classifica-
tion. We need to note that this does not negate the importance
of features, which is a good extension of logits and might con-
tain  more  knowledge  that  can  be  used  for  low-level  vision
tasks.  If  we select logits and features concurrently during the
optimization  trajectory,  we  can  obtain  much  better  perfor-
mance, which can also reflect that the feature information can
strengthen  supervision.  Overall,  leveraging  multi-level  infor-
mation of samples can provide more valuable knowledge and
alleviate catastrophic forgetting of networks.

M = 500

2)  Effect  of  Different  Feature  Extraction  Layers: In  this
work,  we  employ  ResNet18  for  CL  and  leverage  the  final
pooling layer to construct feature constraints. ResNet18 has 4
sequential  residual  layers  and  each  residual  layer  outputs  a
corresponding feature. To explore the impact of different fea-
ture extraction layers on algorithm performance, we compare
different  residual  layers  of  ResNet18,  i.e.,  Layer1,  Layer2,
Layer3  and Layer4  with  the  final  pooling  layer.  Specifically,
we  add  the  feature  constraint  produced  by  different  network
layers to a generic experience replay. The value of α is set to
0, and the value of β is set to 0.2, 0.5 and 1.0, respectively. As
shown in Table VII,  we  report  the  average  accuracy  on  Split
CIFAR-10  with  memory .  We  observe  that,  in  the
context of image classification problems, the features derived
from  the  final  pooling  layer  achieve  better  performance.  In
addition,  as  the  value β increases,  the  accuracies  show  a
decline of varying degrees. From the perspective of represen-
tation  learning,  the  final  pooling  layer  produces  the  final
embedding and mainly focuses on high-level semantics, which
is more suitable for classification.

3) Effect of Varying Different Hype-Parameters: We inves-
tigate  the  influence  of  the  hype-parameters α and β on  algo-
rithm performance.  As  shown in Fig. 5,  we  show the  change
of  average  accuracy  on  Split  CIFAR-10  by  varying α and β,
respectively.  The  memory  size M is  uniformly  set  to  500.
Firstly, Fig. 5(a) shows the impact of α on the loss function, in
which  the  value  of β is  set  to  0.  In  general,  the  value  of α
between  0.1  to  0.5  works  well.  Then,  under  the  setting  of

α = 0.5

α = 0.5 β = 0.2

, Fig. 5(b) reports the average accuracy by varying the
β. We find that a high value of β leads to inferior performance.
Overall,  these  results  indicate  that  introducing  the  logits  and
features  and  constructing  multi-level  constraints  can  consoli-
date  knowledge  and  improve  performance.  In  this  work,  we
set  and  for all other experiments.  

F.  Training Efficiency
Under  the  online  class-incremental  setting,  new  samples

arrive  in  the  form  of  a  data  stream.  Therefore,  so  as  to  not
miss incoming samples, the metric of training time also needs
to be considered, which is directly related to whether an algo-
rithm can be deployed in real applications. As shown in Fig. 6,
we show the training time of all methods after completing the
learning of Split MNIST. To guarantee a fair comparison, we
conduct  all  evaluations  under  the  same  computing  platform.
For replay-based baselines, the memory size is set to 500. We
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Fig. 4.     Evolution of the accuracy values of each task as new tasks are learned on Split CIFAR-100 where the number of tasks T is 5. We can see that the best
accuracy obtained by iCaRL is only 20.6  in all tasks. HAL shows poor accuracy from the beginning of the second task. Although these two baselines get a
lower average forgetting metric,  they do not  actually accumulate more knowledge and alleviate the forgetting of  networks.  In contrast,  our method achieves
consistently better performance than iCaRL and HAL in each task.
 

 

TABLE VI 

Ablation Study on Split CIFAR-100 and Split Tinyimagenet
With Different Replay Selections and Memory Sizes M.
Averages and Standard Deviations are Computed Over

Five Runs Using Different Random Seeds

Replay Split CIFAR-100 Split TinyImageNet

Logits Features M = 1000 M = 5000 M = 1000 M = 5000

× × 16.12±0.79 22.43±0.38 8.97±0.78 13.64±1.01

× √ 20.08±0.55 25.26±0.62 10.51±0.56 15.03±0.80

√ × 23.15±0.96 27.20±0.97 11.30±0.61 15.79±0.18

√ √ 24.91±0.81 27.95±1.02 12.06±0.67 16.37±0.24
 

 

TABLE VII 

Ablation Study on Split CIFAR-10 With Different Feature
Extraction Layers. Averages and Standard Deviations are

Computed Over Five Runs Using Different Random Seeds

Layers β = 0.2 β = 0.5 β = 1.0

Layer1 52.79±0.52 49.67±1.43 49.02±2.27

Layer2 52.92±2.36 49.52±1.90 48.98±1.15

Layer3 52.90±1.77 51.54±1.95 48.54±1.51

Layer4 54.24±2.26 52.88±2.05 51.52±1.93

Final-pooling 57.47±1.58 56.42±1.64 55.35±0.97
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repeat  the  learning  process  for  all  methods  five  times  and
report  the  average  training  time.  Although  regularization-
based baselines avoid storing and playing back previous sam-
ples,  they  do  not  spend  less  time,  especially  for  oEWC  and
LwF. We observe that our method achieves a comparable run-
ning  time  compared  with  other  replay  baselines  such  as  A-
GEM, FDR, DER and HAL. This suggests that the process of
matching  logits  and  features  is  efficient,  which  is  viable  for
practical scenarios. In contrast, GEM and GSS consume more
training time than other methods. This is a main bottleneck of
constrained  optimization,  which  needs  the  additional  compu-
tation  of  gradients  that  are  used  for  constraining  model
updates.
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Fig. 6.     Comparison of training time on Split MNIST. The memory size is
set to 500. Our proposed method achieves a comparable performance with the
replay-based baselines.  

V.  Conclusions

In this paper, we discuss continual learning under the online
class-incremental setting in which the model experiences new
classes sequentially and all samples are seen only once due to
the single-pass through the data stream. Moreover, task identi-
ties  are  unavailable  during  training  and  evaluation.  To
improve  the  utilization  of  samples  in  this  setting,  we  first
introduce the logits generated at the last fully connected layer
and imitate the previous response of networks by matching the
corresponding  logits.  Furthermore,  to  acquire  more  knowl-
edge  from  previous  samples,  we  construct  an  empirical  con-
straint by aligning feature representations during the optimiza-
tion trajectory and learn the predictions of intermediate repre-
sentations.  Our  method can fully  tap the potential  of  training

samples  and use  more  past  knowledge to  strengthen supervi-
sion.  Extensive  evaluations  demonstrate  that  the  proposed
method  achieves  state-of-the-art  performance  and  can  effec-
tively consolidate previously gained knowledge.
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